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Pompeu Fabra University, Spain Ulrike von Luxburg, MPI for Biological Cybernetics, Germany
Sridhar Mahadevan, University of Massachusetts, Amherst, USA Shie Mannor, Technion, Israel
Chris Meek, Microsoft Research, USA Marina Meila, University of Washington, USA Nico-
lai Meinshausen, University of Oxford, UK Vahab Mirrokni, Google Research, USA Mehryar
Mohri, New York University, USA Sebastian Nowozin, Microsoft Research, Cambridge, UK Man-
fred Opper, Technical University of Berlin, Germany Una-May O’Reilly, Massachusetts Institute
of Technology, USA Ronald Parr, Duke University, USA Martin Pelikan, Google Inc, USA Jie
Peng, University of California, Davis, USA Jan Peters, Technische Universität Darmstadt, Ger-
many Avi Pfeffer, Charles River Analytis, USA Joelle Pineau, McGill University, Canada Massi-
miliano Pontil, University College London, UK Yuan (Alan) Qi, Purdue University, USA Luc de



Raedt, Katholieke Universität Leuven, Belgium Alexander Rakhlin, University of Pennsylvania,
USA Ben Recht, University of Wisconsin, Madison, USA Saharon Rosset, Tel Aviv University,
Israel Ruslan Salakhutdinov, University of Toronto, Canada Marc Schoenauer, INRIA Saclay,
France Matthias Seeger, Ecole Polytechnique Federale de Lausanne, Switzerland John Shawe-
Taylor, University College London, UK Xiaotong Shen, University of Minnesota, USA Yoram
Singer, Google Research, USA Peter Spirtes, Carnegie Mellon University, USA Nathan Srebro,
Toyota Technical Institute at Chicago, USA Ingo Steinwart, University of Stuttgart, Germany Ben
Taskar, University of Washington, USA Yee Whye Teh, University of Oxford, UK Ivan Titov,
Saarland University, Germany Koji Tsuda, National Institute of Advanced Industrial Science and
Technology, Japan Zhuowen Tu, University of California San Diego, USA Nicolas Vayatis, Ecole
Normale Supérieure de Cachan, France S V N Vishwanathan, Purdue University, USA Martin J.
Wainwright, University of California at Berkeley, USA Manfred Warmuth, University of Califor-
nia at Santa Cruz, USA Stefan Wrobel, Fraunhofer IAIS and University of Bonn, Germany Eric
Xing, Carnegie Mellon University, USA Bin Yu, University of California at Berkeley, USA Tong
Zhang, Rutgers University, USA Hui Zou, University of Minnesota, USA

JMLR-MLOSS Editors
Mikio L. Braun, Technical University of Berlin, Germany Geoffrey Holmes, University of Waikato,
New Zealand Antti Honkela, University of Helsinki, Finland Balazs Kegl, University of Paris-Sud,
France Cheng Soon Ong, University of Melbourne, Australia Mark Reid, Australian National
University, Australia

JMLR Editorial Board
Naoki Abe, IBM TJ Watson Research Center, USA Yasemin Altun, Google Inc, Switzerland
Jean-Yves Audibert, CERTIS, France Jonathan Baxter, Australia National University, Australia
Richard K. Belew, University of California at San Diego, USA Kristin Bennett, Rensselaer Poly-
technic Institute, USA Christopher M. Bishop, Microsoft Research, Cambridge, UK Lashon
Booker, The Mitre Corporation, USA Henrik Boström, Stockholm University/KTH, Sweden Craig
Boutilier, University of Toronto, Canada Nello Cristianini, University of Bristol, UK Dennis De-
Coste, eBay Research, USA Thomas Dietterich, Oregon State University, USA Jennifer Dy,
Northeastern University, USA Saso Dzeroski, Jozef Stefan Institute, Slovenia Ran El-Yaniv, Tech-
nion, Israel Peter Flach, Bristol University, UK Emily Fox, University of Washington, USA Dan
Geiger, Technion, Israel Claudio Gentile, Università dell’Insubria, Italy Sally Goldman, Google
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Djalel Benbouzid, Róbert Busa-Fekete, Norman Casagrande, François-David
Collin, Balázs Kégl
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855 Algebraic Geometric Comparison of Probability Distributions
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Abstract

The main theme of this paper is to develop a novel eigenvalue optimization framework for learning
a Mahalanobis metric. Within this context, we introduce a novel metric learning approach called
DML-eigwhich is shown to be equivalent to a well-known eigenvalue optimization problem called
minimizing the maximal eigenvalue of a symmetric matrix (Overton, 1988; Lewis and Overton,
1996). Moreover, we formulateLMNN (Weinberger et al., 2005), one of the state-of-the-art metric
learning methods, as a similar eigenvalue optimization problem. This novel framework not only
provides new insights into metric learning but also opens new avenues to the design of efficient
metric learning algorithms. Indeed, first-order algorithms are developed for DML-eig and LMNN
which only need the computation of the largest eigenvector of a matrix per iteration. Their conver-
gence characteristics are rigorously established. Various experiments on benchmark data sets show
the competitive performance of our new approaches. In addition, we report an encouraging result
on a difficult and challenging face verification data set called Labeled Faces in the Wild (LFW).

Keywords: metric learning, convex optimization, semi-definite programming, first-order methods,
eigenvalue optimization, matrix factorization, face verification

1. Introduction

Distance metrics are fundamental concepts in machine learning since a proper choice of a metric
has crucial effects on the performance of both supervised and unsupervised learning algorithms.
For example, the k-nearest neighbor (k-NN) classifier depends on a distance function to identify
the nearest neighbors for classification. The k-means algorithm depends on the pairwise distance
measurements between examples for clustering, and most information retrieval methods rely on a
distance metric to identify the data points that are most similar to a given query. Recently, learning
a distance metric from data has been actively studied in machine learning (Bar-Hillel et al., 2005;
Davis et al., 2007; Goldberger et al., 2004; Rosales and Fung, 2006; Shen et al., 2009; Torresani and
Lee, 2007; Weinberger et al., 2005; Weinberger and Saul, 2008; Xinget al., 2002; Ying et al., 2009).
These methods have been successfully applied to many real-world application domains including

c©2012 Yiming Ying and Peng Li.
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information retrieval, face verification, image recognition (Chopra et al., 2005; Guillaumin et al.,
2009; Hoi et al., 2006) and bioinformatics (Kato and Nagano, 2010; Vert et al., 2007).

Most metric learning methods attempt to learn a distance metric from side informationwhich
is often available in the form of pairwise constraints, that is, pairs ofsimilar data points and pairs
of dissimilardata points. The information of similarity or dissimilarity between a pair of examples
can easily be collected from the label information in supervised classification. For example, we can
reasonably let two samples in the same class be a similar pair and samples in the distinct classes be a
dissimilar pair. In semi-supervised clustering, a small amount of knowledge isavailable concerning
pairwise (must-link or cannot-link) constraints between data items. This side information delivers
the message that a must-link pair of samples is a similar pair and a cannot-link one isa dissimilar
pair. A common theme in metric learning is to learn a distance metric such that the distance between
similar examples should be relatively smaller than that between dissimilar examples.Although the
distance metric can be a general function, the most prevalent one is the Mahalanobis metric defined
by dM(xi ,x j) =

√
(xi−x j)⊤M(xi−x j) whereM is a positive semi-definite (p.s.d.) matrix.

In this work we restrict our attention to learning a Mahalanobis metric fork-nearest neigh-
bor (k-NN) classification. However, the proposed methods below can easily be adapted to metric
learning for semi-supervised k-means clustering. Our main contribution is summarized as follows.
Firstly, we introduce a novel approach calledDML-eig mainly inspired by the original work of
Xing et al. (2002). Although our ultimate target is similar to theirs, our methods are essentially
different. In particular, we can show our approach is equivalent to a well-known eigenvalue op-
timization problem calledminimizing the maximal eigenvalue of a symmetric matrix(Lewis and
Overton, 1996; Overton, 1988). We further show that the above novel optimization formulation can
also be extended to LMNN (Weinberger et al., 2005) and low-rank matrix factorization for collab-
orative filtering (Srebro et al., 2004). Secondly, in contrast to the full eigen-decomposition used
in many existing approaches to metric learning, we will develop novel approximate semi-definite
programming (SDP) algorithms for DML-eig and LMNN which only need the computation of the
largest eigenvector of a matrix per iteration. The algorithms combine and develop the Frank-Wolfe
algorithm (Frank and Wolfe, 1956; Hazan, 2008) and Nesterov’s smoothing techniques (Nesterov,
2005). Finally, its rigorous convergence characteristics will also be established, and experiments
on various UCI data sets and benchmark face data sets show the competitiveness of our new ap-
proaches. In addition, we report an encouraging result on a challenging face verification data set
called Labeled Faces in the Wild (Huang et al., 2007).

The paper is organized as follows. In Section 2, we propose our new approach (DML-eig)
for distance metric learning and show its equivalence to the well-known eigenvalue optimization
problem. In addition, a generalized eigenvalue-optimization formulation will be established for
LMNN and low-rank matrix factorization for collaborative filtering (Srebroet al., 2004). In Section
3, based on eigenvalue optimization formulations of DML-eig and LMNN, we develop novel first-
order algorithms. Their convergence rates are successfully established. Section 4 discusses the
related work. In Section 5, our proposed methods are compared with the state-of-the-art methods
through extensive experiments. The last section concludes the paper.

2. Metric Learning Model and Equivalent Formulation

We begin by introducing useful notations. LetNn = {1,2, . . . ,n} for any n ∈ N. The space of
symmetricd timesd matrices will be denoted bySd and the cone of p.s.d. matrices is denoted by

2
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S
d
+. For anyX,Y ∈ R

d×n, we denote the inner product inSd by 〈X,Y〉 := Tr (X⊤Y) whereTr (·)
denotes the trace of a matrix. The standard norm in Euclidean space is denoted by‖ · ‖.

Throughout the paper, the training data is given byz := {(xi ,yi) : i ∈ Nn} with input xi =
(x1

i ,x
2
i , . . . ,x

d
i ) ∈ R

d, class labelyi (not necessary binary) and later on we use the conventionXi j =
(xi − x j)(xi − x j)

⊤. Then, for anyM ∈ S
d
+, the associated Mahalanobis distance betweenxi andx j

can be written asd2
M(xi ,x j) = (xi−x j)

⊤M(xi−x j) = 〈Xi j ,M〉. Let S index the similar pairs andD
index the dissimilar pairs. For instance, if(xi ,x j) is a similar pair we denote it byτ = (i, j) ∈ S , and
write Xi j asXτ for simplicity.

Given a set of pairwise distance constraints, the target of metric learning isto find a distance
matrix M such that the distance between the dissimilar pairs is large and the distance between the
similar pairs is small. There are many possible criteria to realize this intuition. Our model is mainly
inspired by Xing et al. (2002) where the authors proposed to maximize the sum of distances between
dissimilar pairs, while maintaining an upper bound on the sum of squared distances between similar
pairs. Specifically, the following criterion was used in Xing et al. (2002):

maxM∈Sd
+

∑(i, j)∈D dM(xi ,x j)

s.t. ∑(i, j)∈S d2
M(xi ,x j)≤ 1.

(1)

An iterative projection method was proposed to solve the above problem. However, it usually takes
a long time to converge and the algorithm needs the computation of the full eigen-decomposition of
a matrix in each iteration.

In this paper, we propose to maximize the minimal squared distances between dissimilar pairs
while maintaining an upper bound for the sum of squared distances betweensimilar pairs, that is,

maxM∈Sd
+

min(i, j)∈D d2
M(xi ,x j)

s.t. ∑(i, j)∈S d2
M(xi ,x j)≤ 1.

(2)

Now, letXS = ∑(i, j)∈S Xi j we can rewrite problem (2) as follows:

maxM∈Sd
+

minτ∈D〈Xτ,M〉

s.t. 〈XS ,M〉 ≤ 1.
(3)

This problem is obviously a semi-definite programming (SDP) since it is equivalent to

maxM∈Sd
+

t

s.t. 〈Xτ,M〉 ≥ t, ∀τ = (i, j) ∈D,
〈XS ,M〉 ≤ 1.

In contrast to problem (1), the objective function and the constraints in (3) are linear with respect to
(w.r.t.) M. As shown in the next subsection, this simple but important property1 plays a critical role
in formulating problem (2) as an eigenvalue optimization problem. This equivalent formulation is
key to the design of efficient algorithms in Section 3.

The generation of the pairwise constraints plays an important role in learninga metric. If labels
are known then the learning setting is often referred to as supervised metriclearning which can

1. One might consider replacing the objective∑(i, j)∈D dM(xi ,x j ) in problem (1) by∑(i, j)∈D d2
M(xi ,x j ). This would also

lead to a simple linear constraint and linear objective function. However, as mentioned in Xing et al. (2002), it would
result inM always being rank 1 (i.e., the data are always projected onto a line).

3
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further be divided into two categories: theglobal metric learningand thelocal metric learning.
The global approach learns the distance metric in a global sense, that is, tosatisfy all the pairwise
constraints simultaneously. The original model in Xing et al. (2002) is a global method which used
all the similar pairs (same labels) and dissimilar pairs (distinct labels). The localapproach is to
learn a distance metric only using local pairwise constraints which usually outperforms the global
methods as observed in many previous studies. This is reasonable in the case of learning a metric
for the k-NN classifiers since k-NN classifiers are influenced most by thedata items that are close to
the test/query examples. Since we are mainly concerned with learning a metric for k-NN classifier,
the pairwise constraints for DML-eig are generated locally, that is, the similar/dissimilar pairs are
k-nearest neighbors. The details can be found in the experimental section.

2.1 Equivalent Formulation as Eigenvalue Optimization

In this section we establish a min-max formulation of problem (3), which is finally shown to be
equivalent to an eigenvalue optimization problem calledminimizing the maximal eigenvalue of sym-
metric matrices(Lewis and Overton, 1996; Overton, 1988).

For simplicity of notation, for anyX ∈ S
d, we denote its maximum eigenvalue ofX ∈ S

d by
λmax(X). Let D be the number of dissimilar pairs and the simplex is denoted by

△= {u∈ R
D : uτ ≥ 0, ∑

τ∈D
uτ = 1}.

We also denote thespectrahedronby

P = {M ∈ S
d
+ : Tr (M) = 1}.

Now we can show problem (3) is indeed an eigenvalue optimization problem.

Theorem 1. Assume that XS is invertible and, for anyτ∈D, let X̃τ =X−1/2
S

XτX
−1/2
S

. Then, problem
(3) is equivalent to the following problem

max
S∈P

min
u∈△

∑
τ∈D

uτ〈X̃τ,S〉, (4)

which can further be written as an eigenvalue optimization problem:

min
u∈△

max
S∈P
〈∑

τ∈D
uτX̃τ,S〉= min

u∈△
λmax

(
∑

τ∈D
uτX̃τ

)
. (5)

Proof. Let M∗ be an optimal solution of problem (3) and̃M∗ = M∗

〈XS ,M∗〉
. Then, we have〈XS ,M̃∗〉= 1

and
min
τ∈D
〈Xτ,M̃

∗〉= min
τ∈D
〈Xτ,M

∗〉/〈XS ,M
∗〉 ≥min

τ∈D
〈Xτ,M

∗〉,

since〈XS ,M∗〉 ≤ 1. This implies thatM̃∗ is also an optimal solution. Consequently, problem (3) is
equivalent to, up to a scaling constant,

arg max
M∈Sd

+

{min
τ∈D
〈Xτ,M〉 : 〈XS ,M〉= 1}. (6)

Noting that minτ∈D〈Xτ,M〉 = minu∈△∑τ∈D uτ〈Xτ,M〉, the desired equivalence between (4) and (3)

follows by changing variableS= X1/2
S

MX1/2
S

in formulation (6).

4
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Also, note from Overton (1988) that maxM∈P 〈X,M〉 = λmax(X). By the min-max theorem,
problem (4) can further be written by a well-known eigenvalue optimization problem:

min
u∈△

max
M∈P
〈∑

τ∈D
uτX̃τ,M〉= min

u∈△
λmax

(
∑

τ∈D
uτX̃τ

)
.

This completes the proof of the theorem.

The problem of minimizing the maximal eigenvalue of a symmetric matrix is well-known which
has important applications in engineering design, see Overton (1988); Lewis and Overton (1996).
Hereafter, we refer to metric learning formulation (3) (equivalently (4) or(5)) asDML-eig .

We end this subsection with two remarks. Firstly, Theorem 1 assumes thatXS is invertible. In
practice, this can be achieved by enforcing a small ridge to the diagonal ofthe matrixXS , that is,
XS ←− XS + δ Id whereId is the identity matrix andδ > 0 is a very small ridge constant. Without
loss of generality, we assume thatXS is positive definite throughout the paper. Secondly, when the
dimensiond of the input space is very large, the computation ofX−1/2

S
could be time-consuming.

Instead of directly inverting the matrix, one can use the Cholesky decomposition which is faster and
numerically more stable. Indeed, the Cholesky decomposition tells us thatXS = LL⊤ whereL is a
lower triangular matrix with strictly positive diagonal entries. Hence, in (6) wecan letS= L⊤ML
(i.e., M = (L−1)⊤SL−1) and Theorem 1 still holds true if we redefine, for anyτ = (i, j) ∈ D, that
X̃τ = (L−1(xi − x j))(L−1(xi − x j))

⊤. Therefore, it suffices to compute{L−1xi : i ∈ Nn} which can
efficiently be obtained by solving linear system of equations (e.g., using the operationL \ xi in
MATLAB).

2.2 Eigenvalue Optimization for LMNN

Weinberger et al. (2005) proposed the large margin nearest neighborclassification (LMNN) which is
one of the state-of-the-art metric learning methods. In analogy to the aboveargument for DML-eig,
we can also formulate LMNN as a generalized eigenvalue optimization problem.

Formulation (3) used the pairwise constraints in the form of similar/dissimilar pairs. In contrast,
LMNN aims to learn a metric using the relative distance constraints which are presented in the form
of triplets. With a little abuse of notation, we denote a triplet byτ = (i, j,k) which means thatxi is
similar tox j andx j is dissimilar toxk. Then, denote the set of triplets byT which can be specified
based on label information (e.g., see Section 5). Given a setS of similar pairs and a setT of triplets,
the target of LMNN is to learn a distance metric such that k-nearest neighbors always belong to the
same class while examples from different classes are separated by a large margin. In particular, let
XS = ∑(i, j)∈S (xi−x j)(xi−x j)

⊤ andCτ = Xjk−Xi j , then LMNN can be rewritten as

minM,ξ (1− γ)∑τ∈T ξτ + γTr (XSM)
s.t. 1−〈Cτ,M〉 ≤ ξτ,

M ∈ S
d
+,ξτ ≥ 0, ∀τ = (i, j,k) ∈ T ,

(7)

whereγ ∈ [0,1] is a trade-off parameter.
Let T be the number of triplets, that is, the cardinality of the triplet setT . We can establish the

following equivalent min-max formulation of LMNN. A similar result with a quite different proof
has also been given in Baes and Bürgisser (2009) for a certain class of SDP problems.

5
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Lemma 2. LMNN formulation (7) is equivalent to

max
M∈Sd

+,ξ≥0

{
min

τ
(ξτ + 〈Cτ,M〉) : γTr (XSM)+(1− γ)∑

τ
ξτ = 1

}
. (8)

Proof. Write the LMNN formulation (7) as

minM,ξ (1− γ)∑τ∈T ξτ + γTr (XSM)
s.t. 〈Cτ,M〉+ξτ ≥ 1,

M ∈ S
d
+,ξτ ≥ 0, ∀τ = (i, j,k) ∈ T .

(9)

The condition that〈Cτ,M〉+ ξτ ≥ 1 for anyτ ∈ T is identical to minτ∈T 〈Cτ,M〉+ ξτ ≥ 1. Hence,
problem (7) is further equivalent to

minM,ξ (1− γ)∑τ∈T ξτ + γTr (XSM)
s.t. minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ ≥ 1,

M ∈ S
d
+,ξ≥ 0.

(10)

Since the objective function and the constraints are linear w.r.t. variable(M,ξ), the optimal solution
for (10) must be attained on the boundary of the feasible domain, that is, minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ =
1. Consequently, problem (10) is identical to

minM,ξ (1− γ)∑τ∈T ξτ + γTr (XSM)
s.t. minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ = 1,

M ∈ S
d
+,ξ≥ 0.

(11)

Let Ω =
{
(M,ξ) : minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ ≥ 0,M ∈ S

d
+,ξ≥ 0

}
. We first claim that (11) is equiv-

alent to

min
M,ξ

{
(1− γ)∑τ∈T ξτ + γTr (XSM)

minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ
: (M,ξ) ∈Ω

}
. (12)

To see this equivalence, letφ1 be the optimal value of problem (11) andφ2 be the optimal value of
problem (12). Suppose that(M∗,ξ∗) be an optimal solution of problem (12). Letδ∗ =
minτ=(i, j,k)∈T 〈Cτ,M∗〉+ξ∗τ and denote(M̃∗, ξ̃∗) = (M∗/δ∗,ξ∗/δ∗). Then, for anyM ∈ Sd

+ andξ≥ 0
satisfying minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ = 1,

(1− γ)∑τ∈T ξτ + γTr (XSM) = (1−γ)∑τ∈T ξτ+γTr (XSM)
minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ

≥ φ2 =
(1−γ)∑τ∈T ξ∗τ+γTr (XSM∗)
minτ=(i, j,k)∈T 〈Cτ,M∗〉+ξ∗τ

= (1− γ)∑τ∈T ξ̃∗τ + γTr (XSM̃∗)≥ φ1,

where the last inequality follows from the fact that minτ=(i, j,k)∈T 〈Cτ,M̃∗〉+ ξ̃∗τ = 1. Since the above
inequality holds true for anyM ∈ S

d
+ andξ≥ 0 satisfying minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ = 1, we finally

get thatφ1 ≥ φ2 ≥ φ1, that is,φ1 = φ2 and, moreover(M̃∗, ξ̃∗) is an optimal solution of problem
(11). This completes the equivalence between (11) and (12).

Now, rewrite problem (12) as

min
M,ξ

{( minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ

(1− γ)∑τ∈T ξτ + γTr (XSM)

)−1
: (M,ξ) ∈Ω

}
,

6
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which is further equivalent to

max
M,ξ

{
minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ

(1− γ)∑τ∈T ξτ + γTr (XSM)
: (M,ξ) ∈Ω

}
. (13)

Using exactly the same argument of proving the equivalence between (11)and (12), one can show
that the above problem (13) is equivalent to

max
M,ξ

{
min

τ=(i, j,k)∈T
〈Cτ,M〉+ξτ : (1− γ) ∑

τ∈T
ξτ + γTr (XSM) = 1,(M,ξ) ∈Ω

}
. (14)

Now consider problem (14) without the restriction(M,ξ) ∈Ω, that is,

max
M,ξ

{
min

τ=(i, j,k)∈T
〈Cτ,M〉+ξτ : (1− γ) ∑

τ∈T
ξτ + γTr (XSM) = 1,M ∈ S

d
+, ξ≥ 0

}
. (15)

Let M̃ = 0 andξ̃τ =
1

(1−γ)T for anyτ which obviously satisfies the restriction condition of problem

(15), that is,(1− γ)∑τ∈T ξ̃τ + γTr (XSM̃) = 1. Then,

maxM,ξ

{
minτ=(i, j,k)∈T 〈Cτ,M〉+ξτ : (1− γ)∑τ∈T ξτ + γTr (XSM) = 1,M ∈ S

d
+, ξ≥ 0

}

≥minτ=(i, j,k)∈T 〈Cτ,M̃〉+ ξ̃τ =
1

(1−γ)T > 0,

which means that any optimal solution for problem (15) automatically satisfies(M,ξ) ∈ Ω. Con-
sequently, problem (15) is equivalent to (14). Combining this with the equivalence between (11),
(12), (13) and (14) finally yields the equivalence between problem (15) and the primal formulation
(7) of LMNN. This completes the proof of the lemma.

Using the above min-max representation for LMNN, it is now easy to reformulate LMNN as a
generalized eigenvalue optimization as we will do below. With a little abuse of notation, denote the
simplex by△= {u∈ R

T : ∑τ∈T uτ = 1, uτ ≥ 0}.

Theorem 3. Assume that XS is invertible and, for anyτ ∈ T , let C̃τ = X−1/2
S

CτX
−1/2
S

. Then, LMNN
is equivalent to the following problem

max
S,ξ

{
min
u∈△

∑
τ∈T

uτ
(
ξτ + 〈C̃τ,S〉

)
: (1− γ)ξ⊤1+ γTr (S) = 1,S∈ S

d
+, ξ≥ 0

}
, (16)

where1 is a column vector with all entries one. Moreover, it can further be written asa generalized
eigenvalue optimization problem:

min
u∈△

max
( 1

1− γ
umax,

1
γ

λmax
(
∑

τ∈T
uτC̃τ

))
, (17)

where umaxis the maximum element of the vector(uτ : τ ∈ T ).

Proof. Note that minτ=(i, j,k)∈T

(
〈Cτ,M〉+ξτ

)
=minu∈△uτ

(
〈Cτ,M〉+ξτ

)
.Combing this with Lemma

2 implies that LMNN is equivalent to

max
M,ξ

{
min
u∈△

∑
τ∈D

uτ
(
ξτ + 〈Cτ,M〉

)
: (1− γ)ξ⊤1+ γTr (XSM) = 1,M ∈ S

d
+, ξ≥ 0

}
.

7
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LettingS= X1/2
S

MX1/2
S

yields the equivalence between (8) and (16).
By the min-max theorem, problem (16) is equivalent to

min
u∈△

{
max
S,ξ

∑
τ∈D

uτ
(
ξτ + 〈C̃τ,S〉

)
: (1− γ)ξ⊤1+ γTr (S) = 1,S∈ S

d
+, ξ≥ 0

}
. (18)

To see the equivalence between (18) and (17), observe that

max
{

∑τ∈D uτ
(
ξτ + 〈C̃τ,S〉

)
: (1− γ)ξ⊤1+ γTr (S) = 1,S∈ S

d
+, ξ≥ 0

}

= max
{

1
1−γ ∑

τ∈D
uτξτ +

1
γ 〈∑

τ∈D
uτC̃τ,S〉 : ξ⊤1+Tr (S) = 1,S∈ S

d
+, ξ≥ 0

}

= max
(

1
1−γumax, 1

γ λmax
(
∑

τ∈D
uτC̃τ

))
,

where the last equality follows from the fact that the above maximization problem is a linear pro-
gramming w.r.t. (S,ξ) and, for anyA ∈ S

d, max{〈A,B〉 : B ∈ S
d
+, Tr (B) ≤ 1} = λmax(A). This

completes the proof of the theorem.

Since we have formulated LMNN as an eigenvalue optimization problem in the above theorem,
hereafter we refer to formulation (16) (equivalently (17)) asLMNN-eig . The above eigenvalue
optimization formulation is not restricted to metric learning problems. It can be extended to other
machine learning tasks if their SDP formulation is similar to that of LMNN. Maximum-margin
matrix factorization (Srebro et al., 2004) is one of such examples. Its eigenvalue optimization
formulation can be found in Appendix A.

3. Eigenvalue Optimization Algorithms

In this section we develop efficient algorithms for solving DML-eig and LMNN-eig. We can di-
rectly employ the entropy smoothing techniques (Nesterov, 2007; Baes andBürgisser, 2009) for
eigenvalue optimization which, however, needs the computation of the full eigen-decomposition per
iteration. Instead, we propose a new first-order method by developing and combining the smooth-
ing techniques (Nesterov, 2005) and Frank-Wolfe algorithm (Frank and Wolfe, 1956; Hazan, 2008),
which will only involve the computation of the largest eigenvector of a matrix.

3.1 Approximate Frank-Wolfe Algorithm for DML-eig

By Theorem 1, DML-eig is identical to problem:

max
S∈P

f (S) = max
S∈P

min
u∈△

∑
τ∈D

uτ〈X̃τ,S〉. (19)

To this end, for a smoothing parameterµ> 0, define

fµ(S) = min
u∈△

∑
τ∈D

uτ〈X̃τ,S〉+µ ∑
τ∈D

uτ lnuτ.

We use the smoothed problem maxS∈P fµ(S) to approximate problem (19).
It is easy to see that

fµ(S) =−µln
(
∑

τ∈D
e−〈X̃τ,S〉/µ),

8
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Input:
· smoothing parameterµ> 0 (e.g., 10−5)
· tolerance valuetol (e.g., 10−5)
· step sizes{αt ∈ (0,1) : t ∈ N}

Initialization: Sµ
1 ∈ S

d
+ with Tr (Sµ

1) = 1
for t = 1,2,3, . . . do
· Zµ

t = argmax
{

fµ(St)+ 〈Z,∇ fµ(S
µ
t )〉 : Z ∈ S

d
+, Tr (Z) = 1

}
, that is,Zµ

t = vv⊤

wherev is the maximal eigenvector of matrix∇ fµ(S
µ
t )

· Sµ
t+1 = (1−αt)S

µ
t +αtZ

µ
t

· if | fµ(S
µ
t+1)− fµ(S

µ
t )|< tol thenbreak

Output: d×d matrixSµ
t ∈ S

d
+

Table 1: Approximate Frank-Wolfe Algorithm for DML-eig

and

∇ fµ(S) =
∑τ∈D e−〈X̃τ,S〉/µX̃τ

∑τ∈D e−〈X̃τ,S〉/µ
.

Since fµ is a smooth function, we can prove that its gradient is Lipschitz continuous.

Lemma 4. For any S1,S2 ∈ P , then

‖∇ fµ(S1)−∇ fµ(S2)‖ ≤Cµ‖S1−S2‖,

where Cµ = 2maxτ∈D ‖X̃τ‖
2/µ.

Proof. It suffices to see‖∇2 fµ(S)‖ ≤ 2maxτ∈D ‖X̃τ‖
2/µ. To this end,

∇2 fµ(S) =
(∑τ∈D e−〈X̃τ,S〉/µX̃τ)

⊗
(∑τ∈D e−〈X̃τ,S〉/µX̃τ)

µ
(

∑τ∈D e−〈X̃τ,S〉/µ
)2 − ∑τ∈D e−〈X̃τ,S〉/µX̃τ

⊗
X̃τ

µ∑τ∈D e−〈X̃τ,S〉/µ
:= I + II ,

whereX
⊗

Sdenotes the tensor product of matricesX andS. We can estimate the termI as follows:

‖I‖ ≤

(
∑τ∈D e−〈X̃τ,S〉/µ‖X̃τ‖

)(
∑τ∈D e−〈X̃τ,S〉/µ‖X̃τ‖

)

µ
(
∑τ∈D e−〈X̃τ,S〉/µ

)2 ≤
1
µ

max
τ∈D
‖X̃τ‖

2,

where, in the above inequality, we used the fact that‖S
⊗

X‖ ≤ ‖X‖‖S‖ for any X,S∈ S
d. The

second termII can be similarly estimated:

‖II ‖ ≤max
τ∈D
‖X̃τ‖

2/µ.

Putting them together yields the desired result.

The pseudo-code to solve DML-eig is described in Table 1 which is a generalization of Frank-
wolfe algorithm (Frank and Wolfe, 1956) which originally applies to the context of minimizing a
convex function over a feasible polytope. Hazan (2008) first extended the original Frank-Wolfe
algorithm to solve SDP over the spectrahedronP = {M : M ∈ S

d
+,Tr (M) = 1}. Recall thatD is the

cardinality ofD, that is, the number of dissimilar pairs. Then, we have the following convergence
result.

9
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Lemma 5. For any0< µ≤ 1, let {Sµ
t : t ∈ N} be generated by the algorithm in Table 1 and Cµ be

defined in Lemma 4. Then we have that

max
S∈P

fµ(S)− fµ(S
µ
t+1)≤Cµα2

t +(1−αt)
(
max
S∈P

fµ(S)− f (Sµ
t )
)
.

Proof. By the definition ofCµ in Lemma 4, we have

fµ(S
µ
t+1)≥ fµ(S

µ
t )+αt〈∇ fµ(S

µ
t ),Zt−Sµ

t 〉−Cµα2
t . (20)

Since f is concave, for anyS∈ P there holds

〈∇ fµ(S
µ
t ),Zt−Sµ

t 〉 ≥ 〈∇ fµ(S
µ
t ),S−Sµ

t 〉 ≥ fµ(S)− f (Sµ
t ),

which implies that
〈∇ fµ(S

µ
t ),Zt−Sµ

t 〉 ≥max
S∈P

fµ(S)− fµ(S
µ
t ).

Substituting the above inequality into (20) yields the desired result.

For simplicity, letRt = maxS∈P fµ(S)− fµ(S
µ
t ). If αt ∈ (0,1] for any t ≥ t0 with somet0 ∈ N,

then by Lemma 5 and a simple induction, for anyt ≥ t0 there holds

Rt+1≤Cµ

t

∑
j=t0

t

∏
k= j+1

(1−αk)α2
j +

t

∏
j=t0

(1−α j)Rt0. (21)

Combining this inequality and some ideas in Ying and Zhou (2006), one can establish sufficient
conditions on the stepsizes{αt : t ∈ N} such that limt→∞ fµ(S

µ
t ) = minS∈P fµ(S).

Theorem 6. For any fixed µ> 0, let {Sµ
t : t ∈ N} be generated by the algorithm in Table 1. If the

step sizes satisfy that

∑
t∈N

αt = ∞, lim
t→∞

αt = 0, (22)

then
lim
t→∞

fµ(S
µ
t ) = max

S∈P
fµ(S).

The detailed proof of the above theorem is given in Appendix B. Typical examples of step sizes
satisfying condition (22) are{αt = t−θ : t ∈ N} with 0< θ ≤ 1. For the particular caseθ = 1, by
Lemma 5 we can prove the following result.

Theorem 7. For any0 < µ≤ 1, let {Sµ
t : t ∈ N} be generated by Table 1 with step sizes given by

{αt = 2/(t +1) : t ∈ N}. Then, for any t∈ N we have that

max
S∈P

fµ(S)− fµ(S
µ
t )≤

8maxτ∈D ‖X̃τ‖
2

µt
+

4lnD
t

. (23)

Furthermore,

max
S∈P

f (S)− f (Sµ
t )≤ 2µlnD+

8maxτ∈D ‖X̃τ‖
2

µt
+

8lnD
t

.
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Proof. It is easy to see, for anyS∈ P that

| f (S)− fµ(S)| ≤ µmax
u∈△

∑
τ∈D

(−uτ lnuτ)≤ µlnD.

Let S∗ = argmaxS∈P f (S) andSµ
∗ = argmaxS∈P fµ(S). Then, for anyt ∈ N,

maxS∈P f (S)− f (Sµ
t ) = [ f (S∗)− fµ(S∗)]+ [ fµ(S∗)−maxS∈P fµ(S)]

+[ fµ(S
µ
∗)− fµ(S

µ
t )]+ [ fµ(S

µ
t )− f (Sµ

t )]
≤ [ f (S∗)− fµ(S∗)]+ [ fµ(S

µ
∗)− fµ(S

µ
t )]+ [ fµ(S

µ
t )− f (Sµ

t )]
≤ 2µlnD+[ fµ(S

µ
∗)− fµ(S

µ
t )]

= 2µlnD+[maxS∈P fµ(S)− fµ(S
µ
t )].

Hence, it suffices to prove (23) by induction. Indeed, fort = 1, we have that

maxS∈P fµ(S)− fµ(S
µ
1) ≤ fµ(S

µ
∗)+µsupu∈△(∑τ∈D(−uτ lnuτ))

≤maxS∈P minu∈△∑τ∈D uτ〈X̃τ,S〉+µlnD
≤maxS∈P minu∈△∑τ∈D uτ‖X̃τ‖‖S‖+µlnD
≤minu∈△∑τ∈D uτ‖X̃τ‖+µlnD
≤minu∈△

[
∑τ∈D uτ +∑τ∈D uτ‖X̃τ‖

2
]
+µlnD

≤ 1+maxτ∈D ‖X̃τ‖
2+µlnD,

which obviously satisfies (23) witht = 1. Suppose the inequality (23) holds true for somet > 1.
Now by Lemma 5,

Rt+1 ≤Cµα2
t +(1−αt)Rt

≤
4Cµ

(t+1)2 +
t−1
t+1

(4Cµ

t + 4lnD
t

)

≤ 4(Cµ+ lnD)
(

1
(t+1)2 +

t−1
(t+1)t

)
≤

4(Cµ+lnD)
t+1 ,

where the second inequality follows from the induction assumption. This proves the inequality (23)
for all t ∈ N which completes the proof of the theorem.

By the above theorem, for anyε > 0, then µ = ε
4lnD and the iteration numbert ≥

64(1+maxτ∈D ‖X̃τ‖
2) lnD/ε2 yields that maxS∈P f (S)− f (Sµ

t ) ≤ ε. The time complexity of the
approximate first-order method for DML-eig is ofO

(
d2/ε2

)
.

3.2 Approximate Frank-Wolfe Algorithm for LMNN-eig

We can easily extend the above approximate Frank-Wolfe algorithm to solve the eigenvalue opti-
mization formulation of LMNN-eig (formulation (16) or (17)). To this end, let

f (S,ξ) = min
u∈△

∑
τ∈D

uτ
(
ξτ + 〈C̃τ,S〉

)
.

Then, problem (16) is identical to

max
{

f (S,ξ) : (1− γ)∑
τ

ξτ + γTr (S) = 1,S∈ S
d
+, ξ≥ 0

}
.

11
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Input:
· smoothing parameterµ> 0 (e.g., 10−5)
· tolerance valuetol (e.g., 10−5)
· step sizes{αt ∈ (0,1) : t ∈ N}

Initialization: Sµ
1 ∈ S

d
+ with Tr (Sµ

1) = 1 andξµ
1≥ 0

for t = 1,2,3, . . . do
· (Zµ

t ,β
µ
t ) = argmax

{
〈Z,∂Sfµ(S

µ
t ,ξ

µ
t )〉+ξ⊤∂ξ fµ(S

µ
t ,ξ

µ
t ) : Z ∈ S

d
+, ξ≥ 0

(1− γ)ξ⊤1+ γTr (Z) = 1
}

· (Sµ
t+1,ξ

µ
t+1) = (1−αt)(S

µ
t ,ξ

µ
t )+αt(Z

µ
t ,β

µ
t )

· if | fµ(S
µ
t+1,ξ

µ
t+1)− fµ(S

µ
t ,ξ

µ
t )|< tol thenbreak

Output: d×d matrixSµ
t ∈ S

d
+ and slack variablesξµ

t

Table 2: Approximate Frank-Wolfe Algorithm for LMNN-eig

In analogy to the smooth techniques applied to DML-eig, we approximatef (S,ξ) by the following
smooth function:

fµ(S,ξ) = min
u∈△

∑
τ∈D

uτ(ξτ + 〈C̃τ,S〉)+µ ∑
τ∈D

uτ lnuτ.

One can easily see that

fµ(S,ξ) =−µln
(
∑

τ∈T
e−(〈C̃τ,S〉+ξτ)/µ).

and its gradient function is given by

∇Sfµ(S,ξ) =
∑τ∈T e−(〈C̃τ,S〉+ξτ)/µC̃τ

∑τ∈T e−(〈C̃τ,S〉+ξτ)/µ
,

and
∂ fµ(S,ξ)

∂ξτ
=

e−(〈C̃τ,S〉+ξτ)/µ

∑τ∈T e−(〈C̃τ,S〉+ξτ)/µ
.

The approximate Frank-Wolfe algorithm for LMNN-eig is exactly the same as DML-eig in
Table 1. The pseudo-code is listed in Table 2. The key step of the algorithm isto compute the
following problem:

(Zµ
t ,β

µ
t ) = argmax

{
〈Z,∂Sfµ(S

µ
t ,ξ

µ
t )〉+ξ⊤∂ξ fµ(S

µ
t ,ξ

µ
t ) : Z ∈ S

d
+, ξ≥ 0

(1− γ)ξ⊤1+ γTr (Z) = 1
}
.

Equivalently, one needs to solve, for anyA∈ S
d andβ ∈ R

T , the following problem:

(Z∗,ξ∗) = argmax
{
〈Z,A〉+ξ⊤β : Z ∈ S

d
+, ξ≥ 0,(1− γ)ξ⊤1+ γTr (Z) = 1

}
. (24)

Let βmax = βτ∗ with τ∗ ∈ T andv∗ is the largest eigenvector ofA. Then, problem (24) is a linear
programming and its optimal value is either

max
{

ξ⊤β : (1− γ)ξ⊤1= 1,ξ≥ 0
}
=

βmax
1− γ

,

12
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or

max
{
〈Z,A〉 : γTr (Z) = 1,Z ∈ S

d
+

}
=

λmax(A)
γ

.

The optimal solution of problem (24) is given as follows. Ifλmax(A)
γ >=

βmax
1−γ , thenZ∗ = v∗(v∗)⊤

γ
wherev∗ is the largest eigenvector of matrixA andξ∗ = 0. Otherwise,Z∗ = 0 and theτ∗-th element
of ξ∗ equals 1

1−γ , that is, (ξ∗)τ∗ =
1

1−γ and the other entries ofξ∗ all zeros. In analogy to the

arguments for Theorem 7, for step sizes{αt =
2

t+1 : t ∈N} one can exactly prove the time complexity
of LMNN-eig isO(d2/ε2).

4. Related Work and Discussion

There is a large amount of work on metric learning including distance metric learning for k-means
clustering (Xing et al., 2002), relevant component analysis (RCA) (Bar-Hillel et al., 2005), max-
imally collapsing metric learning (MCML) (Goldberger et al., 2004), neighborhood component
analysis (NCA) (Goldberger et al., 2004) and an information-theoretic approach to metric learning
(ITML) (Davis et al., 2007) etc. We refer the readers to Yang and Jin (2007) for a nice survey on
metric learning. Below we discuss some specific metric learning models which areclosely related
to our work.

Xing et al. (2002) developed the metric learning model (2) to learn a Mahalanobis metric for
k-means clustering. The main idea is to maximize the distance between points in the dissimilarity
set under the constraint that the distance between points in the similarity set is upper-bounded. A
projection gradient method is employed to obtain the optimal solution. Specifically,at each iteration
the algorithm takes a gradient ascent step of the objective function and then projects it back to the
set of constraints and the cone of the p.s.d. matrices. The projection to the p.s.d. cone needs the
computation of the full eigen-decomposition with time complexityO(d3). The projection gradient
method usually takes a large number of iterations to become convergent. It is worth mentioning that
the metric learning model proposed in Xing et al. (2002) is a global method in thesense that the
model aggregates all similarity constraints together as well as all dissimilarity constraints. In con-
trast to Xing et al. (2002), DML-eig aims to maximize the minimal distance between dissimilar pairs
instead of maximizing the summation of their distances. Consequently, DML-eig would intuitively
force the dissimilar samples to be far more separated from similar samples. This intuition may
account for the superior performance of DML-eig which will be shown soon in the experimental
section.

Weinberger et al. (2005) developed a large margin framework to learn a Mahalanobis distance
metric for k-nearest neighbor (k-NN) classification (LMNN). The main intuition behind LMNN is
that k-nearest neighbors always belong to the same class while examples from different classes are
separated by a large margin. In contrast to the global method (Xing et al., 2002), LMNN is a local
method in the sense that only triplets from the k-nearest neighbors are used. Our method DML-eig
is a local method which only uses the similar pairs and dissimilar pairs from k-nearest neighbors.

Since everyM ∈ S
d
+ can be factored asM = AA⊤ for someA ∈ R

d×d, LMNN becomes an
unconstrained optimization problem with an unconstrained variableA. Weinberger et al. (2005)
used this idea and proposed to use the sub-gradient method to obtain the optimal solution. Since the
modified problem w.r.t. variableA is generally not convex, the sub-gradient method would lead to
local minimizers. For some special SDP problems, it was shown in Burer and Monteiro (2003) that

13
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such dilemma will not happen. Specifically, Burer and Monteiro (2003) considered the following
SDPs:

min
{

Tr (CM) : Tr (AiM) = bi , i = 1, . . . ,m,M ∈ S
d
+

}
. (25)

It was proved that ifA∗ is a local minimum of the modified problem:

min
{

Tr (CAA⊤) : Tr (AiAA⊤) = bi , i = 1, . . . ,m,A∈ R
d×d

}
,

thenM∗ = A∗(A∗)⊤ is a global minimum of the primal problem (25). However, since the hinge loss
is not smooth, it is unclear how their proof can be adapted to the case of LMNN.

Rosales and Fung (2006) proposed the following element-sparse metric learning for
high-dimensional data sets

min
M∈Sd

+

∑
t=(i, j,k)∈T

(1+x⊤i j Mxi j −x⊤k jMxk j)++ γ ∑
ℓ,k∈Nd

|Mℓk|. (26)

In order to solve the optimization problem, they further proposed to restrictM to the space of
diagonal dominancematrices which reduces formulation (26) to a linear programming problem.
Such a restriction would only result in a sub-optimal solution.

Shalev-Shwartz et al. (2004) developed an appealing online learning model for learning a Ma-
halanobis distance metric. In each time, given a pair of examples the p.s.d. distance matrix is
updated by a rank-one matrix which only needs the time complexityO(d2). However, since the
pairs of similarly labeled and differently labeled examples are usually of order O(n2), the online
learning procedure takes many rank-one matrix updates. Jin et al. (2009) established generalization
bounds for large margin metric learning and proposed an adaptive way to adjust the step sizes of
the online metric learning method in order to guarantee the output matrix in each step is positive
semi-definite. Since the pairs of similarity and dissimilarity are usually of orderO(n2) wheren is
the sample number, the online learning procedure generally needs many matrixupdates.

Shen et al. (2009) recently employed the exponential loss for metric learning which can be
written by

min
M∈Sd

+

∑
τ=(i, j,k)∈T

e〈Cτ,M〉+Tr (M),

whereT is the triplet set andCτ = (xi−x j)(xi−x j)
⊤− (x j−xk)(x j−xk)

⊤ for anyτ = (i, j,k) ∈ T .
A boosting-based algorithm called BoostMetric was developed which is based on the idea that
each p.s.d. matrix can be decomposed into a linear positive combination of trace-one and rank-
one matrices. The algorithm is essentially a column-generation scheme which iteratively finds the
linear combination coefficients of the current basis set of rank-one matrices and then update the
basis set of trace-one and rank-one matrices. The updating of rank-one and trace-one matrix only
involves the computation of the largest eigenvector which is of time complexityO(d2). However,
the number of linear combination for the p.s.d. matrix can be infinite and the convergence rate of
this column-generation algorithm is not clear.

Recently, Guillaumin et al. (2009) proposed a metric learning model with logistic regression
loss which is referred to as LDML. Promising results were reported in its application to face ver-
ification problems. LDML employed the gradient descent algorithm to obtain theoptimal solu-
tion. However, in order to reduce the computational time, the algorithm ignoredthe positive semi-
definiteness of the distance matrix which would only lead to a suboptimal solution.

14



DISTANCE METRIC LEARNING WITH EIGENVALUE OPTIMIZATION

Data No. n d ♯class ♯ T ♯D

Wine 1 178 13 3 1134 378
Iris 2 150 4 3 954 315

Breast 3 569 30 2 3591 1197
Diabetes 4 768 8 2 4842 1614

Waveform 5 5000 21 3 3150 1050
Segment 6 2310 19 7 14553 4851
Optdigits 7 2680 64 10 24120 8040

Face 8 400 2576 40 2520 840
USPS 9 9298 256 10 58626 19542

Table 3: Description of data sets n is the number of samples and d is the dimensionality. For AT&T
face data set, we use PCA to reduce its dimension to 64.

5. Experiments

In this section we compare our proposed methodDML-eig andLMNN-eig with a few methods:
the method proposed in Xing et al. (2002) denoted byXing, LMNN (Weinberger et al., 2005)
and its accelerated versionmLMNN (Weinberger and Saul, 2008),ITML (Davis et al., 2007),
BoostMetric (Shen et al., 2009) and the baseline algorithm that uses the standard Euclidean distance
denoted byEuc. For all the data sets we have setk = 3 for nearest neighbor classification. The
trade-off parameters in ITML, LMNN and LMNN-eig are tuned via three-fold cross validation.
The smoothing parameter for DML-eig and LMNN-eig is set to beµ = 10−4 and the maximum
iteration for DML-eig, BoostMetric, LMNN-eig is set to be 103.

We first run experiments on 9 data sets, that is, 1) wine, 2) iris, 3) Breast-Cancer, 4) the Indian
Pima Diabetes, 5) Waveform, 6) Segment, 7) Optdigits, 8) AT&T Face data set2 and 9) USPS. The
statistics of data sets summarized in Table 3. All experimental results are obtained by averaging
over 10 runs (except 1 run for USPS due to its large size). For each run, we randomly split the data
sets 70% for training and 30% for test validation. We have used the same mechanism in Weinberger
et al. (2005) to generate training triplets. Briefly speaking, for each training point xi , k nearest
neighbors that have same labels asyi (targets) as well ask nearest neighbors that have different
labels fromyi (imposers) are found. Fromxi and its corresponding targets and imposers, we then
construct the set of similar pairsS (same labels) and the set of dissimilar pairsD (distinct labels),
and the set of tripletsT . As mentioned above, the original formulation in Xing et al. (2002) used all
pairwise constraints. We emphasize here, for fairness of comparison (especially the running time
comparison), that all methods including the Xing’s method used the same set ofsimilar/dissimilar
pairs generated locally as above.

Finally we will apply the developed models and algorithms on a large and challenging face
verification data set calledLabeled Faces in the Wild(LFW).3 It contains 13233 labeled faces of
5749 people, for 1680 people there are two or more faces. Furthermore, the data is challenging
and difficult due to face variations in scale, pose, lighting, background,expression, hairstyle, and
glasses, as the faces are detected in images in the wild, taken from Yahoo! News.

2. Data sets can be found athttp://www.cl.cam.ac.uk/Research/DTG/attarchive/facedatabase.html.
3. Data set can be found athttp://vis-www.cs.umass.edu/lfw/index.html.
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Euc. Xing LMNN ITML BoostMetric DML-eig LMNN-eig

1 3.46(3.60) 4.04(4.00) 3.08(2.07) 1.15(2.07) 2.31(2.18) 1.35(1.30) 2.88(1.87)
2 5.11(2.58) 6.67(3.11) 4.22(1.95) 4.44(2.57) 3.56(2.52) 3.11(1.15) 4.00(2.30)
3 6.47(1.33) 8.18 (1.58) 5.35(1.43) 6.82(1.57) 3.82(1.55) 3.53(0.88) 4.94(1.28)
4 31.09(2.03) 32.09 (3.56) 29.70(3.20) 29.96(2.97) 26.78(2.12) 27.71(3.93) 31.13(2.24)
5 18.87(0.65) 16.43(1.00) 18.61(0.72) 15.94(0.83) 16.86(0.90) 15.33(0.80) 18.49(0.21)
6 5.61(0.92) 5.26(0.60) 3.69(0.70) 5.02(0.70) 4.21(0.48) 2.97(0.55) 3.61(0.83)
7 1.67(0.24) 1.57(0.28) 1.37(0.25) 1.46(0.29) 1.38(0.33) 1.45(0.22) 1.43(0.42)
8 6.67(1.67) 7.75(0.69) 2.08(1.53) 2.42(2.17) 2.25(1.25) 1.67(1.24) 1.67(1.76)
9 3.05 - 2.98 3.92 3.34 3.66 3.13

Table 4: Average test error (%) of different metric learning methods (standard deviation are in
parentheses). The best performance is denoted in bold type. The notation “–” means
that the method does not converge in a reasonable time.

data Xing LMNN/mLMNN ITML BoostMetric LMNN-eig DML-eig

1 1.00 0.87/1.01 4.63 0.49 0.30 0.23
2 2.41 0.57/0.62 3.56 0.10 0.92 0.43
3 3.08 2.71/0.75 4.54 2.04 3.71 3.18
4 2.45 1.73/1.03 3.95 0.20 6.78 0.03
5 231.33 8.83/5.54 7.83 11.36 36.95 1.45
6 109.13 1.73/4.25 61.55 9.06 5.06 1.76
7 59.24 24.81/15.92 37.42 93.73 86.38 2.67
8 182.56 5.54/1.50 40.38 60.31 18.42 2.58
9 – 723.49/454.21 726.88 694.84 572.04 52.48

Table 5: Average running time (seconds) of different methods. The notation “–” means that the
method does not converge in a reasonable time.

5.1 Generalization and Running Time

As we can see from Table 4, DML-eig consistently improves k-NN classification using Euclidean
distance on most data sets. Hence, learning a Mahalanobis metric from training data does lead
to improvements in k-NN classification. Also, we can see that DML-eig is competitive with the
state-of-the-art methods: LMNN, ITML and BoostMetric. Indeed, DML-eig outperforms other
algorithms on 5 out of 9 data sets. As expected, LMNN-eig performs similarly or slightly better
than LMNN since these two models are essentially the same. In Table 5, we list theaverage CPU
time of different algorithms. We can see that the method proposed in Xing et al.(2002) generally
needs more time since it needs the full eigen-decomposition of a matrix per iteration. DML-eig,
BoostMetric and LMNN are among the fastest algorithms while LMNN-eig is slower than LMNN
and mLMNN in most cases. The accelerated version mLMNN is faster than LMNN.

On the left-hand side of Figure 1, we plot the running time versus the reduced dimension by
principal component analysis (PCA) for AT&T data set. We can observe that LMNN, BoostMetric,
LMNN-eig and DML-eig are faster than ITML and Xing’s method. When the dimension is low,

16



DISTANCE METRIC LEARNING WITH EIGENVALUE OPTIMIZATION

LMNN, BoostMetric, LMNN-eig and DML-eig are similar. As the dimension increases, DML-eig
and mLMNN are faster. On this data set, LMNN-eig runs slower than mLMNN. The reason could
be that mLMNN used the techniques of ball trees and employed only an activeset of triplets per
iteration. Our algorithms have not been combined with the techniques of ball trees and are imple-
mented in MATLAB and better improvements are expected if used in C/C++. On theright-hand side
of Figure 1, we also plot the test errors of various methods across different PCA dimensions. Al-
most every method performs better than the baseline method using the standardEuclidean distance
metric. DML-eig performs slightly better than other methods. We observe that, with increasing
PCA dimensions, DML-eig, BoostMetric and ITML yield relatively stable performance across dif-
ferent PCA dimensions. In contrast, the performance of other baseline methods such as LMNN and
Xing’s method varied as the PCA dimensions changed.
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Figure 1: Performance on AT&T Face data set. Left figure: running time (seconds) versus PCA
dimension. Right figure: test error (%) versus PCA dimension; the pink lineis the per-
formance of k-NN classifier (k= 3) using the standard Euclidean distance.

5.2 Application to Face Verification

In this experiment we investigate our proposed method (DML-eig) for faceverification. The task
of face verification is to determine whether two face images are from the same identity or not. It is
a highly active area of research and finds application in access control,image search, security and
many other areas. The large variation in lighting, pose, expression etc. ofthe face images poses
great challenges to the face verification algorithms. Inference that is based on the raw pixels of
the image data or features extracted from the images is usually unreliable as thedata show large
variation and are high-dimensional.

Metric learning provides a viable solution by comparing the image pairs based on the metric
learnt from the face data. Here we evaluate our new metric learning method using a large scale face
database—Labeled Faces in the Wild (LFW) (Huang et al., 2007). There are a total of 13233 images
and 5749 people in the database. These face images are automatically captured from news articles
on the web. Recently it has become a benchmark to test new face verificationalgorithms (Wolf
et al., 2008; Guillaumin et al., 2009; Wolf et al., 2009; Taigman et al., 2009; Pinto et al., 2011).
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The images we used are in gray scale and aligned in two ways. One is “funneled” (Huang et al.,
2007) and the other is “aligned” using a commercial face alignment softwareby Taigman et al.
(2009). These images are divided into ten folds where the subject identitiesare mutually exclusive.
In each fold, there are 300 pairs of images from the same identity and another 300 pairs of images
from different identities. We followed the standard procedure for training and test in the technical
report of Huang et al. (2007). The performance of the algorithms is evaluated by average (and
standard error of ) correct verification rate and the ROC curve of the 10-fold cross validation test.

We investigated several descriptors (features) from face images in this experiment. As for the
“funneled” images, we used SIFT descriptors computed at the fixed facial key-points (e.g., corners
of eyes and nose). These data are available from Guillaumin et al. (2009). We focus on the SIFT
descriptor to evaluate our algorithm as it provides a fair comparison to Guillaumin et al. (2009). To
compare with the state-of-the-art methods in face verification, we further investigated three types
of features for the “aligned” images: 1) raw pixel data by concatenating the intensity value of each
pixel in the image; 2) Local Binary Patterns (LBP) (Ojala et al., 2002); and3) LBP’s variation,
three-Patch Local Binary Patterns (TPLBP) (Wolf et al., 2008). The original dimensionality of the
features is quite high (3456∼ 12000) so we reduced the dimension using PCA. These descriptors
were tested with both their original value and the square root of them (Wolf et al., 2008, 2009;
Guillaumin et al., 2009).

There are two configuration for forming the training sets. One is “restrictedconfiguration”:
only same/not-same labels are used during training and no information about the actual names of
the people (class labels) in the image pairs should be used. In the past, most of the published work
on this data set using the restricted protocol (e.g., Guillaumin et al., 2009; Wolf et al., 2009; Pinto
et al., 2011). Another is “unrestricted configuration”: all available information including the names
of the people in the images can be used for training. So far there are only twopublished results on
the unrestricted configuration (Guillaumin et al., 2009; Taigman et al., 2009).Here we mainly focus
on the restricted configuration.

LMNN and BoostMetric are not applicable in this restricted configuration setting since they
need label information to generate the triplet set. Therefore, we only compared our DML-eig
method with LDML (Guillaumin et al., 2009) and ITML (Davis et al., 2007). For each of the
ten-fold cross-validation test, we use the data from 2700 pairs of images from the same identities
and another 2700 pairs of images from the different identities to learn a metric. Then test it using
the other 600 image pairs. The performance is evaluated using accurate verification rate .

Table 6 illustrates the performances of our algorithm and ITML and LDML. The best verifica-
tion rate of DML-eig is 81.27%. It outperforms LDML (77.50%) and ITML (76.20%) in their best
settings. Note that the performance of DML-eig is consistently better than LDML and ITML in
each PCA dimension.

By varying the dimension of principal components of the SIFT descriptor, the performance of
DML-eig of the 10-fold cross validation test is plotted in Figure 2. The best performance is achieved
when the dimension of principal components is 100. So we fix this dimension forSIFT feature in
the following experiment. As mentioned in Guillaumin et al. (2009), the peak performance in a
specific PCA dimension is due to the limit of training samples. The PCA dimension achieving the
best performance is 35 for LDML and 55 for ITML. This number for DML-eig is 100 which is larger
than that of both LDML and ITML. It shows that the DML-eig metric is less prone to overfitting
than both LDML and ITML.
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Method PCA Dim. Original Square Root

ITML 35 0.7537±0.0158 0.7627±0.0161
LDML 35 0.7660±0.0070 0.7750±0.0050

DML-eig 35 0.7742±0.0213 0.7793±0.0214

ITML 40 0.7618±0.0125 0.7643±0.0121
LDML 40 – –

DML-eig 40 0.7752±0.0198 0.7838±0.0195

ITML 55 0.7530±0.0185 0.7557±0.0187
LDML 55 0.7280±0.0060 0.7280±0.0040

DML-eig 55 0.7900±0.0189 0.7938±0.0163

ITML 100 0.7340±0.0250 0.7403±0.0216
LDML 100 – –

DML-eig 100 0.8055±0.0171 0.8127±0.0230

Table 6: Performance comparison on LFW database in the restricted configuration (mean verifica-
tion accuracy and standard error of the mean of 10-fold cross validationtest) with only
SIFT descriptors. “Square Root” means the features preprocessed by taking square root
before fed into metric learning method. The result of LDML is cited from Guillaumin
et al. (2009) where it was reported that the best result of LDML is achieved with PCA
dimension 35. Our result of ITML is very similar to that reported in Guillaumin et al.
(2009).

Method Accuracy

High-Throughput Brain-Inspired Features, aligned (Pinto et al., 2011)0.8813±0.0058
LDML + Combined, funneled (Guillaumin et al., 2009) 0.7927±0.0060

DML-eig + Combining four descriptors (this work) 0.8565±0.0056

Table 7: Performance comparison of DML-eig and other state-of-the-art methods in the restricted
configuration (mean verification rate and standard error of the mean of 10-fold cross val-
idation test) based on combination of different types of descriptors. The descriptors vary
in different study. The best result up to date is achieved using sophisticated large scale
feature search (Pinto et al., 2011).

Besides the SIFT descriptor, we also investigated to combine it with other threetypes of de-
scriptors aforementioned. Following Wolf et al. (2008); Guillaumin et al. (2009), we combine the
distance scores from 4 different descriptors using a linear Support Vector Machine (SVM). The
performance of DML-eig is compared to the other state-of-the-art methods inTable 7 and Figure
3. Note that each of these published results use its own learning technique and different feature
extraction approaches which makes the conclusion hard to draw.
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Figure 2: Performance of DML-eig, ITML and LDML metric by varying the dimension of the prin-
cipal components using SIFT descriptor. The result of LDML is copied from Guillaumin
et al. (2009).

The best result reported to date is 88.13% in restricted configuration which performs sophis-
ticated large scale feature search (Pinto et al., 2011). This work used multiple complimentary
representations which are derived through training set augmentation, alternative face comparison
functions, and feature set searches with a varying number of model layers. These individual feature
representations are then combined using kernel techniques. The resultsby other state-of-the-art
methods are also based on different descriptors (Guillaumin et al., 2009; Wolf et al., 2009). The
best result achieved by DML-eig is 85.65%, which is close to the other state-of-the-art approaches.
In addition, we note that the performance of DML-eig based on the single SIFT descriptor (81.27%
in Table 6) is better than that of LDML based on 4 types of descriptors (79.27% in Table 7). The
ROC curves of different methods are depicted in Figure 3. We can see that DML-eig outperforms
ITML and LDML while it is suboptimal to the best up-to-date method (Pinto et al., 2011) which,
however, employed sophisticated feature search method.

Finally, the performance of DML-eig metric may be further improved by exploring different
number of nearest neighbors and different types of descriptors such as those used in Pinto et al.
(2011), making it a competitive candidate for the task of face verification.
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Figure 3: ROC curve of DML-eig and other the state of arts methods for face verification on LFW
data set.

6. Conclusion

The main theme of this paper is to develop a new eigenvalue-optimization framework for metric
learning. Within this context, we first proposed a novel metric learning modelwhich was shown to
be equivalent to a well-known eigenvalue optimization problem (Overton, 1988; Lewis and Over-
ton, 1996). This appealing optimization formulation was further extended to LMNN (Weinberger
et al., 2005) and maximum margin matrix factorization (Srebro et al., 2004). Then, we developed
efficient first-order algorithms for metric learning which only involve the computation of the largest
eigenvector of a matrix. Their convergence rates were rigorously established. Finally, experiments
on various data sets have shown that our proposed approach is competitive with state-of-the-art met-
ric learning methods. In particular, we reported promising results on the Labeled Faces in the Wild
(LFW) data set.

In future we will exploit the extension of the above eigenvalue optimization framework to other
machine learning tasks such as spectral graph cuts and semi-definite embedding (Weinberger et al.,
2004). Another direction for investigation is to develop a kernelized version of DML-eig using the
techniques in Jain et al. (2010). Finally, we will also investigate the performance of our methods
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on the LFW data set in the unrestricted configuration setting, and embed the technique of ball trees
(Weinberger and Saul, 2008) into our algorithms to further increase the computational speed.
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Appendix A. Eigenvalue Optimization for Maximum-margin Matri x Factorization

Another important problem is low-rank matrix completion which recently has attracted much atten-
tion. This line of research involves computing a large matrix with a nuclear-norm (summation of
singular values) regularization and the optimization problem here also consists of an SDP. Such tasks
include multi-task feature learning (Argyriou et al., 2006) and low-rank matrix completion (Bach,
2008; Candes and Recht, 2008; Srebro et al., 2004). It has successful applications to collaborative
filtering for predicting customers’ preferences to products, where the matrix’s rows and columns
respectively identify the “customers” and “products”, and a matrix entry encodes customers’ pref-
erence of a product (e.g., Netflix data set,http://www.netflixprize.com/).

Similar eigenvalue optimization formulation can be developed for maximum-margin matrix
factorization (MMMF) for collaborative filtering (Srebro et al., 2004). Given a partially labeled
Yia ∈ {±1} with ia ∈ S, the target of MMMF is to learn a large matrixX ∈ R

m×n where each entry
Xia indicates the preference of the customeri for producta. The following large margin model was
proposed in Srebro et al. (2004) to learnX:

minX ∑ia∈Sξia + γ‖X‖∗
s.t. 1−YiaXia ≤ ξia,

ξia ≥ 0, ∀ia ∈ S,

where‖X‖∗ is the nuclear norm ofX, that is, the summation of its singular values. The above model
was further formulated as an SDP problem:

minM γTr (M)+∑ia∈Sξia

M =
( A X

X⊤ B

)
∈ S

(m+n)
+ ,

YiaXia +ξia ≥ 1, ∀ia ∈ S.

(27)

Let ei be a column vector with itsi-th element one and all others zero, then we haveMi(m+a) =Xia =

〈Cia,M〉 with Cia = eie⊤(m+a). Consequently, the constraint condition in problem (27) can be written
as minia∈S〈Yia,Cia〉+ ξia ≥ 1. Using exact arguments for proving Theorem 3, we can formulate
MMMF as an eigenvalue optimization problem.

Theorem 8. MMMF formulation (27) is equivalent to

max
{

min
u∈△

∑
ia∈S

uia
(
ξia + 〈YiaCia,M〉

)
: ξ⊤1+ γTr (M) = 1,M ∈ S (m+n)

+ , ξ≥ 0
}
.
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In particular it is equivalent to the following eigenvalue optimization problem:

min
u∈△

max
(

umax,
1
γ

λmax
(
∑
ia∈S

uiaYiaCia
))

. (28)

As mentioned above, MMMF (27) is a standard SDP. Indeed, Srebro et al. (2004) proposed to
employ standard SDP solvers (e.g., CSDP Borchers, 1999) to obtain the optimal solution. However,
such generic solvers are only able to handle problems with about a hundredusers and a hundred
items. The eigenvalue-optimization formulation potentially provides more efficientalgorithms for
MMMF. Since the paper mainly focuses on metric learning, we leave its empiricalimplementation
for future study.

Appendix B. Proof of Theorem 6

In this appendix we give the proof of Theorem 6. The spirit of the proofis very close to that
of Theorem 1 in Ying and Zhou (2006) where similar conditions on step sizeswere derived to
guarantee the convergence of stochastic online learning algorithms in reproducing kernel Hilbert
spaces.

Proof of Theorem 6.According to the assumption (22) on the step size, we can assume that, for
any t ≥ t0, thatαt ≤ 1/2. Hence, the inequality (21) holds true. We will estimate the terms on the
left-hand side of (21) one by one.

For the second term on the righthand side of (21), observe that∏t
j=t0(1 − α j) ≤

exp
{
−∑t

j=t0 α j
}
→ 0 ast → ∞. Therefore, for anyε > 0 there exists somet1 ∈ N such that the

second term on the righthand side of (21) is bounded byε whenevert ≥ t1.
To deal with the first term on the righthand side of (21), we use the assumption lim j→∞ α j = 0

and know that there exists somej(ε) such thatα j ≤ ε for every j ≥ j(ε). Write

t

∑
j=t0

α2
j

t

∏
k= j+1

(1−αk) =
j(ε)

∑
j=t0

α2
j

t

∏
k= j+1

(1−αk)+
t

∑
j= j(ε)+1

α2
j

t

∏
k= j+1

(1−αk). (29)

Since j(ε) is fixed, we can find somet2 ∈ N such that for eacht ≥ t2, there holds∑t
j=t(ε)+1 α j ≥

∑t2
j= j(ε)+1 α j ≥ log j(ε)

4ε . It follows that for each 1≤ j ≤ j(ε), there holds∏t
k= j+1(1− αk) ≤

exp
{
−∑t

k= j+1 αk
}
≤ exp

{
−∑t

k= j(ε)+1 αk
}
≤ 4ε

j(ε) . This in connection with the boundα j ≤ 1/2
for eachj ≥ t0 tells us that the first term of (29) is bounded as

t(ε)

∑
j=t0

α2
j

t

∏
k= j+1

(1−αk)≤
4ε
j(ε)

j(ε)

∑
j=t0

α2
j ≤ ε.

The second term on the righthand side of (29) is dominated byε∑t−1
j= j(ε)+1 α j ∏t

k= j+1(1−αk).
Noting the fact thatα j = 1− (1−α j) implies

t

∑
j= j(ε)+1

α j

t

∏
k= j+1

(1−αk) =
t

∑
j= j(ε)+1

[ t

∏
k= j+1

(1−αk)−
t

∏
k= j

(1−αk)
]

=
[
1−

t

∏
k= j(ε)+1

(1−αk)
]
≤ 1.
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Therefore, whent ≥ max{t1, t2}, combining the estimation with inequality (21), we haveRt+1 ≤
(1+Cµ)ε. This proves the theorem.
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Abstract
We present a unifying framework for information theoretic feature selection, bringing almost two
decades of research on heuristic filter criteria under a single theoretical interpretation. This is in
response to the question:“what are the implicit statistical assumptions of feature selection criteria
based on mutual information?”. To answer this, we adopt a different strategy than is usual in the
feature selection literature—instead of trying todefinea criterion, wederiveone, directly from a
clearly specified objective function: the conditional likelihood of the training labels. While many
hand-designed heuristic criteria try to optimize a definition of feature ‘relevancy’ and ‘redundancy’,
our approach leads to a probabilistic framework which naturally incorporates these concepts. As
a result we can unify the numerous criteria published over the last two decades, and show them
to be low-order approximations to the exact (but intractable) optimisation problem. The primary
contribution is to show thatcommon heuristics for information based feature selection(including
Markov Blanket algorithms as a special case) are approximate iterative maximisers of the con-
ditional likelihood. A large empirical study provides strong evidence to favour certain classes of
criteria, in particular those that balance the relative size of the relevancy/redundancy terms. Overall
we conclude that the JMI criterion (Yang and Moody, 1999; Meyer et al., 2008) provides the best
tradeoff in terms of accuracy, stability, and flexibility with small data samples.

Keywords: feature selection, mutual information, conditional likelihood

1. Introduction

High dimensional data sets are a significant challenge for Machine Learning. Some of the most
practically relevant and high-impact applications, such asgene expressiondata, may easily have
more than 10,000 features. Many of these features may be completelyirrelevant to the task at
hand, orredundantin the context of others. Learning in this situation raises important issues, for
example, over-fitting to irrelevant aspects of the data, and the computationalburden of processing
many similar features that provide redundant information. It is therefore animportant research
direction to automatically identify meaningful smaller subsets of these variables,that is, feature
selection.

Feature selection techniques can be broadly grouped into approaches that are classifier-dependent
(‘wrapper’ and ‘embedded’ methods), and classifier-independent (‘filter’ methods). Wrapper meth-
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ods search the space of feature subsets, using the training/validation accuracy of a particular classi-
fier as the measure of utility for a candidate subset. This may deliver significant advantages in gen-
eralisation, though has the disadvantage of a considerable computational expense, and may produce
subsets that are overly specific to the classifier used. As a result, any change in the learning model is
likely to render the feature set suboptimal. Embedded methods (Guyon et al., 2006, Chapter 3) ex-
ploit the structure of specific classes of learning models toguidethe feature selection process. While
the defining component of a wrapper method is simply the search procedure, the defining compo-
nent of an embedded method is a criterion derived through fundamental knowledge of a specific
class of functions. An example is the method introduced by Weston et al. (2001), selecting features
to minimize a generalisation bound that holds for Support Vector Machines. These methods are
less computationally expensive, and less prone to overfitting than wrappers, but still use quite strict
model structure assumptions. In contrast,filter methods (Duch, 2006) separate the classification
and feature selection components, and define a heuristicscoring criterionto act as a proxy measure
of the classification accuracy. Filters evaluate statistics of the dataindependentlyof any particular
classifier, thereby extracting features that are generic, having incorporated few assumptions.

Each of these three approaches has its advantages and disadvantages, the primary distinguish-
ing factors being speed of computation, and the chance of overfitting. In general, in terms of speed,
filters are faster than embedded methods which are in turn faster than wrappers. In terms of overfit-
ting, wrappers have higher learning capacity so are more likely to overfit than embedded methods,
which in turn are more likely to overfit than filter methods. All of this of course changes with ex-
tremes of data/feature availability—for example, embedded methods will likely outperform filter
methods in generalisation error as the number of datapoints increases, andwrappers become more
computationally unfeasible as the number of features increases. A primary advantage of filters is
that they are relatively cheap in terms of computational expense, and are generally more amenable
to a theoretical analysis of their design. Such theoretical analysis is the focus of this article.

The defining component of a filter method is therelevance index(also known as aselec-
tion/scoring criterion), quantifying the ‘utility’ of including a particular feature in the set. Nu-
merous hand-designed heuristics have been suggested (Duch, 2006), all attempting to maximise
feature ‘relevancy’ and minimise ‘redundancy’. However, few of these are motivated from a solid
theoretical foundation. It is preferable to start from a more principled perspective—the desired
approach is outlined eloquently by Guyon:

“It is important to start with a clean mathematical statement of the problem addressed
[...] It should be made clear how optimally the chosen approach addresses the problem
stated. Finally, the eventual approximations made by the algorithm to solve theoptimi-
sation problem stated should be explained. An interesting topic of researchwould be
to ‘retrofit’ successful heuristic algorithms in a theoretical framework.”(Guyon et al.,
2006, pg. 21)

In this work we adopt this approach—instead of trying todefinefeature relevance indices, we
derivethem starting from a clearly specified objective function. The objective wechoose is a well
accepted statistical principle,the conditional likelihood of the class labels given the features. As a
result we are able to provide deeper insight into the feature selection problem, and achieve precisely
the goal above, to retrofit numerous hand-designed heuristics into a theoretical framework.
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2. Background

In this section we give a brief introduction to information theoretic concepts, followed by a summary
of how they have been used to tackle the feature selection problem.

2.1 Entropy and Mutual Information

The fundamental unit of information is theentropyof a random variable, discussed in several stan-
dard texts, most prominently (Cover and Thomas, 1991). The entropy, denotedH(X), quantifies the
uncertainty present in the distribution ofX. It is defined as,

H(X) =−∑
x∈X

p(x) logp(x),

where the lower casex denotes a possible value that the variableX can adopt from the alphabet
X . To compute1 this, we need an estimate of the distributionp(X). WhenX is discrete this can
be estimated by frequency counts from data, that is ˆp(x) = #x

N , the fraction of observations taking
on valuex from the totalN. We provide more discussion on this issue in Section 3.3. If the
distribution is highly biased toward one particular eventx ∈ X , that is, little uncertainty over the
outcome, then the entropy is low. If all events are equally likely, that is, maximumuncertainty over
the outcome, thenH(X) is maximal.2 Following the standard rules of probability theory, entropy
can beconditionedon other events. Theconditional entropyof X givenY is denoted,

H(X|Y) =− ∑
y∈Y

p(y) ∑
x∈X

p(x|y) logp(x|y).

This can be thought of as the amount of uncertainty remaining inX after we learn the outcome ofY.
We can now define theMutual Information(Shannon, 1948) betweenX andY, that is, the amount
of informationsharedby X andY, as follows:

I(X;Y) = H(X)−H(X|Y)

= ∑
x∈X

∑
y∈Y

p(xy) log
p(xy)

p(x)p(y)
.

This is the difference of two entropies—the uncertaintybefore Yis known,H(X), and the uncer-
tainty after Y is known,H(X|Y). This can also be interpreted as the amount of uncertainty inX
which is removed by knowingY, thus following the intuitive meaning of mutual information as the
amount of information that one variable provides about another. It should be noted that the Mutual
Information is symmetric, that is,I(X;Y) = I(Y;X), and is zero if and only if the variables are sta-
tistically independent, that isp(xy) = p(x)p(y). The relation between these quantities can be seen
in Figure 1. The Mutual Information can also be conditioned—theconditional informationis,

I(X;Y|Z) = H(X|Z)−H(X|YZ)

= ∑
z∈Z

p(z) ∑
x∈X

∑
y∈Y

p(xy|z) log
p(xy|z)

p(x|z)p(y|z)
.

1. The base of the logarithm is arbitrary, but decides the ‘units’ of the entropy. When using base 2, the units are ‘bits’,
when using basee, the units are ‘nats.’

2. In general, 0≤ H(X)≤ log(|X |).
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Figure 1: Illustration of various information theoretic quantities.

This can be thought of as the information still shared betweenX andY after the value of a third
variable,Z, is revealed. The conditional mutual information will emerge as a particularly important
property in understanding the results of this work.

This section has briefly covered the principles of information theory; in the following section
we discuss motivations for using it to solve the feature selection problem.

2.2 Filter Criteria Based on Mutual Information

Filter methods are defined by a criterionJ, also referred to as a ‘relevance index’ or ‘scoring’
criterion (Duch, 2006), which is intended to measure how potentially usefula feature or feature
subset may be when used in a classifier. An intuitiveJ would be some measure of correlation
between the feature and the class label—the intuition being that a stronger correlation between
these should imply a greater predictive ability when using the feature. For a class labelY, the
mutual informationscore for a featureXk is

Jmim(Xk) = I(Xk;Y). (1)

This heuristic, which considers a score for each feature independentlyof others, has been used
many times in the literature, for example, Lewis (1992). We refer to this featurescoring criterion
as ‘MIM’, standing forMutual Information Maximisation. To use this measure we simply rank the
features in order of their MIM score, and select the topK features, whereK is decided by some
predefined need for a certain number of features or some other stoppingcriterion (Duch, 2006). A
commonly cited justification for this measure is that the mutual information can be used to write
both an upper and lower bound on the Bayes error rate (Fano, 1961; Hellman and Raviv, 1970). An
important limitation is that this assumes that each feature is independent of all other features—and
effectively ranks the features in descending order of their individualmutual information content.
However, where features may be interdependent, this is known to be suboptimal. In general, it
is widely accepted that a useful and parsimonious set of features shouldnot only be individually
relevant, but also should not beredundantwith respect to each other—features should not be highly
correlated. The reader is warned that while this statement seems appealinglyintuitive, it is not
strictly correct, as will be expanded upon in later sections. In spite of this, several criteria have
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been proposed that attempt to pursue this ‘relevancy-redundancy’ goal. For example, Battiti (1994)
presents theMutual Information Feature Selection(MIFS) criterion:

Jmi f s(Xk) = I(Xk;Y)−β ∑
Xj∈S

I(Xk;Xj),

whereS is the set of currently selected features. This includes theI(Xk;Y) term to ensure feature
relevance, but introduces a penalty to enforce low correlations with features already selected in
S. Note that this assumes we are selecting featuressequentially, iteratively constructing our final
feature subset. For a survey of other search methods than simple sequential selection, the reader
is referred to Duch (2006); however it should be noted that all theoretical results presented in this
paper will be generally applicable to any search procedure, and basedsolely on properties of the
criteria themselves. Theβ in the MIFS criterion is a configurable parameter, which must be set
experimentally. Usingβ = 0 would be equivalent toJmim(Xk), selecting features independently,
while a larger value will place more emphasis on reducing inter-feature dependencies. In experi-
ments, Battiti found thatβ = 1 is often optimal, though with no strong theory to explain why. The
MIFS criterion focuses on reducingredundancy; an alternative approach was proposed by Yang and
Moody (1999), and also later by Meyer et al. (2008) using theJoint Mutual Information(JMI), to
focus on increasingcomplementaryinformation between features. The JMI score for featureXk is

Jjmi(Xk) = ∑
Xj∈S

I(XkXj ;Y).

This is the information between the targets and ajoint random variableXkXj , defined by pair-
ing the candidateXk with each feature previously selected. The idea is if the candidate feature is
‘complementary’ with existing features, we should include it.

The MIFS and JMI schemes were the first of many criteria that attempted to manage the
relevance-redundancy tradeoff with various heuristic terms, howeverit is clear they have very dif-
ferent motivations. The criteria identified in the literature 1992-2011 are listed in Table 1. The
practice in this research problem has been tohand-designcriteria, piecing criteria together as a jig-
saw of information theoretic terms—the overall aim to manage the relevance-redundancy trade-off,
with each new criterion motivated from a different direction. Several questions arise here: Which
criterion should we believe? What do they assume about the data? Are thereother useful criteria,
as yet undiscovered? In the following section we offer a novel perspective on this problem.

3. A Novel Approach

In the following sections we formulate the feature selection task as a conditional likelihood problem.
We will demonstrate that precise links can be drawn between the well-accepted statistical framework
of likelihood functions, and the current feature selection heuristics of mutual information criteria.

3.1 A Conditional Likelihood Problem

We assume an underlying i.i.d. processp : X→Y, from which we have a sample ofN observations.
Each observation is a pair(x,y), consisting of ad-dimensional feature vectorx = [x1, ...,xd]

T , and
a target classy, drawn from the underlying random variablesX = {X1, ...,Xd} andY. Furthermore,
we assume thatp(y|x) is defined by asubsetof thed features inx, while the remaining features are
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Criterion Full name Authors
MIM Mutual Information Maximisation Lewis (1992)
MIFS Mutual Information Feature Selection Battiti (1994)
KS Koller-Sahami metric Koller and Sahami (1996)
JMI Joint Mutual Information Yang and Moody (1999)
MIFS-U MIFS-‘Uniform’ Kwak and Choi (2002)
IF Informative Fragments Vidal-Naquet and Ullman (2003)
FCBF Fast Correlation Based Filter Yu and Liu (2004)
AMIFS Adaptive MIFS Tesmer and Estevez (2004)
CMIM Conditional Mutual Info Maximisation Fleuret (2004)
MRMR Max-Relevance Min-Redundancy Peng et al. (2005)
ICAP Interaction Capping Jakulin (2005)
CIFE Conditional Infomax Feature Extraction Lin and Tang (2006)
DISR Double Input Symmetrical Relevance Meyer and Bontempi (2006)
MINRED Minimum Redundancy Duch (2006)
IGFS Interaction Gain Feature Selection El Akadi et al. (2008)
SOA Second Order Approximation Guo and Nixon (2009)
CMIFS Conditional MIFS Cheng et al. (2011)

Table 1: Various information-based criteria from the literature. Sections 3 and 4 will show how
these can all be interpreted in a single theoretical framework.

irrelevant. Our modeling task is therefore two-fold: firstly to identify the features that play a func-
tional role, and secondly to use these features to perform predictions. In this work we concentrate
on the first stage, that of selecting the relevant features.

We adopt ad-dimensional binary vectorθ: a 1 indicating the feature is selected, a 0 indicating it
is discarded. Notationxθ indicates the vector of selected features, that is, the full vectorx projected
onto the dimensions specified byθ. Notationxθ̃ is the complement, that is, the unselected features.
The full feature vector can therefore be expressed asx = {xθ,xθ̃}. As mentioned, we assume the
processp is defined by a subset of the features, so for some unknown optimal vector θ∗, we have
that p(y|x) = p(y|xθ∗). We approximatep using a hypothetical predictive modelq, with two layers
of parameters:θ representing which features are selected, andτ representing parameters used to
predicty. Our problem statement is to identify the minimal subset of features such that wemaximize
the conditional likelihood of the training labels, with respect to these parameters. For i.i.d. data
D = {(xi ,yi); i = 1..N} the conditional likelihood of the labels given parameters{θ,τ} is

L(θ,τ|D) =
N

∏
i=1

q(yi |xi
θ,τ).

The (scaled) conditionallog-likelihood is

ℓ=
1
N

N

∑
i=1

logq(yi |xi
θ,τ). (2)

This is the error function we wish to optimize with respect to the parameters{τ,θ}; the scaling
term has no effect on the optima, but simplifies exposition later. Using conditional likelihood has
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become popular in so-calleddiscriminativemodelling applications, where we are interested only
in the classification performance; for example Grossman and Domingos (2004) used it to learn
Bayesian Network classifiers. We will expand upon this link to discriminative models in Section
9.3. Maximising conditional likelihood corresponds to minimising KL-divergence between the true
and predicted class posterior probabilities—for classification, we often only require thecorrect
class, and not precise estimates of the posteriors, hence Equation (2) is aproxy lower bound for
classification accuracy.

We now introduce the quantityp(y|xθ): this is the true distribution of the class labels given the
selected featuresxθ. It is important to note the distinction fromp(y|x), the true distribution given
all features. Multiplying and dividingq by p(y|xθ), we can re-write the above as,

ℓ =
1
N

N

∑
i=1

log
q(yi |xi

θ,τ)
p(yi |xi

θ)
+

1
N

N

∑
i=1

logp(yi |xi
θ). (3)

The second term in (3) can be similarly expanded, introducing the probabilityp(y|x):

ℓ =
1
N

N

∑
i=1

log
q(yi |xi

θ,τ)
p(yi |xi

θ)
+

1
N

N

∑
i=1

log
p(yi |xi

θ)

p(yi |xi)
+

1
N

N

∑
i=1

logp(yi |xi).

These are finite sample approximations, drawing datapoints i.i.d. with respect tothe distribution
p(xy). We useExy{·} to denote statistical expectation, and for convenience we negate the above,
turning our maximisation problem into a minimisation. This gives us,

−ℓ ≈ Exy

{
log

p(y|xθ)

q(y|xθ,τ)

}
+Exy

{
log

p(y|x)
p(y|xθ)

}
−Exy

{
logp(y|x)

}
. (4)

These three terms have interesting properties which together define the feature selection prob-
lem. It is particularly interesting to note that the second term ispreciselythat introduced by Koller
and Sahami (1996) in their definitions of optimal feature selection. In their work, the term was
adopted ad-hoc as a sensible objective to follow—here we have shown it tobe a direct and nat-
ural consequence of adopting the conditional likelihood as an objective function. Remembering
x = {xθ,xθ̃}, this second term can be developed:

∆KS = Exy

{
log

p(y|x)
p(y|xθ)

}

= ∑
xy

p(xy) log
p(y|xθxθ̃)

p(y|xθ)

= ∑
xy

p(xy) log
p(y|xθxθ̃)

p(y|xθ)

p(xθ̃|xθ)

p(xθ̃|xθ)

= ∑
xy

p(xy) log
p(xθ̃y|xθ)

p(xθ̃|xθ)p(y|xθ)

= I(Xθ̃;Y|Xθ). (5)

This is the conditional mutual information between the class label and the remaining features, given
the selected features. We can note also that the third term in (4) is another information theoretic
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quantity, the conditional entropyH(Y|X). In summary, we see that our objective function can be
decomposed into three distinct terms, each with its own interpretation:

lim
N→∞
−ℓ = Exy

{
log

p(y|xθ)

q(y|xθ,τ)

}
+ I(Xθ̃;Y|Xθ)+H(Y|X). (6)

The first term is a likelihood ratio between the true and the predicted class distributions given
the selected features, averaged over the input space. The size of this term will depend on how well
the modelq can approximatep, given the supplied features.3 Whenθ takes on the true valueθ∗ (or
consists of a superset ofθ∗) this becomes a KL-divergencep||q. The second term isI(Xθ̃;Y|Xθ),
the conditional mutual information between the class label and the unselected features, given the
selected features. The size of this term depends solely on the choice of features, and will decrease
as the selected feature setXθ explains more aboutY, until eventually becoming zero when the
remaining featuresXθ̃ contain no additional information aboutY in the context ofXθ. It can be
noted that due to the chain rule, we have

I(X;Y) = I(Xθ;Y)+ I(Xθ̃;Y|Xθ),

hence minimizingI(Xθ̃;Y|Xθ) is equivalent to maximisingI(Xθ;Y). The final term isH(Y|X), the
conditional entropy of the labels givenall features. This term quantifies the uncertainty still remain-
ing in the label even when we knowall possiblefeatures; it is an irreducible constant, independent
of all parameters, and in fact forms a bound on the Bayes error (Fano,1961).

These three terms make explicit the effect of the feature selection parametersθ, separating them
from the effect of the parametersτ in the model thatusesthose features. If we somehow had the
optimal feature subsetθ∗, which perfectly captured the underlying processp, thenI(Xθ̃;Y|Xθ) would
be zero. The remaining (reducible) error is then down to the KL divergence p||q, expressing how
well the predictive modelq canmake useof the provided features. Of course, different modelsq
will have different predictive ability: a good feature subset will not necessarily be put to good use if
the model is too simple to express the underlying function. This perspective was also considered by
Tsamardinos and Aliferis (2003), and earlier by Kohavi and John (1997)—the above results place
these in the context of a precise objective function, the conditional likelihood. For the remainder of
the paper we will use the same assumption as that made implicitly byall filter selection methods.
For completeness, here we make the assumption explicit:

Definition 1 : Filter assumption
Given an objective function for a classifier, we can address the problems ofoptimizing the feature set
and optimizing the classifier in two stages: first picking good features, then building the classifier
to use them.

This implies that the second term in (6) can be optimized independently of the first. In this section
we have formulated the feature selection task as a conditional likelihood problem. In the following,
we consider how this problem statement relates to the existing literature, and discuss how to solve
it in practice: including how to optimize the feature selection parameters, and theestimation of the
necessary distributions.

3. In fact, ifq is aconsistentestimator, this term will approach zero with largeN.
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3.2 Optimizing the Feature Selection Parameters

Under the filter assumption in Definition 1, Equation (6) demonstrates that the optima of the condi-
tional likelihood coincide with that of the conditional mutual information:

argmax
θ

L(θ|D) = argmin
θ

I(Xθ̃;Y|Xθ). (7)

There may of course be multiple global optima, in addition to the trivial minimum of selecting all
features. With this in mind, we can introduce a minimality constraint on the size of thefeature set,
and define our problem:

θ∗ = argmin
θ′
{|θ′| : θ′ = argmin

θ
I(Xθ̃;Y|Xθ)}. (8)

This is the smallest feature setXθ, such that the mutual informationI(Xθ̃;Y|Xθ) is minimal, and
thus the conditional likelihood is maximal. It should be remembered that the likelihood is only our
proxy for classification error, and the minimal feature set in terms of classification could be smaller
than that which optimises likelihood. In the following paragraphs, we consider how this problem is
implicitly tackled by methods already in the literature.

A common heuristic approach is a sequential search considering featuresone-by-one for ad-
dition/removal; this is used for example in Markov Blanket learning algorithms such as IAMB
(Tsamardinos et al., 2003). We will now demonstrate that this sequential search heuristic is in fact
equivalent to a greedy iterative optimisation of Equation (8). To understand this we must time-index
the feature sets. NotationXθt/Xθ̃t indicates the selected and unselected feature sets at timestept—
with a slight abuse of notation treating these interchangeably as sets and random variables.

Definition 2 : Forward Selection Step with Mutual Information
The forward selection step adds the feature with the maximum mutual information inthe context of
the currently selected set Xθt . The operations performed are:

Xk = argmax
Xk∈Xθ̃t

I(Xk;Y|Xθt ),

Xθt+1 ← Xθt ∪Xk,

Xθ̃t+1 ← Xθ̃t\Xk.

A subtle (but important) implementation point for this selection heuristic is that it should not add
another feature if∀Xk, I(Xk;Y|Xθ) = 0. This ensures we will not unnecessarily increase the size of
the feature set.

Theorem 3 The forward selection mutual information heuristic adds the feature that generates the
largest possible increase in the conditional likelihood—a greedy iterative maximisation.

Proof With the definitions above and the chain rule of mutual information, we have that:

I(Xθ̃t+1;Y|Xθt+1) = I(Xθ̃t ;Y|Xθt )− I(Xk;Y|Xθt ).

The featureXk that maximises I(Xk;Y|Xθt ) is the same thatminimizes I(Xθ̃t+1;Y|Xθt+1); therefore
the forward step is a greedyminimizationof our objectiveI(Xθ̃;Y|Xθ), and therefore maximises the
conditional likelihood.
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Definition 4 : Backward Elimination Step with Mutual Information
In a backward step, a feature is removed—the utility of a feature Xk is considered as its mutual
information with the target, conditioned on all other elements of the selected setwithout Xk. The
operations performed are:

Xk = argmin
Xk∈Xθt

I(Xk;Y|{Xθt\Xk}).

Xθt+1 ← Xθt\Xk

Xθ̃t+1 ← Xθ̃t ∪Xk

Theorem 5 The backward elimination mutual information heuristic removes the feature that causes
the minimum possible decrease in the conditional likelihood.

Proof With these definitions and the chain rule of mutual information, we have that:

I(Xθ̃t+1;Y|Xθt+1) = I(Xθ̃t ;Y|Xθt )+ I(Xk;Y|Xθt+1).

The featureXk thatminimizes I(Xk;Y|Xθt+1) is that which keepsI(Xθ̃t+1;Y|Xθt+1) as close as possi-
ble to I(Xθ̃t ;Y|Xθt ); therefore the backward elimination step removes a feature while attempting to
maintain the likelihood as close as possible to its current value.

To strictly achieve our optimization goal, a backward step shouldonly remove a feature if
I(Xk;Y|{Xθt\Xk}) = 0. In practice, working with real data, there will likely be estimation errors
(see the following section) and thus very rarely the strict zero will be observed. This brings us to an
interesting corollary regarding IAMB (Tsamardinos and Aliferis, 2003).

Corollary 6 Since the IAMB algorithm uses precisely these forward/backward selectionheuristics,
it is a greedy iterative maximisation of the conditional likelihood. In IAMB, a backward elimination
step is only accepted if I(Xk;Y|{Xθt\Xk})≈ 0, and otherwise the procedure terminates.

In Tsamardinos and Aliferis (2003) it is shown that IAMB returns the Markov Blanket of any
target node in a Bayesian network, and that this set coincides with the strongly relevant features in
the definitions from Kohavi and John (1997). The precise links to this literature are explored further
in Section 7. The IAMB family of algorithms adopt a common assumption, that the data is faithful
to some unknown Bayesian Network. In the cases where this assumption holds, the procedure was
proven to identify the unique Markov Blanket. Since IAMB uses precisely the forward/backward
steps we have derived, we can conclude thatthe Markov Blanket coincides with the (unique) maxi-
mum of the conditional likelihood function.A more recent variation of the IAMB algorithm, called
MMMB (Min-Max Markov Blanket) uses a series of optimisations to mitigate the requirement of
exponential amounts of data to estimate the relevant statistical quantities. Theseoptimisations do
not change the underlying behaviour of the algorithm, as it still maximises the conditional likelihood
for the selected feature set, however they do slightly obscure the strong linkto our framework.
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3.3 Estimation of the Mutual Information Terms

In considering the forward/backward heuristics, we must take accountof the fact that we do not
have perfect knowledge of the mutual information. This is because we have implicitly assumed
we have access to the true distributionsp(xy), p(y|xθ), etc. In practice we have to estimate these
from data. The problem calculating mutual information reduces to that ofentropy estimation, and
is fundamental in statistics (Paninski, 2003). The mutual information is definedas the expected
logarithm of a ratio:

I(X;Y) = Exy

{
log

p(xy)
p(x)p(y)

}
.

We can estimate this, since the Strong Law of Large Numbers assures us thatthe sample estimate
usingp̂ convergesalmost surelyto the expected value—for a dataset ofN i.i.d. observations(xi ,yi),

I(X;Y)≈ Î(X;Y) =
1
N

N

∑
i=1

log
p̂(xiyi)

p̂(xi)p̂(yi)
.

In order to calculate this we need the estimated distributions ˆp(xy), p̂(x), andp̂(y). The computation
of entropies for continuous or ordinal data is highly non-trivial, and requires an assumed model of
the underlying distributions—to simplify experiments throughout this article, we use discrete data,
and estimate distributions withhistogram estimatorsusing fixed-width bins. The probability of
any particular eventp(X = x) is estimated by maximum likelihood, the frequency of occurrence of
the eventX = x divided by the total number of events (i.e., datapoints). For more information on
alternative entropy estimation procedures, we refer the reader to Paninski (2003).

At this point we must note that the approximation above holdsonly if N is largerelative to
the dimension of the distributions over x and y.For example ifx,y are binary,N ≈ 100 should
be more than sufficient to get reliable estimates; however ifx,y are multinomial, this will likely
be insufficient. In the context of the sequential selection heuristics we have discussed, we are
approximatingI(Xk;Y|Xθ) as,

I(Xk;Y|Xθ)≈ Î(Xk;Y|Xθ) =
1
N

N

∑
i=1

log
p̂(xi

ky
i |xi

θ)

p̂(xi
k|x

i
θ)p̂(y

i |xi
θ)
. (9)

As the dimension of the variableXθ grows (i.e., as we add more features) then the necessary
probability distributions become more high dimensional, and hence our estimate ofthe mutual
information becomes less reliable. This in turn causes increasingly poor judgements for the in-
clusion/exclusion of features. For precisely this reason, the researchcommunity have developed
various low-dimensional approximations to (9). In the following sections, wewill investigate the
implicit statistical assumptions and empirical effects of these approximations.

In the remainder of this paper, we useI(X;Y) to denote the ideal case of being able to compute
the mutual information, though in practice on real data we use the finite sample estimateÎ(X;Y).

3.4 Summary

In these sections we have in effectreverse-engineereda mutual information-based selection scheme,
starting from a clearly defined conditional likelihood problem, and discussed estimation of the var-
ious quantities involved. In the following sections we will show that we can retrofit numerous
existing relevancy-redundancy heuristics from the feature selection literature into this probabilistic
framework.
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4. Retrofitting Successful Heuristics

In the previous section, starting from a clearly defined conditional likelihood problem, we derived
a greedy optimization process which assesses features based on a simple scoring criterion on the
utility of including a featureXk ∈ Xθ̃. The score for a featureXk is,

Jcmi(Xk) = I(Xk;Y|S), (10)

wherecmistands for conditional mutual information, and for notational brevity we nowuseS= Xθ
for the currently selected set. An important question is, how does (10) relate to existing heuristics
in the literature, such as MIFS? We will see that MIFS, and certain other criteria, can be phrased
cleanly aslinear combinationsof Shannon entropy terms, while some are non-linear combinations,
involving maxor minoperations.

4.1 Criteria as Linear Combinations of Shannon Information Terms

Repeating the MIFS criterion for clarity,

Jmi f s(Xk) = I(Xk;Y)−β ∑
Xj∈S

I(Xk;Xj). (11)

We can see that we first need to rearrange (10) into the form of a simple relevancy term betweenXk

andY, plus some additional terms, before we can compare it to MIFS. Using the identity I(A;B|C)−
I(A;B) = I(A;C|B)− I(A;C), we can re-express (10) as,

Jcmi(Xk) = I(Xk;Y|S) = I(Xk;Y)− I(Xk;S)+ I(Xk;S|Y). (12)

It is interesting to see terms in this expression corresponding to the conceptsof ‘relevancy’ and
‘redundancy’, that is,I(Xk;Y) and I(Xk;S). The score will be increased if the relevancy ofXk is
large and the redundancy with existing features is small. This is in accordance with a common view
in the feature selection literature, observing that we wish to avoid redundant variables. However,
we can also see an important additional termI(Xk;S|Y), which is not traditionally accounted for in
the feature selection literature—we call this theconditional redundancy. This term has the opposite
sign to the redundancyI(Xk;S), henceJcmi will be increased when this is large, that is, a strong class-
conditional dependence ofXk with the existing setS. Thus, we come to the important conclusion
that the inclusion of correlated features can be useful, provided the correlationwithin classesis
stronger than the overall correlation. We note that this is a similar observationto that of Guyon
et al. (2006), that “correlation does not imply redundancy”—Equation (12) effectively embodies
this statement in information theoretic terms.

The sum of the last two terms in (12) represents the three-way interaction between the existing
feature setS, the targetY, and the candidate featureXk being considered for inclusion inS. To
further understand this, we can note the following property:

I(XkS;Y) = I(S;Y)+ I(Xk;Y|S) = I(S;Y)+ I(Xk;Y)− I(Xk;S)+ I(Xk;S|Y).

We see that ifI(Xk;S)> I(Xk;S|Y), then the total utility when includingXk, that isI(XkS;Y), is less
than the sum of the individual relevanciesI(S;Y)+ I(Xk;Y). This can be interpreted asXk having
unnecessary duplicated information. In the opposite case, whenI(Xk;S) < I(Xk;S|Y), thenXk and
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Scombine well and provide more informationtogetherthan by the sum of their parts,I(S;Y), and
I(Xk;Y).

The important point to take away from this expression is that the terms are in atrade-off—we
do not require a feature with low redundancy for its own sake, but instead require a feature that best
trades off the three terms so as to maximise the score overall. Much like the bias-variance dilemma,
attempting to decrease one term is likely to increase another.

The relation of (10) and (11) can be seen with assumptions on the underlying distributionp(xy).
Writing the latter two terms of (12) as entropies:

Jcmi(Xk) = I(Xk;Y)

− H(S)+H(S|Xk)

+ H(S|Y)−H(S|XkY). (13)

To develop this further, we require an assumption.

Assumption 1 For all unselected features Xk ∈ Xθ̃, assume the following,

p(xθ|xk) = ∏
j∈S

p(x j |xk)

p(xθ|xky) = ∏
j∈S

p(x j |xky).

This states that the selected features Xθ are independent and class-conditionally independent given
the unselected feature Xk under consideration.

Using this, Equation (13) becomes,

J′cmi(Xk) = I(Xk;Y)

− H(S)+ ∑
j∈S

H(Xj |Xk)

+ H(S|Y)−∑
j∈S

H(Xj |XkY).

where the prime onJ indicates we are making assumptions on the distribution. Now, if we introduce
∑ j∈SH(Xj)−∑ j∈SH(Xj), and∑ j∈SH(Xj |Y)−∑ j∈SH(Xj |Y), we recover mutual information terms,
between the candidate feature and each member of the setS, plus some additional terms,

J′cmi(Xk) = I(Xk;Y)

− ∑
j∈S

I(Xj ;Xk)+ ∑
j∈S

H(Xj)−H(S)

+ ∑
j∈S

I(Xj ;Xk|Y)−∑
j∈S

H(Xj |Y)+H(S|Y). (14)

Several of the terms in (14) are constant with respect toXk—as such, removing them will haveno
effect on the choice of feature. Removing these terms, we have an equivalent criterion,

J′cmi(Xk) = I(Xk;Y)−∑
j∈S

I(Xj ;Xk)+ ∑
j∈S

I(Xj ;Xk|Y). (15)
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This has in fact already appeared in the literature as a filter criterion, originally proposed by Lin
and Tang (2006), as Conditional Infomax Feature Extraction (CIFE), though it has been repeatedly
rediscovered by other authors (El Akadi et al., 2008; Guo and Nixon,2009). It is particularly
interesting as it represents a sort of ‘root’ criterion, from which several others can be derived. For
example, the link to MIFS can be seen with one further assumption, that the features are pairwise
class-conditionally independent.

Assumption 2 For all features i, j, assume p(xix j |y) = p(xi |y)p(x j |y). This states that the features
are pairwise class-conditionally independent.

With this assumption, the term∑ I(Xj ;Xk|Y) will be zero, and (15) becomes (11), the MIFS
criterion, withβ = 1. Theβ parameter in MIFS can be interpreted as encoding a strength of belief
in another assumption, that of unconditional independence.

Assumption 3 For all features i, j, assume p(xix j) = p(xi)p(x j). This states that the features are
pairwise independent.

A β close to zero implies very strong belief in the independence statement, indicatingthat any
measured associationI(Xj ;Xk) is in fact spurious, possibly due to noise in the data. Aβ value closer
to 1 implies a lesser belief, that any measured dependencyI(Xj ;Xk) should be incorporated into the
feature score exactly as observed. Since MIM is produced by settingβ = 0, we can see that MIM
also adopts Assumption 3. The same line of reasoning can be applied to a verysimilar criterion
proposed by Peng et al. (2005), theMinimum-Redundancy Maximum-Relevancecriterion,

Jmrmr(Xk) = I(Xk;Y)−
1
|S|∑j∈S

I(Xk;Xj).

Since mRMR omits the conditional redundancy term entirely, it is implicitly using Assumption 2.
The β coefficient has been set inversely proportional to the size of the current feature set. If we
have a large setS, thenβ will be extremely small. The interpretation is then that as the setSgrows,
mRMR adopts a stronger belief in Assumption 3. In the original paper, (Penget al., 2005, Section
2.3) it was claimed that mRMR is equivalent to (10). In this section, through making explicit the
intrinsic assumptions of the criterion, we have clearly illustrated that this claim is incorrect.

Balagani and Phoha (2010) present an analysis of the three criteria mRMR, MIFS and CIFE,
arriving at similar results to our own: that these criteria make highly restrictive assumptions on
the underlying data distributions. Though the conclusions are similar, our approach includes their
results as a special case, and makes explicit the link to a likelihood function.

The relation of the MIFS/mRMR to Equation (15) is relatively straightforward.It is more chal-
lenging to consider how closely other criteria might be re-expressed in this form. Yang and Moody
(1999) propose usingJoint Mutual Information(JMI),

Jjmi(Xk) = ∑
j∈S

I(XkXj ;Y). (16)

Using some relatively simple manipulations (see appendix) this can be re-writtenas,

Jjmi(Xk) = I(Xk;Y)−
1
|S|∑j∈S

[
I(Xk;Xj)− I(Xk;Xj |Y)

]
. (17)
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This criterion (17) returnsexactlythe same set of features as the JMI criterion (16); however in
this form, we can see the relation to our proposed framework. The JMI criterion, like mRMR, has a
stronger belief in the pairwise independence assumptions as the feature set Sgrows. Similarities can
of course be observed between JMI, MIFS and mRMR—the differencesbeing the scaling factor and
the conditional term—and their subsequent relation to Equation (15). It is in fact possible to identify
numerous criteria from the literature that can all be re-written into a common form, corresponding to
variations upon (15). Aspaceof potential criteria can be imagined, where we parameterize criterion
(15) as so:

J′cmi = I(Xk;Y)−β ∑
j∈S

I(Xj ;Xk)+ γ ∑
j∈S

I(Xj ;Xk|Y). (18)

Figure 2 shows how the criteria we have discussed so far can all be fitted inside this unit square
corresponding toβ/γ parameters. MIFS sits on the left hand axis of the square—withγ = 0 and
β∈ [0,1]. The MIM criterion, Equation (1), which simply assesses each feature individually without
any regard of others, sits at the bottom left, withγ= 0,β= 0. The top right of the square corresponds
to γ = 1,β = 1, which is the CIFE criterion (Lin and Tang, 2006), also suggested by ElAkadi et al.
(2008) and Guo and Nixon (2009). A very similar criterion, using an assumption to approximate
the terms, was proposed by Cheng et al. (2011).

The JMI and mRMR criteria are unique in that theymove linearlywithin the space as the feature
setS grows. As the size of the setS increases they move closer towards the origin and the MIM
criterion. The particularly interesting point about this property is that therelative magnitudeof
the relevancy term to the redundancy terms stays approximately constant asSgrows, whereas with
MIFS, the redundancy term will in general be|S| times bigger than the relevancy term. The conse-
quences of this will be explored in the experimental section of this paper. Any criterion expressible
in the unit square has made independence Assumption 1. In addition, any criteria that sit at points
other thanβ = 1,γ = 1 have adopted varying degrees of belief in Assumptions 2 and 3.

A further interesting point about this square is simply that it is sparsely populated. An obvious
unexplored region is the bottom right, the corner corresponding toβ = 0,γ = 1; though there is
no clear intuitive justification for this point, for completeness in the experimentalsection we will
evaluate it, as theconditional redundancyor ‘condred’ criterion. In previous work (Brown, 2009)
we explored this unit square, though derived from an expansion of themutual information function
rather than directly from the conditional likelihood. While this resulted in an identical expression
to (18), the probabilistic framework we present here is far more expressive, allowing exact specifi-
cation of the underlying assumptions.

The unit square of Figure 2 describeslinear criteria, named as so since they are linear combi-
nations of the relevance/redundancy terms. There exist other criteria that follow a similar form, but
involving other operations, making themnon-linear.

4.2 Criteria as Non-Linear Combinations of Shannon Information Terms

Fleuret (2004) proposed theConditional Mutual Information Maximizationcriterion,

Jcmim(Xk) = min
Xj∈S

[
I(Xk;Y|Xj)

]
.

This can be re-written,

Jcmim(Xk) = I(Xk;Y)−max
Xj∈S

[
I(Xk;Xj)− I(Xk;Xj |Y)

]
. (19)
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Figure 2: The full space oflinear filter criteria, describing several examples from Table 1. Note
thatall criteria in this space adopt Assumption 1. Additionally, theγ andβ axes represent
the criteria belief in Assumptions 2 and 3, respectively. The left hand axis iswhere
the mRMR and MIFS algorithms sit. The bottom left corner, MIM, is the assumptionof
completely independent features, using just marginal mutual information. Note that some
criteria are equivalent at particular sizes of the current feature set|S|.

The proof is again available in the appendix. Due to themaxoperator, the probabilistic interpretation
is a little less straightforward. It is clear however that CMIM adopts Assumption 1, since it evaluates
only pairwise feature statistics.

Vidal-Naquet and Ullman (2003) propose another criterion used in Computer Vision, which we
refer to asInformative Fragments,

Ji f (Xk) = min
Xj∈S

[
I(XkXj ;Y)− I(Xj ;Y)

]
.

The authors motivate this criterion by noting that it measures the gain of combining a new feature
Xk with each existing featureXj , over simply usingXj by itself. TheXj with the least ‘gain’ from
being paired withXk is taken as the score forXk. Interestingly, using the chain ruleI(XkXj ;Y) =
I(Xj ;Y)+ I(Xk;Y|Xj), therefore IF is equivalent to CMIM, that is,Ji f (Xk) = Jcmim(Xk), making the
same assumptions. Jakulin (2005) proposed the criterion,

Jicap(Xk) = I(Xk;Y)− ∑
Xj∈S

max
[
0,{I(Xk;Xj)− I(Xk;Xj |Y)}

]
.

Again, this adopts Assumption 1, using the same redundancy andconditionalredundancy terms, yet
the exact probabilistic interpretation is unclear.

An interesting class of criteria use a normalisation term on the mutual information tooffset
the inherent bias toward high arity features (Duch, 2006). An example ofthis is Double Input

42



FEATURE SELECTION VIA CONDITIONAL L IKELIHOOD

Symmetrical Relevance(Meyer and Bontempi, 2006), a modification of the JMI criterion:

Jdisr(Xk) = ∑
Xj∈S

I(XkXj ;Y)
H(XkXjY)

.

The inclusion of this normalisation term breaks the strong theoretical link to a likelihood function,
but again for completeness we will include this in our empirical investigations. While the criteria
in the unit square can have their probabilistic assumptions made explicit, the nonlinearity in the
CMIM, ICAP and DISR criteria make such an interpretation far more difficult.

4.3 Summary of Theoretical Findings

In this section we have shown that numerous criteria published over the past two decades of research
can be ‘retro-fitted’ into the framework we have proposed—the criteria are approximations to (10),
each making different assumptions on the underlying distributions. Since in the previous section we
saw that accepting the top ranked feature according to (10) provides themaximum possible increase
in the likelihood, we see now that the criteria areapproximatemaximisers of the likelihood. Whether
or not they indeed provide the maximum increase at each step will depend onhow well the implicit
assumptions on the data can be trusted. Also, it should be remembered that even if we used (10), it
is not guaranteed to find the global optimum of the likelihood, since (a) it is a greedy search, and (b)
finite data will mean distributions cannot be accurately modelled. In this case, we have reached the
limit of what a theoretical analysis can tell us about the criteria, and we must close the remaining
‘gaps’ in our understanding with an experimental study.

5. Experiments

In this section we empirically evaluate some of the criteria in the literature against one another. Note
that we are not pursuing an exhaustive analysis, attempting to identify the ‘winning’ criterion that
provides best performance overall4—rather, we primarily observe how the theoretical properties
of criteria relate to the similarity of the returned feature sets. While these properties are interest-
ing, we of course must acknowledge that classification performance is theultimate evaluation of a
criterion—hence we also include here classification results on UCI data setsand in Section 6 on the
well-known benchmark NIPS Feature Selection Challenge.

In the following sections, we ask the questions: “how stable is a criterion to small changes in
the training data set?”, “how similar are the criteria to each other?”, “how do the different criteria
behave in limited and extreme small-sample situations?”, and finally, “what is the relation between
stability and accuracy?”.

To address these questions, we use the 15 data sets detailed in Table 2. These are chosen to have
a wide variety of example-feature ratios, and a range of multi-class problems. The features within
each data set have a variety of characteristics—some binary/discrete, and some continuous. Con-
tinuous features were discretized, using an equal-width strategy into 5 bins, while features already
with a categorical range were left untouched. The ‘ratio’ statistic quoted inthe final column is an
indicator of the difficulty of the feature selection for each data set. This uses the number of data-
points (N), the median arity of the features (m), and the number of classes (c)—the ratio quoted in

4. In any case, the No Free Lunch Theorem applies here also (Tsamardinos and Aliferis, 2003).
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the table for each data set isNmc, hence a smaller value indicates a more challenging feature selection
problem.

A key point of this work is to understand the statistical assumptions on the data imposed by the
feature selection criteria—if our classification model were to make even more assumptions, this is
likely to obscure the experimental observations relating performance to theoretical properties. For
this reason, in all experiments we use a simple nearest neighbour classifier(k = 3), this is chosen
as it makes few (if any) assumptions about the data, and we avoid the need for parameter tuning.
For the feature selection search procedure, the filter criteria are appliedusing a simple forward
selection, to select a fixed number of features, specified in each experiment, before being used with
the classifier.

Data Features Examples ClassesRatio
breast 30 569 2 57
congress 16 435 2 72
heart 13 270 2 34
ionosphere 34 351 2 35
krvskp 36 3196 2 799
landsat 36 6435 6 214
lungcancer 56 32 3 4
parkinsons 22 195 2 20
semeion 256 1593 10 80
sonar 60 208 2 21
soybeansmall 35 47 4 6
spect 22 267 2 67
splice 60 3175 3 265
waveform 40 5000 3 333
wine 13 178 3 12

Table 2: Data sets used in experiments. The final column indicates the difficultyof the data in
feature selection, a smaller value indicating a more challenging problem.

5.1 How Stable are the Criteria to Small Changes in the Data?

The set of features selected by any procedure will of course dependon the data provided. It is a
plausible complaint if the set of returned features varies wildly with only slightvariations in the
supplied data. This is an issue reminiscent of thebias-variance dilemma, where the sensitivity of a
classifier to its initial conditions causes high variance responses. However, while the bias-variance
decomposition is well-defined and understood, the corresponding issue for feature selection, the
‘stability’, has only recently been studied. The stability of a feature selectioncriterion requires
a measure to quantify the ‘similarity’ between two selected feature sets. This was first discussed
by Kalousis et al. (2007), who investigated several measures, with the final recommendation being
the Tanimoto distance between sets. Such set-intersection measures seem appropriate, but have
limitations; for example, if two criteria selected identical feature sets of size 10,we might be less
surprised if we knew the overall pool of features was of size 12, than ifit was size 12,000. To account
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for this, Kuncheva (2007) presents aconsistency index, based on the hypergeometric distribution
with a correction for chance.

Definition 7 The consistency for two subsets A,B⊂ X, such that|A| = |B| = k, and r= |A∩B|,
where0< k< |X|= n, is

C(A,B) =
rn−k2

k(n−k)
.

The consistency takes values in the range[−1,+1], with a positive value indicating similar sets,
a zero value indicating a purely random relation, and a negative value indicating a strong anti-
correlation between the features sets.

One problem with the consistency index is that it does not take featureredundancyinto account.
That is, two procedures could select features which have different array indices, so are identified as
‘different’, but in fact are so highly correlated that they are effectively identical. A method to deal
with this situation was proposed by Yu et al. (2008). This method constructs aweighted complete
bipartite graph, where the two node sets correspond to two different feature sets, and weights are
assigned to the arcs are the normalized mutual information between the features at the nodes, also
sometimes referred to as the symmetrical uncertainty. The weight between node i in set A, and node
j in set B, is

w(A(i),B( j)) =
I(XA(i);XB( j))

H(XA(i))+H(XB( j))
.

The Hungarian algorithm is then applied to identify the maximum weighted matching between the
two node sets, and the overall similarity between sets A and B is the final matchingcost. This is the
information consistencyof the two sets. For more details, we refer to Yu et al. (2008).

We now compare these two measures on the criteria from the previous sections. For each data
set, we take a bootstrap sample and select a set of features using each feature selection criterion.
The (information) stability of a single criterion is quantified as the average pairwise (information)
consistency across 50 bootstraps from the training data.

Figure 3 shows Kuncheva’s stability measure on average over 15 data sets, selecting feature sets
of size 10; note that the criteria have been displayed ordered left-to-right by their median value of
stability over the 15 data sets. The marginal mutual information, MIM, is as expected the most
stable, given that it has the lowest dimensional distribution to approximate. The next most stable is
JMI which includes the relevancy/redundancy terms, butaveragesover the current feature set; this
averaging process might therefore be interpreted empirically as a form of‘smoothing’, enabling the
criteria overall to be resistant to poor estimation of probability distributions. Itcan be noted that the
far right of Figure 3 consists of the MIFS, ICAP and CIFE criteria, all ofwhich do not attempt to
average the redundancy terms.

Figure 4 shows the same data sets, but instead theinformation stabilityis computed; as men-
tioned, this should take into account the fact that some features are highly correlated. Interestingly,
the two box-plots show broadly similar results. MIM is the most stable, and CIFEis the least stable,
though here we see that JMI, DISR, and MRMR are actually more stable thanKuncheva’s stability
index can reflect. An interesting line of future research might be to combine the best of these two
stability measures—one that can take into account both feature redundancy and a correction for
random chance.
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Figure 3: Kuncheva’s Stability Index across 15 data sets. The box indicates the upper/lower quar-
tiles, the horizontal line within each shows the median value, while the dotted crossbars
indicate the maximum/minimum values. For convenience of interpretation, criteria onthe
x-axis are ordered by their median value.

Figure 4: Yu et al’s Information Stability Index across 15 data sets. For comparison, criteria on the
x-axis are ordered identically to Figure 3. The general picture emerges similarly, though
the information stability index is able to take feature redundancy into account, showing
that some criteria are slightly more stable than expected.
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(a) Kuncheva’s Consistency Index. (b) Yu et al’s Information Stability Index.

Figure 5: Relations between feature sets generated by different criteria, on average over 15 data
sets. 2-D visualisation generated by classical multi-dimensional scaling.

5.2 How Similar are the Criteria?

Two criteria can be directly compared with the same methodology: by measuring the consistency
and information consistency between selected feature subsets on a common set of data. We calculate
the mean consistencies between two feature sets of size 10, repeatedly selected over 50 bootstraps
from the original data. This is then arranged in a similarity matrix, and we use classical multi-
dimensional scaling to visualise this as a 2-d map, shown in Figures 5a and 5b.Note again that while
the indices may return different absolute values (one is a normalized mean ofa hypergeometric
distribution and the other is a pairwise sum of mutual information terms) they showvery similar
relative ‘distances’ between criteria.

Both diagrams show a cluster of several criteria, and 4 clear outliers: MIFS, CIFE, ICAP and
CondRed. The 5 criteria clustering in the upper left of the space appear toreturn relatively similar
feature sets. The 4 outliers appear to return quite significantly different feature sets, both from
the clustered set, and from each other. A common characteristic of these 4 outliers is that they do
not scale the redundancy or conditional redundancy information terms. In these criteria, the upper
bound on the redundancy term∑ j∈SI(Xk;Xj) grows linearly with the number of selected features,
whilst the upper bound on the relevancy termI(Xk;Y) remains constant. When this happens the
relevancy term is overwhelmed by the redundancy term and thus the criterion selects features with
minimal redundancy, rather than trading off between the two terms. This leadsto strongly divergent
feature sets being selected, which is reflected in the stability of the criteria. Each of the outliers
are different from each other as they have different combinations of redundancy and conditional
redundancy. We will see this ‘balance’ between relevancy and redundancy emerge as a common
theme in the experiments over the next few sections.
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5.3 How do Criteria Behave in Limited and Extreme Small-sample Situations?

To assess how criteria behave in data poor situations, we vary the number of datapoints supplied to
perform the feature selection. The procedure was to randomly select 140 datapoints, then use the
remaining data as a hold-out set. From this 140, the number provided to eachcriterion was increased
in steps of 10, from a minimal set of size 20. To allow a reasonable testing set size, we limited this
assessment to only data sets with at least 200 datapoints total; this gives us 11data sets from the 15,
omitting lungcancer, parkinsons, soybeansmall, andwine. For each data set we select 10 features
and apply the 3-nn classifier, recording the rank-order of the criteria interms of their generalisation
error. This process was repeated and averaged over 50 trials, giving the results in Figure 6.

To aid interpretation we label MIM with a simple point marker, MIFS, CIFE, CondRed, and
ICAP with a circle, and the remaining criteria (DISR, JMI, mRMR and CMIM) witha star. The
criteria labelled with a star balance the relative magnitude of the relevancy andredundancy terms,
those with a circle do not attempt to balance them, and MIM contains no redundancy term. There
is a clear separation between those criteria with a star outperforming those witha circle, and MIM
varying in performance between the two groups as we allow more training datapoints.

Notice that the highest ranked criteria coincide with those in the cluster at the top left of Figures
5a and 5b. We suggest that the relative difference in performance is due to the same reason noted
in Section 5.2, that the redundancy term grows with the size of the selected feature set. In this case,
the redundancy term eventually grows to outweigh the relevancy by a largedegree, and the new
features are selected solely on the basis of redundancy, ignoring the relevance, thus leading to poor
classification performance.
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Figure 6: Average ranks of criteria in terms of test error, selecting 10 features, across 11 data sets.
Note the clear dominance of criteria which do not allow the redundancy term toover-
whelm the relevancy term (unfilled markers) over those that allow redundancy to grow
with the size of the feature set (filled markers).
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Data Features Examples Classes
Colon 2000 62 2
Leukemia 7070 72 2
Lung 325 73 7
Lymph 4026 96 9
NCI9 9712 60 9

Table 3: Data sets from Peng et al. (2005), used in experiments.

5.4 Extreme Small-Sample Experiments

In the previous sections we discussed two theoretical properties of information-based feature se-
lection criteria: whether it balances the relative magnitude of relevancy against redundancy, and
whether it includes a class-conditional redundancy term. Empirically on the UCI data sets, we see
that the balancing is far more important than the inclusion of the conditional redundancy term—for
example, MRMR succeeds in many cases, while MIFS performs poorly. Now, we consider whether
same property may hold in extreme small-sample situations, when the number of examples is so
low that reliable estimation of distributions becomes extremely difficult. We use datasourced from
Peng et al. (2005), detailed in Table 3. Results are shown in Figure 7, selecting 50 features from
each data set and plotting leave-one-out classification error. It shouldof course be remembered that
on such small data sets, making just one additional datapoint error can result in seemingly large
changes in accuracy. For example, the difference between the best and worst criteria on Leukemia
was just 3 datapoints. In contrast to the UCI results, the picture is less clear. On Colon, the criteria
all perform similarly; this is the least complex of all the data sets, having the smallest number of
classes with a (relatively) small number of features. As we move through thedata sets with in-
creasing numbers of features/classes, we see that MIFS, CONDRED, CIFE and ICAP start to break
away, performing poorly compared to the others. Again, we note that thesedo not attempt to bal-
ance relevancy/redundancy. This difference is clearest on the NCI9data, the most complex with 9
classes and 9712 features. However, as we may expect with such high dimensional and challenging
problems, there are some exceptions—the Colon data as mentioned, and also the Lung data where
ICAP/MIFS perform well.

5.5 What is the Relation Between Stability and Accuracy?

An important question is whether we can find a good balance between the stability of a criterion
and the classification accuracy. This was considered by Gulgezen et al.(2009), who studied the sta-
bility/accuracy trade-off for the MRMR criterion. In the following, we consider this trade-off in the
context ofPareto-optimality, across the 9 criteria, and the 15 data sets from Table 2. Experimental
protocol was to take 50 bootstraps from the data set, each time calculating the out-of-bag error using
the 3-nn. The stability measure was Kuncheva’s stability index calculated from the 50 feature sets,
and the accuracy was the mean out-of-bag accuracy across the 50 bootstraps. The experiments were
also repeated using the Information Stability measure, revealing almost identical results. Results
using Kuncheva’s stability index are shown in Figure 8.

The Pareto-optimal setis defined as the set of criteria for which no other criterion has both
a higher accuracy and a higher stability, hence the members of the Pareto-optimal set are said to
benon-dominated(Fonseca and Fleming, 1996). Thus, each of the subfigures of Figure8, criteria
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Figure 7: LOO results on Peng’s data sets : Colon, Lymphoma, Leukemia, Lung, NCI9.
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Figure 8: Stabilty (y-axes) versus Accuracy (x-axes) over 50 bootstraps for each of the UCI data
sets. The pareto-optimal rankings are summarised in Table 4.
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Accuracy/Stability(Yu) Accuracy/Stability(Kuncheva) Accuracy
JMI (1.6) JMI (1.5) JMI (2.6)

DISR (2.3) DISR (2.2) MRMR (3.6)
MIM (2 .4) MIM (2 .3) DISR (3.7)

MRMR (2.5) MRMR (2.5) CMIM (4.5)
CMIM (3.3) CONDRED (3.2) ICAP (5.3)
ICAP (3.6) CMIM (3.4) MIM (5 .4)

CONDRED (3.7) ICAP (4.3) CIFE (5.9)
CIFE (4.3) CIFE (4.8) MIFS (6.5)
MIFS (4.5) MIFS (4.9) CONDRED (7.4)

Table 4: Column 1:Non-dominated Rank of different criteria for the trade-off of accuracy/stability.
Criteria with a higher rank (closer to 1.0) provide a better tradeoff than those with a lower
rank. Column 2:As column 1 but using Kuncheva’s Stability Index.Column 3:Average
ranks for accuracy alone.

that appear further to the top-right of the spacedominatethose toward the bottom left—in such a
situation there is no reason to choose those at the bottom left, since they are dominated on both
objectives by other criteria.

A summary (for both stability and information stability) is provided in the first two columns of
Table 4, showing thenon-dominated rankof the different criteria. This is computed per data set
as the number of other criteria which dominate a given criterion, in the Pareto-optimal sense, then
averaged over the 15 data sets. We can see that these rankings are similarto the results earlier,
with MIFS, ICAP, CIFE and CondRed performing poorly. We note that JMI, (which both balances
the relevancy and redundancy terms and includes the conditional redundancy) outperforms all other
criteria.

We present the average accuracy ranks across the 50 bootstraps in column 3. These are similar
to the results from Figure 6 but use a bootstrap of the full data set, rather than a small sample
from it. Following Dem̌sar (2006) we analysed these ranks using a Friedman test to determine
which criteria are statistically significantly different from each other. We then used a Nemenyi post-
hoc test to determine which criteria differed, with statistical significances at 90%, 95%, and 99%
confidences. These give a partial ordering for the criteria which we present in Figure 9, showing
a Significant Dominance Partial Orderdiagram. Note that this style of diagram encapsulates the
same information as a Critical Difference diagram (Demšar, 2006), but allows us to display multiple
levels of statistical significance. A bold line connecting two criteria signifies a difference at the 99%
confidence level, a dashed line at the 95% level, and a dotted line at the 90% level. Absence of a link
signifies that we do not have the statistical power to determine the differenceone way or another.
Reading Figure 9, we see that with 99% confidence JMI is significantly superior to CondRed, and
MIFS, but not statistically significantly different from the other criteria. Aswe lower our confidence
level, more differences appear, for example MRMR and MIFS are only significantly different at the
90% confidence level.
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JMI

MRMR

ICAP

DISR

CMIM

CIFE

MIFS

CONDRED

MIM

99% Confidence

95% Confidence

90% Confidence

Figure 9: Significant dominance partial-order diagram. Criteria are placedtop to bottom in the di-
agram by their rank taken from column 3 of Table 4. A link joining two criteria means
a statistically significant difference is observed with a Nemenyi post-hoc test at the spec-
ified confidence level. For example JMI is significantly superior to MIFS (β = 1) at the
99% confidence level. Note that the absence of a link does not signify the lack of a statis-
tically significant difference, but that the Nemenyi test does not have sufficient power (in
terms of number of data sets) to determine the outcome (Demšar, 2006). It is interesting
to note that the four bottom ranked criteria correspond to the corners of the unit square
in Figure 2; while the top three (JMI/MRMR/DISR) are all very similar, scaling the re-
dundancy terms by the size of the feature set. The middle ranks belong to CMIM/ICAP,
which are similar in that they use the min/max strategy instead of a linear combination of
terms.
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5.6 Summary of Empirical Findings

From experiments in this section, we conclude that the balance of relevancy/redundancy terms is
extremely important, while the inclusion of a class conditional term seems to matter less. We find
that some criteria are inherently morestablethan others, and that the trade-off between accuracy
(using a simple k-nn classifier) and stability of the feature sets differs between criteria. The best
overall trade-off for accuracy/stability was found in the JMI and MRMR criteria. In the following
section we re-assess these findings, in the context of two problems posedfor the NIPS Feature
Selection Challenge.

6. Performance on the NIPS Feature Selection Challenge

In this section we investigate performance of the criteria on data sets taken from the NIPS Feature
Selection Challenge (Guyon, 2003).

6.1 Experimental Protocols

We present results using GISETTE (a handwriting recognition task), andMADELON (an artificially
generated data set).

Data Features Examples (Tr/Val) Classes
GISETTE 5000 6000/1000 2
MADELON 500 2000/600 2

Table 5: Data sets from the NIPS challenge, used in experiments.

To apply the mutual information criteria, we estimate the necessary distributions using his-
togram estimators: features were discretized independently into 10 equal width bins, with bin
boundaries determined from training data. After the feature selection process the original (undis-
cretised) data sets were used to classify the validation data. Each criterion was used to generate
a ranking for the top 200 features in each data set. We show results using the full top 200 for
GISETTE, but only the top 20 for MADELON as after this point all criteria demonstrated severe
overfitting. We use the Balanced Error Rate, for fair comparison with previously published work on
the NIPS data sets. We accept that this does not necessarily share the same optima as the classifi-
cation error (to which the conditional likelihood relates), and leave investigations of this to future
work.

Validation data results are presented in Figure 10 (GISETTE) and Figure 11 (MADELON). The
minimum of the validation error was used to select the best performing featureset size, the training
data alone used to classify the testing data, and finally test labels were submittedto the challenge
website. Test results are provided in Table 6 for GISETTE, and Table 7 for MADELON.5

Unlike in Section 5, the data sets we have used from the NIPS Feature Selection Challenge
have a greater number of datapoints (GISETTE has 6000 training examples, MADELON has 2000)
and thus we can present results using a direct implementation of Equation (10) as a criterion. We
refer to this criterion as CMI, as it is using the conditional mutual information to score features.
Unfortunately there are still estimation errors in this calculation when selecting alarge number of

5. We do not provide classification confidences as we used a nearest neighbour classifier and thus the AUC is equal to
1− BER.
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Figure 10: Validation Error curve using GISETTE.
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Figure 11: Validation Error curve using MADELON.
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features, even given the large number of datapoints and so the criterion fails to select features after
a certain point, as each feature appears equally irrelevant. In GISETTE, CMI selected 13 features,
and so the top 10 features were used and thus one result is shown. In MADELON, CMI selected 7
features and so 7 results are shown.

6.2 Results on Test Data

In Table 6 there are several distinctions between the criteria, the most striking of which is the failure
of MIFS to select an informative feature set. The importance of balancing the magnitude of the
relevancy and the redundancy can be seen whilst looking at the other criteria in this test. Those
criteria which balance the magnitudes, (CMIM, JMI, & mRMR) perform betterthan those which
do not (ICAP,CIFE). The DISR criterion forms an outlier here as it performs poorly when compared
to JMI. The only difference between these two criteria is the normalization in DISR—as such, this is
the likely cause of the observed poor performance, the introduction of morevariance by estimating
the normalizationH(XkXjY).

We can also see how important the low dimensional approximation is, as even with6000 training
examples CMI cannot estimate the required joint distribution to avoid selecting probes, despite being
a direct iterative maximisation of the conditional likelihood in the limit of datapoints.

Criterion BER AUC Features (%) Probes (%)
MIM 4.18 95.82 4.00 0.00
MIFS 42.00 58.00 4.00 58.50
CIFE 6.85 93.15 2.00 0.00
ICAP 4.17 95.83 1.60 0.00
CMIM 2.86 97.14 2.80 0.00
CMI 8.06 91.94 0.20 20.00
mRMR 2.94 97.06 3.20 0.00
JMI 3.51 96.49 4.00 0.00
DISR 8.03 91.97 4.00 0.00

Winning Challenge Entry 1.35 98.71 18.3 0.0

Table 6: NIPS FS Challenge Results: GISETTE.

The MADELON results (Table 7) show a particularly interesting point—the top performers (in
terms of BER) are JMI and CIFE. Both these criteria include the class-conditional redundancy term,
but CIFE does not balance the influence of relevancy against redundancy. In this case, it appears
the ‘balancing’ issue, so important in our previous experiments seems to have little importance—
instead, the presence of the conditional redundancy term is the differentiating factor between criteria
(note the poor performance of MIFS/MRMR). This is perhaps not surprising given the nature of the
MADELON data, constructed precisely to require features to be evaluatedjointly.

It is interesting to note that the challenge organisers benchmarked a 3-NN using the optimal
feature set, achieving a 10% test error (Guyon, 2003). Many of the criteria managed to select feature
sets which achieved a similar error rate using a 3-NN, and it is likely that a moresophisticated
classifier is required to further improve performance.

This concludes our experimental study—in the following, we make further links to the literature
for the theoretical framework, and discuss implications for future work.
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Criterion BER AUC Features (%) Probes (%)
MIM 10.78 89.22 2.20 0.00
MIFS 46.06 53.94 2.60 92.31
CIFE 9.50 90.50 3.80 0.00
ICAP 11.11 88.89 1.60 0.00
CMIM 11.83 88.17 2.20 0.00
CMI 21.39 78.61 0.80 0.00
mRMR 35.83 64.17 3.40 82.35
JMI 9.50 90.50 3.20 0.00
DISR 9.56 90.44 3.40 0.00

Winning Challenge Entry 7.11 96.95 1.6 0.0

Table 7: NIPS FS Challenge Results: MADELON.

7. Related Work: Strong and Weak Relevance

Kohavi and John (1997) proposed definitions ofstrongandweakfeature relevance. The definitions
are formed from statements about the conditional probability distributions of the variables involved.
We can re-state the definitions of Kohavi and John (hereafter KJ) in termsof mutual information,
and see how they can fit into our conditional likelihood maximisation framework.In the notation
below, notationXi indicates theith feature in the overall setX, and notationX\i indicates the set
{X\Xi}, all featuresexceptthe ith.

Definition 8 : Strongly Relevant Feature (Kohavi and John, 1997)
Feature Xi is strongly relevantto Y iff there exists an assignment of values xi , y, x\i for which
p(Xi = xi ,X\i = x\i)> 0 and p(Y = y|Xi = xi ,X\i = x\i) 6= p(Y = y|X\i = x\i).

Corollary 9 A feature Xi is strongly relevantiff I (Xi ;Y|X\i)> 0.

Proof The KL divergenceDKL(p(y|xz) || p(y|z)) > 0 iff p(y|xz) 6= p(y|z) for some assignment of
valuesx,y,z. A simple re-application of the manipulations leading to Equation (5) demonstratesthat
the expected KL-divergenceExz{p(y|xz)||p(y|z)} is equal to the mutual informationI(X;Y|Z). In
the definition of strong relevance, if there exists a single assignment of valuesxi , y, x\i that satisfies
the inequality, thenEx{p(y|xix\i)||p(y|x\i)}> 0 and thereforeI(Xi ;Y|X\i)> 0.

Given the framework we have presented, we can note that this strong relevance comes from a com-
bination ofthree terms,

I(Xi ;Y|X\i) = I(Xi ;Y)− I(Xi ;X\i)+ I(Xi ;X\i |Y).

This view of strong relevance demonstrates explicitly that a feature may be individually irrelevant
(i.e., p(y|xi) = p(y) and thusI(Xi ;Y) = 0), but still strongly relevant ifI(Xi ;X\i |Y)− I(Xi ;X\i)> 0.

Definition 10 : Weakly Relevant Feature (Kohavi and John, 1997)
Feature Xi is weakly relevantto Y iff it is not strongly relevant and there exists a subset Z⊂ X\i , and
an assignment of values xi , y, z for which p(Xi = xi ,Z = z)> 0 such that p(Y = y|Xi = xi ,Z = z) 6=
p(Y = y|Z = z).
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Corollary 11 A feature Xi is weakly relevant to Y iff it is not strongly relevant and I(Xi ;Y|Z) > 0
for some Z⊂ X\i .

Proof This follows immediately from the proof for the strong relevance above.

It is interesting, and somewhat non-intuitive, that there can be cases where there arenostrongly
relevant features, butall are weakly relevant. This will occur for example in a data set where all
features have exact duplicates: we have 2M features and∀i, XM+i = Xi . In this case, for anyXk

(such thatk< M) we will haveI(Xk;Y|X\i) = 0 since its duplicate featureXM+k will carry the same
information. In this case, for any featureXk (such thatk < M) that is strongly relevant in the data
set{X1, ...,XM}, it is weaklyrelevant in the data set{X1, ...,X2M}.

This issue can be dealt with by refining our definition of relevance with respect to a subset of
the full feature space. A particular subset about which we have some information is the currently
selected setS. We can relate our framework to KJ’s definitions in this context. Following KJ’s
formulations,

Definition 12 : Relevance with respect to the current setS.
Feature Xi is relevantto Y with respect to S iff there exists an assignment of values xi , y, s for which
p(Xi = xi ,S= s)> 0 and p(Y = y|Xi = xi ,S= s) 6= p(Y = y|S= s).

Corollary 13 Feature Xi is relevantto Y with respect to S, iff I(Xi ;Y|S)> 0.

A feature that is relevant with respect toS is either strongly or weakly relevant (in the KJ sense)
but it is not possible to determine in which class it lies, as we have not conditioned onX\i . Notice
that the definition coincides exactly with the forward selection heuristic (Definition 2), which we
have shown is a hill-climber on the conditional likelihood. As a result, we seethat hill-climbing on
the conditional likelihood corresponds to adding themostrelevant feature with respect to the current
set S. Again we re-emphasize, that the resultant gain in the likelihood comes from acombination of
three sources:

I(Xi ;Y|S) = I(Xi ;Y)− I(Xi ;S)+ I(Xi;S|Y).

It could easily be the case thatI(Xi ;Y) = 0, that is a feature is entirely irrelevant when considered
on its own—but the sum of the two redundancy terms results in a positive valuefor I(Xi ;Y|S). We
see that if a criterion does not attempt to model both of the redundancy terms,even if only using
low dimensional approximations, it runs the risk of evaluating the relevance of Xi incorrectly.

Definition 14 : Irrelevance with respect to the current setS.
Feature Xi is irrelevant to Y with respect to S iff∀ xi , y, s for which p(Xi = xi ,S= s) > 0 and
p(Y = y|Xi = xi ,S= s) = p(Y = y|S= s).

Corollary 15 Feature Xi is irrelevantto Y with respect to S, iff I(Xi ;Y|S) = 0.

In a forward step, if a featureXi is irrelevant with respect toS, adding it alone toS will not increase
the conditional likelihood.However, there may be further additions toS in the future, giving us a
selected setS′; we may then find thatXi is thenrelevantwith respect toS′. In a backward step we
check whether a feature is irrelevant with respect to{S\Xi}, using the testI(Xi ;Y|{S\Xi}) = 0. In
this case, removing this featurewill not decrease the conditional likelihood.
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8. Related Work: Structure Learning in Bayesian Networks

The framework we have described also serves to highlight a number of important links to the liter-
ature on structure learning of directed acyclic graphical (DAG) models (Korb, 2011). The problem
of DAG learning from observed data is known to be NP-hard (Chickeringet al., 2004), and as
such there exist two main families of approximate algorithms.Metric or Score-and-Searchlearn-
ers construct a graph by searching the space of DAGs directly, assigning a score to each based on
properties of the graph in relation to the observed data; probably the most well-known score is the
BIC measure (Korb, 2011). However, the space of DAGs is superexponential in the number of vari-
ables, and hence an exhaustive search rapidly becomes computationally infeasible. Grossman and
Domingos (2004) proposed a greedy hill-climbing search over structures, using conditional likeli-
hood as a scoring criterion. Their work found significant advantage from using this ‘discriminative’
learning objective, as opposed to the traditional ‘generative’ joint likelihood. The potential of this
discriminative model perspective will be expanded upon in Section 9.3.

Constraintlearners approach the problem from a constructivist point of view, adding and remov-
ing arcs from a single DAG according to conditional independence tests given the data. When the
candidate DAG passes all conditional independence statements observedin the data, it is considered
to be a good model. In the current paper, for a feature to be eligible for inclusion, we required that
I(Xk;Y|S)> 0. This is equivalent to a conditional independence testXk ⊥⊥/ Y | S. One well-known
problem with constraint learners is that if a test gives an incorrect result, the error can ‘cascade’,
causing the algorithm to draw further incorrect conclusions on the network structure. This problem
is also true of the popular greedy-search heuristics that we have described in this work.

In Section 3.2, we showed that Markov Blanket algorithms (Tsamardinos etal., 2003) are an
example of the framework we propose. Specifically, the solution to Equation (7) is a (possibly non-
unique) Markov Blanket, and the solution to Equation (8) is exactly the Markov boundary, that is, a
minimal, unique blanket. It is interesting to note that these algorithms, which are a restricted class
of structure learners, assumefaithfulnessof the data distribution. We can see straightforwardly that
all criteria we have considered, when combined with a greedy forward selection, also make this
assumption.

9. Conclusion

This work has presented a unifying framework for information theoretic feature selection, bringing
almost two decades of research on heuristic scoring criteria under a single theoretical interpretation.
This is achieved via a novel interpretation of information theoretic feature selection asan optimiza-
tion of the conditional likelihood—this is in contrast to the current view of mutual information, as a
heuristic measure of feature relevancy.

9.1 Summary of Contributions

In Section 3 we showed how to decompose the conditional likelihood into three terms, each with
their own interpretation in relation to the feature selection problem. One of theseemerges as a
conditional mutual information. This observation allows us to answer the following question:

What are the implicit statistical assumptions of mutual information criteria?The investigations
have revealed that the various criteria published over the past two decades are allapproximate iter-
ative maximisers of the conditional likelihood.The approximations are due to implicit assumptions
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on the data distribution: some are more restrictive than others, and are detailed in Section 4. The
approximations, while heuristic, are necessary due to the need to estimate highdimensional proba-
bility distributions. The popular Markov Blanket learning algorithm IAMB is included in this class
of procedures, hence can also bee seen as an iterative maximiser of the conditional likelihood.

The main differences between criteria are whether they include aclass-conditionalterm, and
whether they provide a mechanism tobalancethe relative size of the redundancy terms against the
relevancy term. To ascertain how these differences impact the criteria in practice, we conducted an
empirical study of 9 different heuristic mutual information criteria across 22data sets. We analyzed
how the criteria behave in large/small sample situations, how the stability of returned feature sets
varies between criteria, and how similar criteria are in the feature sets they return. In particular, the
following questions were investigated:

How do the theoretical properties translate to classifier accuracy?Summarising the perfor-
mance of the criteria under the above conditions, including the class-conditional term isnotalways
necessary. Various criteria, for example MRMR, are successful without this term. However, with-
out this term criteria are blind to certain classes of problems, for example, theMADELON data set,
and will perform poorly in these cases. Balancing the relevancy and redundancy terms is however
extremelyimportant—criteria like MIFS, or CIFE, that allow redundancy to swamp relevancy, are
ranked lowest for accuracy in almost all experiments. In addition, this imbalance tends to cause
large instability in the returned feature sets—being highly sensitive to the supplied data.

How stable are the criteria to small changes in the data?Several criteria return wildly different
feature sets with just small changes in the data, while others return similar sets each time, hence
are ‘stable’ procedures. The most stable was the univariate mutual information, followed closely by
JMI (Yang and Moody, 1999; Meyer et al., 2008); while among the least stable are MIFS (Battiti,
1994) and ICAP (Jakulin, 2005). As visualised by multi-dimensional scalingin Figure 5, several
criteria appear to return quite similar sets, while there are some outliers.

How do criteria behave in limited and extreme small-sample situations?In extreme small-
sample situations, it appears the above rules (regarding the conditional term and the balancing of
relevancy-redundancy) can be broken—the poor estimation of distributions means the theoretical
properties do not translate immediately to performance.

9.2 Advice for the Practitioner

From our investigations we have identified three desirable characteristics of an information based
selection criterion. The first is whether it includes reference to a conditional redundancy term—
criteria that do not incorporate it are effectively blind to an entire class ofproblems, those with strong
class-conditional dependencies. The second is whether it keeps the relative size of the redundancy
term from swamping the relevancy term. We find this to beessential—without this control, the
relevancy of thekth feature can easily be ignored in the selection process due to thek−1 redundancy
terms. The third is simply whether the criterion is a low-dimensional approximation,hence making
it usable with small sample sizes. On GISETTE with 6000 examples, we were unable to select more
than 13 features with any kind of reliability. Therefore, low dimensional approximations, the focus
of this article, are essential.

A summary of the criteria is shown in Table 8. Overall we find only 3 criteria thatsatisfy these
properties: CMIM, JMI and DISR. We recommend the JMI criterion, as from empirical investi-
gations it has the best trade-off (in the Pareto-optimal sense) of accuracy and stability. DISR is
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a normalised variant of JMI—in practice we found little need for this normalisation and the extra
computation involved. If higher stability is required—the MIM criterion, as expected, displayed the
highest stability with respect to variations in the data—therefore in extreme data-poor situations we
would recommend this as a first step. If speed is required, the CMIM criterion admits an fast exact
implementation giving orders of magnitude speed-up over a straightforwardimplementation—refer
to Fleuret (2004) for details.

To aid replicability of this work, implementations of all criteria we have discussedare provided
at: http://www.cs.man.ac.uk/∼gbrown/fstoolbox/

MIM mRMR MIFS CMIM JMI DISR ICAP CIFE CMI

Cond Redund term? ✗ ✗ ✗ ✔ ✔ ✔ ✔ ✔ ✔

Balances rel/red? ✔ ✔ ✗ ✔ ✔ ✔ ✗ ✗ ✔

Estimable? ✔ ✔ ✔ ✔ ✔ ✔ ✔ ✔ ✗

Table 8: Summary of criteria. They have been arranged left to right in order of ascending estimation
difficulty. Cond Redund term: does it include the conditional redundancy term?Balances
rel/red: does it balance the relevance and redundancy terms?Estimable: does it use a low
dimensional approximation, making it usable with small samples?

9.3 Future Work

While advice on the suitability of existing criteria is of course useful, perhapsa more interest-
ing result of this work is the perspective it brings to the feature selection problem. We were able
to explicitly state an objective function, and derive an appropriate information-based criterion to
maximise it. This begs the question, what selection criteria would result from different objective
functions? Dmochowski et al. (2010) study a weighted conditional likelihood, and its suitabil-
ity for cost-sensitive problems—it is possible (though outside the scope of this paper) to derive
information-based criteria in this context. The reverse question is equally interesting, what objec-
tive functions are implied by other existing criteria, such as the Gini Index? The KL-divergence
(which defines the mutual information) is a special case of a wider family of measures, based on
the f -divergence—could we obtain similar efficient criteria that pursue these measures, and what
overall objectives do they imply?

In this work we explored criteria that use pairwise (i.e.,I(Xk;Xj)) approximations to the derived
objective. These approximations are commonly used as they provide a reasonable heuristic while
still being (relatively) simple to estimate. There has been work which suggestsrelaxing this pairwise
approximation, and thus increasing the number of terms (Brown, 2009; Meyer et al., 2008), but there
is little exploration of how much data is required to estimate these multivariate information terms. A
theoretical analysis of the tradeoff between estimation accuracy and additional information provided
by these more complex terms could provide interesting directions for improving the power of filter
feature selection techniques.

A very interesting direction concerns the motivation behind the conditional likelihood as an ob-
jective. It can be noted that the conditional likelihood, though a well-accepted objective function in
its own right, can be derived from a probabilistic discriminative model, as follows. We approximate
the true distributionp with our modelq, with three distinct parameter sets:θ for feature selection,
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τ for classification, andλ modelling the input distributionp(x). Following Minka (2005), in the
construction of a discriminative model, our joint likelihood is

L(D,θ,τ,λ) = p(θ,τ)p(λ)
N

∏
i=1

q(yi |xi ,θ,τ)q(xi|λ).

In this type of model, we wish to maximizeL with respect toθ (our feature selection parameters)
andτ (our model parameters), and are not concerned with the generative parametersλ. Excluding
the generative terms gives

L(D,θ,τ,λ) ∝ p(θ,τ)
N

∏
i=1

q(yi |xi ,θ,τ).

When we have no particular bias or prior knowledge over which subset of features or parameters
are more likely (i.e., a flat priorp(θ,τ)), this reduces to the conditional likelihood:

L(D,θ,τ,λ) ∝
N

∏
i=1

q(yi |xi ,θ,τ),

which was exactly our starting point for the current paper. An obvious extension here is to take
a non-uniform prior over features. An important direction for machine learning is to incorporate
domain knowledge. A non-uniform prior would mean influencing the search procedure to incorpo-
rate our background knowledge of the features. This is applicable for example in gene expression
data, when we may have information about the metabolic pathways in which genes participate, and
therefore which genes are likely to influence certain biological functions.This is outside the scope
of this paper but is the focus of our current research.
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Appendix A.

The following proofs make use of the identity,I(A;B|C)− I(A;B) = I(A;C|B)− I(A;C).

A.1 Proof of Equation (17)

TheJoint Mutual Informationcriterion (Yang and Moody, 1999) can be written,

Jjmi(Xk)= ∑
Xj∈S

I(XkXj ;Y),

= ∑
Xj∈S

[
I(Xj ;Y)+ I(Xk;Y|Xj)

]
.
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The term∑Xj∈SI(Xj ;Y) in the above is constant with respect to theXk argument that we are inter-
ested in, so can be omitted. The criterion therefore reduces to (17) as follows,

Jjmi(Xk) = ∑
Xj∈S

[
I(Xk;Y|Xj)

]

= ∑
Xj∈S

[
I(Xk;Y)− I(Xk;Xj)+ I(Xk;Xj |Y)

]

= |S|× I(Xk;Y)− ∑
Xj∈S

[
I(Xk;Xj)− I(Xk;Xj |Y)

]

∝ I(Xk;Y)−
1
|S| ∑

Xj∈S

[
I(Xk;Xj)− I(Xk;Xj |Y)

]
.

A.2 Proof of Equation (19)

The rearrangement of the Conditional Mutual Information criterion (Fleuret, 2004) follows a very
similar procedure. The original, and its rewriting are,

Jcmim(Xk) = min
Xj∈S

[
I(Xk;Y|Xj)

]

= min
Xj∈S

[
I(Xk;Y)− I(Xk;Xj)+ I(Xk;Xj |Y)

]

= I(Xk;Y)+min
Xj∈S

[
I(Xk;Xj |Y)− I(Xk;Xj)

]

= I(Xk;Y)−max
Xj∈S

[
I(Xk;Xj)− I(Xk;Xj |Y)

]
,

which is exactly Equation (19).
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Abstract
We present a new active learning algorithm based on nonparametric estimators of the regression
function. Our investigation provides probabilistic bounds for the rates of convergence of the gen-
eralization error achievable by proposed method over a broad class of underlying distributions. We
also prove minimax lower bounds which show that the obtainedrates are almost tight.

Keywords: active learning, selective sampling, model selection, classification, confidence bands

1. Introduction

Let (S,B) be a measurable space and let(X,Y) ∈ S×{−1,1} be a random couple with unknown
distribution P. The marginal distribution of the design variableX will be denoted byΠ. Let
η(x) := E(Y|X = x) be the regression function. The goal ofbinary classificationis to predict
label Y based on the observationX. Prediction is based on aclassifier - a measurable func-
tion f : S 7→ {−1,1}. The quality of a classifier is measured in terms of its generalization error,
R( f ) = Pr(Y 6= f (X)). In practice, the distributionP remains unknown but the learning algorithm
has access to thetraining data- the i.i.d. sample(Xi ,Yi), i = 1. . .n from P. It often happens that the
cost of obtaining the training data is associated with labeling the observationsXi while the pool of
observations itself is almost unlimited. This suggests to measure the performance of a learning algo-
rithm in terms of itslabel complexity, the number of labelsYi required to obtain a classifier with the
desired accuracy.Active learningtheory is mainly devoted to design and analysis of the algorithms
that can take advantage of this modified framework. Most of these procedures can be characterized
by the following property: at each stepk, observationXk is sampled from a distribution̂Πk that de-
pends on previously obtained(Xi ,Yi), i ≤ k−1(while passive learners obtain all available training
data at the same time).̂Πk is designed to be supported on a set where classification is difficult and
requires more labeled data to be collected. The situation when active learners outperform passive
algorithms might occur when the so-calledTsybakov’s low noise assumptionis satisfied: there exist
constantsB,γ > 0 such that

∀ t > 0, Π(x : |η(x)| ≤ t)≤ Btγ. (1)

This assumption provides a convenient way to characterize the noise levelof the problem and will
play a crucial role in our investigation.

The topic of active learning is widely present in the literature; see Balcan etal. (2009), Hanneke
(2011), Castro and Nowak (2008) for review. It was discovered that in some cases the generaliza-
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tion error of a resulting classifier can converge to zero exponentially fast with respect to its label
complexity(while the best rate for passive learning is usually polynomial with respect to the cardi-
nality of the training data set). However, available algorithms that adapt to the unknown parameters
of the problem(γ in Tsybakov’s low noise assumption, regularity of the decision boundary)involve
empirical risk minimization with binary loss, along with other computationally hard problems, see
Balcan et al. (2008), Dasgupta et al. (2008), Hanneke (2011) and Koltchinskii (2010). On the other
hand, the algorithms that can be effectively implemented, as in Castro and Nowak (2008), are not
adaptive.

The majority of the previous work in the field was done under standard complexity assumptions
on the set of possible classifiers(such as polynomial growth of the covering numbers). Castro and
Nowak (2008) derived their results under the regularity conditions on thedecision boundary and
the noise assumption which is slightly more restrictive then (1). Essentially, theyproved that if
the decision boundary is a graph of the Hölder smooth functiong∈ Σ(β,K, [0,1]d−1) (see Section
2 for definitions) and the noise assumption is satisfied withγ > 0, then the minimax lower bound

for the expected excess risk of the active classifier is of orderC ·N− β(1+γ)
2β+γ(d−1) and the upper bound is

C(N/ logN)
− β(1+γ)

2β+γ(d−1) , whereN is the label budget. However, the construction of the classifier that
achieves an upper bound assumesβ andγ to be known.

In this paper, we consider the problem of active learning under classical nonparametric as-
sumptions on the regression function - namely, we assume that it belongs to a certain Ḧolder class
Σ(β,K, [0,1]d) and satisfies to the low noise condition (1) with some positiveγ. In this case, the
work of Audibert and Tsybakov (2005) showed that plug-in classifiers can attain optimal rates in
thepassivelearning framework, namely, that the expected excess risk of a classifierĝ = signη̂ is

bounded above byC ·N− β(1+γ)
2β+d (which is the optimal rate), wherêη is the local polynomial estimator

of the regression function andN is the size of the training data set. We were able to partially extend
this claim to the case of active learning: first, we obtain minimax lower bounds for the excess risk
of an active classifier in terms of its label complexity. Second, we propose anew algorithm that
is based on plug-in classifiers, attains almost optimal rates over a broad class of distributions and
possesses adaptivity with respect toβ,γ(within the certain range of these parameters).

The paper is organized as follows: the next section introduces remaining notations and specifies
the main assumptions made throughout the paper. This is followed by a qualitative description of
our learning algorithm. The second part of the work contains the statements and proofs of our main
results - minimax upper and lower bounds for the excess risk.

2. Preliminaries

Ouractive learningframework is governed by the following rules:

1. Observations are sampled sequentially:Xk is sampled from the modified distribution̂Πk that
depends on(X1,Y1), . . . ,(Xk−1,Yk−1).

2. Yk is sampled from the conditional distributionPY|X(·|X = x). Labels are conditionally inde-
pendent given the feature vectorsXi , i ≤ n.

Usually, the distribution̂Πk is supported on a set where classification is difficult.
Given the probability measureQ on S×{−1,1}, we denote the integral with respect to this

measure byQg :=
∫

gdQ. Let F be a class of bounded, measurable functions. The risk and the
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excess risk off ∈ F with respect to the measureQ are defined by

RQ( f ) :=QIy6=sign f (x)

EQ( f ) := RQ( f )− inf
g∈F

RQ(g),

whereIA is the indicator of eventA . We will omit the subindexQ when the underlying measure is
clear from the context. Recall that we denoted the distribution of(X,Y) by P. The minimal possible
risk with respect toP is

R∗ = inf
g:S7→[−1,1]

Pr(Y 6= signg(X)) ,

where the infimum is taken over all measurable functions. It is well known that it is attained for any
g such that signg(x) = signη(x) Π - a.s. Giveng∈ F , A∈ B, δ > 0, define

F∞,A(g;δ) := { f ∈ F : ‖ f −g‖∞,A ≤ δ} ,

where‖ f −g‖∞,A = sup
x∈A

| f (x)−g(x)|. ForA∈ B, define the function class

F |A := { f |A, f ∈ F } ,

wheref |A(x) := f (x)IA(x). From now on, we restrict our attention to the caseS= [0,1]d. LetK > 0.

Definition 1 We say that g: Rd 7→ R belongs toΣ(β,K, [0,1]d), the(β,K, [0,1]d) - Hölder class of
functions, if g is⌊β⌋ times continuously differentiable and for all x,x1 ∈ [0,1]d satisfies

|g(x1)−Tx(x1)| ≤ K‖x−x1‖β
∞,

where Tx is the Taylor polynomial of degree⌊β⌋ of g at the point x.

Definition 2 P (β,γ) is the class of probability distributions on[0,1]d×{−1,+1}with the following
properties:

1. ∀ t > 0, Π(x : |η(x)| ≤ t)≤ Btγ;

2. η(x) ∈ Σ(β,K, [0,1]d).

We do not mention the dependence ofP (β,γ) on the fixed constantsB,K explicitly, but this should
not cause any uncertainty.

Finally, let us defineP ∗
U(β,γ) andPU(β,γ), the subclasses ofP (β,γ), by imposing two additional

assumptions. Along with the formal descriptions of these assumptions, we shall try to provide some
motivation behind them. The first deals with the marginalΠ. For an integerM ≥ 1, let

GM :=

{(
k1

M
, . . . ,

kd

M

)
, ki = 1. . .M, i = 1. . .d

}

be the regular grid on the unit cube[0,1]d with mesh sizeM−1. It naturally defines a partition into
a set ofMd open cubesRi , i = 1. . .Md with edges of lengthM−1 and vertices inGM. Below, we
consider the nested sequence of grids{G2m, m≥ 1} and corresponding dyadic partitions of the unit
cube.
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Definition 3 We will say thatΠ is (u1,u2)-regular with respect to{G2m} if for any m≥ 1, any
element of the partition Ri , i ≤ 2dm such that Ri ∩supp(Π) 6= /0, we have

u1 ·2−dm≤ Π(Ri)≤ u2 ·2−dm,

where0< u1 ≤ u2 < ∞.

Assumption 1 Π is (u1,u2) - regular.

In particular,(u1,u2)-regularity holds for the distribution with a densityp on [0,1]d such that 0<
u1 ≤ p(x)≤ u2 < ∞.

Let us mention that our definition of regularity is of rather technical nature;for most of the paper,
the reader might think ofΠ as being uniform on[0,1]d( however, we need slightly more complicated
marginal to construct the minimax lower bounds for the excess risk). It is known that estimation of
regression function in sup-norm is sensitive to the geometry of design distribution, mainly because
the quality of estimation depends on thelocal amount of data at every point; conditions similar
to our Assumption1 were used in the previous works where this problem appeared, for example,
strong density assumptionin Audibert and Tsybakov (2005) andAssumption Din Gäıffas (2007).

A useful characteristic of(u1,u2) - regular distributionΠ is that this property is stable with re-
spect to restrictions ofΠ to certain subsets of its support. This fact fits the active learning framework
particularly well.

Definition 4 We say thatQ belongs toPU(β,γ) if Q ∈ P (β,γ) and Assumption 1 is satisfied for
some u1,u2.

The second assumption is crucial in derivation of the upper bounds. Thespace of piecewise-constant
functions which is used to construct the estimators ofη(x) is defined via

Fm =

{
2dm

∑
i=1

λi IRi (·) : |λi | ≤ 1, i = 1. . .2dm

}
,

where{Ri}2dm

i=1 forms the dyadic partition of the unit cube. Note thatFm can be viewed as a‖ · ‖∞-
unit ball in the linear span of first 2dm Haar basis functions in[0,1]d. Moreover,{Fm, m≥ 1} is
a nested family, which is a desirable property for the model selection procedures. Byη̄m(x) we
denote theL2(Π) - projection of the regression function ontoFm.

We will say that the setA⊂ [0,1]d approximates the decision boundary{x : η(x) = 0} if there
existst > 0 such that

{x : |η(x)| ≤ t}Π ⊆ AΠ ⊆ {x : |η(x)| ≤ 3t}Π , (2)

where for any setA we defineAΠ := A∩ supp(Π). The most important example we have in mind
is the following: letη̂ be some estimator ofη with ‖η̂−η‖∞,supp(Π) ≤ t, and define the 2t - band
aroundη by

F̂ =
{

f : η̂(x)−2t ≤ f (x)≤ η̂(x)+2t ∀x∈ [0,1]d
}
.

TakeA =
{

x : ∃ f1, f2 ∈ F̂ s.t. signf1(x) 6= sign f2(x)
}

, then it is easy to see thatA satisfies (2).
Modified design distributions used by our algorithm are supported on the sets with similar structure.

Let σ(Fm) be the sigma-algebra generated byFm andA∈ σ(Fm).
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Assumption 2 There exists B2 > 0 such that for all m≥ 1, A∈ σ(Fm) satisfying (2) and such that
AΠ 6= /0 the following holds true:

∫

[0,1]d

(η− η̄m)
2 Π(dx|x∈ AΠ)≥ B2‖η− η̄m‖2

∞,AΠ
.

Appearance ofAssumption 2is motivated by the structure of our learning algorithm - namely, it is
based on adaptive confidence bands for the regression function. Nonparametric confidence bands
is a big topic in statistical literature, and the review of this subject is not our goal. We just men-
tion that it is impossible to construct adaptive confidence bands of optimal size over the whole⋃
β≤1

Σ
(
β,K, [0,1]d

)
. Low (1997); Hoffmann and Nickl (to appear) discuss the subject in details.

However, it is possible to construct adaptiveL2 - confidence balls (see an example following The-
orem 6.1 in Koltchinskii, 2011). For functions satisfyingAssumption 2, this fact allows to obtain
confidence bands of desired size. In particular,

(a) functions that are differentiable, with gradient being bounded awayfrom 0 in the vicinity of
decision boundary;

(b) Lipschitz continuous functions that are convex in the vicinity of decisionboundary

satisfyAssumption2. For precise statements, see Propositions 15, 16 in Appendix A. A different
approach to adaptive confidence bands in case of one-dimensional density estimation is presented
in Giné and Nickl (2010). Finally, we defineP ∗

U(β,γ):

Definition 5 We say thatQ belongs toP ∗
U(β,γ) if Q ∈ PU(β,γ) and Assumption 2 is satisfied for

some B2 > 0.

2.1 Learning Algorithm

Now we give a brief description of the algorithm, since several definitions appear naturally in this
context. First, let us emphasize thatthe marginal distributionΠ is assumed to be known to the
learner.This is not a restriction, since we are not limited in the use of unlabeled data andΠ can be
estimated to any desired accuracy. Our construction is based on so-calledplug-in classifiers of the
form f̂ (·) = signη̂(·), whereη̂ is a piecewise-constant estimator of the regression function. As we
have already mentioned above, it was shown in Audibert and Tsybakov (2005) that in the passive

learning framework plug-in classifiers attain optimal rate for the excess riskof orderN− β(1+γ)
2β+d , with

η̂ being the local polynomial estimator.
Our active learning algorithm iteratively improves the classifier by constructing shrinking con-

fidence bands for the regression function. On every stepk, the piecewise-constant estimatorη̂k is
obtained via the model selection procedure which allows adaptation to the unknown smoothness(for
Hölder exponent≤ 1). The estimator is further used to construct a confidence bandF̂k for η(x). The
active setassociated witĥFk is defined as

Âk = A(F̂k) :=
{

x∈ supp(Π) : ∃ f1, f2 ∈ F̂k,sign f1(x) 6= sign f2(x)
}
.

Clearly, this is the set where the confidence band crosses zero level and where classification is
potentially difficult.Âk serves as a support of the modified distributionΠ̂k+1: on stepk+1, labelY is
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requested only for observationsX ∈ Âk, forcing the labeled data to concentrate in the domain where
higher precision is needed. This allows one to obtain a tighter confidence band for the regression
function restricted to the active set. SinceÂk approaches the decision boundary, its size is controlled
by the low noise assumption. The algorithm does not require a priori knowledge of the noise and
regularity parameters, being adaptive forγ > 0,β ≤ 1. Further details are given in Section 3.2.
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Figure 1: Active Learning Algorithm

2.2 Comparison Inequalities

Before proceeding with the main results, let us recall the well-known connections between the
binary risk and the‖ · ‖∞, ‖ · ‖L2(Π) - norm risks:

Proposition 6 Under the low noise assumption,

RP( f )−R∗ ≤ D1‖( f −η)I {sign f 6= signη}‖1+γ
∞ ; (3)

RP( f )−R∗ ≤ D2‖( f −η)I {sign f 6= signη}‖
2(1+γ)

2+γ
L2(Π); (4)

RP( f )−R∗ ≥ D3Π(sign f 6= signη)
1+γ

γ . (5)

Proof For (3) and (4), see Audibert and Tsybakov (2005), Lemmas 5.1 and 5.2 respectively, and
for (5)—Koltchinskii (2011), Lemma 5.2.

3. Main Results

The question we address below is: what are the best possible rates that can be achieved by active
algorithms in our framework and how these rates can be attained.

3.1 Minimax Lower Bounds For the Excess Risk

The goal of this section is to prove that forP∈ P (β,γ), no active learner can output a classifier with

expected excess risk converging to zero faster thanN− β(1+γ)
2β+d−βγ . Our result builds upon the minimax

bounds of Audibert and Tsybakov (2005), Castro and Nowak (2008).
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Remark The theorem below is proved for a smaller classP ∗
U(β,γ), which implies the result for

P (β,γ).

Theorem 7 Letβ,γ,d be such thatβγ ≤ d. Then there exists C> 0 such that for all n large enough
and for any active classifier̂fn(x) we have

sup
P∈P ∗

U (β,γ)
ERP( f̂n)−R∗ ≥CN− β(1+γ)

2β+d−βγ .

Proof We proceed by constructing the appropriate family of classifiersfσ(x) = signησ(x), in a
way similar to Theorem 3.5 in Audibert and Tsybakov (2005), and then apply Theorem 2.5 from
Tsybakov (2009). We present it below for reader’s convenience.

Theorem 8 Let Σ be a class of models,d : Σ× Σ 7→ R - the pseudometric and
{

Pf , f ∈ Σ
}

- a
collection of probability measures associated withΣ. Assume there exists a subset{ f0, . . . , fM} of Σ
such that

1. d( fi , f j)≥ 2s> 0 for all 0≤ i < j ≤ M;

2. Pf j ≪ Pf0 for every1≤ j ≤ M;

3. 1
M

M
∑
j=1

KL(Pf j ,Pf0)≤ α logM, 0< α < 1
8.

Then

inf
f̂

sup
f∈Σ

Pf
(
d( f̂ , f )≥ s

)
≥

√
M

1+
√

M

(
1−2α−

√
2α

logM

)
,

where the infimum is taken over all possible estimators of f based on a sample from Pf andKL(·, ·)
is the Kullback-Leibler divergence.

Going back to the proof, letq= 2l , l ≥ 1 and

Gq :=

{(
2k1−1

2q
, . . . ,

2kd −1
2q

)
, ki = 1. . .q, i = 1. . .d

}

be the grid on[0,1]d. Forx∈ [0,1]d, let

nq(x) = argmin
{
‖x−xk‖2 : xk ∈ Gq

}
.

If nq(x) is not unique, we choose a representative with the smallest‖ · ‖2 norm. The unit cube is
partitioned with respect toGq as follows:x1,x2 belong to the same subset ifnq(x1) = nq(x2). Let
′ ≻′ be some order on the elements ofGq such thatx ≻ y implies ‖x‖2 ≥ ‖y‖2. Assume that the
elements of the partition are enumerated with respect to the order of their centers induced by′ ≻′:

[0,1]d =
qd⋃

i=1
Ri . Fix 1≤ m≤ qd and let

S:=
m⋃

i=1

Ri
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Note that the partition is ordered in such a way that there always exists 1≤ k≤ q
√

d with

B+

(
0,

k
q

)
⊆ S⊆ B+

(
0,

k+3
√

d
q

)
, (6)

whereB+(0,R) :=
{

x∈ Rd
+ : ‖x‖2 ≤ R

}
. In other words, (6) means that that the difference between

the radii of inscribed and circumscribed spherical sectors ofS is of orderC(d)q−1.
Let v> r1 > r2 be three integers satisfying

2−v < 2−r1 < 2−r1
√

d < 2−r2
√

d < 2−1. (7)

Defineu(x) : R 7→ R+ by

u(x) :=

∫ ∞
x U(t)dt

1/2∫
2−v

U(t)dt

, (8)

where

U(t) :=

{
exp
(
− 1

(1/2−x)(x−2−v)

)
, x∈ (2−v, 1

2)

0 else.

Note thatu(x) is an infinitely differentiable function such thatu(x) = 1, x ∈ [0,2−v] andu(x) =
0, x≥ 1

2. Finally, forx∈ Rd let
Φ(x) :=Cu(‖x‖2),

whereC :=CL,β is chosen such thatΦ ∈ Σ(β,L,Rd).
Let rS := inf {r > 0 : B+(0, r)⊇ S} and

A0 :=

{⋃
i

Ri : Ri ∩B+

(
0, rS+q−

βγ
d

)
= /0

}
.

Note that

rS≤ c
m1/d

q
, (9)

since Vol(S) = mq−d.
DefineHm = {Pσ : σ ∈ {−1,1}m} to be the hypercube of probability distributions on[0,1]d ×

{−1,+1}. The marginal distributionΠ of X is independent ofσ: define its densityp by

p(x) =





2d(r1−1)

2d(r1−r2)−1
, x∈ B∞

(
z, 2−r2

q

)
\B∞

(
z, 2−r1

q

)
, z∈ Gq∩S,

c0, x∈ A0,
0 else.

whereB∞(z, r) := {x : ‖x−z‖∞ ≤ r}, c0 := 1−mq−d

Vol(A0)
(note thatΠ(Ri) = q−d ∀i ≤ m) andr1, r2 are

defined in (7). In particular,Π satisfiesAssumption1 since it is supported on the union of dyadic
cubes and has bounded above and below on supp(Π) density. Let

Ψ(x) := u
(

1/2−q
βγ
d dist2(x,B+(0, rS))

)
,
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Figure 2: Geometry of the support

whereu(·) is defined in (8) and dist2(x,A) := inf {‖x−y‖2, y∈ A}.
Finally, the regression functionησ(x) = EPσ(Y|X = x) is defined via

ησ(x) :=

{
σiq−βΦ(q[x−nq(x)]), x∈ Ri , 1≤ i ≤ m

1
CL,β

√
d

dist2(x,B+(0, rS))
d
γ ·Ψ(x), x∈ [0,1]d \S.

The graph ofησ is a surface consisting of small ”bumps” spread aroundSand tending away from
0 monotonically with respect to dist2(·,B+(0, rS)) on [0,1]d \S. Clearly,ησ(x) satisfies smoothness
requirement,1 since forx∈ [0,1]d

dist2(x,B+(0, rS)) = (‖x‖2− rS)∨0.

Let’s check that it also satisfies the low noise condition. Since|ησ| ≥Cq−β on the support ofΠ, it
is enough to considert =Czq−β for z> 1:

Π(|ησ(x)| ≤Czq−β)≤ mq−d +Π
(

dist2(x,B+(0, rS))≤Czγ/dq−
βγ
d

)
≤

≤ mq−d +C2

(
rS+Czγ/dq−

βγ
d

)d
≤

≤ mq−d +C3mq−d +C4zγq−βγ ≤
≤ Ĉtγ,

if mq−d = O(q−βγ). Here, the first inequality follows from consideringησ on SandA0 separately,
and second inequality follows from (9) and direct computation of the sphere volume.

Finally, ησ satisfiesAssumption2 with someB2 := B2(q) since on supp(Π)

0< c1(q)≤ ‖∇ησ(x)‖2 ≤ c2(q)< ∞.

The next step in the proof is to choose the subset ofH which is “well-separated”: this can be done
due to the following fact (see Tsybakov, 2009, Lemma 2.9):

1. Ψ(x) is introduced to provide extra smoothness at the boundary ofB+(0, rS).

75



M INSKER

Proposition 9 (Gilbert-Varshamov) For m≥ 8, there exists

{σ0, . . . ,σM} ⊂ {−1,1}m

such thatσ0 = {1,1, . . . ,1}, ρ(σi ,σ j) ≥ m
8 ∀ 0≤ i < k ≤ M and M≥ 2m/8 whereρ stands for the

Hamming distance.

Let H ′ := {Pσ0, . . . ,PσM} be chosen such that{σ0, . . . ,σM} satisfies the proposition above. Next,
following the proof of Theorems 1 and 3 in Castro and Nowak (2008), we note that∀σ∈H ′, σ 6= σ0

KL(Pσ,N‖Pσ0,N)≤ 8N max
x∈[0,1]

(ησ(x)−ησ0(x))
2 ≤ 32C2

L,βNq−2β, (10)

wherePσ,N is the joint distribution of(Xi ,Yi)
N
i=1 under hypothesis that the distribution of couple

(X,Y) is Pσ. Let us briefly sketch the derivation of (10); see also the proof of Theorem 1 in Castro
and Nowak (2008). Denote

X̄k := (X1, . . . ,Xk),

Ȳk := (Y1, . . . ,Yk).

ThendPσ,N admits the following factorization:

dPσ,N(X̄N,ȲN) =
N

∏
i=1

Pσ(Yi |Xi)dP(Xi |X̄i−1,Ȳi−1),

wheredP(Xi |X̄i−1,Ȳi−1) does not depend onσ but only on the active learning algorithm. As a
consequence,

KL(Pσ,N‖Pσ0,N) = EPσ,N log
dPσ,N(X̄N,ȲN)

dPσ0,N(X̄n,ȲN)
= EPσ,N log

∏N
i=1Pσ(Yi |Xi)

∏N
i=1Pσ0(Yi |Xi)

=

=
N

∑
i=1

EPσ,N

[
EPσ

(
log

Pσ(Yi |Xi)

Pσ0(Yi |Xi)
|Xi

)]
≤

≤ N max
x∈[0,1]d

EPσ

(
log

Pσ(Y1|X1)

Pσ0(Y1|X1)
|X1 = x

)
≤

≤ 8N max
x∈[0,1]d

(ησ(x)−ησ0(x))
2,

where the last inequality follows from Lemma 1 (Castro and Nowak, 2008). Also, note that we have
maxx∈[0,1]d in our bounds rather than the average overx that would appear in the passive learning
framework.

It remains to chooseq,m in appropriate way: setq = ⌊C1N
1

2β+d−βγ ⌋ andm= ⌊C2qd−βγ⌋ where
C1, C2 are such thatqd ≥ m≥ 1 and 32C2

L,βNq−2β < m
64 which is possible forN big enough. In

particular,mq−d = O(q−βγ). Together with the bound (10), this gives

1
M ∑

σ∈H ′
KL(Pσ‖Pσ0)≤ 32C2

uNq−2β <
m
82 =

1
8

log|H ′|,
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so that conditions of Theorem 8 are satisfied. Setting

fσ(x) := signησ(x),

we finally have∀σ1 6= σ2 ∈H ′

d( fσ1, fσ2) := Π(signησ1(x) 6= signησ2(x))≥
m

8qd ≥C4N− βγ
2β+d−βγ ,

where the lower bound just follows by construction of our hypotheses. Since under the low noise

assumptionRP( f̂n)−R∗ ≥ cΠ( f̂n 6= signη)
1+γ

γ (see (5)), we conclude by Theorem 8 that

inf
f̂N

sup
P∈P ∗

U (β,γ)
Pr

(
RP( f̂n)−R∗ ≥C4N− β(1+γ)

2β+d−βγ

)
≥

≥ inf
f̂N

sup
P∈P ∗

U (β,γ)
Pr

(
Π( f̂n(x) 6= signηP(x))≥

C4

2
N− βγ

2β+d−βγ

)
≥ τ > 0.

3.2 Upper Bounds For the Excess Risk

Below, we present a new active learning algorithm which is computationally tractable, adaptive
with respect toβ,γ( in a certain range of these parameters) and can be applied in the nonparametric
setting. We show that the classifier constructed by the algorithm attains the rates of Theorem 7, up
to polylogarithmic factor, if 0< β≤ 1 andβγ≤ d (the last condition covers the most interesting case
when the regression function hits or crosses the decision boundary in theinterior of the support ofΠ;
for detailed statement about the connection between the behavior of the regression function near the
decision boundary with parametersβ, γ, see Proposition 3.4 in Audibert and Tsybakov, 2005). The
problem of adaptation to higher order of smoothness (β > 1) is still awaiting its complete solution;
we address these questions below in our final remarks.

For the purpose of this section, the regularity assumption reads as follows:there exists 0< β≤ 1
such that∀x1,x2 ∈ [0,1]d

|η(x1)−η(x2)| ≤ B1‖x1−x2‖β
∞. (11)

Since we want to be able to construct non-asymptotic confidence bands, some estimates on the size
of constants in (11) andAssumption 2are needed. Below, we will additionally assume that

B1 ≤ logN,

B2 ≥ log−1N,

whereN is the label budget. This can be replaced by any known bounds onB1,B2.
Let A∈ σ(Fm) with AΠ := A∩supp(Π) 6= /0. Define

Π̂A(dx) := Π(dx|x∈ AΠ)
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anddm := dimFm|AΠ . Next, we introduce a simple estimator of the regression function on the set
AΠ. Given the resolution levelm and an iid sample(Xi ,Yi), i ≤ N with Xi ∼ Π̂A, let

η̂m,A(x) := ∑
i:Ri∩AΠ 6= /0

∑N
j=1YjIRi (Xj)

N · Π̂A(Ri)
IRi (x). (12)

Since we assumed that the marginalΠ is known, the estimator is well-defined. The following
proposition provides the information about concentration ofη̂m around its mean:

Proposition 10 For all t > 0,

Pr

(
max
x∈AΠ

|η̂m,A(x)−η̄m(x)| ≥ t

√
2dmΠ(A)

u1N

)
≤

≤ 2dmexp

(
−t2

2(1+ t
3

√
2dmΠ(A)/u1N)

)
,

Proof This is a straightforward application of the Bernstein’s inequality to the random variables

Si
N :=

N

∑
j=1

YjIRi (Xj), i ∈ {i : Ri ∩AΠ 6= /0} ,

and the union bound: indeed, note thatE(YIRi (Xj))
2 = Π̂A(Ri), so that

Pr

(∣∣∣∣S
i
N −N

∫
Ri

ηdΠ̂A

∣∣∣∣≥ tNΠ̂A(Ri)

)
≤ 2exp

(
−NΠ̂A(Ri)t2

2+2t/3

)
,

and the rest follows by simple algebra using thatΠ̂A(Ri) ≥ u1
2dmΠ(A) by the(u1,u2)-regularity ofΠ.

Given a sequence of hypotheses classesGm, m≥ 1, define the index set

J (N) :=

{
m∈ N : 1≤ dimGm ≤ N

log2N

}
(13)

- the set of possible “resolution levels” of an estimator based onN classified observations(an upper
bound corresponds to the fact that we want the estimator to be consistent).When talking about
model selection procedures below, we will implicitly assume that the model index is chosen from
the corresponding setJ . The role ofGm will be played byFm|A for appropriately chosen setA. We
are now ready to present the active learning algorithm followed by its detailed analysis(see Table
1).

Remark Note that on every iteration,Algorithm 1a uses the whole sample to select the resolu-
tion levelm̂k and to build the estimator̂ηk. While being suitable for practical implementation, this
is not convenient for theoretical analysis. We will prove the upper bounds for a slighly modified
version: namely, on every iterationk labeled data is divided into two subsamplesSk,1 andSk,2 of
approximately equal size,|Sk,1| ≃ |Sk,2| ≃

⌊
1
2Nk ·Π(Âk)

⌋
. ThenS1,k is used to select the resolution

level m̂k andSk,2 - to construct̂ηk. We will call this modified versionAlgorithm 1b .
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Algorithm 1a
input label budgetN; confidenceα;
m̂0 = 0, F̂0 := Fm̂0, η̂0 ≡ 0;
LB := N; // label budget

N0 := 2⌊log2

√
N⌋;

s(k)(m,N,α) := s(m,N,α) := m(logN+ log 1
α);

k := 0;
while LB≥ 0 do
k := k+1;
Nk := 2Nk−1;

Âk :=
{

x∈ [0,1]d : ∃ f1, f2 ∈ F̂k−1,sign( f1(x)) 6= sign( f2(x))
}

;

if Âk∩supp(Π) = /0 or LB< ⌊Nk ·Π(Âk)⌋ then
break; output ĝ := signη̂k−1

else
for i = 1. . .⌊Nk ·Π(Âk)⌋
sample i.i.d

(
X(k)

i ,Y(k)
i

)
with X(k)

i ∼ Π̂k := Π(dx|x∈ Âk);

end for;
LB := LB−⌊Nk ·Π(Âk)⌋;
P̂k := 1

⌊Nk·Π(Âk)⌋ ∑
i

δ
X(k)

i ,Y(k)
i

// ”active” empirical measure

m̂k := argminm≥m̂k−1

[
inf f∈Fm P̂k(Y− f (X))2+K1

2dmΠ(Âk)+s(m−m̂k−1,N,α)
⌊Nk·Π(Âk)⌋

]

η̂k := η̂m̂k,Âk
// see (12)

δk := D̃ · log2 N
α

√
2dm̂k

Nk
;

F̂k :=
{

f ∈ Fm̂k : f |Âk
∈ F∞,Âk

(η̂k;δk), f |[0,1]d\Âk
≡ η̂k−1|[0,1]d\Âk

}
;

end;

Table 1: Active Learning Algorithm

As a first step towards the analysis ofAlgorithm 1b , let us prove the useful fact about the general
model selection scheme. Given an iid sample(Xi ,Yi), i ≤ N, setsm = m(s+ log log2N), m≥ 1 and

m̂ := m̂(s) = argminm∈J (N)

[
inf

f∈Fm

PN(Y− f (X))2+K1
2dm+sm

N

]
,

m̄ := min

{
m≥ 1 : inf

f∈Fm

E( f (X)−η(X))2 ≤ K2
2dm

N

}
.

Theorem 11 There exist an absolute constant K1 big enough such that, with probability≥ 1−e−s,

m̂≤ m̄.

Proof See Appendix B.

Straightforward application of this result immediately yields the following:
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Corollary 12 Supposeη(x) ∈ Σ(β,L, [0,1]d). Then, with probability≥ 1−e−s,

2m̂ ≤C1 ·N
1

2β+d

Proof By definition ofm̄, we have

m̄≤ 1+max

{
m : inf

f∈Fm

E( f (X)−η(X))2 > K2
2dm

N

}
≤

≤ 1+max

{
m : L22−2βm > K2

2dm

N

}
,

and the claim follows.

With this bound in hand, we are ready to formulate and prove the main result ofthis section:

Theorem 13 Suppose that P∈ P ∗
U(β,γ) with B1 ≤ logN, B2 ≥ log−1N andβγ ≤ d. Then, with

probability≥ 1−3α, the classifier̂g returned byAlgorithm 1b with label budget N satisfies

RP(ĝ)−R∗ ≤ Const·N− β(1+γ)
2β+d−βγ logp N

α
,

where p≤ 2βγ(1+γ)
2β+d−βγ and B1, B2 are the constants from (11) and Assumption 2.

Remarks

1. Note that whenβγ > d
3 , N− β(1+γ)

2β+d−βγ is a fast rate, that is, faster thanN− 1
2 ; at the same time,

the passive learning rateN− β(1+γ)
2β+d is guaranteed to be fast only whenβγ > d

2 , see Audibert and
Tsybakov (2005).

2. Forα̂ ≃ N− β(1+γ)
2β+d−βγ Algorithm 1b returns a classifier ˆgα̂ that satisfies

ERP(ĝα̂)−R∗ ≤ Const·N− β(1+γ)
2β+d−βγ logpN.

This is a direct corollary of Theorem 13 and the inequality

E|Z| ≤ t +‖Z‖∞ Pr(|Z| ≥ t).

Proof Our main goal is to construct high probability bounds for the size of the active sets defined
by Algorithm 1b . In turn, these bounds depend on the size of the confidence bands forη(x), and
the previous result(Theorem 11) is used to obtain the required estimates. SupposeL is the number
of steps performed by the algorithm before termination; clearly,L ≤ N.

Let Nact
k := ⌊Nk ·Π(Âk)⌋ be the number of labels requested onk-th step of the algorithm: this

choice guarantees that the ”density” of labeled examples doubles on every step.
Claim: the following bound for the size of the active set holds uniformly for all2≤ k≤ L with

probability at least 1−2α:

Π(Âk)≤ CN
− βγ

2β+d

k

(
log

N
α

)2γ
. (14)
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PLUG-IN APPROACH TOACTIVE LEARNING

It is not hard to finish the proof assuming (14) is true: indeed, it implies that the number of labels
requested on stepk satisfies

Nact
k = ⌊NkΠ(Âk)⌋ ≤C ·N

2β+d−βγ
2β+d

k

(
log

N
α

)2γ

with probability≥ 1−2α. Since∑
k

Nact
k ≤ N, one easily deduces that on the last iterationL we have

NL ≥ c

(
N

log2γ(N/α)

) 2β+d
2β+d−βγ

(15)

To obtain the risk bound of the theorem from here, we apply2 inequality (3) from Proposition 6:

RP(ĝ)−R∗ ≤ D1‖(η̂L −η) · I {signη̂L 6= signη}‖1+γ
∞ . (16)

It remains to estimate‖η̂L −η‖∞,ÂL
: we will show below while proving (14) that

‖η̂L −η‖∞,ÂL
≤C ·N− β

2β+d

L log2 N
α
.

Together with (15) and (16), it implies the final result.
To finish the proof, it remains to establish (14). Recall thatη̄k stands for theL2(Π) - projection

of η ontoFm̂k. An important role in the argument is played by the bound on theL2(Π̂k) - norm of
the “bias” (η̄k−η): together withAssumption2, it allows to estimate‖η̄k−η‖∞,Âk

. The required
bound follows from the following oracle inequality: there exists an eventB of probability≥ 1−α
such that on this event for every 1≤ k≤ L

‖η̄k−η‖2
L2(Π̂k)

≤ inf
m≥m̂k−1

[
inf

f∈Fm

‖ f −η‖2
L2(Π̂k)

+ (17)

+K1
2dmΠ(Âk)+(m− m̂k−1) log(N/α)

NkΠ(Âk)

]
.

It general form, this inequality is given by Theorem 6.1 in Koltchinskii (2011) and provides the
estimate for‖η̂k −η‖L2(Π̂k)

, so it automatically implies the weaker bound for the bias term only.
To deduce (17), we use the mentioned general inequalityL times(once for every iteration) and the
union bound. The quantity 2dmΠ(Âk) in (17) plays the role of the dimension, which is justified
below. Letk≥ 1 be fixed. Form≥ m̂k−1, consider hypothesis classes

Fm|Âk
:=
{

f IÂk
, f ∈ Fm

}
.

An obvious but important fact is that forP∈ PU(β,γ), the dimension ofFm|Âk
is bounded byu−1

1 ·
2mΠ(Âk): indeed,

Π(Âk) = ∑
j:Rj∩Âk 6= /0

Π(Rj)≥ u12−dm·#
{

j : Rj ∩ Âk 6= /0
}
,

2. alternatively, inequality (4) can be used but results in a slightly inferior logarithmic factor.
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hence
dimFm|Âk

= #
{

j : Rj ∩ Âk 6= /0
}
≤ u−1

1 ·2mΠ(Âk). (18)

Theorem 11 applies conditionally on
{

X( j)
i

}Nj

i=1
, j ≤ k− 1 with sample of sizeNact

k and s =

log(N/α): to apply the theorem, note that, by definition ofÂk, it is independent ofX(k)
i , i = 1. . .Nact

k .
Arguing as in Corollary 12 and using (18), we conclude that the following inequality holds with
probability≥ 1− α

N for every fixedk:

2m̂k ≤C ·N
1

2β+d

k . (19)

LetE1 be an event of probability≥ 1−α such that on this event bound (19) holds for every stepk,
k≤ L and letE2 be an event of probability≥ 1−α on which inequalities (17) are satisfied. Suppose
that eventE1 ∩E2 occurs and letk0 be a fixed arbitrary integer 2≤ k0 ≤ L+ 1. It is enough to
assume that̂Ak0−1 is nonempty(otherwise, the bound trivially holds), so that it contains at least one
cube with sidelength 2−m̂k0−2 and

Π(Âk0−1)≥ u12−dm̂k0−1 ≥ cN
− d

2β+d

k0
. (20)

Consider inequality (17) withk= k0−1 and 2m ≃ N
1

2β+d

k0−1. By (20), we have

‖η̄k0−1−η‖2
L2(Π̂k0−1)

≤CN
− 2β

2β+d

k0−1 log2 N
α
. (21)

For convenience and brevity, denoteΩ := supp(Π). Now Assumption 2comes into play: it implies,
together with (21) that

CN
− β

2β+d

k0−1 log
N
α

≥ ‖η̄k0−1−η‖L2(Π̂k0−1)
≥ B2‖η̄k0−1−η‖∞,Ω∩Âk0−1

. (22)

To bound
‖η̂k0−1(x)− η̄k0−1(x)‖∞,Ω∩Âk0−1

we apply Proposition 10. Recall that ˆmk0−1 depends only on the subsampleSk0−1,1 but not onSk0−1,2.
Let

Tk :=

{{
X( j)

i ,Y( j)
i

}Nact
j

i=1
, j ≤ k−1

}
∪Sk,1

be the random vector that definesÂk and resolution level ˆmk. Note that for anyx,

E(η̂k0−1(x)|Tk0−1)
a.s.
= η̄m̂k0−1(x).

Proposition 10 thus implies

Pr

(
max

x∈Ω∩Âk0−1

|η̂k0−1(x)− η̄m̂k0−1(x)| ≥ Kt

√
2dm̂k0−1

Nk0−1

∣∣∣∣∣Tk0−1

)
≤

≤ Nexp

( −t2

2(1+ t
3C3)

)
.
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Choosingt = clog(N/α) and taking expectation, the inequality(now unconditional) becomes

Pr


 max

x∈Ω∩Âk0−1

|η̂m̂k0−1(x)− η̄m̂k0−1(x)| ≤ K

√
2dm̂k0−1 log2(N/α)

Nk0−1


≥ 1−α. (23)

LetE3 be the event on which (23) holds true. Combined, the estimates (19),(22) and (23) imply that
onE1∩E2∩E3

‖η− η̂k0−1‖∞,Ω∩Âk0−1
≤ ‖η− η̄k0−1‖∞,Ω∩Âk0−1

+‖η̄k0−1− η̂k0−1‖∞,Ω∩Âk0−1

≤ C
B2

N
− β

2β+d

k0−1 log
N
α
+K

√
2dm̂k0−1 log2(N/α)

Nk0−1
≤ (24)

≤ (K+C) ·N− β
2β+d

k0−1 log2 N
α
,

where we used the assumptionB2 ≥ log−1N. Now the width of the confidence band is defined via

δk := 2(K+C) ·N− β
2β+d

k0−1 log2 N
α

(25)

(in particular,D̃ from Algorithm 1a is equal to 2(K +C)). With the bound (24) available, it is
straightforward to finish the proof of the claim. Indeed, by (25) and the definition of the active set,
the necessary condition forx∈ Ω∩ Âk0 is

|η(x)| ≤ 3(K+C) ·N− β
2β+d

k0−1 log2 N
α
,

so that

Π(Âk0) = Π(Ω∩ Âk0)≤ Π
(
|η(x)| ≤ 3(K+C) ·N− β

2β+d

k0−1 log2 N
α

)
≤

≤ B̃N
− βγ

2β+d

k0−1 log2γ N
α
.

by the low noise assumption. This completes the proof of the claim since Pr(E1∩E2∩E3) ≥
1−3α.

We conclude this section by discussing running time of the active learning algorithm. Assume that
the algorithm has access to the sampling subroutine that, givenA⊂ [0,1]d with Π(A)> 0, generates
i.i.d. (Xi ,Yi) with Xi ∼ Π(dx|x∈ A).

Proposition 14 The running time ofAlgorithm 1a(1b) with label budget N is

O(dNlog2N).

Remark In view of Theorem 13, the running time required to output a classifier ˆg such thatRP(ĝ)−
R∗ ≤ ε with probability≥ 1−α is

O



(

1
ε

) 2β+d−βγ
β(1+γ)

poly

(
log

1
εα

)
 .

83



M INSKER

Proof We will use the notations of Theorem 13. LetNact
k be the number of labels requested by

the algorithm on stepk. The resolution level ˆmk is always chosen such thatÂk is partitioned into
at mostNact

k dyadic cubes, see (13). This means that the estimatorη̂k takes at mostNact
k distinct

values. The key observation is that for anyk, the active set̂Ak+1 is always represented as the union
of a finite number(at mostNact

k ) of dyadic cubes: to determine if a cubeRj ⊂ Âk+1, it is enough to
take a pointx∈ Rj and compare sign(η̂k(x)−δk) with sign(η̂k(x)+δk): Rj ∈ Âk+1 only if the signs
are different(so that the confidence band crosses zero level). This can be done inO(Nact

k ) steps.
Next, resolution level ˆmk can be found inO(Nact

k log2N) steps: there are at most log2Nact
k models

to consider; for eachm, inf f∈Fm P̂k(Y− f (X))2 is found explicitly and is achieved for the piecewise-

constantf̂ (x) =
∑i Y

(k)
i IRj (X

(k)
i )

∑i IRj (X
(k)
i )

, x ∈ Rj . Sorting of the data required for this computation is done in

O(dNact
k logN) steps for eachm, so the wholek-th iteration running time isO(dNact

k log2N). Since
∑
k

Nact
k ≤ N, the result follows.

4. Conclusion and Open Problems

We have shown that active learning can significantly improve the quality of a classifier over the
passive algorithm for a large class of underlying distributions. Presented method achieves fast rates
of convergence for the excess risk, moreover, it is adaptive(in the certain range of smoothness and
noise parameters) and involves minimization only with respect to quadratic loss(rather than the 0−1
loss).

The natural question related to our results is:

• Can we implement adaptive smooth estimators in the learning algorithm to extend our results
beyond the caseβ ≤ 1?

The answer to this second question is so far an open problem. Our conjecture is that the correct

rate of convergence for the excess risk is, up to logarithmic factors,N− β(1+γ)
2β+d−γ(β∧1) , which coincides

with presented results forβ ≤ 1. This rate can be derived from an argument similar to the proof of
Theorem 13 under the assumption that on every stepk one could construct an estimatorη̂k with

‖η− η̂k‖∞,Âk
. N

− β
2β+d

k .

At the same time, the active set associated toη̂k should maintain some structure which is suitable
for the iterative nature of the algorithm. Transforming these ideas into a rigorous proof is a goal of
our future work.
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Appendix A. Functions Satisfying Assumption 2

In the propositions below, we will assume for simplicity that the marginal distribution Π is abso-
lutely continuous with respect to Lebesgue measure with densityp(x) such that

0< p1 ≤ p(x)≤ p2 < ∞ for all x∈ [0,1]d.

Givent ∈ (0,1], defineAt := {x : |η(x)| ≤ t}.

Proposition 15 Supposeη is Lipschitz continuous with Lipschitz constant S. Assume also that for
some t∗ > 0 we have

(a) Π
(
At∗/3

)
> 0;

(b) η is twice differentiable for all x∈ At∗ ;

(c) infx∈At∗ ‖∇η(x)‖1 ≥ s> 0;

(d) supx∈At∗
‖D2η(x)‖ ≤C< ∞ where‖ · ‖ is the operator norm.

Thenη satisfies Assumption 2.

Proof By intermediate value theorem, for any cubeRi , 1≤ i ≤ 2dm there existsx0 ∈ Ri such that
η̄m(x) = η(x0), x∈ Ri . This implies

|η(x)− η̄m(x)|= |η(x)−η(x0)|= |∇η(ξ) · (x−x0)| ≤
≤ ‖∇η(ξ)‖1‖x−x0‖∞ ≤ S·2−m.

On the other hand, ifRi ⊂ At∗ then

|η(x)− η̄m(x)|= |η(x)−η(x0)|=

= |∇η(x0) · (x−x0)+
1
2
[D2η(ξ)](x−x0) · (x−x0)| ≥

≥ |∇η(x0) · (x−x0)|−
1
2

sup
ξ
‖D2η(ξ)‖max

x∈Ri

‖x−x0‖2
2 ≥ (26)

≥ |∇η(x0) · (x−x0)|−C12−2m.

Note that a strictly positive continuous function

h(y,u) =
∫

[0,1]d

(u· (x−y))2dx

achieves its minimal valueh∗> 0 on a compact set[0,1]d×
{

u∈ Rd : ‖u‖1 = 1
}

. This implies(using

(26) and the inequality(a−b)2 ≥ a2

2 −b2)

Π−1(Ri)
∫

Ri

(η(x)− η̄m(x))
2p(x)dx≥

≥ 1
2
(p22dm)−1

∫

Ri

(∇η(x0) · (x−x0))
2p1dx−C2

12−4m ≥

≥ 1
2

p1

p2
‖∇η(x0)‖2

12−2m ·h∗−C2
12−4m ≥ c22−2m for m≥ m0.
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Now take a setA∈ σ(Fm), m≥ m0 from Assumption2. There are 2 possibilities: eitherA⊂ At∗ or
A⊃ At∗/3. In the first case the computation above implies∫

[0,1]d

(η− η̄m)
2 Π(dx|x∈ A)≥ c22−2m =

c2

S2S22−2m ≥

≥ c2

S2‖η− η̄m‖2
∞,A.

If the second case occurs, note that, since
{

x : 0< |η(x)|< t∗
3

}
has nonempty interior, it must con-

tain a dyadic cubeR∗ with edge length 2−m∗ . Then for anym≥ max(m0,m∗)∫

[0,1]d

(η− η̄m)
2 Π(dx|x∈ A)≥

≥ Π−1(A)
∫

R∗

(η− η̄m)
2 Π(dx)≥ c2

4
2−2mΠ(R∗)≥

≥ c2

S2 Π(R∗)‖η− η̄m‖2
∞,A

and the claim follows.

The next proposition describes conditions which allow functions to have vanishing gradient on
decision boundary but requires convexity and regular behaviour of the gradient.

Everywhere below,∇η denotes the subgradient of a convex functionη.

For 0< t1 < t2, defineG(t1, t2) :=
sup

x∈At2\At1

‖∇η(x)‖1

inf
x∈At2\At1

‖∇η(x)‖1
. In case when∇η(x) is not unique, we choose

a representative that makesG(t1, t2) as small as possible.

Proposition 16 Supposeη(x) is Lipschitz continuous with Lipschitz constant S. Moreover, assume
that there exists t∗ > 0 and q: (0,∞) 7→ (0,∞) such that At∗ ⊂ (0,1)d and

(a) b1tγ ≤ Π(At)≤ b2tγ ∀t < t∗;

(b) For all 0< t1 < t2 ≤ t∗, G(t1, t2)≤ q
(

t2
t1

)
;

(c) Restriction ofη to any convex subset of At∗ is convex.

Thenη satisfies Assumption 2.
Remark The statement remains valid if we replaceη by |η| in (c).

Proof Assume that for somet ≤ t∗ andk> 0

R⊂ At \At/k

is a dyadic cube with edge length 2−m and letx0 be such that̄ηm(x) = η(x0), x ∈ R. Note thatη
is convex onR due to (c). Using the subgradient inequalityη(x)−η(x0) ≥ ∇η(x0) · (x− x0), we
obtain ∫

R

(η(x)−η(x0))
2dΠ(x)≥

∫

R

(η(x)−η(x0))
2I {∇η(x0) · (x−x0)≥ 0}dΠ(x)

≥
∫

R

(∇η(x0) · (x−x0))
2I {∇η(x0) · (x−x0)≥ 0}dΠ(x). (27)
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The next step is to show that under our assumptionsx0 can be chosen such that

dist∞(x0,∂R)≥ ν2−m, (28)

whereν = ν(k) is independent ofm. In this case any part ofR cut by a hyperplane throughx0

contains half of a ballB(x0, r0) of radiusr0 = ν(k)2−m and the last integral in (27) can be further
bounded below to get

∫

R

(η(x)−η(x0))
2dΠ(x)≥ 1

2

∫

B(x0,r0)

(∇η(x0) · (x−x0))
2 p1dx≥

≥ c(k)‖∇η(x0)‖2
12−2m2−dm. (29)

It remains to show (28). Assume that for ally such thatη(y) = η(x0) we have

dist∞(y,∂R)≤ δ2−m

for someδ > 0. This implies that the boundary of the convex set

{x∈ R : η(x)≤ η(x0)}

is contained in Rδ := {x∈ R : dist∞(x,∂R)≤ δ2−m}. There are two possibilities: either
{x∈ R : η(x)≤ η(x0)} ⊇ R\Rδ or {x∈ R : η(x)≤ η(x0)} ⊂ Rδ.
We consider the first case only(the proof in the second case is similar). First, note that by (b) for all
x∈ Rδ ‖∇η(x)‖1 ≤ q(k)‖∇η(x0)‖1 and

η(x)≤ η(x0)+‖∇η(x)‖1δ2−m ≤
≤ η(x0)+q(k)‖∇η(x0)‖1δ2−m. (30)

Let xc be the center of the cubeRandu - the unit vector in direction∇η(xc). Observe that

η(xc+(1−3δ)2−mu)−η(xc)≥ ∇η(xc) · (1−3δ)2−mu=

= (1−3δ)2−m‖∇η(xc)‖2.

On the other hand,xc+(1−3δ)2−mu∈ R\Rδ and

η(xc+(1−3δ)2−mu)≤ η(x0),

henceη(xc)≤ η(x0)−c(1−3δ)2−m‖∇η(xc)‖1. Consequently, for all

x∈ B(xc,δ) :=

{
x : ‖x−xc‖∞ ≤ 1

2
c2−m(1−3δ)

}

we have

η(x)≤ η(xc)+‖∇η(xc)‖1‖x−xc‖∞ ≤

≤ η(x0)−
1
2

c2−m(1−3δ)‖∇η(xc)‖1. (31)
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Finally, recall thatη(x0) is the average value ofη onR. Together with (30) and (31) this gives

Π(R)η(x0) =
∫

R

η(x)dΠ =
∫

Rδ

η(x)dΠ+
∫

R\Rδ

η(x)dΠ ≤

≤ (η(x0)+q(k)‖∇η(x0)‖1δ2−m)Π(Rδ)+

+(η(x0)−c22−m(1−3δ)‖∇η(x0)‖1)Π(B(xc,δ))+
+η(x0)Π(R\ (Rδ ∪B(xc,δ))) =
= Π(R)η(x0)+q(k)‖∇η(x0)‖1δ2−mΠ(Rδ)−
−c22−m(1−3δ)‖∇η(x0)‖1Π(B(xc,δ)) .

SinceΠ(Rδ)≤ p22−dm andΠ(B(xc,δ))≥ c32−dm(1−3δ)d, the inequality above implies

c4q(k)δ ≥ (1−3δ)d+1

which is impossible for smallδ (e.g., forδ < c
q(k)(3d+4) ).

Let A be a set from condition 2. IfA⊇ At∗/3, then there exists a dyadic cubeR∗ with edge length
2−m∗ such thatR∗ ⊂ At∗/3 \At∗/k for somek > 0, and the claim follows from (29) as in Proposition
15.

Assume now thatAt ⊂ A⊂ A3t and 3t ≤ t∗. Condition (a) of the proposition implies that for any
ε > 0 we can choosek(ε)> 0 large enough so that

Π(A\At/k)≥ Π(A)−b2(t/k)γ ≥ Π(A)− b2

b1
k−γΠ(At)≥ (1− ε)Π(A). (32)

This means that for any partition ofA into dyadic cubesRi with edge length 2−m at least half of
them satisfy

Π(Ri \At/k)≥ (1−cε)Π(Ri). (33)

Let I be the index set of cardinality|I | ≥ cΠ(A)2dm−1 such that (33) is true fori ∈ I . SinceRi ∩At/k

is convex, there exists3 z= z(ε) ∈ N such that for any such cubeRi there exists a dyadic sub-cube
with edge length 2−(m+z) entirely contained inRi \At/k:

Ti ⊂ Ri \At/k ⊂ A3t \At/k.

It follows thatΠ
(⋃

i
Ti
)
≥ c̃(ε)Π(A). Recall that condition (b) implies

sup
x∈∪iTi

‖∇η(x)‖1

inf
x∈∪iTi

‖∇η(x)‖1
≤ q(3k).

Finally, sup
x∈A3t

‖∇η(x)‖2 is attained at the boundary point, that is for somex∗ : |η(x∗)| = 3t, and by

(b)
sup
x∈A3t

‖∇η(x)‖1 ≤
√

d‖∇η(x∗)‖1 ≤ q(3k)
√

d inf
x∈A3t\At/k

‖∇η(x)‖1.

3. If, on the contrary, every sub-cube with edge length 2−(m+z) contains a point fromAt/k, thenAt/k must contain the
convex hull of these points which would contradict (32) for largez.
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Application of (29) to every cubeTi gives

∑
i∈I

∫

Ti

(η(x)− η̄m+z(x))
2dΠ(x)≥ c1(k)Π(A)|I | inf

x∈A3t\At/k

‖∇η(x)‖2
12−2m2−dm≥

≥ c2(k)Π(A) sup
x∈A3t

‖∇η(x)‖2
12−2m ≥ c3(k)Π(A)‖η− η̄(m)‖2

∞,A

concluding the proof.

Appendix B. Proof of Theorem 11

The main ideas of this proof, which significantly simplifies and clarifies initial author’s version, are
due to V. Koltchinskii. For convenience and brevity, let us introduce additional notations. Recall
that

sm = m(s+ log log2N).

Let

τN(m,s) := K1
2dm+sm

N
,

πN(m,s) := K2
2dm+s+ log log2N

N
.

By EP(F , f ) (orEPN(F , f )) we denote the excess risk off ∈ F with respect to the true (or empiri-
cal) measure:

EP(F , f ) := P(y− f (x))2− inf
g∈F

P(y−g(x))2,

EPN(F , f ) := PN(y− f (x))2− inf
g∈F

PN(y−g(x))2.

It follows from Theorem 4.2 in Koltchinskii (2011) and the union bound that there exists an eventB
of probability≥ 1−e−s such that on this event the following holds for allmsuch thatdm≤ logN:

EP(Fm, f̂m̂)≤ πN(m,s),

∀ f ∈ Fm, EP(Fm, f )≤ 2(EPN(Fm, f )∨πN(m,s)), (34)

∀ f ∈ Fm, EPN(Fm, f )≤ 3
2
(EP(Fm, f )∨πN(m,s)).

We will show that onB, {m̂≤ m̄} holds. Indeed, assume that, on the contrary, ˆm> m̄; by definition
of m̂, we have

PN(Y− f̂m̂)
2+ τN(m̂,s)≤ PN(Y− f̂m̄)

2+ τN(m̄,s),

which implies
EPN(Fm̂, f̂m̄)≥ τN(m̂,s)− τN(m̄,s)> 3πN(m̂,s)

for K1 big enough. By (34),

EPN(Fm̂, f̂m̄) = inf
f∈Fm̄

EPN(Fm̂, f )≤ 3
2

(
inf

f∈Fm̄

EP(Fm̂, f )∨πN(m̂,s)

)
,
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and combination the two inequalities above yields

inf
f∈Fm̄

EP(Fm̂, f )> πN(m̂,s). (35)

Since for anymEP(Fm, f )≤ E( f (X)−η(X))2, the definition ofm̄ and (35) imply that

πN(m̄,s)≥ inf
f∈Fm̄

E( f (X)−η(X))2 > πN(m̂,s),

contradicting our assumption, hence proving the claim.
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Abstract
This paper studies the construction of arefinementkernel for a given operator-valued reproducing
kernel such that the vector-valued reproducing kernel Hilbert space of the refinement kernel con-
tains that of the given kernel as a subspace. The study is motivated from the need of updating the
current operator-valued reproducing kernel in multi-tasklearning when underfitting or overfitting
occurs. Numerical simulations confirm that the establishedrefinement kernel method is able to
meet this need. Various characterizations are provided based on feature maps and vector-valued
integral representations of operator-valued reproducingkernels. Concrete examples of refining
translation invariant and finite Hilbert-Schmidt operator-valued reproducing kernels are provided.
Other examples include refinement of Hessian of scalar-valued translation-invariant kernels and
transformation kernels. Existence and properties of operator-valued reproducing kernels preserved
during the refinement process are also investigated.
Keywords: vector-valued reproducing kernel Hilbert spaces, operator-valued reproducing kernels,
refinement, embedding, translation invariant kernels, Hessian of Gaussian kernels, Hilbert-Schmidt
kernels, numerical experiments

1. Introduction

Machine learning designs algorithms for the purpose of inferring from finiteempirical data a func-
tion dependency which can then be used to understand or predict generation of new data. Past
research has mainly focused on single task learning problems where the function to be learned is
scalar-valued. Built upon the theory of scalar-valued reproducing kernels (Aronszajn, 1950), kernel
methods have proven useful in single task learning (Schölkopf and Smola, 2002; Shawe-Taylor and
Cristianini, 2004; Vapnik, 1998). The approach might be justified in three ways. Firstly, as inputs for
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learning algorithms are sample data, requiring the sampling process to be stableseems inevitable.
Thanks to the existence of an inner product, Hilbert spaces are the classof normed vector spaces
that we can handle best. These two considerations lead immediately to the notion of reproducing
kernel Hilbert spaces (RKHS). Secondly, a reasonable learning scheme is expected to make use of
the similarity between a new input and the existing inputs for prediction. Inner products provide
a natural measurement of similarities. It is well-known that a bivariate function is a scalar-valued
reproducing kernel if and only if it is representable as some inner product of the feature of inputs
(Scḧolkopf and Smola, 2002). Finally, finding a feature map and taking the inner product of the
feature of two inputs are equivalent to choosing a scalar-valued reproducing kernel and performing
function evaluations of it. This brings computational efficiency and gives birth to the important “ker-
nel trick” (Scḧolkopf and Smola, 2002) in machine learning. For references on single task learning
and scalar-valued RKHS, we recommend Aronszajn (1950), Cucker and Smale (2002), Cucker and
Zhou (2007), Evgeniou et al. (2000), Schölkopf and Smola (2002), Shawe-Taylor and Cristianini
(2004) and Vapnik (1998); Zhang et al. (2009).

In this paper, we are concerned with multi-task learning where the function tobe reconstructed
from finite sample data takes range in a finite-dimensional Euclidean space, or more generally, a
Hilbert space. Motivated by the success of kernel methods in single task learning, it was proposed
in Evgeniou et al. (2005) and Micchelli and Pontil (2005) to develop algorithms for multi-task
learning in the framework of vector-valued RKHS. We attempt to contribute to the theory of vector-
valued RKHS by studying a special embedding relationship between two vector-valued RKHS.
We shall briefly review existing work on vector-valued RKHS and the associated operator-valued
reproducing kernels. The study of vector-valued RKHS dates back to Pedrick (1957). The notion
of matrix-valued or operator-valued reproducing kernels was also obtained in Burbea and Masani
(1984). References Mukherjee and Wu (2006), Mukherjee and Zhou (2006) and Ying and Campbell
(2008) were devoted to learning a multi-variate function and its gradient simultaneously. Reference
Carmeli et al. (2006) established the Mercer theorem for vector-valuedRKHS and characterized
those spaces with elements beingp-integrable vector-valued functions. Various characterizations
and examples of universal operator-valued reproducing kernels were provided in Caponnetto et al.
(2008) and Carmeli et al. (2010). The latter (Carmeli et al., 2010) also examined basic operations
of operator-valued reproducing kernels and extended the Bochner characterization of translation
invariant reproducing kernels to the operator-valued case.

The purpose of this paper is to study the refinement relationship of two vector-valued reproduc-
ing kernels. We say that a vector-valued reproducing kernel is a refinement of another kernel of
such type if the RKHS of the first kernel contains that of the latter one as a linear subspace and their
norms coincide on the smaller space. The precise definition will be given in thenext section after
we provide necessary preliminaries on vector-valued RKHS. The study ismotivated by the need of
updating a vector-valued reproducing kernel for multi-task machine learning when underfitting or
overfitting occurs. Detailed explanations of this motivation will be presented inthe next section.
Mathematically, a thorough understanding of the refinement relationship is essential to the estab-
lishment of a multi-scale decomposition of vector-valued RKHS, which in turn is the foundation
for extending multi-scale analysis (Daubechies, 1992; Mallat, 1989) to kernel methods. In fact, a
special refinement method by a bijective mapping from the input space to itselfprovides such a
decomposition. As the procedure is similar to the scalar-valued case, we refer interested authors to
Xu and Zhang (2007) for the details. The notion of refinement of scalar-valued kernels was initiated
and extensively investigated by the first two authors (Xu and Zhang, 2007, 2009). Therefore, a gen-
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eral principle we shall follow is to briefly mention or even completely omit arguments that are not
essentially different from the scalar-valued case. As we proceed with the study, it will become clear
that nontrivial obstacles in extending the scalar-valued theory to vector-valued RKHS are mainly
caused by the complexity in the vector-valued integral representation of theoperator-valued repro-
ducing kernels under investigation, by the complicated form of the feature map involved, which is
also operator-valued, and by the infinite-dimensionality of the output spacein some occasions.

To be more specific, we would personally regard the following results to be mathematically
nontrivial: Theorem 11 of characterizing the refinement of kernels defined by the integral of scalar-
valued kernels with respect to an operator-valued measure, Proposition10 of studying the refinement
of positive operators, Lemma 13 of proving the disjointness of the RKHS of translation-invariant
kernels of different types, and Theorem 21 about the refinement of finite Hilbert-Schmidt kernels.
Besides, compared to the scalar-valued case in Xu and Zhang (2009), Sections 5.2 and 5.3 about the
refinement of Hessian kernels and transformation kernels are unique, and Section 7 of numerical ex-
periments is novel. By contrast, the discussion of general characterizations and finite-dimensional
RKHS in Section 3, refinement of kernels defined by the integral of operator-value kernels with
respect to a scalar-valued measure in Section 4.1, and Section 6 about theexistence of refinement
and properties preserved by the refinement process can be viewed aseither trivial extensions or
not of sufficient mathematical depth. We also remark that every vector-valued RKHS is isometri-
cally isomorphic to a scalar-valued RKHS on an extended input space (seeProposition 6 below).
However, this does not mean that the question of studying refinement of operator-valued kernels
can be trivially reduced to that about scalar-valued kernels. The isometry procedure will usually
make the resulting scalar-valued kernel and extended input space complex and difficult to analyze.
Moreover, favorable properties such as translation invariance and Hilbert-Schmidt structure of the
original kernels are generally lost in the process. Therefore, an independent study of the refinement
of operator-valued kernels is necessary and challenging.

This paper is organized as follows. We shall introduce necessary preliminaries on vector-valued
RKHS and motivate our study from multi-tasking learning in the next section. InSection 3, we
shall present three general characterizations of the refinement relationship by examining the differ-
ence of two given kernels, the feature map representation of kernels, and the associated kernels on
the extended input space. Recall that most scalar-valued reproducingkernels are represented by
integrals. In the operator-valued case, we have two types of integral representations: the integral
of operator-valued reproducing kernels with respect to a scalar-valued measure, and the integral
of scalar-valued reproducing kernels with respect to an operator-valued measure. As a key part of
this paper, we shall investigate in Section 4 specifications of the general characterizations when
the operator-valued reproducing kernels are given by such integrals. In Section 5, we present con-
crete examples of refinement by looking into translation-invariant operator-valued kernels, Hessian
of a scalar-valued kernels, Hilbert-Schmidt kernels, etc. Section 6 treatsspecially the existence of
nontrivial refinements and desirable properties of operator-valued reproducing kernels that can be
preserved during the refinement process. In Section 7, we perform three numerical simulations to
show the effect of the refinement kernel method in updating operator-valued reproducing kernels
for multi-task learning. Finally, we conclude the paper in Section 8.
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2. Kernel Refinement

To explain our motivation from multi-task learning in details, we first recall the definition of operator-
valued reproducing kernels. Throughout the paper, we letX andΛ denote a prescribed set and a
separable Hilbert space, respectively. We shall callX the input space andΛ the output space. To
avoid confusion, elements inX andΛ will be denoted byx,y, andξ,η, respectively. Unless specifi-
cally mentioned, all the normed vector spaces in the paper are over the fieldC of complex numbers.
Let L(Λ) be the set of all the bounded linear operators fromΛ to Λ, andL+(Λ) its subset of those
linear operatorsA that are self-adjoint and positive, namely,

(Aξ,ξ)Λ ≥ 0 for all ξ ∈ Λ,

where(·, ·)Λ is the inner product onΛ. The adjoint ofA∈ L(Λ) is denoted byA∗. An L(Λ)-valued
reproducing kernelonX is a functionK : X×X →L(Λ) such thatK(x,y) =K(y,x)∗ for all x,y∈X,
and such that for allx j ∈ X, ξ j ∈ Λ, j ∈ Nn := {1,2, . . . ,n}, n∈ N,

n

∑
j=1

n

∑
k=1

(K(x j ,xk)ξ j ,ξk)Λ ≥ 0. (1)

For eachL(Λ)-valued reproducing kernelK on X, there exists a unique Hilbert space, denoted by
HK , consisting ofΛ-valued functions onX such that

K(x, ·)ξ ∈HK for all x∈ X andξ ∈ Λ (2)

and

( f (x),ξ)Λ = ( f ,K(x, ·)ξ)HK
for all f ∈HK , x∈ X, andξ ∈ Λ. (3)

It is implied by the above two properties that the point evaluation at eachx∈ X:

δx( f ) := f (x), f ∈HK

is continuous fromHK to Λ. In other words,HK is aΛ-valued RKHS. We call it the RKHS ofK.
Conversely, for eachΛ-valued RKHS onX, there exists a uniqueL(Λ)-valued reproducing kernel
K onX that satisfies (2) and (3). For this reason, we also callK the reproducing kernel (or kernel for
short) ofHK . The bijective correspondence betweenL(Λ)-valued reproducing kernels andΛ-valued
RKHS is central to the theory of vector-valued RKHS.

Given twoL(Λ)-valued reproducing kernelsK,G on X, we shall investigate in this paper the
fundamental embedding relationshipHK � HG in the sense thatHK ⊆ HG and for all f ∈ HK ,
‖ f‖HK

= ‖ f‖HG
. Here,‖·‖W denotes the norm of a normed vector spaceW . We callG arefinement

of K if there does holdHK �HG. Such a refinement is said to be nontrivial ifG 6= K.
We motivate this study from the kernel methods for multi-task learning and fromthe multi-scale

decomposition of vector-valued RKHS. Letz := {(x j ,ξ j) : j ∈ Nn} ⊆ X×Λ be given sample data.
A typical kernel method infers fromz the minimizerfz of

min
f∈HK

1
n

n

∑
j=1

C(x j ,ξ j , f (x j))+σφ(‖ f‖HK
), (4)
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whereK is a selectedL(Λ)-valued reproducing kernel onX, C a prescribed loss function,σ a
positive regularization parameter, andφ a regularizer. The ideal predictorf0 : X → Λ that we are
pursuing is the one that minimizes

E( f ) :=
∫

X×Λ
C(x,ξ, f (ξ))dP

among all possible functionsf from X to Λ. HereP is an unknown probability measure onX×Λ
that dominates the generation of data fromX×Λ. We wish thatE( fz)−E( f0) can converge to zero
in probability as the numbern of sampling points tends to infinity. Whether this will happen depends
heavily on the choice of the kernelK. The errorE( fz)−E( f0) can be decomposed into the sum
of the approximation errorandsampling error(Scḧolkopf and Smola, 2002; Vapnik, 1998). The
approximation error occurs as we search the minimizer in a restricted set of candidate functions,
namely,HK . It becomes smaller asHK enlarges. The sampling error is caused by replacing the
expectationE( f ) of the loss functionC(x,ξ, f (ξ)) with the sample mean

1
n

n

∑
j=1

C(x j ,ξ j , f (x j)).

By the law of large numbers, the sample mean converges to the expectation in probability asn→ ∞
for a fixed f ∈ HK . However, asfz varies according to changes in the sample dataz, we need
a uniform version of the law of large number onHK in order to well control the sampling error.
Therefore, the sampling error usually increases asHK enlarges, or to be more precisely, as the
capacityof HK increases.

By the above analysis, we might encounter two situations after the choice of an L(Λ)-valued
reproducing kernelK:

— overfitting, which occurs when the capacity ofHK is too large, forcing the minimizer obtained
from (4) to imitate artificial function dependency in the sample data, and thus causing the
sampling error to be out of control;

— underfitting, which occurs whenHK is too small for the minimizer of (4) to describe the de-
sired function dependency implied in the data, and thus failing in bounding the approximation
error.

When one of the above situations happens, a remedy is to modify the reproducing kernel. Specifi-
cally, one might want to find anotherL(Λ)-valued reproducing kernelG such thatHK � HG when
there is underfitting, or such thatHG �HK when there is overfitting. We see that in either case, we
need to make use of the refinement relationship. We shall verify in the last section through extensive
numerical simulations that the refinement kernel method is indeed able to provide an appropriate
update of an operator-valued reproducing kernel when underfitting or overfitting occurs.

Before moving on to the characterization of refinement of operator-valued reproducing kernels,
we collect here notations that will be frequently used in the rest of the paper. They will also be (or
have been) defined when first used.

– X: a general input space,

– Λ: a Hilbert space, serving as the output space,
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– ‖ · ‖Λ: the norm on a Hilbert or Banach spaceΛ,

– W : a Hilbert space, usually serving as the feature space of reproducingkernels,

– L(Λ): the space of bounded linear operators fromΛ to Λ,

– L+(Λ): the set of self-adjoint and positive bounded linear operators fromΛ to Λ,

– L(Λ,W ): the space of bounded linear operators fromΛ toW ,

– K,G: L(Λ)-valued reproducing kernels,

– HK ,HG: the RKHS of kernelsK,G, respectively,

– HK �HG: G is a refinement ofK, namely,HK ⊆HG and‖ f‖HK
= ‖ f‖HG

for all f ∈HK ,

– X̃: the extended input spaceX×Λ,

– K̃: the scalar-valued kernel (11) associated with anL(Λ)-valued kernelK,

– µ,ν: scalar-valued or operator-valued measures,

– |µ|: the variation (19) of a measureµ,

– (Ω,F ,µ): a measure space,

– µ� ν: means thatµ is the restriction ofν on some measurable set,

– L2(Ω,B,dµ): the Hilbert space (16) of square integrableB-valued functions onΩ with re-
spect to the measureµ,

– L2(Ω,dµ): the Hilbert space of scalar-valued square integrable functions onΩ with respect
to the measureµ,

– L∞(Ω,dµ): the Banach space of essentially bounded measurable functions onΩ with respect
to the measureµ,

– A� B: see (29) for this refinement relation of two positive operators,

– B(Rd,Λ): the set of all theL+(Λ)-valued measures of bounded variation on theσ-algebra of
Borel subsets inRd,

– γc,γs: the continuous partγc and singular partγs in the Lebesgue decomposition (38) of a
Borel measureγ,

– Lc,Ls: the continuous and singular parts (39) of a translation-invariant kernel,

– Λ⊗W : the tensor product of two Hilbert spacesΛ andW ,

–
√

A: the square root of a positive bounded linear operatorA.
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3. General Characterizations

The relationship between the RKHS of the sum of two operator-valued reproducing kernels and
those of the summand kernels has been made clear in Theorem 1 on page 44 of Pedrick (1957). Our
first characterization of refinement is a direct consequence of this result.

Proposition 1 Let K,G be twoL(Λ)-valued reproducing kernels on X. ThenHK �HG if and only
if G−K is anL(Λ)-valued reproducing kernel on X andHK ∩HG−K = {0}. If HK �HG thenHG−K

is the orthogonal complement ofHK in HG.

Every reproducing kernel has a feature map representation. Specifically, K is anL(Λ)-valued
reproducing kernel onX if and only if there exists a Hilbert spaceW and a mappingΦ : X →
L(Λ,W ) such that

K(x,y) = Φ(y)∗Φ(x), x,y∈ X, (5)

whereL(Λ,W ) denotes the set of bounded linear operators fromΛ toW , andΦ(y)∗ is the adjoint
operator ofΦ(y). We callΦ a feature mapof K. The following lemma is useful in identifying the
RKHS of a reproducing kernel given by a feature map representation (5).

Lemma 2 If K is anL(Λ)-valued reproducing kernel on X given by (5) then

HK = {Φ(·)∗u : u∈W }

with inner product
(Φ(·)∗u,Φ(·)∗v)HK

:= (PΦu,PΦv)W , u,v∈W ,

where PΦ is the orthogonal projection ofW onto

WΦ := span{Φ(x)ξ : x∈ X, ξ ∈ Λ}.

The second characterization can be proved using Lemma 2 and the same arguments with those
for the scalar-valued case (Xu and Zhang, 2007).

Theorem 3 Suppose thatL(Λ)-valued reproducing kernels K and G are given by the feature maps
Φ : X → L(Λ,W ) andΦ′ : X → L(Λ,W ′), respectively. Assume thatWΦ =W andW ′

Φ′ =W ′.
ThenHK �HG if and only if there exists a bounded linear operator T fromW ′ toW such that

TΦ′(x) = Φ(x) for all x ∈ X,

and the adjoint operator T∗ : W →W ′ is isometric. In this case, G is a nontrivial refinement of K
if and only if T is not injective.

To illustrate the above useful results, we shall present a concrete example aiming at refining
L(Λ)-valued reproducing kernelsK with a finite-dimensional RKHS. A simple observation is made
regarding such a kernel.

Proposition 4 A Λ-valued RKHSHK is of finite dimension n∈N if and only if there exists an n×n
hermitian and strictly positive-definite matrix A and n linearly independent functions φ j : X → Λ,
j ∈ Nn such that

K(x,y)ξ =
n

∑
j=1

n

∑
k=1

A jk(ξ,φ j(x))Λφk(y), x,y∈ X, ξ ∈ Λ. (6)
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Proof Assume thatHK is n dimensional with orthogonal basis{φ j : j ∈ Nn}. As K(x, ·)ξ ∈HK for
all x∈ X, ξ ∈ Λ, there exist functionsc j : X×Λ → C such that

K(x,y)ξ =
n

∑
j=1

c j(ξ,x)φ j(y), x, y∈ X, ξ ∈ Λ.

Since{φ j : j ∈ Nn} is a basis forHK , each functionf ∈HK has the form

f =
n

∑
j=1

d jφ j , d j ∈ C, j ∈ Nn.

Clearly, ‖ f‖ := (∑n
j=1 |d j |2)1/2 is a norm onHK . It is equivalent to the original one onHK as

dimHK < ∞. It is implied that there exists someC> 0 such that

n

∑
j=1

|c j(ξ,x)|2 ≤C‖K(x, ·)ξ‖2
HK

=C(K(x,x)ξ,ξ)Λ ≤C‖ξ‖2
Λ‖K(x,x)‖. (7)

Obviously, for eachx ∈ X and j ∈ Nn, c j(·,x) is a linear functional onΛ. This together with (7)
implies thatc j(·,x) are bounded linear functionals onΛ. By the Riesz representation theorem, there
existsψ j : X → Λ, j ∈ Nn such that

c j(ξ,x) = (ξ,ψ j(x))Λ.

We conclude thatK has the form

K(x,y)ξ =
n

∑
j=1

(ξ,ψ j(x))Λφ j(y), x, y∈ X, ξ ∈ Λ. (8)

Since{φ j : j ∈ Nn} is an orthogonal basis forHK , by (3),

(ξ,ψ j(x))Λ = (K(x, ·)ξ,φ j)HK
= (ξ,φ j(x))Λ, ξ ∈ Λ, x∈ X.

It follows thatψ j = φ j , j ∈ Nn. Substituting this into (8) yields that

K(x,y)ξ =
n

∑
j=1

(ξ,φ j(x))Λφ j(y), x, y∈ X, ξ ∈ Λ,

which indeed is a special form of (6).
Conversely, assume thatK has the form (6). We setWA := I2

A(Nn) := {c= (c j : j ∈ Nn) ∈ Cn}
with inner product

(c,d)I2
A(Nn)

:=
n

∑
j=1

n

∑
k=1

c j d̄kA jk.

IntroduceΦ : X → L(Λ,WA) by settingΦ(x)ξ := ((ξ,φ j(x))Λ : j ∈Nn). Direct computations show
that

Φ∗(x)u=
n

∑
j=1

n

∑
k=1

φ j(x)ukA jk, u= (u j : j ∈ Nn) ∈WA.
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Thus, we see thatK(x,y) = Φ(y)∗Φ(x), x, y ∈ X, implying thatK is anL(Λ)-valued reproducing
kernel. By the linear independence ofφ j , j ∈ Nn, span{Φ(x)ξ : x ∈ X, ξ ∈ Λ} = WA. We hence
apply Lemma 2 to get that

HK = {Φ(·)∗u : u∈WA}= span{φ j : j ∈ Nn},

which is of dimensionn.

By the above proposition, we letφ j , j ∈ Nm be linearly independent functions fromX to Λ,
wherem≥ n are fixed positive integers. LetA andB be n× n andm×m hermitian and strictly
positive-definite matrices, respectively. We defineK by (6) in terms of matrixA andG by

G(x,y)ξ :=
m

∑
j=1

m

∑
k=1

B jk(ξ,φ j(x))Λφk(y), x, y∈ X (9)

and shall investigate conditions forG to be a refinement ofK.

Proposition 5 Let K, G be defined by (6) and (9), respectively. ThenHK �HG if and only if B−1 is
an augmentation of A−1, namely, B−1

jk = A−1
jk , j, k∈ Nn. In particular, if K, G have the form

K(x,y)ξ = ∑
j∈Nn

a j(ξ,φ j(x))Λφ j(y), G(x,y)ξ = ∑
k∈Nm

bk(ξ,φk(x))Λφk(y)

for some positive constants aj , bk, thenHK � HG if and only if aj = b j , j ∈ Nn. In both cases if
HK �HG then G is a nontrivial refinement of K if and only if m> n.

Proof It suffices to prove the first claim. We observe thatK, G have the feature spacesW = I2
A(Nn)

andW ′ = I2
B(Nm), respectively, with feature maps

Φ(x)ξ := ((ξ,φ j(x))Λ : j ∈ Nn), Φ′(x)ξ := ((ξ,φk(x))Λ : k∈ Nm), x∈ X, ξ ∈ Λ.

Suppose thatHK � HG, then by Theorem 3, there exists a bounded linear operatorT : W ′ →W
with properties as described there. It can be represented by ann×mmatrixD as

(TΦ′(x)ξ) j =
m

∑
k=1

D jk(ξ,φk(x))Λ = (ξ,φ j(x))Λ, x∈ X,ξ ∈ Λ, (10)

which implies thatD = [In,0], whereIn denotes then×n identity matrix. The adjoint operatorT∗

of T is then represented by

T∗u= B−1
[

A
0

]

u, u∈ Cn.

SinceT∗ is isometric, we get that

(T∗u,T∗v)W ′ = (u,v)W ,

which has the form

v∗[A,0]B−1BB−1
[

A
0

]

u= v∗Au, u, v∈ Cn.
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We derive from the above equation that

[A,0]B−1
[

A
0

]

= A.

Therefore,B−1 is an augmentation ofA−1. Conversely, if this is true thenT : W ′ →W defined by

Tu′ := [In,0]u
′, u′ ∈ Cm

satisfies the two properties in Theorem 3. As a result,HK �HG.

It is worthwhile to point out that the above characterization is independentof the Hilbert space
Λ.

Unlike the previous two characterizations, the third one comes as a surprise, telling us that
theoretically we are able to reduce our consideration to the scalar-valued case.

Introduce for eachL(Λ)-valued reproducing kernelK on X a scalar-valued reproducing kernel
K̃ on theextended input spacẽX := X×Λ by setting

K̃((x,ξ),(y,η)) := (K(x,y)ξ,η)Λ, x,y∈ X, ξ,η ∈ Λ. (11)

By (1), K̃ is indeed positive-definite.

Proposition 6 There holdsHK � HG if and only if HK̃ � HG̃. Furthermore, G is a nontrivial
refinement of K on X if and only if̃G is a nontrivial refinement of̃K on X̃.

Proof We first explore the close relationship betweenHK andHK̃ . By (3),

K̃((x,ξ),(y,η)) = (K(x,y)ξ,η)Λ = (K(x, ·)ξ,K(y, ·)η)HK
,

which provides a natural feature mapΦ : X̃ →HK of K̃

Φ((x,ξ)) := K(x, ·)ξ, x∈ X, ξ ∈ Λ.

The density conditionWΦ = HK is clearly satisfied by (3). We hence obtain by (2) that every
function f̃ in HK̃ is of the form

f̃ (x,ξ) := ( f (x),ξ)Λ for somef ∈HK

with
‖ f̃‖HK̃

= ‖ f‖HK
.

Similar observations can be made aboutHG̃.
It follows immediately thatHK̃ � HG̃ if HK � HG. On the other hand, suppose thatHK̃ � HG̃.

Then for eachf ∈HK there exists someg∈HG such that

( f (x),ξ)Λ = f̃ (x,ξ) = g̃(x,ξ) = (g(x),ξ)Λ for all x∈ X, ξ ∈ Λ (12)

and
‖ f‖HK

= ‖ f̃‖HK̃
= ‖g̃‖HG̃

= ‖g‖HG
.
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Equation (12) implies thatf = g. Therefore,HK �HG.

It appears by Proposition 6 that we do not have to bother studying refinement of operator-valued
reproducing kernels. Although the strategy sometimes does simplify the problem, the difficulty is
generally not reduced significantly. Instead, the result might be viewed as transferring the complex-
ity to the input space. Moreover, desirable properties such as translationinvariance of the original
kernels might be lost in the process. As a result, an independent study ofthe operator-valued case
remains necessary and challenging.

4. Integral Representations

We shall characterize in this section the refinement of operator-valued kernels defined by two kinds
of integral representations: the integral of operator-valued kernels with respect to a scalar-valued
measure, and the integral of scalar-valued kernels with respect to an operator-valued measure. The
characterizations to be established are crucial to the study of this paper asmany useful operator-
valued kernels are of an integral representation. Typical examples include the important translation-
invariant operator-valued kernels and hessian kernels to be considered in the next section. We
also point out in advance the difference in the refinement for the two kindsof integral represen-
tations. Firstly, the first refinement corresponds to the same feature map and different measures,
while the other when the Radon-Nikodym property is engaged has different feature maps and the
same measure. The arguments of the proofs and the obtained results are essential different. The
characterization of the first kind of refinement can be viewed as a straightforward generalization of
that obtained in Xu and Zhang (2009), while the other one is mathematically nontrivial.

This section will be built on the theory of vector-valued measures and integrals (Berberian,
1966; Diestel and Uhl, 1977). Necessary preliminaries on the subjects willbe explained in sufficient
details.

4.1 Operator-valued Kernels With Respect to Scalar-valued Measures

Let us first introduce integration of a vector-valued function with respect to a scalar-valued measure.
Let F be aσ-algebra of subsets of a fixed setΩ, µ a finite nonnegative measure onF , andB a
Banach space. We are concerned withB-valued functions onΩ. A function f : Ω → B is said to be
simpleif

f =
n

∑
j=1

a jχE j (13)

for some finitely manya j ∈ B and pairwise disjoint subsetsE j ∈ F , j ∈ Nn. A function f : Ω → B
is calledµ-measurableif there exists a sequence ofB-valued simple functionsfn on Ω such that

lim
n→∞

‖ fn(t)− f (t)‖B = 0 for µ−a.e.t ∈ Ω,

whereµ− a.e. stands for “everywhere except for a set of zeroµ measure”. Finally, aB-valued
function f on Ω is calledµ-Bochner integrableif there exists a sequence of simple functionsfn :
Ω → B such that

lim
n→∞

∫
Ω
‖ fn(t)− f (t)‖B dµ(t) = 0. (14)
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The integral of a simple functionf of the form (13) on anyE ∈ F with respect toµ is defined by

∫
E

f dµ :=
n

∑
j=1

a j µ(E j ∩E).

In general, suppose thatf is aµ-Bochner integrable function fromΩ to B, that is, (14) holds true.
Then it is obvious that for eachE ∈ F ,

∫
E fndµ, n∈ N form a Cauchy sequence inB. Therefore,

∫
E

f dµ := lim
n→∞

∫
E

fndµ.

The resulting integral
∫

E f dµ is an element inB.
It is known that aµ-measurable functionf : Ω → B is Bochner integrable if and only if

∫
Ω
‖ f (t)‖Bdµ(t)<+∞.

This provides a way for us to comprehend the integral
∫

E f dµ in the most needed case whenf is
L(Λ)-valued. IfB = L(Λ) then we have for eachE ∈ F that

(∫
E

f dµξ,η
)

Λ
=

∫
E
( f (t)ξ,η)Λdµ(t), ξ,η ∈ Λ. (15)

Clearly, the right hand side above defines a sesquilinear form onΛ×Λ which is bounded as
∣

∣

∣

∣

∫
E
( f (t)ξ,η)Λdµ(t)

∣

∣

∣

∣

≤
∫

E
‖ f (t)‖L(Λ)dµ(t) ‖ξ‖Λ‖η‖Λ,

where‖ · ‖L(Λ) is the operator norm onL(Λ). As a result, (15) gives an equivalent way of defining
the integral

∫
E f dµas a bounded linear operator onΛ (Conway, 1990).

We introduce another notation before returning to reproducing kernels.Denote byL2(Ω,B,dµ)
the Banach space of all theµ-measurable functionsf : Ω → B such that

‖ f‖L2(Ω,B,dµ) :=

(∫
Ω
‖ f (t)‖2

Bdµ(t)

)1/2

<+∞. (16)

WhenB =C, L2(Ω,C,dµ)will be abbreviated asL2(Ω,dµ). WhenB is a Hilbert space,L2(Ω,B,dµ)
is also a Hilbert space with the inner product

( f ,g)L2(Ω,B,dµ) :=
∫

Ω
( f (t),g(t))Bdµ(t), f ,g∈ L2(Ω,B,dµ).

The discussion in this section by far can be found in Diestel and Uhl (1977).
Let µ,ν be two finite nonnegative measures on aσ-algebraF of subsets ofΩ. To intro-

duce ourL(Λ)-valued reproducing kernels, we also letW be a Hilbert space andφ a mapping
from X×Ω to L(Λ,W ) such that for eachx∈ X, φ(x, ·) belongs to bothL2(Ω,L(Λ,W ),dµ) and
L2(Ω,L(Λ,W ),dν). We shall investigate conditions that ensureHK �HG where

K(x,y) =
∫

Ω
φ(y, t)∗φ(x, t)dµ(t), x,y∈ X (17)
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and

G(x,y) =
∫

Ω
φ(y, t)∗φ(x, t)dν(t), x,y∈ X, (18)

whereφ(y, t)∗ is the adjoint operator ofφ(y, t). Note thatK,G are well-defined as the integrand is
Bochner integrable with respect to bothµ andν. For instance, we observe by the Cauchy-Schwartz
inequality for allx,y∈ X that

∫
Ω
‖φ(y, t)∗φ(x, t)‖L(Λ)dµ(t) ≤

∫
Ω
‖φ(y, t)∗‖L(W ,Λ)‖φ(x, t)‖L(Λ,W )dµ(t)

=
∫

Ω
‖φ(y, t)‖L(Λ,W )‖φ(x, t)‖L(Λ,W )dµ(t)

≤ ‖φ(y, ·)‖L2(Ω,L(Λ,W ),dµ)‖φ(x, ·)‖L2(Ω,L(Λ,W ),dµ).

An alternative of expressingK,G is for all x,y∈ X, ξ,η ∈ Λ that

K̃((x,ξ),(y,η)) = (K(x,y)ξ,η)Λ =
∫

Ω
(φ(x, t)ξ,φ(y, t)η)W dµ(t)

and

G̃((x,ξ),(y,η)) = (G(x,y)ξ,η)Λ =
∫

Ω
(φ(x, t)ξ,φ(y, t)η)W dν(t).

When Λ = W = C, a characterization ofHK � HG in terms ofµ,ν has been established in
Xu and Zhang (2009). The relation, between the two measures, which we shall need is absolute
continuity. We say thatµ is absolutely continuouswith respect toν if for all E ∈ F , ν(E) = 0
implies µ(E) = 0. In this case, by the Radon-Nikodym theorem (see, Rudin, 1987, page 121) for
scalar-valued measures, there exists a nonnegativeν-integrable function, denoted bydµ/dν, such
that

µ(E) =
∫

E

dµ
dν

(t)dν(t) for all E ∈ F .

We writeµ� ν if µ is absolutely continuous with respect toν anddµ/dν ∈ {0,1} ν−a.e. Thus,
µ� ν if and only if µ is the restriction ofν on some measurable set inF .

WhenΛ =W = C, it was proved in Theorem 8 of Xu and Zhang (2009) that if span{φ(x, ·) :
x∈ X} is dense in bothL2(Ω,dµ) andL2(Ω,dν) thenG is a refinement ofK if and only if µ� ν. If
µ� ν thenG is a nontrivial refinement ofK if and only if ν(Ω)> µ(Ω).

Theorem 7 Let K,G be given by (17) and (18). Ifspan{φ(x, ·)ξ : x ∈ X, ξ ∈ Λ} is dense in both
L2(Ω,W ,dµ) and L2(Ω,W ,dν) thenHK � HG if and only if µ� ν. In this case, the refinement G
of K is nontrivial if and only ifν(Ω)−µ(Ω)> 0.

Proof WhenW = C, as a direct consequence of Theorem 8 in Xu and Zhang (2009),HK̃ �HG̃ if
and only ifµ� ν. The result hence follows from Proposition 6. WhenW is a general Hilbert space,
it can be proved by arguments similar to those in Xu and Zhang (2009).
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4.2 Scalar-valued Kernels with Respect to Operator-valued Measures

Again,B is a Banach space andF denotes aσ-algebra consisting of subsets of a fixed setΩ. A
B-valued measure onF is a function fromF to B that is countably additive in the sense that for
every sequence of pairwise disjoint setsE j ∈ F , j ∈ N

µ

( ∞⋃
j=1

E j

)

=
∞

∑
j=1

µ(E j),

where the series converges in the norm ofB. EveryB-valued measureµ onF comes with a scalar-
valued measure|µ| onF defined by

|µ|(E) := sup
P

∑
F∈P

‖µ(F)‖B , E ∈ F , (19)

where the supremum is taken over all partitionsP of E into countably many pairwise disjoint mem-
bers ofF . We call |µ| the variation of µ and shall only work with these vector-valued measures
µ that are ofbounded variation, that is,|µ|(Ω) < +∞. We note thatµ vanishes on sets of zero|µ|
measure. It implies thatµ is absolutely continuous with respect to|µ| in the sense that

lim
|µ(E)|→0

µ(E) = 0.

The only type of integration that we shall need is to integrate a boundedF -measurable scalar-
valued function with respect to aB-valued measure of bounded variation. Denote byL∞(Ω,d|µ|)
the Banach space of essentially boundedF -measurable functions onΩ with the norm

‖ f‖L∞(Ω,d|µ|) := inf {a≥ 0 : |µ|({| f |> a}) = 0} .
For a simple functionf : Ω → C of the form

f =
n

∑
j=1

α jχE j ,

whereα j ∈ C andE j are pairwise disjoint members inF , we define
∫

E
f dµ :=

n

∑
j=1

α jµ(E j ∩E), E ∈ F .

Clearly,
∥

∥

∥

∥

∫
E

f dµ

∥

∥

∥

∥

B

≤ ‖ f‖L∞(Ω,d|µ|)|µ|(E).

Therefore, the map sending a simple functionf to
∫

E f dµ can be uniquely extended to a bounded
linear operator fromL∞(Ω,d|µ|) to B. The outcome of the application of the resulting operator on
a generalf ∈ L∞(Ω,d|µ|) is still denoted by

∫
E f dµ. This is how theB-valued integral is defined.

It is time to present the second type of reproducing kernels defined by integration:

K(x,y) :=
∫

Ω
Ψ(x,y, t)dµ(t), x,y∈ X, (20)

whereµ is anL+(Λ)-valued measure onF of bounded variation, andΨ is a scalar-valued func-
tion such thatΨ(·, ·, t) is a scalar-valued reproducing kernel onX for all t ∈ Ω and for allx,y∈ X,
Ψ(x,y, ·) is bounded andF -measurable. We verify that (20) indeed defines anL(Λ)-valued repro-
ducing kernel.
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Proposition 8 With the above assumptions onΨ and µ, the function K defined by (20) is anL(Λ)-
valued reproducing kernel on X.

Proof Fix finite x j ∈ X andξ j ∈ Λ, j ∈ Nn. For anyε > 0, there exist simple functions

f j,k :=
m

∑
l=1

α j,k,l χEl , j,k∈ Nn

such that
‖Ψ(x j ,xk, ·)− f j,k‖L∞(Ω,d|µ|) < ε, j,k∈ Nn. (21)

Here,α j,k,l ∈ C andEl are pairwise disjoint sets inF with |µ|(El ) > 0, l ∈ Nm. By (21) and the
definition of integration in this section,

∣

∣

∣

∣

∣

n

∑
j=1

n

∑
k=1

(K(x j ,xk)ξ j ,ξk)Λ −
n

∑
j=1

n

∑
k=1

((∫
Ω

f j,kdµ

)

ξ j ,ξk

)

Λ

∣

∣

∣

∣

∣

≤ ε|µ|(Ω)

( n

∑
j=1

‖ξ j‖Λ

)2

. (22)

We may choose by (21) for eachl ∈ Nm sometl ∈ El such that
∣

∣Ψ(x j ,xk, tl )−α j,k,l
∣

∣≤ ε.

Letting

S:=
n

∑
j=1

n

∑
k=1

m

∑
l=1

Ψ(x j ,xk, tl )(µ(El )ξ j ,ξk)Λ,

we get by the above equation that
∣

∣

∣

∣

∣

n

∑
j=1

n

∑
k=1

((∫
Ω

f j,kdµ

)

ξ j ,ξk

)

Λ
−S

∣

∣

∣

∣

∣

≤
∣

∣

∣

∣

∣

n

∑
j=1

n

∑
k=1

m

∑
l=1

|α j,k,l −Ψ(x j ,xk, tl )|(µ(El )ξ j ,ξk)Λ

∣

∣

∣

∣

∣

≤ ε
n

∑
j=1

n

∑
k=1

m

∑
l=1

‖µ(El )‖L(Λ)‖ξ j‖Λ‖ξk‖Λ ≤ ε|µ|(Ω)

( n

∑
j=1

‖ξ j‖Λ

)2

.

(23)

Combining (22) and (23) yields that
∣

∣

∣

∣

∣

n

∑
j=1

n

∑
k=1

(K(x j ,xk)ξ j ,ξk)Λ −S

∣

∣

∣

∣

∣

≤ 2ε|µ|(Ω)

( n

∑
j=1

‖ξ j‖Λ

)2

. (24)

SinceΨ(·, ·, tl ) is a scalar-valued reproducing kernel onX, [Ψ(x j ,xk, tl ) : j,k ∈ Nn] is a positive
semi-definite matrix for eachl ∈ Nm. So are[(µ(El )ξ j ,ξk)Λ : j,k ∈ Nn], l ∈ Nm asµ(El ) ∈ L+(Λ).
By the Schur product theorem (see, for example, Horn and Johnson,1991, page 309), the Hadamard
product of two positive semi-definite matrices remains positive semi-definite. We obtain by this fact
thatS> 0, which together with (24), and the fact thatε can be arbitrarily small, proves (1).

To investigate the refinement relationship, we shall consider a simplified version of (20) that
covers a large class of operator-valued reproducing kernels. Letφ : X×Ω → C be such thatφ(x, ·)
is a boundedF -measurable function for everyx∈ X and such that

span{φ(x, ·) : x∈ X}= L2(Ω,dγ) for any finite nonnegative measureγ onF . (25)
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We shall see by the concrete examples in the next section that the denseness requirement (25) is not
too restricted in applications. The kernels we shall consider are

K(x,y) :=
∫

Ω
φ(x, t)φ(y, t)dµ(t), x,y∈ X (26)

and
G(x,y) :=

∫
Ω

φ(x, t)φ(y, t)dν(t), x,y∈ X, (27)

whereµ,ν are twoL+(Λ)-valued measures onF of bounded variation. By Proposition 8,K,G
areL(Λ)-valued reproducing kernels onX. Our idea is to use the Radon-Nikodym property of
vector-valued measures to study the refinement property.

Let B be a Banach space andγ a finite nonnegative measure onF . We say that aB-valued
measureρ onF of bounded variation has theRadon-Nikodym propertywith respect toγ if there is
a γ-Bochner integrable functionΓ : Ω → L+(Λ) such that for allE ∈ F

ρ(E) =
∫

E
Γdγ.

Apparently, this could only be true whenρ is absolutely continuous with respect toγ. For this reason,
we also say that the spaceB has the Radon-Nikodym property with respect toγ if everyB-valued
measure of bounded variation that is absolutely continuous with respect toγ has the Radon-Nikodym
property with respect toγ. Moreover,B is said to have the Radon-Nikodym property if it has it with
respect to any finite nonnegative measure on any measure spaceF .

Strikingly different from the scalar-valued case, a Banach spaceB may not have the Radon-
Nikodym property. For instance, the Banach spacec0 of all sequencesα := (α j ∈ C : j ∈ N) with

lim
j→∞

|α j |= 0

under the norm‖α‖c0 := sup{|α j | : j ∈ N} does not have the property with respect to the Lebesgue
measure (see, Diestel and Uhl, 1977, page 60). Consequently, the spaceL(Λ) does not have the
Radon-Nikodym property whenΛ is infinite-dimensional. To see this, sinceΛ is separable we let
{ej : j ∈ N} be an orthonormal basis forΛ. Denote byL0(Λ) the set of all the operatorsT ∈ L(Λ)
such that

Tej = α jej , j ∈ N

for someα ∈ c0. One sees that‖T‖L(Λ) = ‖α‖c0 (Conway, 1990). As a result,L0(Λ) is a closed
subspace ofL(Λ) that is isometrically isomorphic toc0. Sincec0 does not have the Radon-Nikodym
property, neither doesL0(Λ). A Banach space has the Radon-Nikodym property if and only if each
of its closed linear subspaces does (Diestel and Uhl, 1977). By this fact,L(Λ) does not have Radon-
Nikodym property.

We shall focus on the situation where this desired property holds. For example, reflexive Banach
spaces have the Radon-Nikodym property (Diestel and Uhl, 1977). Inapplications,Λ is usually
finite-dimensional. In this case,L(Λ) is of finite dimension as well. Any two norms on a finite-
dimensional Banach space are equivalent and a finite-dimensionalL(Λ) can be endowed with a
norm that makes it a Hilbert space. It yields thatL(Λ) is reflexive. The conclusion is that whenΛ
is finite-dimensional,L(Λ) does have the Radon-Nikodym property. Another way of overcoming
the difficulty is to confine to a subclass ofL(Λ), for example, to the Schatten class (Birman and
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Solomjak, 1987). Denote for each compact operatorT ∈ L(Λ) by sj(T), j ∈ N, the nonnegative
square root of thej-th largest eigenvalue ofT∗T. It is called thej-th singular numberof T. For
p ∈ (1,+∞), the p-th Schatten classSp(Λ) consists of all the compact linear operatorsT ∈ L(Λ)
with the norm

‖T‖Sp(Λ) :=

( ∞

∑
j=1

(sj(T))
p
)1/p

<+∞.

The p-th Schatten classSp(Λ) is a reflexive Banach space and hence has the Radon-Nikodym prop-
erty. Whenp= 2, S2(Λ) is the class of Hilbert-Schmidt operators and

‖T‖S2(Λ) =

( ∞

∑
j=1

‖Tej‖Λ

)1/2

.

We shall not go into further details about the Radon-Nikodym property. Interested readers are
referred to Chapter III of Diestel and Uhl (1977) and the references therein.

The assumption we shall need is that there exists a finite nonnegative measure γ on F such
that bothµ andν have the Radon-Nikodym property with respect toγ. In other words, there exist
γ-Bochner integrable functionsΓµ,Γν : Ω → L+(Λ) such that

µ(E) =
∫

E
Γµdγ and ν(E) =

∫
E

Γνdγ for all E ∈ F . (28)

Such two functions exist ifγ := |µ|+ |ν| andµ,ν take values in thep-th Schatten class ofL(Λ),
1< p<+∞.

Suppose thatK,G are given by (26) and (27), whereφ,µ,ν satisfy (25) and (28). Our purpose is
to investigateHK � HG. To this end, let us first identifyHK̃ andHG̃. We shall only present results
for HK̃ as those forHG̃ have a similar form.

Lemma 9 The RKHSHK̃ consists of functions Ff of the form

Ff (x,ξ) :=
∫

Ω
(Γµ(t) f (t),ξ)Λφ(x, t)dγ(t), x∈ X, ξ ∈ Λ,

where f can be an arbitrary element from the Hilbert spaceWµ of γ-measurable functions fromΩ
to Λ such that

‖ f‖Wµ
:=

(∫
Ω
(Γµ(t) f (t), f (t))Λdγ(t)

)1/2

<+∞.

Moreover,‖Ff ‖HK̃
= ‖ f‖Wµ

for all f ∈Wµ.

Proof We observe for allx,y∈ X andξ,η ∈ Λ that

K̃((x,ξ),(y,η)) =
∫

Ω
φ(x, t)φ(y, t)(Γµ(t)ξ,η)Λdγ(t).

Thus, we may chooseWµ as a feature space for̃K. The associated feature mapΦµ : X×Λ →Wµ is
then selected as

Φµ(x,ξ)(t) := φ(x, t)ξ, t ∈ Ω.
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We next verify the denseness condition thatspan{Φµ(x,ξ) : x ∈ X, ξ ∈ Λ} =Wµ. Suppose that
f ∈Wµ is orthogonal toΦµ(x,ξ) for all x∈ X andξ ∈ Λ, that is,

∫
Ω
(Γµ f (t),ξ)Λφ(x, t)dγ(t) = 0 for all x∈ X, ξ ∈ Λ.

By (25),
(Γµ(t) f (t),ξ)Λ = 0 γ−a.e.

As this holds for an arbitraryξ ∈ Λ, Γµ(t) f (t) = 0 γ−a.e. It implies that‖ f‖Wµ
= 0. The result

now follows immediately from Lemma 2.

For two operatorsA,B∈ L+(Λ), we writeA� B if for all ξ ∈ Λ there exists someη ∈ Λ such
that

Aξ = Bη and(Aξ,ξ)Λ = (Bη,η)Λ. (29)

We make a simple observation about this special relationship between two linearoperators.
Let ker(A) and ran(A) be the kernel and range ofA, respectively. If ran(A) is closed then asA

is self-adjoint, there holds the direct sum decomposition

Λ = ker(A)⊕ ran(A). (30)

Thus,A is bijective and bounded from ran(A) to ran(A). By the open mapping theorem, it has a
bounded inverse on ran(A), which we denote byA−1.

Proposition 10 Suppose that A,B∈ L+(Λ) have closed range. Then A� B if and only if

ran(A)⊆ ran(B) (31)

and
PB,AB−1 = A−1 on ran(A), (32)

where PB,A denotes the orthogonal projection fromran(B) to ran(A). Particularly, if A is onto then
A� B if and only if A= B.

Proof Let A,B have closed range. Suppose first thatA� B. Then (31) clearly holds true. Set for
eachξ ∈ ran(A)

ηξ := B−1Aξ.

Clearly, the mappingξ → ηξ is linear from ran(A) to ran(B). Thus, we have for arbitraryξ,ξ′ ∈ Λ
that

(Aξ′+Aξ,ξ′+ξ)Λ = (Bηξ′+ξ,ηξ′+ξ)Λ = (Bηξ′ +Bηξ,ηξ′ +ηξ)Λ,

which implies that
Re(Aξ′,ξ)Λ = Re(Bηξ′ ,ηξ)Λ.

A textbook trick yields that for allξ,ξ′ ∈ ran(A),

(Aξ′,ξ)Λ = (Bηξ′ ,ηξ)Λ = (Aξ′,ηξ)Λ.
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We hence obtain thatξ−ηξ ∈ ker(A) for all ξ ∈ ran(A). Consequently,

Aξ−AB−1Aξ = Aξ−Aηξ = 0 for all ξ ∈ ran(A),

from which (32) follows.
On the other hand, suppose that (31) and (32) hold true. Then we choose for eachξ ∈ Λ

η := B−1Aξ

and verify thatBη = Aξ and

(Bη,η)Λ = (Aξ,B−1Aξ)Λ = (Aξ,PB,AB−1Aξ)Λ = (Aξ,A−1Aξ)Λ = (Aξ,ξ)Λ.

Finally, if A is onto then by (31), ran(A) = ran(B) = Λ. According to (30), bothA andB are in-
jective. Therefore, they possess a bounded inverse onΛ. It implies thatPB,A is the identity operator
on Λ. By Equation (32),A= B. The proof is complete.

We are ready to present the main result of this section.

Theorem 11 Let K,G be given by (26) and (27), whereφ,µ,ν satisfy (25) and (28). ThenHK �HG

if and only ifΓµ � Γν γ−a.e.

Proof By Proposition 6 and Lemma 9,HK � HG if and only if for all f ∈Wµ, there exists some
g∈Wν such that

∫
Ω
(Γµ(t) f (t),ξ)Λφ(x, t)dγ(t) =

∫
Ω
(Γν(t)g(t),ξ)Λφ(x, t)dγ(t) for all x∈ X, ξ ∈ Λ (33)

and ∫
Ω
(Γµ(t) f (t), f (t))Λdγ(t) =

∫
Ω
(Γν(t)g(t),g(t))Λdγ(t). (34)

By the denseness condition (25), (33) holds true if and only if

(Γµ(t) f (t),ξ)Λ = (Γν(t)g(t),ξ)Λ for γ−a.e.t ∈ Ω and allξ ∈ Λ,

which is equivalent to
Γµ(t) f (t) = Γν(t)g(t) for γ−a.e.t ∈ Ω. (35)

We conclude thatHK � HG if and only if for every f ∈Wµ, there exists someg ∈Wν such that
Equations (34) and (35) hold true.

Suppose thatΓµ � Γν γ−a.e. Then clearly, for eachf ∈Wµ, we can find a functiong : Ω → Λ
which is definedγ-almost everywhere and satisfies (35) and

(Γµ(t) f (t), f (t))Λ = (Γν(t)g(t),g(t))Λ for γ−a.e.t ∈ Ω.

The above equation implies (34). Therefore,HK �HG.
On the other hand, suppose that we can find for everyf ∈Wµ somegf ∈Wν satisfying (34) and

(35). The functiongf can be chosen so thatf → gf is linear fromWµ toWν. A trick similar to that
used in Lemma 9 enables us to obtain from (34) and (35) that

∫
Ω
(Γµ(t) f ′(t), f (t)−gf (t))Λdγ(t) = 0 for all f ′ ∈Wµ.
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Letting f ′ := φ(x, ·)ξ for arbitraryx∈ X andξ ∈ Λ in the above equation and invoking (25), we have
that

Γµ(t)( f (t)−gf (t)) = 0 for γ−a.e.t ∈ Ω.

By the above equation and (35), we get forγ-almost everyt ∈ Ω that

(Γν(t)gf (t),gf (t))Λ = (Γµ(t) f (t),gf (t))Λ = ( f (t),Γµ(t)gf (t))Λ = ( f (t),Γµ(t) f (t))Λ = (Γµ(t) f (t), f (t))Λ.

Since (35) and the above equation are true for an arbitraryf ∈Wµ, Γµ � Γν γ−a.e.

5. Examples

We present in this section several concrete examples of refinement of operator-valued reproducing
kernels. They are built on the general characterizations established in the last two sections.

5.1 Translation Invariant Reproducing Kernels

Let d∈N andK be anL(Λ)-valued reproducing kernel onRd. We say thatK is translation invariant
if for all x,y,a∈ Rd

K(x−a,y−a) = K(x,y).

A celebrated characterization due to Bochner (1959) states that every continuous scalar-valued
translation invariant reproducing kernel onRd must be the Fourier transform of a finite nonneg-
ative Borel measure onRd, and vice versa. This result has been generalized to the operator-valued
case (Berberian, 1966; Carmeli et al., 2010; Fillmore, 1970). Specifically, a continuous functionK
fromRd ×Rd toL(Λ) is a translation invariant reproducing kernel if and only if it has the form

K(x,y) =
∫
Rd

ei(x−y)·tdµ(t), x,y∈ Rd, (36)

for someµ∈ B(Rd,Λ), the set of all theL+(Λ)-valued measures of bounded variation on theσ-
algebra of Borel subsets inRd. Let G be the kernel given by

G(x,y) =
∫
Rd

ei(x−y)·tdν(t), x,y∈ Rd, (37)

whereν ∈ B(Rd,Λ). The purpose of this subsection is to characterizeHK � HG in terms ofµ,ν.
To this end, we first investigate the structure of the RKHS of a translation invariant L(Λ)-valued
reproducing kernel.

Let γ be an arbitrary measure inB(Rd,Λ) andL the associated translation invariant reproducing
kernel defined by

L(x,y) =
∫
Rd

ei(x−y)·tdγ(t), x,y∈ Rd.

There exists a decomposition ofγ with respect to the Lebesgue measuredxonRd (Diestel and Uhl,
1977) as follows:

γ = γc+ γs, (38)
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whereγc,γs are the unique measures inB(Rd,Λ) such thatγc is absolutely continuous with respect
to dx, and for each continuous linear functionalλ onL(Λ), the scalar-valued measureλγs anddx
are mutually singular. It follows from this decomposition of measures a decomposition ofL:

L = Lc+Ls,

where

Lc(x,y) =
∫
Rd

ei(x−y)·tdγc(t), Ls(x,y) =
∫
Rd

ei(x−y)·tdγs(t), x,y∈ Rd. (39)

Our first observation is thatHL is the orthogonal direct sum ofHLc andHLs. Two lemmas are needed
to prove this useful fact.

Lemma 12 Let Lc,Ls be given by (39). Then for allξ ∈ Λ and x,y∈ Rd

(La(x,y)ξ,ξ)Λ =
∫
Rd

ei(x−y)·tdγa,ξ(t), a= c or s, (40)

whereγa,ξ is a scalar-valued Borel measure onRd defined for each Borel set E⊆ Rd by

γa,ξ(E) := (γa(E)ξ,ξ)Λ, a= c or s.

Proof Let a∈ {c,s}, ξ∈Λ, x,y∈Rd, andsn be a sequence of simple functions onRd that converges
to ei(x−y)·t in L∞(Rd,dx). Then

lim
n→∞

((∫
Rd

sndγa

)

ξ,ξ
)

Λ
= (La(x,y)ξ,ξ)Λ.

By definition, we have for eachn∈ N that

lim
n→∞

((∫
Rd

sndγa

)

ξ,ξ
)

Λ
=

∫
Rd

sndγa,ξ.

As

lim
n→∞

∫
Rd

sndγa,ξ =
∫
Rd

ei(x−y)·tdγa,ξ(t),

we conclude from the previous two equations that (40) holds true.

Lemma 13 There holdsHLc ∩HLs = {0}.

Proof We introduce for eachξ ∈ Λ two scalar-valued translation invariant reproducing kernels on
Rd by setting

Aa(x,y) := (La(x,y)ξ,ξ)Λ, x,y∈ Rd, a∈ {c,s}.

By Lemma 12, we have the alternative representations forAc andAs

Aa(x,y) =
∫
Rd

ei(x−y)·tdγa,ξ(t), x,y∈ Rd, a= c or s.
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By the Lebesgue decomposition ofγ, γc,ξ is absolutely continuous with respect todx while γs,ξ
anddx are mutually singular. As a consequence,HAc ∩HAs = {0} by Lemma 17 in Xu and Zhang
(2009).

Let a∈ {c,s}. By (3),

Aa(x,y) = (La(x, ·)ξ,La(y, ·)ξ)HLa
, x,y∈ Rd.

A feature map forAa may hence be chosen as

Φa(x) := La(x, ·)ξ, x∈ Rd

with the feature space beingHLa. We identify by Lemma 2 that

HAa = {( f̃ (·),ξ)Λ : f̃ ∈HLa}. (41)

Assume thatHLc ∩HLs 6= {0}. Then there exist nontrivial functions̃f ∈ HLc andg̃∈ HLs such
that f̃ = g̃. As a result, there exists someξ ∈ Λ such that( f̃ (·),ξ)Λ is not the trivial function. By
equation (41)

( f̃ (·),ξ)Λ = (g̃(·),ξ)Λ ∈HAc ∩HAs,

contradicting the fact thatHAc ∩HAs = {0}.

Theorem 14 The spaceHL is the orthogonal direct sum ofHLc andHLs, namely,HL =HLc

⊕
HLs.

Proof The result follows directly from Lemma 13 and Proposition 1.

We are now in a position to study the refinement relationshipHK �HG, whereK,G are defined
by (36) and (37). Firstly, the task can be separated into two related ones according to the Lebesgue
decomposition of measuresµ,ν.

Proposition 15 There holdsHK �HG if and only ifHKc �HGc andHKs �HGs.

Proof By Theorem 14,HK = HKc

⊕
HKs andHG = HGc

⊕
HGs. Therefore, ifHKc � HGc and

HKs �HGs thenHK �HG.
On the other hand, suppose thatHK � HG. Let f ∈ HKc. Then f ∈ HK and‖ f‖HKc

= ‖ f‖HK
.

SinceHK �HG, there existsg∈HGc andh∈HGs such that

f = g+h

and
‖ f‖2

HKc
= ‖ f‖2

HK
= ‖g+h‖2

HG
= ‖g‖2

HGc
+‖h‖2

HGs
.

Therefore, to show thatHKc � HGc it suffices to show thath = 0. Assume thath 6= 0. Note that
f −g∈HKc+Gc (Pedrick, 1957), we get that

HKc+Gc ∩HGs 6= {0}. (42)
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However,

(Kc+Gc)(x,y) =
∫
Rd

ei(x−y)·td(µc+νc)(t), x,y∈ Rd

andµc+νc is absolutely continuous with respect todx. Thus, Equation (42) contradicts Lemma 13.
The contradiction proves thatHKc �HGc. Likewise, one can prove thatHKs �HGs.

By Proposition 15, we shall studyHKc � HGc andHKs � HGs separately. We shall restrict
ourselves to the case when the measures corresponding toKc and Gc have the Radon-Nikodym
property with respect to the Lebesgue measure and the measures corresponding toKs andGs are
discrete. Specifically, the kernels to be considered are of the following special forms:

Kc(x,y) :=
∫
Rd

ei(x−y)·tϕ1(t)dt, Gc(x,y) :=
∫
Rd

ei(x−y)·tϕ2(t)dt, x,y∈ Rd (43)

and
Ks(x,y) := ∑

j∈J1

ei(x−y)·t j A j , Gs(x,y) := ∑
k∈J2

ei(x−y)·tkBk, x,y∈ Rd.

Here,ϕ1,ϕ2 are twodx-Bochner integrable functions fromRd to L+(Λ), {t j : j ∈ J1} and{tk : k∈
J2} are countable sets of pairwise distinct points inRd, andA j ,B j are nonzero operators inL+(Λ)
such that

∑
j∈J1

‖A j‖L(Λ) <+∞, ∑
k∈J2

‖Bk‖L(Λ) <+∞.

The following characterization is a direct consequence of Theorem 11.

Proposition 16 Let Kc,Gc be given by (43). ThenHKc �HGc if and only ifϕ1(t)� ϕ2(t) for almost
every t∈ Rd except for a subset inRd of zero Lebesgue measure.

Proof As ϕ1,ϕ2 aredx-Bochner integrable,
∫
Rd

‖ϕ j(t)‖L(Λ)dt <+∞, j = 1,2.

Define a finite nonnegative Borel measureγ onRd by setting for each Borel subsetE in Rd

γ(E) :=
∫

E
‖ϕ1(t)‖L(Λ)+‖ϕ2(t)‖L(Λ)dt.

Evidently,Kc,Gc have the form

Kc(x,y) =
∫
Rd

ei(x−y)·tΓ1(t)dγ(t), Gc(x,y) =
∫
Rd

ei(x−y)·tΓ2(t)dγ(t), x,y∈ Rd,

where for j = 1,2,

Γ j(t) :=







ϕ j(t)

‖ϕ1(t)‖L(Λ)+‖ϕ2(t)‖L(Λ)
, if ‖ϕ1(t)‖L(Λ)+‖ϕ2(t)‖L(Λ) > 0,

0, otherwise.

It is also clear that span{eix·t : x∈ Rd} is dense inL2(Rd,dγ). By Theorem 11,HKc � HGc if and
only if Γ1 �Γ2 γ−a.e. Note thatΓ1(t)�Γ2(t) if and only if ϕ1(t)�ϕ2(t). If ϕ1 �ϕ2 dx−a.e. then

113



ZHANG, XU AND ZHANG

Γ1 � Γ2 γ−a.e. asγ is absolutely continuous with respect to the Lebesgue measure. On the other
hand, suppose thatΓ1 � Γ2 γ−a.e. Set

E := {t ∈ Rd : ‖ϕ1(t)‖L(Λ)+‖ϕ2(t)‖L(Λ) > 0}.

For t ∈ Ec, ϕ1(t) = ϕ2(t) = 0, and thus,ϕ1(t) � ϕ2(t). Assume that there exists a Borel subset
F ⊆ Rd with a positive Lebesgue measure on whichϕ1(t) � ϕ2(t). ThenF ⊆ E. We reach that
γ(F)> 0 andΓ1(t)� Γ2(t) for t ∈ F , contradicting the fact thatΓ1 � Γ2 γ−a.e.

ForKs,Gs, we have the following result.

Proposition 17 There holdsHKs �HGs if and only if

(1) {t j : j ∈ J1} ⊆ {tk : k∈ J2};

(2) for each j∈ J1, Aj � B j . Here, re-indexing by condition (1) if necessary, we may assume that
J1 ⊆ J2.

Proof Introduce a discrete scalar-valued Borel measureγ that is supported on{t j : j ∈ J1}∪{tk :
k∈ J2} by setting

γ({tk}) :=







‖Ak‖L(Λ)+‖Bk‖L(Λ), k∈ J1∩J2,
‖Bk‖L(Λ), k∈ J2\J1,
‖Ak‖L(Λ), k∈ J1\J2.

We also let

ΓA(t j) :=
A j

γ({t j})
, j ∈ J1 andΓA(tk) :=

Bk

γ({tk})
, k∈ J2.

They are discreteL(Λ)-valued functions supported on{t j : j ∈ J1} and{tk : k ∈ J2}, respectively.
We reach the following integral representation:

Ks(x,y) =
∫
Rd

ei(x−y)·tΓA(t)dγ(t) andGs(x,y) =
∫
Rd

ei(x−y)·tΓB(t)dγ(t), x,y∈ Rd.

By Theorem 11,HKs � HGs if and only if ΓA � ΓB γ−a.e. It is straightforward to verify that the
latter is equivalent to conditions (1)-(2).

5.2 Hessian of Scalar-valued Reproducing Kernels

Propositions 16 and 17 were established based on Theorem 11. In this subsection, we shall consider
special translation invariant reproducing kernels and establish the characterization of refinement
using Theorem 7.

Let k be a continuously differentiable translation invariant reproducing kernel on Rd. We con-
sider the following matrix-valued functions

K(x,y) := ∇2
xyk(x,y) :=

[

∂2k
∂x j ∂yk

(x,y) : j,k∈ Nd

]

, x,y∈ Rd. (44)
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To ensure thatK is anL(Cd)-valued reproducing kernels onRd, we make use of the Bochner
theorem to get some finite nonnegative Borel measureµ onRd such that

k(x,y) =
∫
Rd

ei(x−y)·tdµ(t), x,y∈ Rd (45)

and impose the requirement that ∫
Rd

ttTdµ(t)<+∞. (46)

One sees by the Lebesgue dominated convergence theorem that

K(x,y) =
∫
Rd

ei(x−y)·tttTdµ(t), x,y∈ Rd, (47)

where we viewt ∈ Rd as ad×1 vector andtT denotes its transpose[t1, t2, . . . , td]. By the general
integral representation (17) of operator-valued reproducing kernels, K defined by (44) is anL(Cd)-
valued reproducing kernel onRd. Matrix-valued translation invariant reproducing kernels of the
form (44) are useful for the development of divergence-free kernel methods for solving some spe-
cial partial differential equations (see, for example, Lowitzsh, 2003; Wendland, 2009, and the refer-
ences therein). Another class of kernels constructed from the Hessianof a scalar-valued translation
invariant reproducing kernel is widely applied to the learning of a multivariate function together
with its gradient simultaneously (Mukherjee and Wu, 2006; Mukherjee and Zhou, 2006; Ying and
Campbell, 2008). Such applications make use of kernels of the form

K(x,y) :=

[

k(x,y) (∇yk(x,y))∗

∇xk(x,y) ∇2
xyk(x,y)

]

. (48)

One sees that under condition (46)

K(x,y) =
∫
Rd

ei(x−y)·tρ(t)ρ(t)∗dµ(t), x,y∈ Rd,

where
ρ(t) = [1, it1, it2, . . . , itd]

T , t ∈ Rd.

We aim at refining matrix-valued reproducing kernels of the forms (44) and (48) in this subsection.
Specifically, we letν be another finite nonnegative Borel measure onRd satisfying

∫
Rd

ttTdν(t)<+∞ (49)

and define forx,y∈ Rd

g(x,y) :=
∫
Rd

ei(x−y)·tdν(t), G(x,y) := ∇2
xyg(x,y), G(x,y) :=

[

g(x,y) (∇yg(x,y))∗

∇xg(x,y) ∇2
xyg(x,y)

]

. (50)

Our purpose is to characterizeHK �HG andHK �HG in terms ofk,g andµ,ν.

Theorem 18 Let µ,ν be finite nonnegative Borel measures onRd satisfying (46) and (49), and
k,g defined by (45) and (50). Then K,G,K,G are matrix-valued translation invariant reproducing
kernels onRd. The four relationshipsHK �HG, HK �HG, Hk �Hg, and µ� ν are equivalent.
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Proof By Theorem 7 or a result in Xu and Zhang (2009),Hk � Hg if and only if µ� ν. We shall
show by Theorem 7 thatHK �HG if and only if µ� ν. The equivalence ofHK �HG andµ� ν can
be proved similarly. Set

φ(x, t) := eix·ttT , x, t ∈ Rd.

Then for eachx, t ∈Rd, φ(x, t) is a linear functional fromCd toC. We observe by (47) that (17) holds
true. So does (18). To apply Theorem 7, it remains to verify that span{φ(x, ·)ξ : x∈ Rd, ξ ∈ Cd}
is dense in the Hilbert spaceL2(Rd,dµ), which is straightforward. The claim follows immediately
from Theorem 7.

5.3 Transformation Reproducing Kernels

Let us consider a particular class of matrix-valued reproducing kernelswhose universality was stud-
ied in Caponnetto et al. (2008). The kernels we shall construct are from an input spaceX to output
spaceΛ = Cn, wheren ∈ N. To this end, we letk,g be two scalar-valued reproducing kernels on
another input spaceY andTp be mappings fromX to Y, p∈ Nn. Set

K(x,y) := [k(Tpx,Tqy) : p,q∈ Nn], G(x,y) := [g(Tpx,Tqy) : p,q∈ Nn], x,y∈ X. (51)

It is known thatK,G defined above are indeedL(Cn)-valued reproducing kernels (Caponnetto et al.,
2008). This also becomes clear in the proof below. We are interested in the conditions forHK �HG

to hold.

Proposition 19 Let K,G be defined by (51). ThenHK � HG if and only ifHk �Hg, wherek̄, ḡ are
the restriction of k,g on∪n

p=1Tp(X). In particular, if

n⋃
p=1

Tp(X) =Y (52)

thenHK �HG if and only ifHk �Hg.

Proof It is legitimate to assume that (52) holds true as otherwise, we may replaceY by∪n
p=1Tp(X),

andk,g by k̄, ḡ, respectively.
Choose arbitrary feature maps and feature spacesΦ1 : Y →W1 for k andΦ2 : Y →W2 for g

such that
spanΦ j(Y) =W j , j = 1,2. (53)

By Proposition 6,HK �HG if and only ifHK̃ �HG̃. We observe for allx,y∈ X andξ,η ∈ Cn that

K̃((x,ξ),(y,η)) = (K(x,y)ξ,η)Cn =
n

∑
p=1

n

∑
q=1

ξpηqk(Tpx,Tqy)

=
n

∑
p=1

n

∑
q=1

ξpηq(Φ1(Tpx),Φ1(Tqy))W1

=

( n

∑
p=1

ξpΦ1(Tpx),
n

∑
q=1

ηqΦ1(Tqy)

)

W1

.
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Thus,Φ̃1 : X×Cn →W1 defined by

Φ̃1(x,ξ) :=
n

∑
p=1

ξpΦ1(Tpx), x∈ X, ξ ∈ Cn

is a feature map for̃K. We next verify that span{Φ̃1(x,ξ) : x∈ X, ξ ∈Cn} is dense inW1. Assume
thatu∈W1 is orthogonal to this linear span, that is,

(

u,
n

∑
p=1

ξpΦ1(Tpx)

)

W1

= 0 for all x∈ X, ξ ∈ Cn.

Then we have(u,Φ1(Tpx))W1
= 0 for all x∈ X andp∈Nn. It follows from (52) and (53) thatu= 0.

Similar facts hold forG̃.
By Lemma 2,HK̃ �HG̃ if and only if for everyu∈W1, there existsv∈W2 such that

(

u,
n

∑
p=1

ξpΦ1(Tpx)

)

W1

=

(

v,
n

∑
p=1

ξpΦ2(Tpx)

)

W2

for all x∈ X (54)

and

‖u‖W1
= ‖v‖W2

. (55)

Recall also thatHk �Hg if and only if for all u∈W1 there exists somev∈W2 satisfying (55) and

(u,Φ1(y))W1
= (v,Φ2(y))W2

for all y∈Y. (56)

Clearly, (56) implies (54). Conversely, if (54) holds true then we get that

(u,Φ1(Tpx))W1
= (v,Φ2(Tpx))W2

for all x∈ X andp∈ Nn,

which together with (52) implies (56). We conclude thatHK̃ �HG̃ if and only ifHk �Hg.

A more general case of refinement of transformation reproducing kernels is discussed below. It
can be proved by arguments similar to those for the previous proposition.

Proposition 20 Let Tp,Sp be mappings from X to Y and k,g be scalar-valued reproducing kernels
on Y. Define

K(x,y) := [k(Tpx,Tqy) : p,q∈ Nn], G(x,y) := [g(Spx,Sqy) : p,q∈ Nn], x,y∈ X.

Suppose that for all p∈ Nn, span{k(Tpx, ·) : x ∈ X} and span{g(Spx, ·) : x ∈ X} are dense inHk

andHg, respectively. ThenHK �HG if and only ifHkp �Hgp for all p ∈ Nn, where

kp(x,y) := k(Tpx,Tpy), gp(x,y) := g(Spx,Spy), x,y∈ X.
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5.4 Finite Hilbert-Schmidt Reproducing Kernels

We consider refinement of finite Hilbert-Schmidt reproducing kernels in thissubsection. LetB j ,Cj

be invertible operators inL+(Λ), n≤ m∈ N, andΨ j , j ∈ Nm, be scalar-valued reproducing kernels
on the input spaceX. Define

K(x,y) :=
n

∑
j=1

B jΨ j(x,y), G(x,y) =
m

∑
j=1

CjΨ j(x,y), x,y∈ X. (57)

By the general integral representation (20) and Proposition 8,K,G above areL(Λ)-valued repro-
ducing kernels onX. To ensure that representation (57) can not be further simplified, we shall work
under the assumption that

HΨ j ∩HΨ j
= {0} for all j ∈ Nm, (58)

where
Ψ j := ∑

k∈Nm\{ j}
Ψk.

Theorem 21 Let K,G be defined by (57), where Bj ,Cj ∈ L+(Λ) are invertible andΨ j , j ∈ Nm,
are scalar-valued reproducing kernels on X satisfying (58). ThenHK � HG if and only if Bj =Cj ,
j ∈ Nn.

Proof We first find a feature map for̃K andG̃. Let φ j : X →W j be an arbitrary feature map forΨ j

such that spanφ j(X) is dense inW j , and denote byΛ⊗W j the tensor product of Hilbert spacesΛ
andW j , j ∈ Nm. The spaceΛ⊗W j is a Hilbert space with the inner product

(ξ⊗u,η⊗v)Λ⊗W j
:= (ξ,η)Λ(u,v)W j

, ξ,η ∈ Λ, u,v∈W j .

SetW the orthogonal direct sum ofΛ⊗W j , j ∈ Nn, whose inner product is defined by

((ξ j ⊗u j : j ∈Nn),(η j ⊗v j : j ∈Nn))W :=
n

∑
j=1

(ξ j ,η j)Λ(u j ,v j)W j
, ξ j ,η j ∈ Λ, u j ,v j ∈W j , j ∈Nn.

We claim thatΦ : X×Λ →W defined by

Φ(x,ξ) := (
√

B jξ⊗φ j(x) : j ∈ Nn), x∈ X, ξ ∈ Λ

is a feature map for̃K. Here,
√

B j , the square root ofB j , is the the unique operatorA in L+(Λ) such
thatA2 = B j . We verify for allx,y∈ X andξ,η ∈ Λ that

(Φ(x,ξ),Φ(y,η))W =
n

∑
j=1

(
√

B jξ,
√

B jη)Λ(φ j(x),φ j(y))W j
=

n

∑
j=1

(B jξ,η)ΛΨ j(x,y)

= (K(x,y)ξ,η) = K̃((x,ξ),(y,η)).

We next show that the denseness condition

span{Φ(x,ξ) : x∈ X, ξ ∈ Λ}=W (59)
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is satisfied. To this end, suppose that we havew j ∈ Λ⊗W j , j ∈ Nn such that

((w j : j ∈ Nn),Φ(x,ξ))W =
n

∑
j=1

(w j ,
√

B jξ⊗φ j(x))Λ⊗W j
= 0 for all x∈ X andξ ∈ Λ. (60)

Let {ei : i ∈ I} and{ fk : k∈ J j} be an orthonormal basis forΛ andW j , respectively. Then{ei ⊗ fk :
i ∈ I,k∈ J j} is an orthonormal basis forΛ⊗W j . Note that althoughI or J j might be uncountable,
for eachξ ∈ Λ, u∈W j andw∈ Λ⊗W j , the sets{i ∈ I : (ξ,ei)λ 6= 0}, {k∈ I j : (u, fk)W j

6= 0} and
{(i, j) ∈ I× J j : (w,ei ⊗ fk)Λ⊗W j

6= 0} are all countable. By resorting to these orthonormal bases,
we see that

(w j ,
√

B jξ⊗φ j(x))Λ⊗W j
= ∑

k∈J j

∑
i∈I
(w j ,ei ⊗ fk)Λ⊗W j

(ei ,
√

B jξ)Λ( fk,φ j(x))W j
.

One verifies by the Cauchy-Schwartz inequality that

∑
k∈J j

∑
i∈I
(w j ,ei ⊗ fk)Λ⊗W j

(ei ,
√

B jξ)Λ fk

converges inW j . As a consequence,(w j ,
√

B jξ ⊗ φ j(·))Λ⊗W j
∈ HΨ j . This together with (60)

implies by the assumption (58) that

(w j ,
√

B jξ⊗φ j(x))Λ⊗W j
= 0 for all j ∈ Nn, x∈ X andξ ∈ Λ.

The above equation can be equivalently formulated as
(

∑
k∈J j

∑
i∈I
(w j ,ei ⊗ fk)Λ⊗W j

(ei ,
√

B jξ)Λ fk,φ j(x)

)

W j

= 0

By the denseness ofφ j(X) in W j ,

∑
i∈I
(w j ,ei ⊗ fk)Λ⊗W j

(ei ,
√

B jξ)Λ = 0 for all j ∈ Nn, k∈ J j andξ ∈ Λ.

We thus have for allj ∈ Nn andk∈ J j that∑i∈I(w j ,ei ⊗ fk)Λ⊗W j
ei = 0, which implies

(w j ,ei ⊗ fk)Λ⊗W j
= 0 for all j ∈ Nn, k∈ J j , i ∈ I.

Therefore,w j = 0 for all j ∈ Nn. Equation (59) hence holds true. Similar facts hold forG̃.
By Proposition 6,HK � HG is equivalent toHK̃ � HG̃, which by the above discussion and

Lemma 2 holds true if and only if for allw j ∈ Λ⊗W j , j ∈ Nn there exist unique ˜w j ∈ Λ⊗W j ,
j ∈ Nm such that

n

∑
j=1

(w j ,
√

B jξ⊗φ j(x))Λ⊗W j
=

m

∑
j=1

(w̃ j ,
√

Cjξ⊗φ j(x))Λ⊗W j
for all ξ ∈ Λ andx∈ X (61)

and
n

∑
j=1

(w j ,w j)Λ⊗W j
=

m

∑
j=1

(w̃ j , w̃ j)Λ⊗W j
. (62)
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Let w j ∈ Λ⊗W j , j ∈Nn be given. IfB j =Cj for j ∈Nn then we set ˜w j :=w j for j ∈Nn, andw̃ j = 0
for n+1≤ j ≤ m. Clearly, such a choice satisfies Equations (61) and (62). Therefore, HK � HG.
Conversely, suppose thatHK � HG. Then for the special choicew j := ξ j ⊗u j , ξ j ∈ Λ, u j ∈W j ,
j ∈Nn, there exists ˜w j ∈ Λ⊗W j , j ∈Nm satisfying (61) and (62). As ˜w j is unique by the denseness

of the feature map for̃G, we must havew j = (
√

Cj
−1√

B jξ j)⊗ u j for j ∈ Nn, andw̃ j = 0 for
n+1≤ j ≤ m. This together with (62) yields that

n

∑
j=1

(ξ j ,ξ j)Λ(u j ,u j)W j
=

n

∑
j=1

(
√

B jC
−1
j

√

B jξ j ,ξ j)Λ(u j ,u j)W j
.

By successively makingξ j ⊗u j 6= 0 andξk⊗uk = 0 for k∈ Nn\{ j}, for j ∈ Nn, we reach that

(ξ j ,ξ j)Λ = (
√

B jC
−1
j

√

B jξ j ,ξ j)Λ for all ξ j ∈ Λ and j ∈ Nn.

As
√

B jC
−1
j

√

B j is hermitian, it equals the identity operator onΛ. It follows thatB j = Cj for all
j ∈ Nn. The proof is complete.

As a corollary of Theorem 21, we obtain an orthogonal decomposition ofHK .

Corollary 22 Let K be defined by (57), where Bj are invertible andΨ j , j ∈ Nn satisfy (58). Then

HK =
n⊕

j=1

HB j Ψ j

and
H∑k

j=1 B j Ψ j
�H∑k+1

j=1 B j Ψ j
for k∈ Nn−1.

A simplest case of (57) occurs whenHΨ j is of dimension 1 forj ∈Nm, which is covered below.

Corollary 23 Let Bj ,Ck ∈ L+(Λ) be invertible for j∈Nn and k∈Nm, andψk : X →C, k∈Nm, be
linearly independent. Set

K(x,y) :=
n

∑
j=1

B jψ j(x)ψ j(y), G(x,y) :=
m

∑
k=1

Ckψk(x)ψk(y), x,y∈ X.

ThenHK �HG if and only if Bj =Cj for all j ∈ Nn.

More generally, we might considerK,G defined by two distinct classes of linearly independent
functions fromX toC. The result below can be proved using arguments similar to those for Theorem
21.

Proposition 24 Let n≤ m∈Nn, Bj ,Ck ∈ L+(Λ) be invertible for j∈Nn and k∈Nm, and{ψ j : j ∈
Nn} and{ϕk : k∈ Nm} be two classes of linearly independent functions from X toC. Set

K(x,y) :=
n

∑
j=1

B jψ j(x)ψ j(y), G(x,y) :=
m

∑
k=1

Ckϕk(x)ϕk(y), x,y∈ X.

ThenHK �HG if and only if
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(1) ψ j ∈ span{ϕk : k∈ Nm} for all j ∈ Nn;

(2) the coefficientsλ jl ∈ C in the linear span

ψ j =
m

∑
l=1

λ jl ϕl , j ∈ Nn

satisfy
m

∑
l=1

λ jl λklC
−1
l = δ j,kB

−1
j for all j ,k∈ Nn.

We close this section with several concrete examples of finite Hilbert-Schmidt reproducing ker-
nels of the form described in Corollary 23 and Proposition 24:

• polynomial kernels:

K(x,y) :=
n

∑
j=1

xα j ·yα j B j , x,y∈ Rd

whereα j are multi-indices andB j are invertible operators inL+(Λ), or

K(x,y) :=
n

∑
j=1

(x ·y)β j B j , x,y∈ Rd

whereβ j are nonnegative integers.

• exponential kernels:

K(x,y) :=
n

∑
j=1

ei(x−y)·t j B j , x,y∈ Rd

wheret j ∈ Rd.

6. Existence

This section is devoted to the existence of nontrivial refinement of operator-valued reproducing
kernels. Most of the results to be presented here are straightforward extensions of those in the
scalar-valued case (Xu and Zhang, 2009).

Let X be the input space andΛ be a Hilbert space. The reproducing kernels under consideration
areL(Λ)-valued.

Proposition 25 There does not exist a nontrivial refinement of anL(Λ)-valued reproducing kernel
K on X if and only ifHK = ΛX, the set of all the functions from X toΛ. If the cardinality of X is
infinite then everyL(Λ)-valued reproducing kernel on X has a nontrivial refinement.

Surprisingly, nontrivial results about the existence appear whenX is of finite cardinality.

Proposition 26 Let X consist of finitely many points xj , j ∈ Nn for some n∈ Nn. A necessary
condition for anL(Λ)-valued reproducing kernel on X to have no nontrivial refinements is that

n

∑
j=1

n

∑
k=1

(K(x j ,xk)ξ j ,ξk)Λ > 0 for all ξ j ∈ Λ, j ∈ Nn with
n

∑
j=1

‖ξ j‖Λ > 0. (63)
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A sufficient condition for K to have no nontrivial refinements is that

n

∑
j=1

n

∑
k=1

(K(x j ,xk)ξ j ,ξk)Λ ≥ λ
n

∑
j=1

‖ξ j‖2
Λ for all ξ j ∈ Λ, j ∈ Nn (64)

for some constantλ > 0. Consequently, ifΛ is finite-dimensional then K does not have a nontrivial
refinement if and only if (63) holds true.

Proof Suppose that there existξ j ∈ Λ, j ∈ Nn, at least one of which is nonzero, such that

n

∑
j=1

n

∑
k=1

(K(x j ,xk)ξ j ,ξk)Λ = 0.

This implies that
n

∑
j=1

K(x j , ·)ξ j = 0.

We get by (3) that for allf ∈HK

n

∑
j=1

( f (x j),ξ j)Λ =

(

f ,
n

∑
j=1

K(x j , ·)ξ j

)

HK

= 0.

As a consequence,HK does not contain the functionf : X → Λ taking valuesf (x j) = ξ j for j ∈Nn.
By Proposition 25, there exist nontrivial refinements forK onX.

Suppose that (64) holds true for some positive constantλ. Assume thatHK is a proper subset of
ΛX. Then there exists some nonzero vector(ξk : k∈ Nn) ∈ Λn orthogonal to( f (xk) : k∈ Nn) in Λn

for all f ∈HK . Letting f = ∑n
j=1K(x j , ·)ξ j yields that

n

∑
j=1

n

∑
k=1

(K(x j ,xk)ξ j ,ξk)Λ =
n

∑
k=1

( f (xk),ξk)Λ = 0,

contradicting (64).
We complete the proof by pointing out that whenΛ is finite-dimensional, (63) and (64) are

equivalent.

It is worthwhile to note that whenΛ is infinite-dimensional, condition (63) might not be suffi-
cient forK to not have a nontrivial refinement. We give a concrete example to illustrate this.

Let X be a singleton{x}, Λ := ℓ2(N) consisting of square-summable sequences indexed byN,
andK(x1,x1) be the operatorT on ℓ2(N) defined by

Ta :=

(

a j

j
: j ∈ N

)

, a∈ ℓ2(N).

Apparently,T ∈L+(ℓ
2(N)) and condition (63) is satisfied. Letf ∈HK . Then there existan ∈ ℓ2(N),

n∈N such thatK(x, ·)an converges tof in HK . Being a Cauchy sequence inHK , {K(x, ·)an : n∈N}
satisfies

lim
n,m→∞

‖K(x, ·)an−K(x, ·)am‖2
HK

= 0.
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By (3),

‖K(x, ·)an−K(x, ·)am‖2
HK

= (K(x, ·)(an−am),K(x, ·)(an−am))HK

= (K(x,x)(an−am),an−am)ℓ2(N) = (T(an−am),an−am)ℓ2(N)

= ‖
√

Tan−
√

Tam‖2
ℓ2(N).

Combining the above two equations yields
√

Tan converges to someb∈ ℓ2(Nn). We now have for
eachc∈ ℓ2(N) that

( f (x),c)ℓ2(N) = ( f ,K(x, ·)c)HK
= lim

n→∞
(K(x, ·)an,K(x, ·)c)HK

= lim
n→∞

(K(x,x)an,c)ℓ2(N) = lim
n→∞

(Tan,c)ℓ2(N)

= lim
n→∞

(
√

Tan,
√

Tc)ℓ2(N) = (b,
√

Tc)ℓ2(N)

= (
√

Tb,c)ℓ2(N),

which implies thatf (x) =
√

Tb. Since this is true for an arbitrary functionf ∈ HK , the function
g : X → Λ defined by

g(x) :=

(

1
j

: j ∈ N

)

is not inHK . Thus,K has a nontrivial refinement onX.
In the process of refining an operator-valued reproducing kernel, itis usually desirable to pre-

serve favorable properties of the original kernel. We shall show that this is feasible as far as continu-
ity and universality of operator-valued reproducing kernels are concerned. LetX be a metric space
andK anL(Λ)-valued reproducing kernel that is continuous fromX×X toL(Λ) when the latter is
equipped with the operator norm. Then one sees thatHK consists of continuous functions fromX
to Λ. For each compact subsetZ ⊆ X, denote byC (Z,Λ) the Banach space of all the continuous
functions fromZ to Λ with the norm

‖ f‖C (Z,Λ) := max
x∈Z

‖ f (x)‖Λ, f ∈ C (Z,Λ).

Following Micchelli et al. (2006) and Caponnetto et al. (2008), we callK auniversal kernelonX if
for all compact setsZ ⊆ X and all continuous functionsf : X → Λ there exist

fn ∈ span{K(x, ·)ξ : x∈ Z, ξ ∈ Λ}, n∈ N,

such that
lim
n→∞

‖ fn− f‖C (Z,Λ) = 0.

In other words,K is universal if for all compact subsetsZ ⊆ X, the closure of span{K(x, ·)ξ : x∈
Z, ξ ∈ Λ} in C (Z,Λ) equals the whose spaceC (Z,Λ).

For the preservation of continuity, we have the following affirmative result,whose proof is
similar to the scalar-valued case (Xu and Zhang, 2009).

Proposition 27 Let X be a metric space with infinite cardinality. Then every continuousL(Λ)-
valued reproducing kernel on X has a nontrivial continuous refinement.

The following lemma about universality has been proved in Caponnetto et al.(2008), and in
Micchelli et al. (2006) in the scalar-valued case. We provide a simplified proof here.
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Lemma 28 Let K be a continuousL(Λ)-valued reproducing kernel on X with the feature map
representation (5), whereΦ : X → L(Λ,W ) is continuous. Then for each compact subsetZ ⊆ X,

span{K(x, ·)ξ : x∈ Z, ξ ∈ Λ}= {Φ(·)∗u : u∈W },

where the closures are relative to the norm inC (Z,Λ).

Proof All the closures to appear in the proof are relative to the norm inC (Z,Λ). Let KZ be the
restriction ofK onZ. Then the restriction ofΦ onZ remains a feature map forKZ . By Lemma 2,

HKZ = {Φ(·)∗u : u∈W }. (65)

It hence suffices to show that

span{K(x, ·)ξ : x∈ Z, ξ ∈ Λ}= span{KZ(x, ·)ξ : x∈ Z, ξ ∈ Λ}=HKZ .

As span{KZ(x, ·)ξ : x∈ Z, ξ ∈ Λ} ⊆HKZ ,

span{KZ(x, ·)ξ : x∈ Z, ξ ∈ Λ} ⊆HKZ . (66)

On the other hand, for eachf ∈ HKZ there existfn ∈ span{KZ(x, ·)ξ : x ∈ Z, ξ ∈ Λ}, n ∈ N that
converges tof in the norm ofHKZ . It follows that fn converges tof in the norm ofC (Z,Λ).
Therefore,f ∈ span{KZ(x, ·)ξ : x∈ Z, ξ ∈ Λ}, implying that

HKZ ⊆ span{KZ(x, ·)ξ : x∈ Z, ξ ∈ Λ}. (67)

Combining Equations (65), (66), and (67) proves the result.

The following positive result about universality can be proved by Lemma 28 and arguments
similar to those used in Proposition 14 of Xu and Zhang (2009).

Proposition 29 Let X be a metric space and K a continuousL(Λ)-valued reproducing kernel on
X. Then every continuous refinement of K on X remains universal.

7. Numerical Experiments

We present in this final section three numerical experiments on the applicationof refinement of
operator-valued reproducing kernels to multi-task learning. Suppose that f0 is a function from the
input spaceX to the output spaceΛ that we desire to learn from its finite sample data{(x j ,ξ j) : j ∈
Nm} ⊆ X×Λ. Herem is the number of sampling points and

ξ j = f0(x j)+δ j , j ∈ Nm

whereδ j ∈ Λ is the noise dominated by some unknown probability measure. To deal with the noise
and have an acceptable generalization error, we use the following regularization network

min
f∈HK

1
m

m

∑
j=1

‖ f (x j)−ξ j‖2
Λ +σ‖ f‖2

HK
, (68)
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whereK is a chosenΛ-valued reproducing kernel onX. Our experiments will be designed so that
underfitting and overfitting both have the chance to occur. To echo with the motivations in Section
2, when underfitting happens in the first experiment, we shall find a refinement G of K aiming
at improving the performance of the minimizer of (68) in prediction. On the otherhand, when
overfitting appears in the second experiment, we shall then find aΛ-valued reproducing kernelL on
X such thatHL �HK with the same purpose.

Before moving on to the experiments, we make a remark on how (68) can be solved. The
issue has been understood in the work by Micchelli and Pontil (2005). Wesay thatK is strictly
positive-definiteif for all finite y j ∈ X, j ∈ Np, and for allη j ∈ Λ, j ∈ Np all of which are not zero

p

∑
j=1

p

∑
k=1

(K(y j ,yk)η j ,ηk)Λ > 0.

If K is strictly positive-definite then the minimizerfK of (68) has the form

fK =
m

∑
j=1

K(x j , ·)η j (69)

whereη j ’s satisfy
m

∑
k=1

K(xk,x j)ηk+mση j = ξ j , j ∈ Nm. (70)

7.1 Experiment 1: Underfitting

The vector-valued function to be learned from finite examples is from the input spaceX = [−1,1]
to output spaceΛ = Rn, wheren∈ N. Specifically, it has the form

f0(x) :=
[

ak|x−bk|+cke
−dkx : k∈ Nn

]

, x∈ [−1,1], (71)

wherea,b,c,d are constant vectors to be randomly generated. TheL+(Rn)-valued reproducing
kernel that we shall use in the regularization network (68) is a Gaussian kernel

K(x,y) := Sexp

(

−(x−y)2

2

)

, x,y∈ R,

whereS∈ L+(Rn) is strictly positive-definite. It can be identified by Lemma 2 that functions inHK

are of the form
√

Sv, wherev is anRn-valued function whose components come from the RKHS
HG of the scalar-valued Gaussian kernel

G(x,y) := exp

(

−(x−y)2

2

)

, x,y∈ R. (72)

Thus, each component of
√

Svis fromHG . The functionf0 to be approximated is defined by (71).
As |x−bk| is not even continuously differentiable, functions from the RKHS of the Gaussian kernel
(72) with a fixed variance may not well approximatef0. Underfitting is hence expected. If this is
indeed observed then a remedy is to use the refinement ofK given by

G(x,y) := Sexp

(

−(x−y)2

2

)

+T(1+xy)3, x,y∈ R,
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whereT ∈ L+(Rn) is also strictly positive-definite. The RKHS of the scalar-valued polynomial
kernel(1+xy)3 clearly does not have a nontrivial intersection with the RKHS of the scalar-valued
Gaussian kernel. Thus, by Corollary 22,HK � HG, namely,G is a nontrivial refinement ofK.
Furthermore, as low order polynomials are added, the ability for functions inHG to approximate
the function|x− bk| is expected to be superior to those inHK . We perform extensive numerical
simulations to confirm these conjectures.

The dimensionn will be chosen from{2,4,8,16}. The numberm of sampling points will be
set to be 30. The sampling pointsx j , j ∈Nm will be randomly sampled from[−1,1] by the uniform
distribution and the outputsξ j are generated by

ξ j = f0(x j)+δ j , j ∈ Nm, (73)

whereδ j are vectors whose components will be randomly generated by the uniform distribution on
[−δ,δ]with δ being the noise level selected from{0.1,0.3,0.5}. For each dimensionn∈{2,4,8,16}
and noise levelδ ∈ {0.1,0.3,0.5}, we run 50 simulations. In each of the simulations, we do the
followings:

1. the components of the coefficient vectorsa,b,c,d in the function f0 given by (71) are ran-
domly generated by the uniform distribution on[1,3], [−1,1], [−2,2], and[0,3], respectively;

2. the sampling points are randomly sampled from[−1,1] by the uniform distribution and the
outputsξ j are then generated by (73);

3. the matricesS andT are given byS= A′A andT = B′B whereA,B aren×n real matrices
whose components are randomly sampled from[1,3] by the uniform distribution;

4. we then solve the minimizerfK of (68) by (69) and (70);

5. for the refinement kernelG, we also obtainfG as the minimizer of

min
f∈HG

1
m

m

∑
j=1

‖ f (x j)−ξ j‖2
Λ +σ‖ f‖2

HG
, (74)

6. the regularization parameters in (68) and (74) are optimally chosen so that the relative square
approximation errors

EK :=

∫ 1
−1‖ fK(t)− f0(t)‖2dt∫ 1

−1‖ f0(t)‖2dt
, EG :=

∫ 1
−1‖ fG(t)− f0(t)‖2dt∫ 1

−1‖ f0(t)‖2dt
. (75)

are minimized, respectively.

We call (EK ,EG) obtained in each simulation an instance of approximation errors. Hence, we
have 50 instances for each pair of(n,δ). They are said to form a group. There are 12 groups
of instances of approximation errors. For each(n,δ), we shall calculate the mean and standard
deviation of the differenceEK −EG in the corresponding group as a measurement of the difference
in the performance of learning schemes (68) and (74). Before that, outliers of instances should be
excluded. Although we do not know the distributions ofEK andEG, we shall use the three-sigma
rule in statistics. In other words, we regard an instance(EK ,EG) as an outlier if the deviation ofEK
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n=2 n=4 n=8 n=16

δ = 0.1

(0.1024,0.0084) (0.0215,0.0182) (0.0230,0.0070) (0.0712,0.0015)
(0.0091,0.0081) (0.4095,0.0034) (0.0513,0.0091) (0.0364,0.0124)
(0.4128,0.0006) (0.1554,0.0011)
(0.6783,0.0025) (0.1464,0.0026)

δ = 0.3
(0.0286,0.0228) (0.0663,0.0321) (0.0407,0.0194) (0.1592,0.0018)
(0.4811,0.0020) (0.1892,0.0041) (0.1809,0.0023) (0.0309,0.0127)

(0.1674,0.0095) (0.0229,0.0099)

δ = 0.5
(0.2053,0.0020) (0.0377,0.0376) (0.2445,0.0028) (0.1612,0.0043)
(0.1267,0.0034) (0.3547,0.0033) (0.2762,0.0020) (0.0541,0.0081)
(0.0669,0.0465) (0.0119,0.0264)

Table 1: Outliers of instances of approximation errors(EK ,EG). An instance(EK ,EL) is consid-
ered to be an outlier if the deviation of one of its components to the respective mean in the
group is more than three times the standard deviation of the group. Outliers arelisted in an
independent table because they should be excluded from the calculation of the mean and
standard deviation of the approximation errors. Another reason is that adding them will
make the plot of the approximation errors highly disproportional.

orEG to their respective mean in the group exceeds three times their respective standard deviation.
There are 32 outliers among the entire 600 instances, which are listed below inTable 1.

We make a few observations from Table 1. Firstly,EG is smaller thanEK except for only one
instance. For a large portion of the outliers, the approximation errorEK is considerably large (larger
than 10%), a sign of underfitting of the kernelK. Those instances are of the greatest interest to us
as we desire to see if the refinement kernelG can make a remedy when underfitting does happen.
We see from Table 1 that for all of those outliers, the refinement kernelG always brings down the
relative approximation error to be less than 1%. The improvement brought by G for other instances
is also significant. The observations indicate that (74) performs significantly better in learning the
function (71) from finite examples than (68). For further comparison, wecompute the mean and
standard deviation of the differenceEK −EG of the approximation errors after excluding the above
outliers. The results are tabulated in Table 2 below. Note that a positive valueof the mean implies
that (74) performs better than (68). It is worthwhile to point out that amongall the rest 568 instances
excluding the outliers, there are only 33 whereEG is larger thanEK . The largest value ofEG−EK

is 0.0020. Therefore, we conclude that for all the(n,δ), (74) is superior to (68), and the larger the
standard deviation in Table 2 is, the greater improvement the refinement kernel G brings.

We shall also plot the 12 groups of approximation errorsEK ,EG for a visual comparison. To
this end, we take out the instances for whichEK is too large to have an appropriate range in the
vertical axes in the figures. Therefore, Figures 1 and 2 are not full embodiment of the improvement
of (74) over (68). Nevertheless, one sees that the improvement brought by the refinement kernelG
in these relatively well-behaved instances is still dramatic.
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n=2 n=4 n=8 n=16

δ = 0.1
0.0098 0.0139 0.0160 0.0108

(0.0182) (0.0335) (0.0241) (0.0135)

δ = 0.3
0.0076 0.0141 0.0143 0.0188

(0.0144) (0.0245) (0.0208) (0.0259)

δ = 0.5
0.0054 0.0127 0.0103 0.0091

(0.0121) (0.0307) (0.0186) (0.0102)

Table 2: The mean and standard deviation (in parentheses) ofEK −EG. The outliers of instances
listed in Table 1 are not counted toward these calculations. If they were added, the im-
provement brought by the refinement kernelG would have been more dramatic.
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Figure 1: Relative approximation errorsEK ,EG for n= 2,4 andδ= 0.1,0.3,0.5. The outliers listed
in Table 1 are not plotted here as they would make the figure highly disproportional.

7.2 Experiment 2: Overfitting

The target function we consider in the second experiment is

f0(x) =

[

ak

1+25(x−bk)2 +cke
−dkx : k∈ Nn

]

, x∈ [−1,1], (76)

where the components of the vectorsa,b,c,d ∈Rn will be randomly sampled by the uniform distri-
bution from[1,4], [0, 1

2], [−2,2], and[0,2] respectively in the numerical simulations. The dimension
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Figure 2: Relative approximation errorsEK ,EG for n = 8,16 andδ = 0.1,0.3,0.5. The outliers
listed in Table 1 are not plotted in the figure here.

n will be chosen from{2,4,8,16}. We fix m := 20 and shall sample the inputsx j , j ∈Nm randomly
by the uniform distribution from[−1,1]. Similarly, the outputsξ j ∈ Rn, j ∈ Nm will be generated
by (73) where the noise level is to be selected from{0.1,0.3,0.5}.

In the first step, we substitute the sample data{(x j ,ξ j) : j ∈Nm} into the regularization network
(68) with the following kernel

K(x,y) := Sexp

(

−(x−y)2

2

)

+T(1+xy)18, x,y∈ [−1,1], (77)

whereS=A′A andT =B′B with A,B beingn×n real-matrices whose components will be randomly
sampled by the uniform distribution from[1,2]. The target function (76) contains translations of the
Runge function

1
1+25x2 , x∈ [−1,1].

It is well-known that approximating the Runge function by high order polynomial interpolations
leads to overfitting. One sees by (70) that the regulation network (68) mightbe regarded as a
regularized interpolation. Note also that the order of the polynomial kernelin (77) is 18, which is
close to the numberm= 20 of sampling points. Overfitting is hence expected. When this occurs,
we propose to reduce the order of the polynomial kernel by considering

L(x,y) := Sexp

(

−(x−y)2

2

)

+T
10

∑
k=0

(

18
k

)

(xy)k, x,y∈ [−1,1].
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δ = 0.1 δ = 0.3 δ = 0.5

n=2
(0.9000, 0.7843) (2.9906,1.3509) (1.8065, 0.8044),(1.1332, 0.3213)

(19.6416, 7.6578)

n=4

(8.2450,5.8717) (1.1760,0.1354) (4.6316,7.0497),(2.0850,1.3204)
(1.6654,2.0466) ( 0.4591, 0.7845) (2.4657,1.1386)

(18.9615,12.0513) (5.7967,0.6122)
(0.9536, 1.0998) (5.1196,2.6692)

n=8

(0.9102,1.3862) (1.3517, 1.8339) (0.6369, 0.3698),(0.6945,0.2878)
(1.2233,0.9489) (0.8450,0.2605) (2.2371, 2.4008)
(0.6711,0.2249) (0.3571, 0.7221) (1.0738,0.4172)

(2.2403, 2.0108) (1.0561,0.3067)
(5.6153,5.0954) (0.6791,1.0980)
(2.0763,1.3718) (3.6689,3.9566)
(2.2567,1.4024) (1.1238,0.2467)

n=16

(4.4905, 5.8886) (26.0758,7.6125) (73.0854,42.6904),(1.6070, 1.4224)
(7.9187, 4.3445) (1.2255, 0.3181) (3.2674, 2.2622),(2.1632, 1.7059)
(2.1619, 0.5061) (0.5140, 0.1817) (2.8067, 0.5791),(9.0120, 3.5443)

(17.5145, 13.7894) (2.4289, 1.9022) (0.6064, 0.3365),(4.0484 , 0.4220)
(1.0064, 0.8287)

Table 3: Outliers of instances of relative approximation errors(EK ,EL).

By Corollary 22,HL � HK , namely,K is a refinement ofL. We shall demonstrate by numerical
simulations that

min
f∈HL

1
m

m

∑
j=1

‖ f (x j)−ξ j‖2+σ‖ f‖2
HL

(78)

outperforms (68) with the kernel (77). To this end, we shall conduct numerical experiments similar
to those in the last subsection. LetfK and fL be the minimizer of (68) and (78), respectively. We shall
measure the performance by the relative square approximation errorsEK andEL, which are defined
in the same way as (75). For each pair of(n,δ), wheren∈ {2,4,8,16} andδ ∈ {0.1,0.3,0.5}, we
run 20 numerical simulations where the regularization parametersσ are to be chosen so thatEK and
EL are minimized, respectively. As in the first experiment, we shall calculate the mean and standard
deviation ofEK andEL in each group after taking out some outliers. We shall also plot the relative
errors for comparison. The results are shown below in the form of tablesand figures.

We have more outliers compared to the first experiment. Using fewer sampling points and
approximating the Runge function by polynomials both contributes to this. We observe that for
the majority of these outliers,EL is significantly smaller thanEK , showing improvement of learn-
ing scheme (78) over (68). For further comparison, we shall compute themean and variances of
EK −EL and plot the relative approximation errorsEK andEL for the rest of instances.

A positive value of the mean in Table 4 implies that (78) performs better than (68). It is observed
that kernelL brings improvement for all the choices ofn ∈ {2,4,8,16} and δ ∈ {0.1,0.3,0.5}.
We also remark that among all the 188 instances counted in Table 4, there areonly 32 for which
EL > EK . The mean and standard deviation ofEL −EK for these 32 instances are 0.0264 and
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n=2 n=4 n=8 n=16

δ = 0.1
0.0289 0.0511 0.0173 0.0157

(0.0846) (0.0587) (0.0779) (0.0146)

δ = 0.3
0.0404 0.0661 0.0671 0.0657

(0.0922) (0.0705) (0.0929) (0.0918)

δ = 0.5
0.0629 0.0130 0.0484 0.0625

(0.1098) (0.0233) (0.0758) (0.0821)

Table 4: The mean and standard deviation (in parentheses) ofEK −EL. The outliers of instances
listed in Table 3 are not counted toward these calculations. If they were added, the im-
provement brought by the refinement kernelG would have been more dramatic.
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Figure 3: Relative approximation errorsEK ,EL for n= 2,4 andδ = 0.1,0.3,0.5. The outliers listed
in Table 3 are not plotted here as they will make the figure highly disproportional.

0.0306. We conclude that compared to (68), (78) improves the performanceconsiderably in learn-
ing the function (76).

7.3 Experiment 3: Impact of Irrelevant Signals

Suggested by one of the anonymous reviewers, we shall examine the impactof irrelevant signals
in the refinement kernel method. More specifically, we plan to apply the refinement kernel method

131



ZHANG, XU AND ZHANG

0 2 4 6 8 10 12 14 16
0

0.1

0.2

0.3

0.4

n = 8, δ = 0.1
kernel K

kernel L

0 2 4 6 8 10 12 14 16
0

0.05

0.1

0.15

0.2

n = 16, δ = 0.1

0 2 4 6 8 10 12 14
0

0.1

0.2

0.3

0.4

n = 8, δ = 0.3

0 2 4 6 8 10 12 14 16
0

0.1

0.2

0.3

0.4

n = 16, δ = 0.3

0 2 4 6 8 10 12
0

0.1

0.2

0.3

0.4

n = 8, δ = 0.5

1 2 3 4 5 6 7 8 9 10 11
0

0.1

0.2

0.3

0.4

n = 16, δ = 0.5

kernel K

kernel L

Figure 4: Relative approximation errorsEK ,EL for n = 8,16 andδ = 0.1,0.3,0.5. The outliers
listed in Table 3 are not plotted here.

δ = 0.1 δ = 0.3 δ = 0.5

n= 4
(0.0164, 0.0083) (0.1760,0.0074) (0.1550, 0.0049)
(0.2930, 0.0044) ( 0.0415, 0.0189) (0.0837, 0.0302)
(0.0074, 0.0076) (0.1464, 0.0254)

Table 5: Outliers of instances of relative approximation errors(EK ,EG).

to the learning a vector-valued function whose components might be irrelevant. To avoid repetition
and save space, we shall consider the underfitting case only and limit ourself to dimensionn= 4.
The instance investigated here is the functionf0 of the form (71), where we shall seta3 = a4 = c1 =
c2 = 0. Thus, the first two components are irrelevant with the last two componentsof f0. We then
proceed with the same simulation procedures as those in experiment 1.

We obtain 3 groups of relative approximation error(EK ,EG) corresponding to the noise level
δ = 0.1,0.3,0.5. As in experiment 1, we first list all the outliers by the three-sigma rule in Table 5
below.

We observe from Table 5 that under the impact of irrelevant signals, among the above outliers,
EG is smaller thanEK except for only one instance(0.0074,0.0076). In 4 instances of the outliers,
EK is larger than 14%, while the refinement kernelG always brings down the relative approximation
error to be less than 3%. In the overall 150 instances of relative approximation errors computed,
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δ = 0.1 δ = 0.3 δ = 0.5

n= 4
0.0077 0.0114 0.0117

(0.0131) (0.0257) (0.0205)

Table 6: The mean and standard deviation (in parentheses) ofEK −EG. The outliers of instances
listed in Table 5 are not counted toward these calculations. If they were added, the im-
provement brought by the refinement kernelG would have been more dramatic.
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Figure 5: Relative approximation errorsEK ,EG for n= 4 andδ = 0.1,0.3,0.5. The outliers listed
in Table 5 are not plotted here as they would make the figure highly disproportional.

there are only 13 instances whereEK is smaller thanEG. For all these instances,EG are of the same
magnitude level withEK , showing competitive performance. For further comparison, we compute
the mean and standard deviation of the differenceEK −EG after the above outliers are excluded.
The results are shown in Table 6 below.

Finally, we plot the 3 groups of relative approximation errorsEK ,EG for a visual comparison
after the outliers in Table 5 are excluded.

We conclude from Tables 5, 6 and Figure 5 that for the learning problem considered in this
subsection, the refinement kernel method works well under the impact of irrelevant signals.
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8. Conclusion and Discussion

The refinement relationship between two operator-valued reproducing kernels provides a promising
way of updating kernels for multi-task machine learning when overfitting or underfitting occurs.
We establish several general characterizations of the refinement relationship. Particular attention
has been paid to the case when the kernels under investigation have a vector-valued integral repre-
sentation, the most general form of operator-valued reproducing kernels. By the characterizations,
we present concrete examples of refining the translation invariant operator-valued reproducing ker-
nels, Hessian of the scalar-valued Gaussian kernel, and finite Hilbert-Schmidt operator-valued re-
producing kernels. Three numerical experiments confirm the potential usefulness of the proposed
refinement method in updating kernels for multi-task learning. We plan to investigate the effect of
the method by real application data in another occasion.

We discuss three issues that might deserve future research attention. The first one concerns
about the computational saving brought by the refinement kernel method.Suppose a minimizer in
an RKHS resulting from a particular learning algorithm is already computed but turns out to be
unsatisfactory due to underfitting. When the kernel corresponding to theRKHS is refined, instead
of running the algorithm from the scratch in the updated RKHS, we are wondering if the original
minimizer can be made use of in order to reduce computational costs. In the scalar-valued case,
it has been shown that this can be done for the classical regularization networks (Xu and Zhang,
2009). For the vector-valued case, one would need to carefully handlethe complexity brought
by the high dimension of the output space in order to establish a similar analysis.The second
question is whether a multi-resolution analysis for vector-valued RKHS can be achieved by using
the refinement kernel method. Our initial thinking and impression is that the approach in Xu and
Zhang (2007) of using a bijective self-mapping of the input space can becarried over without much
difficulty. Finally, we look at the requirement in the definition of refinement that the norm on the
RKHS of the refinement kernel should coincide with that in the RKHS of the original kernel. As
seen by the results in Section 5 and those in Xu and Zhang (2009), this strong condition poses a
serious restriction in searching for refinement kernels. A remedy is to askthe two norms to be
equivalent in the smaller space or to even just focus on the inclusion relation. Study along this
direction has been done for scalar-valued kernels (Zhang and Zhao,2011). It is shown there that
this relaxation brings more freedom and choices in choosing kernels for refinement. Vector-valued
counterparts are yet to be investigated. This approach also connects to apopular way of updating
kernels pointed out by one of the reviewers, which is to tune a parameter (for example, the variance
in the Gaussian kernel, the degree in a polynomial kernel, etc.) in the kernel.Although this practice
seldom corresponds to a refinement, it does sometimes fall into the approachconsidered in Zhang
and Zhao (2011). Examples include the exponential kernels, the inversemultiquadrics, the B-spline
kernels, and the polynomial kernels (Zhang and Zhao, 2011).
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Abstract
Given a setV of n elements we wish to linearly order them given pairwise preference labels which
may be non-transitive (due to irrationality or arbitrary noise).

The goal is to linearly order the elements while disagreeingwith as few pairwise preference
labels as possible. Our performance is measured by two parameters: The number of disagreements
(loss) and the query complexity (number of pairwise preference labels). Our algorithm adaptively
queries at mostO(ε−6nlog5n) preference labels for a regret ofε times the optimal loss. As a
function ofn, this is asymptotically better than standard (non-adaptive) learning bounds achievable
for the same problem.

Our main result takes us a step closer toward settling an openproblem posed by learning-to-
rank (from pairwise information) theoreticians and practitioners: What is a provably correct way to
sample preference labels? To further show the power and practicality of our solution, we analyze a
typical test case in which a large margin linear relaxation is used for efficiently solving the simpler
learning problems in our decomposition.
Keywords: statistical learning theory, active learning, ranking, pairwise ranking, preferences

1. Introduction

We study the problem of learning to rank from pairwise preferences, and solve a long-standing open
problem that has led to development of many heuristics but no provable results.

The setting is as follows: We are given a setV of n elements from some universe, and we wish
to linearly order them given pairwise preference labels. given two elements u,v ∈ V, a pairwise
preference label is obtained as a response, typically from a human, to thequestionwhich if preferred,
u or v? We assume no abstention, hence, eitheru is preferred tov (denotedu≺ v) or the other way
around.

The goal is to linearly order the elements from the most preferred to the leastpreferred, while
disagreeing with as few pairwise preference labels as possible. Our performance is measured by
two parameters: The loss (number of pairwise preference labels we disagree with) and the query
complexity (number of pairwise preference labels we obtain). This is a typical learning problem,
with the exception that the sample space is finite, consisting of

(n
2

)

possibilities only.
The loss minimization problem given the entiren×n preference matrix is a well known NP-

hard problem called MFAST (minimum feedback arc-set in tournaments) (Alon, 2006). Recently,
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Kenyon-Mathieu and Schudy (2007) have devised a PTAS for it, namely,a polynomial (inn) -time
algorithm computing a solution with loss at most(1+ε) the optimal, for andε> 0 (the degree of the
polynomial may depend onε). In our case each edge from the input graph is given for a unit cost.
Our main algorithm is derived from Kenyon et al’s algorithm. Our output, however, is not a solution
to MFAST, but rather a reduction of the original learning problem to a different, simpler one. The
reduced problem can be solved using any general ERM (empirical risk minimization) black-box.
The sampling of preference labels from the original problem is adaptive,hence the combination of
our algorithm and any ERM blackbox is an active learning one. We give examples with an SVM
based ERM black-box toward the end.

1.1 Our Setting vs. The Usual “Learning to Rank” Problem

Our setting defers from much of thelearning to rank(LTR) literature. Usually, the labels used in
LTR problems are responses to individual elements, and not to pairs of elements. A typical example
is the 1..5 scale rating for restaurants, or 0,1 rating (irrelevant/relevant) for candidate documents
retrieved for a query (known as thebinary rankingproblem). The goal there is, as in ours, to order
the elements while disagreeing with as little pairwise relations as possible, where apairwise relation
is derived from any two elements rated differently. Note that the underlyingpreference graph there
is transitive, hence no combinatorial problem due to nontransitivity. In fact, some view the rating
setting as an ordinal regression problem and not a ranking problem. Here the preference graph may
contain cycles, and is hence agnostic with respect to the concept class weare allowed to output
from, namely, permutations. We note that some LTR literature does consider thepairwise prefer-
ence label approach, and there is much justification to it (see Carterette et al. 2008; Ḧullermeier
et al. 2008 and reference therein). As far as we know, our work provides a sound solution to a
problem addressed by machine learning practitioners (e.g., Carterette et al. 2008) who use pairwise
preferences as labels for the task of learning to rank items, but wish to avoid obtaining labels for the
quadratically many preference pairs, without compromising low error bounds. We also show that
the problem of quadraticityfound in much work dealing with pairwise preference based learning
to rank (e.g., from Crammer and Singer 2001the [pairwise] approach is time consuming since it
requires increasing the sample size ... to O(n2)) can be alleviated in the light of new advances in
combinatorial optimization (Ailon et al., 2008a; Kenyon-Mathieu and Schudy,2007).

1.2 Using Kenyon and Schudy’s PTAS as a Starting Point

As mentioned above, our main algorithm is derived from the PTAS of Kenyon-Mathieu and Schudy
(2007), but it is important to note a significant difference between our work and theirs. A good
way to explain this is to compare two learners, Larry and Linda. On the first day, Larry queries all
(n

2

)

pairwise preference labels and sends them to a perfect solver for MFAST. Linda uses our work
to query onlyO(npoly(logn,ε−1)) preference labels and obtains a decomposition of the original
input V into an ordered listof sub-problemsV1, . . . ,Vk where eachVi is contained inV. Using
the same perfect solver for the induced subproblems corresponding to each part and concatenating
the individual output permutations, Linda will incur a loss of at most(1+ ε) that of Larry. If
the decomposition is nontrivial, then Linda enjoys reduced query complexity for a small regret
compared to Larry. The next day, both Larry and Linda realize that the perfect MFAST solver
cannot deal with large inputs (the problem is NP Hard). They cannot usethe PTAS of Kenyon-
Mathieu and Schudy (2007) because they seek a multiplicative regret of(1+ ε) with respect to the
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optimal solution (we also say arelative regretof ε), and the soughtε makes this infeasible.1 To
remedy this, Larry takes advantage of the fact that the setV does not merely consist of abstract
elements, but rather eachu ∈ V is endowed with a feature vectorϕ(u) and hence each pair of
pointsu,v is endowed with the combined feature vector(ϕ(u),ϕ(v)). As in typical learning, he
posits that the order relation betweenu,v can be deduced from a linear function of(ϕ(u),ϕ(v)),
and invokes an optimizer (e.g., SVM) on the relaxed problem, with all pairs as input. Note that
Larry may try to sample pairs uniformly to reduce the query complexity (and, perhaps, the running
time of the relaxed solver), but as we show below, he will be discouraged from doing so because
in certain realistic cases a relative regret ofε may entail sampling the entire pairwise preference
space. Linda uses the same relaxed optimizer, say, SVM. The labels she sends to the solver consist
of a uniform sample of pairs from each blockVi , together with all pairsu,v residing in separate
blocks from her aforementioned construction decomposition. From the former label type she would
need onlyO(npoly(logn,ε−1)) many, because (per our decomposition design) within the blocks the
cost of any solution is high, and hence arelativeerror is tantamount to an absolute error of similar
magnitude, for which careful arguments allow low query complexity. From thelatter label type, she
would generate a label for all pairsu,v in distinctVi ,Vj , using a ”made up” label corresponding to
the order ofVi ,Vj (recall that the decomposition is ordered).

As the above story suggests, we do not run the PTAS of Kenyon-Mathieuand Schudy (2007)
verbatim, but use it only to obtain a certain decomposition of the input. Among other changes,
a key change to their algorithm is required by replacing a highly sensitive greedy improvement
step into a robust approximate one, by careful sampling. The main difficulty stems from the fact
that after a single greedy improvement step, the sample becomes stale and requires refreshing. We
show a query efficient refreshing technique that allows iterated approximate greedy improvement
steps. Interestingly, the original analysis is amenable to this change. It is also interesting to note
that the sampling scheme used for identifying greedy improvement steps for acurrent solution are
similar to ideas used by Ailon et al. (2007, 2008b) and Halevy and Kushilevitz(2007) in the context
of property testing and reconstruction, where elements are sampled from exponentially growing
intervals in a linear order.

The 3-approximation algorithm for MFAST using QuickSort by Ailon et al. (2008a) is used in
Kenyon-Mathieu and Schudy (2007) as well as here as an initialization step. Note that this is a sub-
linear algorithm. In fact, it samples onlyO(nlogn) pairs from the

(n
2

)

possible, on expectation. Note
also that the pairs from which we query the preference relation in QuickSort are chosen adaptively.

1.3 Our Work in the Context of Machine Learning Reductions

Our main algorithm reduces a given instance to smaller subproblems decomposing it. We compare
the machine learning reduction approach to two other works, that of Balcanet al. (2008) and that
of Ailon and Mohri (2010). The former also considers a reduction of theproblem of learning to
rank, but in thebipartite ranking(see Section 1.1) setting where, in the first place, it is assumed
that individual elements are endowed with unknown labels on a scale (of size two). The output is
a permutation, and the loss function is the number of pairwise inversions. Their work shows that
the problem of minimizing the regrets of the underlying binary classification andranking problems
is, up to a constant, the same thing. Their work, in fact, questions the justification for the so-called

1. The running time of the PTAS is exponential inε−1. We note here, for the sake of comparison, that our sampling
scheme has complexity polynomial inε−1.
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binary ranking problem. The latter (Ailon and Mohri, 2010) considers the same setting as here, and
shows a query efficient algorithm that reduces the original instance, which may contain cycles, to a
binary classification problem over an adaptively chosen set ofO(nlogn) pairs on expectation. The
results there guarantee a total regret of at most twice that of the optimal.2 Here we obtain at most
1+ ε that of the optimal usingO(npoly(logn,ε−1)) pairwise queries.

1.4 Our Work in the Context of Active Learning

Active learning is an important field of statistical learning theory and practice(El-Yaniv and Wiener,
2010; Balcan et al., 2010; Hanneke, 2007; Dasgupta, 2005; Culotta and McCallum, 2005; Roth and
Small, 2006; Dasgupta et al., 2007; Atlas et al., 1994; Freund et al., 1997;Lindenbaum et al., 2004;
Begleiter et al., 2008; Balcan et al., 2009; Angluin, 2004; Dasgupta et al.,2009; Fine et al., 2002;
Baram et al., 2004; Atlas et al., 1994; Friedman, 2009; Atlas et al., 1990; Yu et al., 2006). In the most
general setting, one wishes to improve on standard query complexity bounds (using, for example,
VC or Rademacher complexity) by actively choosing which instances to obtainlabels for. Many
heuristics have been developed, while algorithms with provable bounds (especially in the agnostic
case) are known for few problems. Balcan et al. (2010) show that anylearning algorithm for a finite
VC dimensional space admits an active learning algorithm which asymptotically beats, in query
complexity, that of a passive learning algorithm. Their guarantees are, however, unverifiable in the
sense that the learner does not know when to stop querying in order to achieve a certain error. Also,
their scheme still requires a considerable amount of work in order to be applicable for individual
problems. It is an interesting open question to apply it to the problem at hand and compare the
results with our algorithms’ guarantees. Also, Balcan et al. (2009) proposed an active learning
algorithm called A2. A useful measure of complexity which was later defined by Hanneke (2007)
is key in analysis of A2. He defined a disagreement coefficient for a concept space and showed how
this measure could be used for active learning in certain cases. We show inAppendix B why this
measure does not help here.

1.5 Our Work in the Context of Noisy Sorting

There is much literature in theoretical computer science on sorting noisy data.For example, Braver-
man and Mossel (2008) present an algorithm with anO(nlogn) query complexity for exact order
reconstruction when the input is Bayesian with certain natural priors. Feigeet al. (2002) consider a
scenario in which the input preference graph is transitive, but queriesmay result in noisy compar-
isons which may be inconsistent with previous information (hence, queryingthe same pair multiple
times would result in difference independent responses). Ajtai et al. (2009) consider a setting in
which each element has a latent value, and comparisons of two elements with similar value may
result in errors. In this work the input is not Bayesian, query responses are fixed and elements do
not have a latent value.

1.6 Paper Organization

In Section 2 we present basic definitions and lemmata, and in particular definewhat a good decom-
position is and how it can be used in learning permutations from pairwise preferences. Section 3
presents our main active learning algorithm which is, in fact, an algorithm forproducing a good

2. Additionally, they consider the so called binary ranking, which is not the problem here.
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decomposition query efficiently. The main result is presented in Theorem 7.Section 4 discusses our
main results as a preconditioner for a standard SVM relaxation for the hardcombinatorial problems
underlying the problem of minimum feedback-arcset in sparse graphs.

2. Notation and Basic Lemmata

We start by introducing basic notations and definitions of the problem, together with results from
statistical learning theory which we will later improve.

2.1 The Learning Theoretical Problem

Let V denote a finite set that we wish to rank. In a more general setting we are given a sequence
V1,V2, . . . of sets, but there is enough structure and interest in the single set case,which we focus
on in this work. Denote byn the cardinality ofV. We assume there is an underlying preference
functionW on pairs of elements inV, which is unknown to us. For any ordered pairu,v∈V, the
preference valueW(u,v) takes the value of 1 ifu is deemed preferred overv, and 0 otherwise. We
enforceW(u,v)+W(v,u) = 1, hence,(V,W) is a tournament. We assume thatW is agnosticin the
sense that it does not necessarily encode a transitive preference function, and may contain errors
and inconsistencies. For convenience, for any two real numbersa,b we will let [a,b] denote the
interval{x : a≤ x≤ b} if a≤ b and{x : b≤ x≤ a} otherwise.

Assume now that we wish to predictW using a hypothesish from some concept classH .
The hypothesish will take an ordered pair(u,v) ∈ V as input, and will output label of 1 to assert
that u precedes vand 0 otherwise. We wantH to contain only consistent hypotheses, satisfying
transitivity (i.e., ifh(u,v) = h(v,w) = 1 thenh(u,w) = 1). A typical way to do this is using a linear
score function: Eachu∈V is endowed with a feature vectorϕ(u) in some RKHSH, a weight vector
w∈ H is used for parametrizing eachhw ∈H , and the prediction is as follows:3

hw(u,v) =











1 〈w,ϕ(u)〉> 〈w,ϕ(v)〉
0 〈w,ϕ(u)〉< 〈w,ϕ(v)〉
1u<v otherwise

.

Our work is relevant, however, to nonlinear hypothesis classes as well. We denote byΠ(V) the
set permutations on the setV, hence we always assumeH ⊆ Π(V). (Permutationsπ are natu-
rally viewed as binary classifiers of pairs of elements via the preference predicate: The notation is,
π(u,v) = 1 if and only if u≺π v, namely, ifu precedesv in π. Slightly abusing notation, we also
view permutations as injective functions from[n] to V, so that the elementπ(1) ∈V is in the first,
most preferred position andπ(n) is the least preferred one. We also define the functionρπ inverse
to π as the unique function satisfyingπ(ρπ(v)) = v for all v ∈ V. Hence,u≺π v is equivalent to
ρπ(u)< ρπ(v). )

As in standard ERM setting, we assume a non-negative risk functionCu,v penalizing the error of
h with respect to the pairu,v, namely,

Cu,v(h,V,W) = 1h(u,v) 6=W(u,v) .

3. We assume thatV is endowed with an arbitrary linear order relation, so we can formally writeu< v to arbitrarily yet
consistently break ties.
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The total loss,C(h,V,W) is defined asCu,v summed over all unorderedu,v ∈ V. Our goal is to
devise an active learning algorithm for the purpose of minimizing this loss.

In this paper we find an almost optimal solution to the problem using important breakthroughs
in combinatorial optimization of a related problem calledminimum feedback arc-set in tournaments
(MFAST). The relation between this NP-Hard problem and our learning problem has been noted
before (Cohen et al., 1998), but no provable almost optimal active learning has been devised, as far
as we know.

2.2 The Combinatorial Optimization Counterpart

MFAST is defined as follows: Assume we are givenV andW and its entirety, in other words, we
pay no price for readingW. The goal is to order the elements ofV in a full linear order, while
minimizing the total pairwise violation. More precisely, we wish to find a permutationπ on the
elements ofV such that the total backward cost:

C(π,V,W) = ∑
u≺πv

W(v,u) (1)

is minimized. The expression in (1) will be referred to as theMFAST costhenceforth.
WhenW is given as input, this problem is known as the minimum feedback arc-set in tourna-

ments (MFAST). A PTAS has been discovered for this NP-Hard very recently (Kenyon-Mathieu and
Schudy, 2007). Though a major theoretical achievement from a combinatorial optimization point of
view, the PTAS is not useful for the purpose oflearning to rank from pairwise preferencesbecause
it is not query efficient. Indeed, it may require in some cases to read all quadratically many entries
in W. In this work we fix this drawback, while using their main ideas for the purpose of machine
learning to rank. We are not interested in MFAST per se, but use the algorithm by Kenyon-Mathieu
and Schudy (2007) to obtain a certain useful decomposition of the input(V,W) from which our
main active learning result easily follows.

Definition 1 Given a set V of size n, an ordered decomposition is a list of pairwise disjoint subsets
V1, . . . ,Vk⊆V such that∪k

i=1Vi =V. For a given decomposition, we let W|Vi denote the restriction of
W to Vi×Vi for i = 1, . . . ,k. Similarly, for a permutationπ∈Π(v) we letπ|Vi denote the restriction of
the permutation to the elements of Vi (hence,π|Vi ∈Π(Vi)). We say thatπ∈Π(V) respects V1, . . . ,Vk

if for all u ∈ Vi ,v ∈ Vj , i < j, u≺π v. We denote the set of permutationsπ ∈ Π(V) respecting the
decomposition V1, . . . ,Vk by Π(V1, . . . ,Vk). We say that a subset U of V issmall in V if |U | ≤
logn/ log logn, otherwise we say that Uis big in V. A decomposition V1, . . . ,Vk is ε-good with
respect to W if:4

• Local chaos:

min
π∈Π(V)

∑
i:Vi big in V

C(π|Vi
,Vi ,W|Vi

)≥ ε2 ∑
i:Vi big in V

(

ni

2

)

. (2)

• Approximate optimality:

min
σ∈Π(V1,...,Vk)

C(σ,V,W)≤ (1+ ε) min
π∈Π(V)

C(π,V,W) . (3)

4. We will just sayε-good ifW is clear from the context.
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Intuitively, anε-good decomposition identifies a block-ranking of the data that is difficult to rank
in accordance withW internally on average among big blocks (local chaos), yet possible to rank
almost optimally while respecting the decomposition (approximate optimality). We show how to
take advantage of anε-good decomposition for learning in Section 2.3. The ultimate goal will be to
find anε-good decomposition of the input setV usingO(poly(logn,ε−1)) queries intoW.

2.3 Basic Results from Statistical Learning Theory

In statistical learning theory, one seeks to find a classifier minimizing an expected cost incurred on
a random input by minimizing the empirical cost on a sample thereof. If we view pairs of elements
in V as data points, then the MFAST cost can be cast, up to normalization, as an expected cost
over a random draw of a data point. The distribution space is finite, hence we may view this as a
transductive learning algorithm. Recall our notation ofπ(u,v) denoting the indicator function for
the predicateu≺π v. Thusπ is viewed as a binary hypothesis function over

(V
2

)

, andΠ(V) can be
viewed as the concept class of all binary hypotheses satisfying transitivity: π(u,v)+π(v,y)≥ π(u,y)
for all u,v,y.

A sampleE of unordered pairs gives rise to apartial cost, CE defined as follows:

Definition 2 Let (V,E) denote an undirected graph over V , which may contain parallel edges (Eis
a multi-set). The partial MFAST cost CE(π) is defined as

CE(π,V,W) =

(

n
2

)

|E|−1 ∑
(u,v)∈E
u<πv

W(v,u) .

(The accounting of parallel edges inE is clear.) The functionCE(·, ·, ·) can be viewed as anempirical
unbiased estimatorof C(π,V,W) if E⊆

(V
2

)

is chosen uniformly at random among all (multi)subsets
of a given size.

The basic question in statistical learning theory is, how good is the minimizerπ of CE, in terms
of C? The notion of VC dimension by Vapnik and Chervonenkis (1971) gives us a nontrivial bound
which is, albeit suboptimal (as we shall soon see), a good start for our purpose.

Lemma 3 The VC dimension of the set of permutations on V, viewed as binary classifiers on pairs
of elements, is n−1.

It is easy to show that the VC dimension is at mostO(nlogn). Indeed, the number of permutations
is at mostn!, and the VC dimension is always bounded by the log of the concept class cardinality.
That the bound is linear was proven by Ailon and Radinsky (2011). We present the proof here in
Appendix A for completeness. The implications of the VC bound are as follows.

Proposition 4 Assume E is chosen uniformly at random (with repetitions) as a sample of m ele-
ments from

(V
2

)

, where m> n. Then with probability at least1−δ over the sample, all permutations
π satisfy:

|CE(π,V,W)−C(π,V,W)|= n2O

(
√

nlogm+ log(1/δ)
m

)

.

The consequence of Proposition 4 are as follows: If we want to minimizeC(π,V,W) overπ to
within an additive error ofµn2, and succeed in doing so with probability at least 1−δ, it is enough
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to choose a sampleE of O(µ−2(nlogn+ logδ−1)) elements from
(V

2

)

uniformly at random (with
repetitions), and optimizeCE(π,V,W). Assume from now on thatδ is at leaste−n, so that we get a
more manageable sample bound ofO(µ−2nlogn). Before turning to optimizingCE(π,V,W), a hard
problem in its own right (Karp, 1972; Dinur and Safra, 2002), we should first understand whether
this bound is at all good for various scenarios. We need some basic notions of distance between
permutations. For two permutationsπ,σ, the Kendall-Tau distancedτ(π,σ) is defined as

dτ(π,σ) = ∑
u6=v

1[(u≺π v)∧ (v≺σ u)] .

The Spearman Footrule distancedfoot(π,σ) is defined as

dfoot(π,σ) = ∑
u
|ρπ(u)−ρσ(u)| .

The following is a well known inequality due to Diaconis and Graham (1977) relating the two
distance measures for allπ,σ:

dτ(π,σ)≤ dfoot(π,σ)≤ 2dτ(π,σ) . (4)

Clearlydτ anddfoot are metrics. It is also clear thatC(·,V, ·) is an extension ofdτ(·, ·) to distances
between permutations and binary tournaments, with the triangle inequality of the form dτ(π,σ) ≤
C(π,V,W)+C(σ,V,W) satisfied for allW andπ,σ ∈Π(V).

Assume now that we are able, using Proposition 4 and the ensuing comment, to find a solution
π for MFAST, with an additive regret ofO(µn2) with respect to an optimal solutionπ∗ for some
µ> 0. The triangle inequality implies that the distancedτ(π,π∗) between our solution and the true
optimal isΩ(µn2). By (4), this means thatdfoot(π,π∗) = Ω(µn2). By the definition ofdfoot, this
means that the average elementv ∈ V is translatedΩ(µn) positions away from its position inπ∗.
In a real life application (e.g., in information retrieval), one may want elements tobe at most a
constantγ positions away from their position in a correct permutation. This translates to asought
regret ofO(γn) in C(π,V,W), or, using the above notation, toµ= γ/n. Clearly, Proposition 4 cannot
guarantee less than a quadratic sample size for such a regret, which is tantamount to queryingW in
its entirety.We can do better: In this work, for anyε> 0 we will achieve a regret ofO(εC(π∗,V,W))
usingO(ε−6nlog5n) queries intoW, regardless of how small the optimal costC(π∗,V,W) is. Hence,
our regret is relative to the optimal loss. This is clearly not achievable usingProposition 4. Let us
outline another practical case of interest. Assume a scenario in which a ground truth permutation
π ∈Π(V) exists, and the noisy preference matrixW is generated by a human responder who errs on
a pairu,v with probability f (|ρπ(u)−ρπ(v)|), where f is some monotonically decreasing function.
Intuitively, this scenario posits that people confuse the order of two elements the “closer” they are
to each other. If, say,f (x) = px−ν for someν > 0 andp> 0, then the cost of the optimal solution
π would beΘ(pn2−ν) with high probability.5 Proposition 4 tells us that if we wanted to find a
permutation withrelative error of ε, namely, of absolute errorΘ(εpn2−ν), then we would need
O(ε−2p−2n1+2ν logn) queries. Our result achieves the same error with an almost linear dependence
onn (albeit a worse dependence onε).

One may argue that the VC bound measures the merits of uniform, non-adaptive sampling too
pessimistically. This isn’t the case. Consider the extreme case in which the optimal cost is zero. We

5. We are assuming stochastic noise for the sake of the example, althoughthis work deals with adversarial noise.
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argue that a uniform sample of pairsrequiresΩ(n2) query complexity. Indeed, if the optimal cost
is zero then unless one queries alln−1 consecutive pairs in the unique optimal permutation, one
cannot reveal it. It is now easy to see that samplingo(n2) pairs uniformly (either with or without
repetition) would succeed in doing so with exponentially (inn) small probability. A relativeε
approximation cannot be thus achieved. But we know that an adaptive sample ofO(nlogn) pairs on
expectation (QuickSort) does better. It is folklore thatΩ(nlogn) is also a lower bound in the perfect
(zero cost) case. Hence, one cannot hope to get rid of the logn factor in our main result, Theorem 7
below.

Before continuing, we need need a slight generalization of Proposition 4.

Proposition 5 Let V1, . . . ,Vk be an ordered decomposition of V . LetB denote the set of indices
i ∈ [k] such that Vi is big in V . Assume E is chosen uniformly at random (with repetitions) as a
sample of m elements from

⋃
i∈B
(Vi

2

)

, where m> n. For each i= 1, . . . ,k, let Ei = E∩
(Vi

2

)

. Define
CE(π,{V1, . . . ,Vk},W) to be

CE(π,{V1, . . . ,Vk},W) =

(

∑
i∈B

(

ni

2

)

)

|E|−1 ∑
i∈B

(

ni

2

)−1

|Ei |CEi (π|Vi
,Vi ,W|Vi

) . (5)

(The normalization is defined so that the expression is an unbiased estimator of

∑i∈BC(π|Vi
,Vi ,W|Vi

). If |Ei | = 0 for some i, formally define
(ni

2

)−1|Ei |CEi (π|Vi
,Vi ,W|Vi

) = 0.) Then
with probability at least1−e−n over the sample, all permutationsπ ∈Π(V) satisfy:

∣

∣

∣

∣

∣

CE(π,{V1, . . . ,Vk},W)−∑
i∈B

C(π|Vi ,Vi ,W|Vi )

∣

∣

∣

∣

∣

= ∑
i∈B

(

ni

2

)

O

(
√

nlogm+ log(1/δ)
m

)

.

Proof Consider the set of binary functions∏i∈B Π(Vi) on the domain
⋃

i∈BVi ×Vi , defined as
follows: If u,v∈Vj ×Vj for somej ∈ B, then

((πi)i∈B)(u,v) = π j(u,v) .

It is clear that the VC dimension of this function set is at most the sum of the VC dimensions of
{Π(Vi)}i∈B , hence by Lemma 3 at mostn. The result follows.

2.4 Using anε-Good Partition

The following lemma explains why anε-good partition is good for our purpose.

Lemma 6 Fix ε > 0 and assume we have anε-good partition (Definition 1) V1, . . . ,Vk of V . LetB
denote the set of i∈ [k] such that Vi is big in V , and letB̄ = [k] \B. Let ni = |Vi | for i = 1, . . . ,n,
and let E denote a random sample of O(ε−6nlogn) elements from

⋃
i∈B
(Vi

2

)

, each element chosen
uniformly at random with repetitions. Let Ei denote E∩

(Vi
2

)

. Let CE(π,{V1, . . . ,Vk},W) be defined
as in (5). For anyπ ∈Π(V1, . . . ,Vk) define:

C̃(π) :=CE(π,{V1, . . . ,Vk},W)+ ∑
i∈B̄

C(π|Vi
,Vi ,W|Vi

)+ ∑
1≤i< j≤k

∑
(u,v)∈Vi×Vj

1v≺πu .
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Then the following event occurs with probability at least1−e−n: For all σ ∈Π(V1, . . . ,Vk),
∣

∣C̃(σ)−C(σ,V,W)
∣

∣≤ ε min
π∈Π(V)

C(π,V,W) . (6)

Also, ifσ∗ is any minimizer of̃C(·) overΠ(V1, . . . ,Vk), then

C(σ∗,V,W)≤ (1+2ε) min
π∈Π(V)

C(π,V,W) . (7)

Before we prove the lemma, let us discuss its consequences: Given anε-good decomposition
V1, . . . ,Vk of V, the theorem implies that if we could optimizẽC(σ) over σ ∈ Π(V1, . . . ,Vk), we
would obtain a permutationπ with a relative regretof 2ε with respect to the optimizer ofC(·,V,W)
overΠ(V). Optimizing∑i∈B̂C(π|Vi

,Vi ,W|Vi
) is easy: EachVi is of size at most logn/ log logn, hence

exhaustively searching its corresponding permutation space can be done in polynomial time. In
order to compute the cost of each permutation inside the small setsVi , we would need to queryW|Vi

in its entirety. This incurs a query cost of at most∑i∈B̄
(ni

2

)

= O(nlogn/ log logn), which is domi-
nated by the cost of obtaining theε-good partition in the first place (see next section). Optimizing
CE(π,{V1, . . . ,Vk},W) givenE is a tougher nut to crack, is known as the minimum feedback arc-set
(MFAS) problem and is computationally much harder than than MFAST (Karp,1972; Dinur and
Safra, 2002). For now we focus on query and not computational complexity, and notice that the
size |E| = O(ε−4nlogn) of the sample set is all we need. In Section 4 we show a counterpart of
Lemma 6 which provides similar guarantees for practitioners who choose to relax it using SVM, for
which fast solvers exist.
Proof For any permutationσ ∈Π(V1, . . . ,Vk), it is clear that

C̃(σ)−C(σ,V,W) =CE(σ,{V1, . . . ,Vk},W)−∑
i∈B

C(σ|Vi
,Vi ,W|Vi

) .

By Proposition 5, with probability at least 1− e−n the absolute value of the RHS is bounded by
ε3 ∑i∈B

(ni
2

)

, which is at mostεminπ∈Π(V)C(π,V,W) by (2). This establishes (6). Inequality (7) is
obtained from (6) together with (3) and the triangle inequality.

3. A Query Efficient Algorithm for ε-Good Decomposing

The section is dedicated to proving the following:

Theorem 7 Given a set V of size n, a preference oracle W and an error tolerance parameter0<
ε < 1, there exists a polynomial time algorithm which returns, with constant probability, an ε-good
partition of V , querying at most O(ε−6nlog5n) locations in W on expectation. The running time of
the algorithm (counting computations) is O(npoly(logn,ε−1)).

Before describing our algorithm, we need some definitions.

Definition 8 Letπ denote a permutation over V . Let v∈V and i∈ [n]. We defineπv→i to be the per-
mutation obtained by moving the rank of v to i inπ, and leaving the rest of the elements in the same
order. For example, if V = {x,y,z} and (π(1),π(2),π(3)) = (x,y,z), then
(πx→3(1),πx→3(2),πx→3(3)) = (y,z,x).
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Definition 9 Fix a permutationπ over V , an element v∈ V and an integer i∈ [n]. We define
the numberTestMove(π,V,W,v, i) as the decrease in the cost C(·,V,W) achieved by moving from
π to πv→i . More precisely,TestMove(π,V,W,v, i) = C(π,V,W)−C(πv→i ,V,W) . Equivalently, if
i ≥ ρπ(v) then

TestMove(π,V,W,v, i) = ∑
u:ρπ(u)∈[ρπ(v)+1,i]

(Wuv−Wvu) .

A similar expression can be written for i< ρπ(v).
Now assume that we have a multi-set E⊆

(V
2

)

. We defineTestMoveE(π,V,W,v, i), for i ≥ ρπ(v),
as

TestMoveE(π,V,W,v, i) =
|i−ρπ(v)|
|Ẽ| ∑

u:(u,v)∈Ẽ

(W(u,v)−W(v,u)) ,

where the multiset̃E is defined as{(u,v) ∈ E : ρπ(u) ∈ [ρπ(v)+1, i]}. Similarly, for i< ρπ(v) we
define

TestMoveE(π,V,W,v, i) =
|i−ρπ(v)|
|Ẽ| ∑

u:(u,v)∈Ẽ

(W(v,u)−W(u,v)) , (8)

where the multiset̃E is now defined as{(u,v) ∈ E : ρπ(u) ∈ [i,ρπ(v)−1]}.

Lemma 10 Fix a permutationπ over V , an element v∈V, an integer i∈ [n] and another integer N.
Let E⊆

(V
2

)

be a random (multi)-set of size N with elements(v,u1), . . . ,(v,uN), drawn so that for
each j∈ [N] the element uj is chosen uniformly at random from among the elements lying between
v (exclusive) and position i (inclusive) inπ.
ThenE[TestMoveE(π,V,W,v, i)] = TestMove(π,V,W,v, i). Additionally, for anyδ > 0, except with
probability of failureδ,

|TestMoveE(π,V,W,v, i)−TestMove(π,V,W,v, i)|= O

(

|i−ρπ(v)|
√

logδ−1

N

)

.

The lemma is easily proven using, for example, Hoeffding tail bounds, usingthe fact that|W(u,v)| ≤
1 for all u,v.

3.1 The Decomposition Algorithm

Our decomposition algorithm SampleAndRank is detailed in Algorithm 1, with subroutines in Al-
gorithms 2 and 3. It can be viewed as a query efficient improvement of the main algorithm of
Kenyon-Mathieu and Schudy (2007). Another difference is that we are not interested in an approx-
imation algorithm for MFAST: Whenever we reach a small block (line 3) or a bigblock with a
probably approximately sufficiently high cost (line 8) in our recursion of Algorithm 2), we simply
output it as a block in our partition. Denote the resulting outputted partition byV1, . . . ,Vk. Denote
by π̂ the minimizer ofC(·,V,W) over Π(V1, . . . ,Vk). Most of the analysis is dedicated to showing
thatC(π̂,V,W)≤ (1+ ε)minπ∈Π(V)C(π,V,W), thus establishing (3).

In order to achieve an efficient query complexity compared to that of Kenyon-Mathieu and
Schudy (2007), we use procedure ApproxLocalImprove (Algorithm 3) to replace a greedy local
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improvement step there which isnot query efficient. Aside from the aforementioned differences,
we also raise here the reader’s awareness to the query efficiency of QuickSort, which was established
by Ailon and Mohri (2010).

SampleAndRank (Algorithm 1) takes the following arguments: The setV we want to rank, the
preference matrixW and an accuracy argumentε. It is implicitly understood that the argumentW
passed to SampleAndRank is given as a query oracle, incurring a unit cost upon each access to a
matrix element by the procedure and any nested calls.

The first step in SampleAndRank is to obtain an expected constant factor approximationπ to
MFAST onV,W, incurring an expected low query cost. More precisely, this step returnsa random
permutationπ with an expected cost ofO(1) times that of the optimal solution to MFAST onV,W.
The query complexity of this step isO(nlogn) on expectation(Ailon and Mohri, 2010). Before
continuing, we make the following assumption, which holds with constant probability using Markov
probability bounds.

Assumption 11 The cost C(π,V,W) of the initial permutationπ computed line 2 ofSampleAndRank
is at most O(1) times that of the optimal solutionπ∗ to MFAST on(V,W), and the query cost in-
curred in the computation is O(nlogn).

Following QuickSort, a recursive procedure SampleAndDecompose is called. It implements a
divide-and-conquer algorithm. Before branching, it executes the following steps. Lines 5 to 9 are
responsible for identifying local chaos, with sufficiently high probability. The following line 10
calls a procedure ApproxLocalImprove (Algorithm 3) which is responsible for performing query-
efficient approximate greedy steps. We devote the next Sections 3.2-3.4 todescribing this procedure.
The establishment of theε-goodness of SampleAndRank’s output (establishing (3)) is deferredto
Section 3.5.

3.2 Approximate Local Improvement Steps

The procedure ApproxLocalImprove takes as input a setV of sizeN, the preference oracleW, a
permutationπ on V, two numbersC0, ε and an integern. The numbern is the size of the input
in the root call to SampleAndDecompose, passed down in the recursion, and used for the purpose
of controlling the success probability of each call to the procedure (thereare a total ofO(nlogn)
calls, and a union bound will be used to bound a failure probability, hence each call may fail with
probability inversely polynomial inn). The goal of the procedure is to repeatedly identify, with
high probability, single vertex moves that considerably decrease the cost.Note that in the PTAS
of Kenyon-Mathieu and Schudy (2007), a crucial step in their algorithms entails identifying single
vertex moves that decrease the cost by a magnitude which, given our sought query complexity,
would not be detectable. Hence, our algorithm requires altering this crucial part in their algorithm.

The procedure starts by creating asample ensembleS = {Ev,i : v ∈ V, i ∈ [B,L]}, whereB =
log⌊Θ(εN/ logn)⌋ andL = ⌈logN⌉. The size of eachEv,i ∈ S is Θ(ε−2 log2n), and each element
(v,x) ∈ Ev,i was added (with possible multiplicity) by uniformly at random selecting, with repeti-
tions, an elementx∈V positioned at distance at most 2i from the position ofv in π. LetDπ denote
the distribution space from whichS was drawn, and let PrX∼Dπ [X = S ] denote the probability of
obtaining a given sample ensembleS .

We wantS to enable us to approximate the improvement in cost obtained by moving a single
elementu to position j.
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Definition 12 Fix u∈V and j∈ [n], and assumelog| j−ρπ(u)| ≥ B. Letℓ= ⌈log| j−ρπ(u)|⌉. We
say thatS is successful at u, j if |{x : (u,x) ∈ Eu,ℓ}∩{x : ρπ(x) ∈ [ρπ(u), j]}|= Ω(ε−2 log2n) .

In words, success ofS at u, j means that sufficiently many samplesx ∈ V such thatρπ(x) is be-
tweenρπ(u) and j are represented inEu,ℓ. Conditioned onS being successful atu, j, note that the
denominator of TestMoveE (defined in (8)) does not vanish, and we can thereby define:

Definition 13 S is a good approximationat u, j if

∣

∣TestMoveEu,ℓ(π,V,W,u, j)−TestMove(π,V,W,u, j)
∣

∣≤ 1
2

ε| j−ρπ(u)|/ logn ,

whereℓ is as in Definition 12.

In words, S being a good approximation atu, j allows us to approximate a quantity of interest
TestMove(π,V,W,u, j), and to detect whether it is sufficiently large, and more precisely, at least
Ω(ε| j−ρπ(u)|/ logn).

Definition 14 We say thatS is a good approximation if it is successful and a good approximation
at all u∈V, j ∈ [n] satisfying⌈log| j−ρπ(u)|⌉ ∈ [B,L].

Using Chernoff bounds to ensure thatS is successful∀u, j as in Definition 14, then using Hoeffding
to ensure thatS is a good approximation at all suchu, j and finally union bounding we get

Lemma 15 Except with probability1−O(n−4), S is a good approximation.

Algorithm 1 SampleAndRank(V,W,ε)
1: n← |V|
2: π← ExpectedO(1)-approx solution to MFAST usingO(nlogn) W-queries on expectation us-

ing QuickSort (Ailon et al., 2008a)
3: return SampleAndDecompose(V,W,ε,n,π)

3.3 Mutating the Pair Sample To Reflect a Single Element Move

Line 17 in ApproxLocalImprove requires elaboration. In lines 15-20, wecheck whether there exists
an elementu and positionj, such that movingu to j (giving rise toπu→ j ) would considerably im-
prove the MFAST cost of the procedure input, based on a high probabilityapproximate calculation.
The approximation is done using the sample ensembleS . If such an elementu exists, we execute
the exchangeπ← πu→ j . With respect to the new value of the permutationπ, the sample ensemble
S becomesstale. By this we mean, that ifS was a good approximation with respect toπ, then it is
no longer necessarily a good approximation with respect toπu→ j . We must refresh it. Before the
next iteration of the while loop, we perform in line 17 a transformationϕu→ j to S , so that the re-
sulting sample ensembleϕu→ j(S) is distributed according toDπu→ j . More precisely, we will define
a transformationϕ such that

ϕu→ j(Dπ) = Dπu→ j , (9)

where the left hand side denotes the distribution obtained by drawing fromDπ and applyingϕu→ j

to the result. The transformationϕu→ j is performed as follows. Denotingϕu→ j(S) = S ′ = {E′v,i :
v∈V, i ∈ [B,L]}, we need to define eachE′v,i .
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Algorithm 2 SampleAndDecompose(V,W,ε,n,π)
1: N← |V|
2: if N≤ logn/ log logn then
3: return trivial partition{V}
4: end if
5: E← random subset ofO(ε−4 logn) elements from

(V
2

)

(with repetitions)
6: C←CE(π,V,W) (C is an additiveO(ε2N2) approximation ofC w.p.≥ 1−n−4)
7: if C= Ω(ε2N2) then
8: return trivial partition{V}
9: end if

10: π1← ApproxLocalImprove(V,W,π,ε,n)
11: k← random integer in the range[N/3,2N/3]
12: VL←{v∈V : ρπ(v)≤ k}, πL← restriction ofπ1 to VL

13: VR←V \VL, πR← restriction ofπ1 to VR

14: return concatenation of decomposition SampleAndDecompose(VL,W,ε,n,πL) and decompo-
sition SampleAndDecompose(VR,W,ε,n,πR)

Algorithm 3 ApproxLocalImprove(V,W,π,ε,n) (Note: π used as both input and output)

1: N← |V|, B← ⌈log(Θ(εN/ logn)⌉, L← ⌈logN⌉
2: if N = O(ε−3 log3n) then
3: return
4: end if
5: for v∈V do
6: r ← ρπ(v)
7: for i = B. . .L do
8: Ev,i ← /0
9: for m= 1..Θ(ε−2 log2n) do

10: j ← integer uniformly at random chosen from[max{1, r−2i},min{n, r +2i}]
11: Ev,i ← Ev,i ∪{(v,π( j))}
12: end for
13: end for
14: end for
15: while ∃u∈V and j ∈ [n] s.t. (settingℓ := ⌈log| j−ρπ(u)|⌉):

ℓ ∈ [B,L] and TestMoveEu,ℓ(π,V,W,u, j)> ε| j−ρπ(u)|/ logn

do
16: for v∈V andi ∈ [B,L] do
17: refresh sampleEv,i with respect to the moveu→ j (see Section 3.3)
18: end for
19: π← πu→ j

20: end while
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Definition 16 We say that Ev,i is interestingin the context ofπ andπu→ j if the two sets T1,T2 defined
as

T1 = {x∈V : |ρπ(x)−ρπ(v)| ≤ 2i}
T2 = {x∈V : |ρπu→ j (x)−ρπu→ j (v)| ≤ 2i}

differ.

We setE′v,i = Ev,i for all v, i for whichEv,i is not interesting.

Observation 17 There are at most O(|ρπ(u)− j| logn) interesting choices of v, i. Additionally, if
v 6= u, then for T1,T2 as in Definition 16,|T1∆T2|= O(1), where∆ denotes symmetric difference.

Fix one interesting choicev, i. Let T1,T2 be as in Definition 16. By the last observation, each
of T1 andT2 containsO(1) elements that are not contained in the other. Assume|T1| = |T2|, let
X1 = T1 \ T2, andX2 = T2 \ T1. Fix any injectionα : X1 → X2, and extendα : T1 → T2 so that
α(x) = x for all x∈ T1∩T2. Finally, define

E′v,i = {(v,α(x)) : (v,x) ∈ Ev,i} . (10)

(The case|T1| 6= |T2| may occur due to the clipping of the ranges[ρπ(v)− 2i ,ρπ(v) + 2i ] and
[ρπu→ j (v)−2i ,ρπu→ j (v)+2i ] to a smaller range. This is a simple technicality which may be taken
care of by formally extending the setV by N additional elements ˜vL

1, . . . , ṽ
L
N, extending the definition

of ρπ for all permutationπ onV so thatρπ(ṽL
a) =−a+1 for all a and similarlyN = |V| additional

elements ˜vR
1 , . . . , ṽ

R
N such thatρπ(ṽR

a) = N+ a. Formally extendW so thatW(v, ṽL
a) = W(ṽL

a,v) =
W(v, ṽR

a) =W(ṽR
a ,v) = 0 for all v∈V anda. This eliminates the need for clipping ranges in line 10

in ApproxLocalImprove.)
Finally, for v= u we createE′v,i from scratch by repeating the loop in line 7 for thatv.
It is easy to see that (9) holds. We need, however, something stronger that (9). Since our

analysis assumes thatS ∼Dπ is successful, we must be able to measure the distance (in total vari-
ation) between the random variable(Dπ| success) defined by the process of drawing fromDπ and
conditioning on the result’s success, andDπu→ j . By Lemma 15, the total variation distance between
(Dπ| success) andDπu→ j is O(n−4). Using a simple chain rule argument, we conclude the following:

Lemma 18 Fix π0 on V of size N, and fix u1, . . . ,uk ∈V and j1, . . . , jk ∈ [n]. Consider the following
process. We drawS0 fromDπ0, and define

S1 = ϕu1→ j1(S
0),S2 = ϕu2→ j2(S

1), · · · ,Sk = ϕuk→ jk(S
k−1)

π1 = π0
u1→ j1,π

2 = π1
u2→ j2, · · · ,πk = πk−1

uk→ jk
.

Consider the random variable Sk conditioned on S0,S1, . . . ,Sk−1 being successful for
π0, . . . ,πk−1, respectively. Then the total variation distance between the distribution of Sk and the
distributionDπk is at most O(kn−4).
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3.4 Bounding the Query Complexity of Computingϕu→ j(S)

We now need a notion of distance betweenS andS ′, measuring how many extra pairs were intro-
duced ino the new sample family. These pairs may incur the cost of queryingW. We denote this
measure as dist(S ,S ′), and define it as dist(S ,S ′) :=

∣

∣

⋃
v,i Ev,i∆E′v,i

∣

∣ .

Lemma 19 AssumeS ∼Dπ for some permutationπ, andS ′ = ϕu→ j . Then
E[dist(S ,S ′)] = O(ε−3 log3n).

Proof DenoteS = {Ev,i} andS ′ = {E′v,i}. Fix somev 6= u. By construction, the setsEv,i for which
Ev,i 6= E′v,i must be interesting, and there are at mostO(|ρπ(u)− j| logn) such, using Observation 17.
Fix such a choice ofv, i. By (10),Ev,i will indeed differ fromE′v,i only if it contains an element(v,x)
for somex∈ T1\T2. But the probability of that is at most

1− (1−O(2−i))Θ(ε−2 log2 n) ≤ 1−e−Θ(ε−22−i log2 n) = O(ε−22−i log2n)

(We used the fact thati ≥ B, whereB is as defined in line 1 of ApproxLocalImprove, andN =
Ω(ε−3 log3n) as guaranteed in line 3 of ApproxLocalImprove.) Therefore, the expected size of
E′v,i∆Ev,i (counted with multiplicities) isO(ε−22−i log2n).

Now consider all the interesting setsEv1.i1, . . . ,EvP,iP. For each possible valuei it is easy to see
that there are at most 2|ρπ(u)− j| p’s for which ip = i. Therefore,

E

[

P

∑
p=1

|E′vp,ip
∆Evp,ip|

]

= O

(

ε−2|ρπ(u)− j| log2n
L

∑
i=B

2−i

)

,

whereB,L are defined in line 1 in ApproxLocalImprove. Summing overi ∈ [B,L], we get at most
O(ε−3|ρπ(u)− j| log3n/N). For v = u, the set{Ev,i} is drawn from scratch, clearly contributing
O(ε−2 log3n) to dist(S ,S ′). The claim follows.

3.5 Analysis ofSampleAndDecompose

Throughout the execution of the algorithm, varioushigh probabilityevents must occur in order for
the algorithm guarantees to hold. LetS1,S2, . . . denote the sample families that are given rise to
through the executions of ApproxLocalImprove, either between lines 5 and 14, or as a mutation
done between lines 15 and 20. We will need the firstΘ(n4) to be good approximations, based
on Definition 14. Denote this favorable eventE1. By Lemma 18, and using a union bound, with
constant probability (say, 0.99) this happens. We also need the cost approximationC obtained in
line 5 to be successful. Denote this favorable eventE2. By Hoeffding tail bounds, this happens
with probability 1−O(n−4) for each execution of the line. This line is obviously executed at most
O(nlogn) times, and hence we can lower bound the probability of success of all executions by 0.99.

From now throughout, we make the following assumption, which is true by the above with
probability at least 0.97.

Assumption 20 EventsE1 andE2 hold true.

Note that by conditioning the remainder of our analysis on this assumption may bias some expec-
tation upper bounds derived earlier and in what follows. This bias can multiplythe estimates by at
most 1/0.97, which can be absorbed in theO-notation of these bounds.
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Let π∗ denote the optimal permutation for the root call to SampleAndDecompose withV,W,ε.
The permutationπ is, by Assumption 11, a constant factor approximation for MFAST onV,W. Us-
ing the triangle inequality, we conclude thatdτ(π,π∗) ≤ C(π,V,W) + C(π∗,V,W). Hence,
E[dτ(π,π∗)] = O(C(π∗,V,W)) . From this we conclude, using (4), that

E[dfoot(π,π∗)] = O(C(π∗,V,W)) .

Now consider the recursion treeT of SampleAndDecompose. DenoteI the set of internal
nodes, and byL the set of leaves (i.e., executions exiting from line 8). For a call SampleAndDecompose
corresponding to a nodeX in the recursion tree, denote the input arguments by(VX,W,ε,n,πX). Let
L[X],R[X] denote the left and right children ofX respectively. LetkX denote the integerk in 11 in the
context ofX ∈ I . Hence, by our definitions,VL[X],VR[X],πL[X] andπR[X] are preciselyVL,VR,πL,πR

from lines 12-13 in the context of nodeX.
Take, as in line 1,NX = |VX|. Letπ∗X denote the optimal MFAST solution for instance(VX,W|VX

).
By E1 we conclude that the firstΘ(n4) times in which we iterate through the while loop in
ApproxLocalImprove (counted over all calls to ApproxLocalImprove),the cost ofπXu→ j is an actual
improvement compared toπX (for the current value ofπX,u and j in iteration), and the improvement
in cost is of magnitude at leastΩ(ε|ρπX(u)− j|/ logn), which isΩ(ε2NX/ log2n) due to the use of
B defined in line 1. But this means that the number of iterations of the while loop in line15 of
ApproxLocalImprove is

O(ε−2C(πX,VX,W|VX
) log2n/NX) .

Indeed, otherwise the true cost of the running solution would go below 0. Since
C(πX,VX,W|VX

) is at most
(NX

2

)

, the number of iterations is hence at mostO(ε−2NX log2n). By
Lemma 19 the expected query complexity incurred by the call to ApproxLocalImprove is therefore
O(ε−5NX log5n). Summing over the recursion tree, the total query complexity incurred by callsto
ApproxLocalImprove is, on expectation, at mostO(ε−5nlog6n).

Now consider the moment at which the while loop of ApproxLocalImprove terminates. Let
π1X denote the permutation obtained at that point, returned to SampleAndDecompose in line 10.
We classify the elementsv∈VX to two families:Vshort

X denotes allu∈VX s.t. |ρπ1X(u)−ρπ∗X(u)|=
O(εNX/ logn), andV long

X denotesVX \Vshort
X . We know, by assumption, that the last sample ensemble

S used in ApproxLocalImprove was a good approximation, hence for allu∈V long
X ,

TestMove(π1X,VX,W|VX
,u,ρπ∗X(u)) = O(ε|ρπ1X(u)−ρπ∗X(u)|/ logn). (11)

Definition 21 (Kenyon-Mathieu and Schudy, 2007) For u∈ VX, we say that u crosses kX if the
interval [ρπ1X(u),ρπ∗X(u)] contains the integer kX.

Let Vcross
X denote the (random) set of elementsu∈VX that crosskX as chosen in line 11. We define

a key quantityTX as in Kenyon-Mathieu and Schudy (2007) as follows:

TX = ∑
u∈Vcross

X

TestMove(π1X,VX,W|VX
,u,ρπ∗X(u)) .

Following (11), the elementsu∈V long
X can contribute at most

O



ε ∑
u∈V long

X

|ρπ1X(u)−ρπ∗X(u)|/ logn
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to TX. Hence the total contribution from such elements is, by definition,

O(εdfoot(π1X,π∗X)/ logn)

which is, using (4) at mostO(εdτ(π1X,π∗X)/ logn). Using the triangle inequality and the definition
of π∗X, the last expression, in turn, is at mostO(εC(π1X,VX,W|VX

)/ logn).
We now bound the contribution of the elementsu∈Vshort

X to TX. The probability of each such
element to crossk is O(|ρπ1X(u)− ρπ∗X(u)|/NX). Hence, the total expected contribution of these
elements toTX is

O



 ∑
u∈Vshort

X

|ρπ1X(u)−ρπ∗X(u)|
2/NX



 . (12)

Under the constraints∑u∈Vshort
X
|ρπ1X(u) − ρπ∗X(u)| ≤ dfoot(π1X,π∗X) and |ρπ1X(u) − ρπ∗X(u)| =

O(εNX/ logn), the maximal value of (12) is

O(dfoot(π1X,π∗X)εNX/(NX logn)) = O(dfoot(π1X,π∗X)ε/ logn) .

Again using (4) and the triangle inequality, the last expression is

O(εC(π1X,VX,W|VX
)/ logn) .

Combining the accounting forV long andVshort, we conclude

EkX [TX] = O(εC(π∗X,VX,W|VX
)/ logn) , (13)

where the expectation is over the choice ofkX in line 11 of SampleAndDecompose.
We are now in a position to use a key Lemma by Kenyon-Mathieu and Schudy (2007). First we

need a definition: Consider the optimal solutionπ′X respectingVL[X],VR[X] in lines 12 and 13. By
this we mean thatπ′X must rank all of the elements inVXL before (to the left of)VRX. For the sake
of brevity, letC∗X be shorthand forC(π∗X,VX,W|VX

) andC′X for C(π;
X,VX,W|VX

).

Lemma 22 (Kenyon-Mathieu and Schudy, 2007) With respect to the distribution of thenumber kX
in line 11 ofSampleAndDecompose,

E[C′X]≤O

(

dfoot(π1X,π∗X)3/2

NX

)

+E[TX]+C∗X . (14)

Using (4), we can replacedfoot(π1X,π∗X) with dτ(π1X,π∗X) in (14). Using the triangle inequality,
we can then, in turn, replacedτ(π1X,π∗X) with C(π1X,VX,W|VX

).

3.6 Summing Over the Recursion Tree

Let us study the implication of (14) for our purpose. Recall that{V1, . . . ,Vk} is the decomposition
returned by SampleAndRank, where eachVi corresponds to a leaf in the recursion tree. Also recall
that π̂ denotes the minimizer ofC(·,V,W) over all permutations inΠ(V1, . . . ,Vk) respecting the
decomposition. Given Assumption 20 it suffices, for our purposes, to show that π̂ is a (relative)
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small approximation for MFAST onV,W. Our analysis of this account is basically that of Kenyon-
Mathieu and Schudy (2007), with slight changes stemming from bounds we derive onE[TX]. We
present the proof in full detail for the sake of completeness. Let RT denote the root node.

For X ∈ I , let βX denote the contribution of the splitL[X],R[X] to the LHS of (3). More pre-
cisely,

βX = ∑
u∈L[X],v∈R[X]

1W(v,u)=1 ,

so we get∑1≤i< j≤k ∑(u,v)∈Vi×Vj
1W(v,u)=1 = ∑X∈I βX.

For anyX ∈ I , note also that by our definitionsβX =C′X−C∗L[X]−C∗R[X]. Hence, using Lemma 22
and the ensuing comment,

E[βX]≤O

(

E

[

C(π1X,VX,W|VX
)3/2

NX

])

+E[TX]+E[C∗X]−E[C∗L[X]]−E[C∗R[X]] ,

where the expectations are over the entire space of random decisions made by the algorithm execu-
tion. Summing the last inequality overX ∈ I , we get (minding the cancellations):

E

[

∑
X∈I

βX

]

≤ O

(

∑
X∈I

E

[

C(π1X,VX,W|VX
)3/2

NX

])

+E

[

∑
X∈I

TX

]

+

C∗RT− ∑
X∈L

E[C∗X] . (15)

The expressionE[∑X∈I TX] is bounded byO(E [∑X∈I ε∑C∗X/ logn]) using (13) (which depends
on Assumption 20). Clearly the sum ofC∗X for X ranging over nodesX ∈ I in a particular level is
at mostC(πRT,V,W) (again using Assumption 20 to assert that the cost ofπ1X is less than the cost
of πX at each nodeX). By taking Assumption 11 into account,C(πRT,V,W) is O(C∗RT). Hence,
summing over allO(logn) levels,

E

[

∑
X∈I

TX

]

= O(εC∗RT) .

Let C1X =C(π1X,VX,W|VX
) for all x∈ I . Denote byF the expression in theO-notation of the first

summand in the RHS of (15), more precisely:

F = ∑
X∈I

E

[

C1
3/2
X

NX

]

, (16)

where we remind the reader thatNX = |VX|. It will suffice to show that under Assumption 20, the
following inequality holds with probability 1:

G((C1X)X∈I ,(NX)X∈I ) := ∑
X∈I

C1
3/2
X /NX ≤ c3εC1RT , (17)

wherec3 > 0 is some global constant. This turns out to require a bit of elementary calculus. A
complete proof of this assertion is not included in the extended abstract of Kenyon-Mathieu and
Schudy (2007). We present a version of the proof here for the sakeof completeness.

Under assumption 20, the following two constraints hold uniformly for allX ∈ I with probabil-
ity 1: LettingCX =C(πX,VX,W|VX

),
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(A1) If X is other than RT, letY be its sibling andP their parent. In caseY ∈ I :

C1X +C1Y ≤C1P . (18)

(In caseY ∈ L , we simply have thatC1X ≤C1P.6) To see this, notice thatC1X ≤CX, and simi-
larly, in caseY ∈ I , C1Y ≤CY. ClearlyCX +CY ≤C1P, becauseπX,πY are simply restrictions
of π1P to disjoint blocks ofVP. The required inequality (18) is proven.

(A2) C1X ≤ c2ε2N2
X for some globalc2 > 0.

In order to show (17), we may increase the valuesC1X for X 6= RT in the following manner:
Start with the root node. If it has no children, there is nothing to do because thenG= 0. If it has
only one childX ∈ I , continuously increaseC1X until eitherC1X = C1RT (making (A1) tight) or
C1X = c2ε2N2

X (making(A2) above tight). Then recurse on the subtree rooted byX. In case RT
has two childrenX,Y ∈ I (say,X on left), continuously increaseC1X until eitherC1X +C1Y =C1RT

((A1) tight) or untilC1X = c2ε2N2
X ((A2) tight) . Then do the same forC1Y, namely, increase it until

(A1) is tight or untilC1Y = c2ε2N2
Y ((A2) tight). Recursively perform the same procedure for the

subtrees rooted byX,Y.
After performing the above procedure, letI1 denote the set of internal nodesX for which(A1) is

tight, namely, either the siblingY of X is a leaf andC1X =C1P (whereP is X’s parent) or the sibling
Y ∈ I andC1X +C1Y =C1P (in which case alsoY ∈ I1). Let I2 = I \I1. By our construction, for all
X ∈ I2, C1X = c2ε2N2

X.
Note that ifX ∈ I2 then its children (more precisely, those inI ) cannot be inI1. Indeed, this

would violate(A2) for at least one child, in virtue of the fact thatNY lies in the range[NX/3,2NX/3]
for any childY of X. Hence, the setI1∪ {RT} forms a connected subtree which we denote by
T1. Let P ∈ T1 be an internal node inT1. Assume it has one child inT1, call it X. Then
C1X = C1P and in virtue ofNX ≤ 2NP/3 we haveC1

3/2
P /NP ≤ (2/3)3/2C1

3/2
X /NX. Now assume

P has two childrenX,Y ∈ T1. ThenC1X +C1Y = C1P. Using elementary calculus, we also have
thatC1

3/2
P /NP≤ (C1

3/2
X /NX +C1

3/2
Y /NY)/

√
2 (indeed, the extreme case occurs forNX = NY = NP/2

andC1X = C1Y = C1P/2). We conclude that for anyP internal inT1, the corresponding contri-

butionC1
3/2
P /NP to G is geometrically dominated by that of its children inI1. Hence the entire

sumG1 = ∑X∈I1∪{RT}C1
3/2
X /NX is bounded byc4 ∑X∈L1

C1
3/2
X /NX for some constantc4, whereL1

is the set of leaves ofT1. For each such leafX ∈ L1, we have thatC1
3/2
X /NX ≤ c3/2

2 εC1X (using

(A2)), hence∑X∈L1
C1

3/2
X /NX ≤ ∑X∈L1

c3/2
2 εC1X ≤ c3/2

2 εC1R (the rightmost inequality in the chain
follows from{VX}X∈L1 forming a disjoint cover ofV =VRT, together with(A1)). We conclude that

G1≤ c4c3/2
2 εC1R.

To conclude (17), it remains to show thatG2 =G−G1 =∑X∈I2
. ForP∈G2, clearlyC1

3/2
P /NP =

c3/2
2 ε3N3

P. Hence, ifX,Y ∈ G2 are children ofP in I2 thenC1
3/2
P /NP ≥ c5C1

3/2
X /NX +C1

3/2
Y /NY

and if X is the unique child ofP in I2, thenC1
3/2
P /NP ≥ c5C1

3/2
X /NX, for some globalc5 > 1. In

other words, the contribution toG2 corresponding toP geometrically dominates the sum of the
corresponding contributions of its children. We conclude thatG2 is at most some constantc6 times

∑X∈root(I2)C1
3/2
X /NX, where root(I2) is the set of roots of the forest induced byI2. As before, it is

clear that{VX}X∈root(I2) is a disjoint collection, hence as before we conclude thatG2 ≤ c7εC1R for
some globalc7 > 0. The assertion (17) follows, and hence (16).

6. We can say something stronger in this case, but we won’t need it here.
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Plugging our bounds in (15), we conclude that

E

[

∑
X∈I

βX

]

≤C∗RT(1+O(ε))− ∑
X∈L

E[C∗X] .

ClearlyC(π̂,V,W) = ∑X∈I βX +∑X∈LC∗X. Hence

E[C(π̂,V,W)] = (1+O(ε))C∗RT = (1+O(ε))C∗ .

We conclude the desired assertion on expectation. Assumption 20, together with a simple counting
of accesses toW gives our main result, Theorem 7, as a simple corollary. A simple counting of
accesses toW proves Theorem 7.

4. Using Our Decomposition as a Preconditioner for SVM

We consider the following practical scenario, which is can be viewed as animprovement over a
version of the well known SVMrank (Joachims, 2002; Herbrich et al., 2000) for the preference
label scenario.

Consider the setting developed in Section 2.1, where each elementu in V is endowed with a
feature vectorϕ(u) ∈ R

d for somed (we can also use infinite dimensional spaces via kernels, but
the effective dimension is never more thann= |V|). Assume, additionally, that‖φ(u)‖2 ≤ 1 for all
u∈V (otherwise, normalize). Our hypothesis classH is parametrized by a weight vectorw∈ R

d,
and each associated permutationπw is obtained by sorting the elements ofV in decreasing order of
a score given by scorew(u) = 〈ϕ(u),w〉. In other words,u≺πw v if scorew(u) > scorew(v) (in case
of ties, assume any arbitrary tie breaking scheme).

The following SVM formulation is a convex relaxation for the problem of optimizingC(h,V,W)
over our chosen concept classH :

(SVM1) minimize F1(w,ξ) = ∑
u,v

ξu,v

s.t.∀u,v : W(u,v) = 1 scorew(u)−scorew(v)≥ 1−ξu,v

∀u,v ξu,v≥ 0

‖w‖ ≤ c

Instead of optimizing (SVM1) directly, we make the following observation. Anε-good decom-
positionV1, . . . ,Vk gives rise to a surrogate learning problem overΠ(V1, . . . ,Vk) ⊆ Π(V), such that
optimizing over the restricted set does not compromise optimality overΠ(V) by more than a rela-
tive regret ofε (property (3)). In turn, optimizing overΠ(V1, . . . ,Vk) can be done separately for each
blockVi . A natural underlying SVM corresponding to this idea is captured as follows:

(SVM2) minimize F2(w,ξ) = ∑
u,v∈∆1∪∆2

ξu,v

s.t.∀(u,v) ∈ ∆1∪∆2 scorew(u)−scorew(v)≥ 1−ξu,v

∀u,v ξu,v≥ 0

‖w‖ ≤ c ,
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where∆1 =
⋃

1≤i< j≤kVi×Vj and∆2 =
⋃k

i=1{(u,v) : u,v∈Vi ∧W(u,v) = 1}.
Abusing notation, forw∈Rd s.t.‖w‖ ≤ c, let F1(w) denote minF1(w,ξ), where the minimum is

taken over allξ that satisfy the constraints of SVM1. Observe thatF1(w) is simplyF1(w,ξ), where
ξ is taken as:

ξu,v =

{

max{0,1−scorew(u)+scorew(v)} W(u,v) = 1

0 otherwise
.

Similarly defineF2(w) as the minimizer ofF2(w,ξ), which is obtained by setting:

ξu,v =

{

max{0,1−scorew(u)+scorew(v)} (u,v) ∈ ∆1∪∆2

0 otherwise
. (19)

Let π∗ denote the optimal solution to MFAST onV,W.
We do not know how to directly relate the optimal solution to SVM1 and that of SVM2. How-

ever, we can can replace SVM2 with a careful sampling of constraints thereof, such that (i) the
solution to the subsampled SVM is optimal to within a relative error ofε as a solution to SVM2,
and (ii) the sampling is such that onlyO(npoly(logn,ε−1)) queries toW are necessary in order
to construct it. This result, which we quantify in what follows, strongly relieson the local chaos
property of theε-good decomposition (2) and some combinatorics on permutations.

Our subsampled SVM which we denote by SVM3, is obtained as follows. For ease of notation
we assume that all blocksV1, . . . ,Vk are big inV, otherwise a simple accounting of small blocks
needs to be taken care of, adding notational clutter. Let∆3 be a subsample of sizeM (chosen
shortly) of∆2, each element chosen uniformly at random from∆2 (with repetitions - hence∆3 is a
multi-set). Define:

(SVM3) minimize F3(w,ξ) = ∑
u,v∈∆1

ξu,v+
∑k

i=1

(ni
2

)

M ∑
u,v∈∆3

ξu,v

s.t.∀(u,v) ∈ ∆1∪∆3 scorew(u)−scorew(v)≥ 1−ξu,v

∀u,v ξu,v≥ 0

‖w‖ ≤ c

As before, defineF3(w) to beF3(w,ξ), whereξ = ξ(w) is the minimizer ofF3(w, ·) and is taken
as

ξu,v =

{

max{0,1−scorew(u)+scorew(v)} (u,v) ∈ ∆1∪∆3

0 otherwise
.

Our ultimate goal is to show that for quite smallM, SVM3 is a good approximation of SVM2.
To that end we first need another lemma.

Lemma 23 Any feasible solution(w,ξ) for SVM1 satisfies∑u,v ξu,v≥C(π∗,V,W).

Proof The following has been proven by Ailon et al. (2008a): Considernon-transitivetriangles
induced byW: These are triplets(u,v,y) of elements inV such thatW(u,v) =W(v,y) =W(y,u) = 1.
Note that any permutation must disagree with at least one pair of elements contained in a non-
transitive triangle. LetT denote the set of non-transitive triangles. Now consider an assignment of
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non-negative weightsβt for eacht ∈ T. We say that the weight system{βt}t∈T packs Tif for all
u,v∈V such thatW(u,v) = 1, the sum∑(u,v) in t βt is at most 1. (Byu,v in t we mean thatu,v are
two of the three elements inducingt.) Let{β∗t }t∈T be a weight system packingT with the maximum
possible value of the sum of weights. Then

∑
t∈T

β∗t ≥C(π∗,V,W)/3 . (20)

Now consider one non-transitive trianglet = (u,v,y) ∈ T. We lower boundξu,v + ξv,y + ξy,u

for any ξ such thatw,ξ is a feasible solution to SVM1. Lettinga = scorew(u)− scorew(v),b =
scorew(v)−scorew(y),c= scorew(y)−scorew(u), we get from the constraints in SVM1 thatξu,v≥
1−a,ξv,y≥ 1−b,ξy,u≥ 1−c. But clearlya+b+c= 0, hence

ξu,v+ξv,y+ξy,u≥ 3 . (21)

Now notice that the objective function of SVM1 can be bounded from belowas follows:

∑
u,v

ξu,v ≥ ∑
t=(u,v,y)∈T

β∗t (ξu,v+ξv,y+ξy,u)

≥ ∑
t=(u,v,y)∈T

β∗t ·3

≥ C(π∗,V,W) .

(The first inequality was due to the fact that{β∗t }t∈T is a packing of the non-transitive triangles,
hence the total weight corresponding to each pairu,v is at most 1. The second inequality is from
(21) and the third is from (20).) This concludes the proof.

Theorem 24 Letε ∈ (0,1) and M= O(ε−6(1+2c)2d log(1/ε)). Then with high constant probabil-
ity, for all w such that‖w‖ ≤ c,

|F3(w)−F2(w)|= O(εF2(w)) .

Proof Let Bd(c) = {z∈ R
d : ‖z‖ ≤ c}. Fix a vectorw∈ Bd(c). Over the random choice of∆3, it

is clear thatE[F3(w)] = F2(w). We need a strong concentration bound. From the observation that
|ξu,v| ≤ 1+2c for all u,v, we conclude (using Hoeffding bound) that for allµ> 0,

Pr[|F3(w)−F2(w)| ≥ µ]≤ exp

{

−µ2M
(

∑k
i=1

(ni
2

)

(1+2c)
)2

}

. (22)

Let η = ε3 and consider anη-net of vectorsw in the ballBd(c). By this we mean a subsetΓ⊆Bd(c)
such that for allz∈ Bd(c) there existsw∈ Γ s.t.‖z−w‖ ≤ η. Standard volumetric arguments imply
that there exists such a setΓ of cardinality at most(c/η)d.

Let z∈ Γ andw∈ Bd(c) such that‖w−z‖ ≤ η. From the definition ofF2,F3, it is clear that

|F2(w)−F2(z)| ≤
k

∑
i=1

(

ni

2

)

ε3, |F3(w)−F3(z)| ≤
k

∑
i=1

(

ni

2

)

ε3 . (23)
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Using (22), we conclude that for anyµ> 0, by takingM =O(µ−2(∑
(ni

2

)

)2(1+2c)2d log(cη−1)),
with constant probability over the choice of∆3, uniformly for all z∈ Γ:

|F3(z)−F2(z)| ≤ µ .

Takeµ= ε3 ∑k
i=1

(ni
2

)

. We conclude (plugging in our choice ofµ and the definition ofη) that by
choosing

M = O(ε−6(1+2c)2d log(c/ε)) ,

with constant probability, uniformly for allz∈ Γ:

|F3(z)−F2(z)| ≤ ε3
k

∑
i=1

(

ni

2

)

.

Using (23) and the triangle inequality, we conclude that for allw∈ Bd(c),

|F3(w)−F2(w)| ≤ 3ε3
k

∑
i=1

(

ni

2

)

. (24)

By property (2) of theε-goodness definition, (24) implies

|F3(w)−F2(w)| ≤ 3ε min
π∈Π(V)

k

∑
i=1

C(π|Vi
,Vi ,W|Vi

) = 3ε
k

∑
i=1

min
σ∈Π(Vi)

C(σ,Vi ,W|Vi
) .

By Lemma 23 applied separately in each blockVi , this implies

|F3(w)−F2(w)| ≤ 3ε
k

∑
i=1

∑
u,v∈Vi

ξu,v = 3εF2(w),

(whereξ = ξ(w) is as defined in (19).) This concludes the proof.

5. Limitations and Future Work

Optimality. The exponent ofε−6 in Theorem 7 seems rather high, and it would be interesting to
improve it. A better dependence ofε−4 has been recently claimed by Ailon et al. (2011). It would
be interesting to find the correct bound.

Practicality. Our bounds are asymptotic, and our work calls for experimentation in orderto
determine in which cases our sampling technique beats uniform sampling.

Searching in natural permutation subspaces.Algorithm 1, which leads to our main result Theo-
rem 7, is heavily based on dividing and conquering. This is also the main limitationof this work. To
understand this limitation, consider the scenario of Section 4. There, the practitioner searches in the
limited space oflinearly induced permutations, namely, permutations induced by a linear functional
applied to the features endowing the elements inV. It is not hard to conceive a scenario in which our
divide and conquer step constrains the algorithm to search in a region of permutations that does not
intersect this restricted search space. This, in fact, was the reason forour inability to relate between
SVM1 and SVM2 (and its subsampled counterpart, SVM3). There is nothing special about linearly
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induced permutations, for this matter. In a recently studied scenario (Jamieson and Nowak, 2011),
for example, one searches in the space of permutations induced by scorefunctions computed as the
distance from a fixed point from some metric space in whichV is embedded. The same problem
exists there as well: our sampling algorithm cannot be used to find almost optimalsolutions within
any restricted permutation subspace. Interestingly, the main result of Ailon et al. (2011), achieved
while this work has been under review, has alleviated this problem using newtechniques.
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Appendix A. Linear VC Bound of Permutation Set

To see why the VC dimension of the set of permutations viewed as binary function over the set of
all possible

(n
2

)

preferences, it is enough to show that any collection ofn pairs of elements cannot
be shatteredby the set of permutation. (Refer to the definition of VC dimension by Vapnik and
Chervonenkis (1971) for a definition of shattering). Indeed, any such collection must contain a
cycle, and the set of permutations cannot direct a cycle cyclically.

Appendix B. Why The Disagreement Coefficient Does Not Help Here

We now show why a straightforward application of the disagreement coefficient (Hanneke, 2007) is
not useful in our setting. The key idea of Hanneke (2007) is a definition of a measure of distance
between concepts, equalling the volume of data points on which they disagreeon. Using this mea-
sure, one then defines a ballBr(π) of radiusr around a concept (a permutation)π, in an obvious
way. The disagreement coefficientΘ is then defined as the smallest possible number bounding as
a linear functionΘr the volume of points on which the hypotheses inBr are not unanimous on.
Adopting this idea here, the underlying distance between hypotheses (permutations) is simply the
Kendall-tau distancedτ(π,σ) divided by

(n
2

)

. We need to normalize this distance because Hanneke’s
work, as does most statistical machine learning work, assumes a probability measure on the space of
instances (pairs of elements), while we used the counting measure for various reasons of simplicity.
We define the normalized distance function asd̂τ(π,σ) =

(n
2

)−1
dτ(π,σ).

If we consider a ballBr(π) of radiusr > 2/n around some permutationπ onV, then it is easy to
see that there does not exist a pair of elementsu,v∈V on whichBr(π) is unanimous on. Indeed, a
simple swap of any two elements results in a permutationπ′ satisfyingd̂τ(π,π′)≤ 2/n. This means
that the disagreement coefficient, by definition, is it leastΩ(n). Recall that the VC dimension
of the space of permutations, viewed as

(n
2

)

-dimensional binary preference vectors, is at mostn.
Plugging these bounds into the analysis of Hanneke (2007) of the famous A2 algorithm using the
disagreement coefficient results in a sample complexity which isΩ(n3) for any desired error rate.
Clearly this is suboptimal because the number of pairs is onlyO(n2).
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Abstract

Online prediction methods are typically presented as serial algorithms running on a single proces-
sor. However, in the age of web-scale prediction problems, it is increasingly common to encounter
situations where a single processor cannot keep up with the high rate at which inputs arrive. In
this work, we present thedistributed mini-batchalgorithm, a method of converting many serial
gradient-based online prediction algorithms into distributed algorithms. We prove a regret bound
for this method that is asymptotically optimal for smooth convex loss functions and stochastic in-
puts. Moreover, our analysis explicitly takes into accountcommunication latencies between nodes
in the distributed environment. We show how our method can beused to solve the closely-related
distributed stochastic optimization problem, achieving an asymptotically linear speed-up over mul-
tiple processors. Finally, we demonstrate the merits of ourapproach on a web-scale online predic-
tion problem.

Keywords: distributed computing, online learning, stochastic optimization, regret bounds, convex
optimization

1. Introduction

Many natural prediction problems can be cast as stochastic online prediction problems. These are
often discussed in the serial setting, where the computation takes place on a single processor. How-
ever, when the inputs arrive at a high rate and have to be processed in real time, there may be no
choice but to distribute the computation across multiple cores or multiple cluster nodes. For exam-
ple, modern search engines process thousands of queries a second,and indeed they are implemented
as distributed algorithms that run in massive data-centers. In this paper, wefocus on suchlarge-
scaleandhigh-rateonline prediction problems, where parallel and distributed computing is critical
to providing a real-time service.

c©2012 Ofer Dekel, Ran Gilad-Bachrach, Ohad Shamir and Lin Xiao.
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First, we begin by defining the stochastic online prediction problem. Supposethat we observe a
stream of inputsz1,z2, . . ., where eachzi is sampled independently from a fixed unknown distribution
over a sample spaceZ. Before observing eachzi , we predict a pointwi from a setW. After making
the predictionwi , we observezi and suffer the lossf (wi ,zi), where f is a predefined loss function.
Then we usezi to improve our prediction mechanism for the future (e.g., using a stochastic gradient
method). The goal is to accumulate the smallest possible loss as we process thesequence of inputs.
More specifically, we measure the quality of our predictions using the notion of regret, defined as

R(m) =
m

∑
i=1

( f (wi ,zi)− f (w⋆,zi)) ,

wherew⋆ = argminw∈WEz[ f (w,z)]. Regret measures the difference between the cumulative loss of
our predictions and the cumulative loss of the fixed predictorw⋆, which is optimal with respect to
the underlying distribution. Since regret relies on the stochastic inputszi , it is a random variable. For
simplicity, we focus on bounding the expected regretE[R(m)], and later use these results to obtain
high-probability bounds on the actual regret. In this paper, we restrict our discussion to convex
prediction problems, where the loss functionf (w,z) is convex inw for everyz∈ Z, andW is a
closed convex subset ofRn.

Before continuing, we note that the stochastic onlinepredictionproblem is closely related, but
not identical, to the stochasticoptimizationproblem (see, e.g., Wets, 1989; Birge and Louveaux,
1997; Nemirovski et al., 2009). The main difference between the two is in their goals: in stochastic
optimization, the goal is to generate a sequencew1,w2, . . . that quickly converges to the minimizer
of the functionF(·) =Ez[ f (·,z)]. The motivating application is usually a static (batch) problem, and
not an online process that occurs over time. Large-scale static optimization problems can always be
solved using a serial approach, at the cost of a longer running time. In online prediction, the goal
is to generate a sequence of predictions that accumulates a small loss along the way, as measured
by regret. The relevant motivating application here is providing a real-time service to users, so our
algorithm must keep up with the inputs as they arrive, and we cannot choose to slow down. In this
sense, distributed computing is critical for large-scale online prediction problems. Despite these
important differences, our techniques and results can be readily adapted to the stochastic online
optimization setting.

We model our distributed computing system as a set ofk nodes, each of which is an indepen-
dent processor, and anetworkthat enables the nodes to communicate with each other. Each node
receives an incoming stream of examples from an outside source, such as a load balancer/splitter.
As in the real world, we assume that the network has a limited bandwidth, so the nodes cannot sim-
ply share all of their information, and that messages sent over the networkincur a non-negligible
latency. However, we assume that network operations arenon-blocking, meaning that each node
can continue processing incoming traffic while network operations complete inthe background.

How well can we perform in such a distributed environment? At one extreme,an ideal (but
unrealistic) solution to our problem is to run a serial algorithm on a single “super” processor that isk
times faster than a standard node. This solution is optimal, simply because any distributed algorithm
can be simulated on a fast-enough single processor. It is well-known thatthe optimal regret bound
that can be achieved by a gradient-based serial algorithm on an arbitrary convex loss isO(

√
m)

(e.g., Nemirovski and Yudin, 1983; Cesa-Bianchi and Lugosi, 2006; Abernethy et al., 2009). At the
other extreme, a trivial solution to our problem is to have each node operatein isolation of the other
k−1 nodes, running an independent copy of a serial algorithm, without anycommunication over
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the network. We call this theno-communicationsolution. The main disadvantage of this solution
is that the performance guarantee, as measured by regret, scales poorly with the network sizek.
More specifically, assuming that each node processesm/k inputs, the expected regret per node is
O(
√

m/k). Therefore, the total regret across allk nodes isO(
√

km) - namely, a factor of
√

k worse
than the ideal solution. The first sanity-check that any distributed online prediction algorithm must
pass is that it outperforms the naı̈ve no-communication solution.

In this paper, we present thedistributed mini-batch(DMB) algorithm, a method of converting
any serial gradient-based online prediction algorithm into a parallel or distributed algorithm. This
method has two important properties:

• It can use any gradient-based update rule for serial online prediction as a black box, and
convert it into a parallel or distributed online prediction algorithm.

• If the loss functionf (w,z) is smooth inw (see the precise definition in Equation (5)), then our
method attains an asymptotically optimal regret bound ofO(

√
m). Moreover, the coefficient

of the dominant term
√

m is the same as in the serial bound, andindependentof k and of the
network topology.

The idea of using mini-batches in stochastic and online learning is not new, and has been previously
explored in both the serial and parallel settings (see, e.g., Shalev-Shwartz et al., 2007; Gimpel et al.,
2010). However, to the best of our knowledge, our work is the first to use this idea to obtain such
strong results in a parallel and distributed learning setting (see Section 7 fora comparison to related
work).

Our results build on the fact that the optimal regret bound for serial stochastic gradient-based
prediction algorithms can be refined if the loss function is smooth. In particular, it can be shown
that the hidden coefficient in theO(

√
m) notation is proportional to the standard deviation of the

stochastic gradients evaluated at each predictorwi (Juditsky et al., 2011; Lan, 2009; Xiao, 2010).
We make the key observation that this coefficient can be effectively reduced by averaging a mini-
batch of stochastic gradients computed at the same predictor, and this can bedone in parallel with
simple network communication. However, the non-negligible communication latencies prevent a
straightforward parallel implementation from obtaining the optimal serial regret bound.1 In order
to close the gap, we show that by letting the mini-batch size grow slowly withm, we can attain the
optimalO(

√
m) regret bound, where the dominant term of order

√
m is independentof the number

of nodesk and of the latencies introduced by the network.
The paper is organized as follows. In Section 2, we present a template forstochastic gradient-

based serial prediction algorithms, and state refined variance-based regret bounds for smooth loss
functions. In Section 3, we analyze the effect of using mini-batches in the serial setting, and show
that it does not significantly affect the regret bounds. In Section 4, wepresent the DMB algorithm,
and show that it achieves an asymptotically optimal serial regret bound forsmooth loss functions.
In Section 5, we show that the DMB algorithm attains the optimal rate of convergence for stochastic
optimization, with an asymptotically linear speed-up. In Section 6, we complement our theoretical
results with an experimental study on a realistic web-scale online prediction problem. While sub-
stantiating the effectiveness of our approach, our empirical results alsodemonstrate some interesting

1. For example, if the network communication operates over a minimum-depth spanning tree and the diameter of the
network scales as log(k), then we can show that a straightforward implementation of the idea of parallel variance
reduction leads to anO

(
√

mlog(k)
)

regret bound. See Section 4 for details.
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Algorithm 1: Template for a serial first-order stochastic online prediction algorithm.

for j = 1,2, . . . do
predictw j

receive inputzj sampled i.i.d. from unknown distribution
suffer lossf (w j ,zj)
defineg j = ∇w f (w j ,zj)
compute(w j+1,a j+1) = φ(a j ,g j ,α j)

end

properties of mini-batching that are not reflected in our theory. We conclude with a comparison of
our methods to previous work in Section 7, and a discussion of potential extensions and future re-
search in Section 8. The main topics presented in this paper are summarized in Dekel et al. (2011).
Dekel et al. (2011) also present robust variants of our approach,which are resilient to failures and
node heterogeneity in an asynchronous distributed environment.

2. Variance Bounds for Serial Algorithms

Before discussing distributed algorithms, we must fully understand the serial algorithms on which
they are based. We focus on gradient-based optimization algorithms that follow the template out-
lined in Algorithm 1. In this template, each prediction is made by an unspecifiedupdate rule:

(w j+1,a j+1) = φ(a j ,g j ,α j). (1)

The update ruleφ takes three arguments: an auxiliary state vectora j that summarizes all of the
necessary information about the past, a gradientg j of the loss functionf (·,zj) evaluated atw j , and
an iteration-dependent parameterα j such as a stepsize. The update rule outputs the next predic-
tor w j+1 ∈W and a new auxiliary state vectora j+1. Plugging in different update rules results in
different online prediction algorithms. For simplicity, we assume for now that the update rules are
deterministic functions of their inputs.

As concrete examples, we present two well-known update rules that fit theabove template. The
first is theprojected gradient descentupdate rule,

w j+1 = πW

(

w j −
1

α j
g j

)

, (2)

whereπW denotes the Euclidean projection onto the setW. Here 1/α j is a decaying learning rate,
with α j typically set to beΘ(

√
j). This fits the template in Algorithm 1 by defininga j to simply

bew j , and definingφ to correspond to the update rule specified in Equation (2). We note that the
projected gradient method is a special case of the more general class ofmirror descentalgorithms
(e.g., Nemirovski et al., 2009; Lan, 2009), which all fit in the template of Equation (1).

Another family of update rules that fit in our setting is thedual averagingmethod (Nesterov,
2009; Xiao, 2010). A dual averaging update rule takes the form

w j+1 = argmin
w∈W

{〈

j

∑
i=1

gi ,w

〉

+α j h(w)

}

, (3)
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where〈·, ·〉 denotes the vector inner product,h : W→R is a strongly convex auxiliary function, and
α j is a monotonically increasing sequence of positive numbers, usually set to be Θ(

√
j). The dual

averaging update rule fits the template in Algorithm 1 by defininga j to be∑ j
i=1gi . In the special case

whereh(w) = (1/2)‖w‖22, the minimization problem in Equation (3) has the closed-form solution

w j+1 = πW

(

− 1
α j

j

∑
i=1

g j

)

. (4)

For stochastic online prediction problems with convex loss functions, both ofthese update rules
have expected regret bound ofO(

√
m). In general, the coefficient of the dominant

√
m term is

proportional to an upper bound on the expected norm of the stochastic gradient (e.g., Zinkevich,
2003). Next we present refined bounds for smooth convex loss functions, which enable us to develop
optimal distributed algorithms.

2.1 Optimal Regret Bounds for Smooth Loss Functions

As stated in the introduction, we assume that the loss functionf (w,z) is convex inw for eachz∈ Z
and thatW is a closed convex set. We use‖·‖ to denote the Euclidean norm inRn. For convenience,
we use the notationF(w) = Ez[ f (w,z)] and assumew⋆ = argminw∈W F(w) always exists. Our main
results require a couple of additional assumptions:

• Smoothness- we assume thatf is L-smooth in its first argument, which means that for any
z∈ Z, the functionf (·,z) hasL-Lipschitz continuous gradients. Formally,

∀z∈ Z, ∀w,w′ ∈W, ‖∇w f (w,z)−∇w f (w′,z)‖ ≤ L‖w−w′‖ . (5)

• Bounded Gradient Variance- we assume that∇w f (w,z) has aσ2-bounded variance for any
fixed w, whenz is sampled from the underlying distribution. In other words, we assume that
there exists a constantσ≥ 0 such that

∀w∈W, Ez

[

∥

∥∇w f (w,z)−∇F(w)]
∥

∥

2
]

≤ σ2 .

Using these assumptions, regret bounds that explicitly depend on the gradient variance can be
established (Juditsky et al., 2011; Lan, 2009; Xiao, 2010). In particular, for the projected stochastic
gradient method defined in Equation (2), we have the following result:

Theorem 1 Let f(w,z) be an L-smooth convex loss function in w for each z∈ Z and assume that
the stochastic gradient∇w f (w,z) has σ2-bounded variance for all w∈W. In addition, assume
that W is convex and bounded, and let D=

√

maxu,v∈W ‖u−v‖2/2. Then usingα j = L+(σ/D)
√

j
in Equation (2) gives

E[R(m)] ≤
(

F(w1)−F(w⋆)
)

+D2L+2Dσ
√

m.

In the above theorem, the assumption thatW is a bounded set does not play a critical role. Even
if the learning problem has no constraints onw, we could always confine the search to a bounded
set (say, a Euclidean ball of some radius) and Theorem 1 guarantees an O(

√
m) regret compared to

the optimum within that set.
Similarly, for the dual averaging method defined in Equation (3), we have:
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Theorem 2 Let f(w,z) be an L-smooth convex loss function in w for each z∈ Z, assume that the
stochastic gradient∇w f (w,z) has σ2-bounded variance for all w∈ W, and let D=
√

h(w⋆)−minw∈W h(w). Then, by setting w1 = argminw∈W h(w) and α j = L+ (σ/D)
√

j in the
dual averaging method we have

E[R(m)] ≤
(

F(w1)−F(w⋆)
)

+D2L+2Dσ
√

m.

For both of the above theorems, if∇F(w⋆) = 0 (which is certainly the case ifW =R
n), then the

expected regret bounds can be simplified to

E[R(m)] ≤ 2D2L+2Dσ
√

m . (6)

Proofs for these two theorems, as well as the above simplification, are given in Appendix A. Al-
though we focus on expected regret bounds here, our results can equally be stated as high-probability
bounds on the actual regret (see Appendix B for details).

In both Theorem 1 and Theorem 2, the parametersα j are functions ofσ. It may be difficult to
obtain precise estimates of the gradient variance in many concrete applications. However, note that
any upper bound on the variance suffices for the theoretical results to hold, and identifying such a
bound is often easier than precisely estimating the actual variance. A loose bound on the variance
will increase the constants in our regret bounds, but will not change its qualitativeO(

√
m) rate.

Euclidean gradient descent and dual averaging are not the only update rules that can be plugged
into Algorithm 1. The analysis in Appendix A (and Appendix B) actually appliesto a much larger
class of update rules, which includes the family of mirror descent updates (Nemirovski et al., 2009;
Lan, 2009) and the family of (non-Euclidean) dual averaging updates (Nesterov, 2009; Xiao, 2010).
For each of these update rules, we get an expected regret bound thatclosely resembles the bound in
Equation (6).

Similar results can also be established for loss functions of the formf (w,z) +Ψ(w), where
Ψ(w) is a simple convex regularization term that is not necessarily smooth. For example, setting
Ψ(w) = λ‖w‖1 with λ > 0 promotes sparsity in the predictorw. To extend the dual averaging
method, we can use the following update rule in Xiao (2010):

w j+1 = argmin
w∈W

{〈

1
j

j

∑
i=1

gi , w

〉

+Ψ(w)+
α j

j
h(w)

}

.

Similar extensions to the mirror descent method can be found in, for example, Duchi and Singer
(2009). Using these composite forms of the algorithms, the same regret bounds as in Theorem 1
and Theorem 2 can be achieved even ifΨ(w) is nonsmooth. The analysis is almost identical to
Appendix A by using the general framework of Tseng (2008).

Asymptotically, the bounds we presented in this section are only controlled by the varianceσ2

and the number of iterationsm. Therefore, we can think of any of the bounds mentioned above as
an abstract functionψ(σ2,m), which we assume to be monotonically increasing in its arguments.

2.2 Analyzing the No-Communication Parallel Solution

Using the abstract notationψ(σ2,m) for the expected regret bound simplifies our presentation sig-
nificantly. As an example, we can easily give an analysis of the no-communication parallel solution
described in the introduction.
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Algorithm 2: Template for a serial mini-batch algorithm.

for j = 1,2, . . . do
initialize ḡ j := 0
for s= 1, . . . ,b do

definei := ( j−1)b+s
predictw j

receive inputzi sampled i.i.d. from unknown distribution
suffer lossf (w j ,zi)
gi := ∇w f (w j ,zi)
ḡ j := ḡ j +(1/b)gi

end
set(w j+1,a j+1) = φ

(

a j , ḡ j ,α j
)

end

In the näıve no-communication solution, each of thek nodes in the parallel system applies the
same serial update rule to its own substream of the high-rate inputs, and no communication takes
place between them. If the total number of examples processed by thek nodes ism, then each node
processes at most⌈m/k⌉ inputs. The examples received by each node are i.i.d. from the original
distribution, with the same variance boundσ2 for the stochastic gradients. Therefore, each node
suffers an expected regret of at mostψ(σ2,⌈m/k⌉) on its portion of the input stream, and the total
regret bound is obtain by simply summing over thek nodes, that is,

E[R(m)] ≤ kψ
(

σ2,
⌈m

k

⌉)

.

If ψ(σ2,m) = 2D2L+2Dσ
√

m, as in Equation (6), then the expected total regret is

E[R(m)] ≤ 2kD2L+2Dσk

√

⌈m
k

⌉

.

Comparing this bound to 2D2L+2Dσ
√

m in the ideal serial solution, we see that it is approximately√
k times worse in its leading term. This is the price one pays for the lack of communication in the

distributed system. In Section 4, we show how this
√

k factor can be avoided by our DMB approach.

3. Serial Online Prediction using Mini-Batches

The expected regret bounds presented in the previous section dependon the variance of the stochas-
tic gradients. The explicit dependency on the variance naturally suggeststhe idea of using averaged
gradients over mini-batches to reduce the variance. Before we presentthe distributed mini-batch
algorithm in the next section, we first analyze aserialmini-batch algorithm.

In the setting described in Algorithm 1, the update rule is applied after each input is received.
We deviate from this setting and apply the update only periodically. Lettingb be a user-defined
batch size(a positive integer), and considering everyb consecutive inputs as abatch. We define
the serial mini-batch algorithmas follows: Our prediction remains constant for the duration of
each batch, and is updated only when a batch ends. While processing theb inputs in batchj, the
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algorithm calculates and accumulates gradients and defines the average gradient

ḡ j =
1
b

b

∑
s=1

∇w f (w j ,z( j−1)b+s) .

Hence, each batch ofb inputs generates a single average gradient. Once a batch ends, the serial
mini-batch algorithm feeds ¯g j to the update ruleφ as thej th gradient and obtains the new prediction
for the next batch and the new state. See Algorithm 2 for a formal definition of the serial mini-batch
algorithm. The appeal of the serial mini-batch setting is that the update rule is used less frequently,
which may have computational benefits.

Theorem 3 Let f(w,z) be an L-smooth convex loss function in w for each z∈ Z and assume that
the stochastic gradient∇w f (w,zi) hasσ2-bounded variance for all w. If the update ruleφ has the
serial regret boundψ(σ2,m), then the expected regret of Algorithm 2 over m inputs is at most

bψ
(

σ2

b
,
⌈m

b

⌉

)

.

If ψ(σ2,m) = 2D2L+2Dσ
√

m, then the expected regret is bounded by

2bD2L+2Dσ
√

m+b.

Proof Assume without loss of generality thatb dividesm, and that the serial mini-batch algorithm
processes exactlym/b complete batches.2 LetZb denote the set of all sequences ofb elements from
Z, and assume that a sequence is sampled fromZb by sampling each element i.i.d. fromZ. Let
f̄ : W×Zb 7→ R be defined as

f̄ (w,(z1, . . . ,zb)) =
1
b

b

∑
s=1

f (w,zs) .

In other words,f̄ averages the loss functionf acrossb inputs fromZ, while keeping the prediction
constant. It is straightforward to show thatEz̄∈Zb f̄ (w, z̄) = Ez∈Z f (w,z) = F(w).

Using the linearity of the gradient operator, we have

∇w f̄ (w,(z1, . . . ,zb)) =
1
b

b

∑
s=1

∇w f (w,zs) .

Let z̄j denote the sequence(z( j−1)b+1, . . . ,zjb), namely, the sequence ofb inputs in batchj. The
vector ḡ j in Algorithm 2 is precisely the gradient of̄f (·, z̄j) evaluated atw j . Therefore the serial
mini-batch algorithm is equivalent to using the update ruleφ with the loss functionf̄ .

Next we check the properties of̄f (w, z̄) against the two assumptions in Section 2.1. First, iff is
L-smooth thenf̄ is L-smooth as well due to the triangle inequality. Then we analyze the variance of
the stochastic gradient. Using the properties of the Euclidean norm, we can write

∥

∥∇w f̄ (w, z̄)−∇F(w)
∥

∥

2
=

∥

∥

∥

∥

1
b

b

∑
s=1

(∇w f (w,zs)−∇F(w))

∥

∥

∥

∥

2

=
1
b2

b

∑
s=1

b

∑
s′=1

〈

∇w f (w,zs)−∇F(w),∇w f (w,zs′)−∇F(w)
〉

.

2. We can make this assumption since ifb does not dividem then we can pad the input sequence with additional inputs
until m/b= ⌈m/b⌉, and the expected regret can only increase.
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Notice thatzs andzs′ are independent whenevers 6= s′, and in such cases,

E

〈

∇w f (w,zs)−∇F(w),∇w f (w,zs′)−∇F(w)
〉

=
〈

E
[

∇w f (w,zs)−∇F(w)
]

, E
[

∇w f (w,zs′)−∇F(w)
]

〉

= 0.

Therefore, we have for everyw∈W,

E
∥

∥∇w f̄ (w, z̄)−∇F(w)
∥

∥

2
=

1
b2

b

∑
s=1

E
∥

∥(∇w f (w,zs)−∇F(w))
∥

∥

2 ≤ σ2

b
. (7)

So we conclude that∇w f̄ (w, z̄j) has a(σ2/b)-bounded variance for eachj and eachw∈W. If the
update ruleφ has a regret boundψ(σ2,m) for the loss functionf overm inputs, then its regret for̄f
overm/b batches is bounded as

E

[m/b

∑
j=1

(

f̄ (w j , z̄j)− f̄ (w⋆, z̄j)
)

]

≤ ψ
(

σ2

b
,
m
b

)

.

By replacing f̄ above with its definition, and multiplying both sides of the above inequality byb,
we have

E

[m/b

∑
j=1

jb

∑
i=( j−1)b+1

(

f (w j ,zi)− f (w⋆,zi)
)

]

≤ bψ
(

σ2

b
,
m
b

)

.

If ψ(σ2,m) = 2D2L+2Dσ
√

m, then simply plugging in the general boundbψ(σ2/b,⌈m/b⌉) and
using⌈m/b⌉ ≤ m/b+1 gives the desired result. However, we note that the optimal algorithmic pa-
rameters, as specified in Theorem 1 and Theorem 2, must be changed toα j = L+(σ/

√
bD)
√

j to
reflect the reduced varianceσ2/b in the mini-batch setting.

The bound in Theorem 3 is asymptotically equivalent to the 2D2L+2Dσ
√

m regret bound for
the basic serial algorithms presented in Section 2. In other words, performing the mini-batch update
in the serial setting does not significantly hurt the performance of the update rule. On the other
hand, it is also not surprising that using mini-batches in the serial setting does not improve the
regret bound. After all, it is still a serial algorithm, and the bounds we presented in Section 2.1 are
optimal. Nevertheless, our experiments demonstrate that in real-world scenarios, mini-batching can
in fact have a very substantial positive effect on the transient performance of the online prediction
algorithm, even in the serial setting (see Section 6 for details). Such positiveeffects are not captured
by our asymptotic, worst-case analysis.

4. Distributed Mini-Batch for Stochastic Online Prediction

In this section, we show that in a distributed setting, the mini-batch idea can be exploited to obtain
nearly optimal regret bounds. To make our setting as realistic as possible, we assume that any
communication over the network incurs a latency. More specifically, we view the network as an
undirected graphG over the set of nodes, where each edge represents a bi-directional network link.
If nodesu andv are not connected by a link, then any communication between them must be relayed
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through other nodes. The latency incurred betweenu andv is therefore proportional to the graph
distance between them, and the longest possible latency is thus proportionalto the diameter ofG .

In addition to latency, we assume that the network has limited bandwidth. However, we would
like to avoid the tedious discussion of data representation, compression schemes, error correcting,
packet sizes, etc. Therefore, we do not explicitly quantify the bandwidthof the network. Instead,
we require that the communication load at each node remains constant, and does not grow with the
number of nodesk or with the rate at which the incoming functions arrive.

Although we are free to use any communication model that respects the constraints of our net-
work, we assume only the availability of a distributed vector-sum operation. This is a standard3

synchronized network operation. Each vector-sum operation begins with each node holding a vec-
tor v j , and ends with each node holding the sum∑k

j=1v j . This operation transmits messages along a
rooted minimum-depth spanning-tree ofG , which we denote byT : first the leaves ofT send their
vectors to their parents; each parent sums the vectors received from his children and adds his own
vector; the parent then sends the result to his own parent, and so forth;ultimately the sum of all
vectors reaches the tree root; finally, the root broadcasts the overall sum down the tree to all of the
nodes.

An elegant property of the vector-sum operation is that it uses each up-link and each down-link
in T exactly once. This allows us to start vector-sum operations back-to-back. These vector-sum
operations will run concurrently without creating network congestion on any edge ofT . Further-
more, we assume that the network operations arenon-blocking, meaning that each node can continue
processing incoming inputs while the vector-sum operation takes place in the background. This is
a key property that allows us to efficiently deal with network latency. To formalize how latency
affects the performance of our algorithm, letµ denote the number of inputs that are processed by the
entire system during the period of time it takes to complete a vector-sum operation across the entire
network. Usuallyµ scales linearly with the diameter of the network, or (for appropriate network
architectures) logarithmically in the number of nodesk.

4.1 The DMB Algorithm

We are now ready to present a general technique for applying a deterministic update ruleφ in a
distributed environment. This technique resembles the serial mini-batch technique described earlier,
and is therefore called thedistributed mini-batchalgorithm, or DMB for short.

Algorithm 3 describes a template of the DMB algorithm that runs in parallel on each node in the
network, and Figure 1 illustrates the overall algorithm work-flow. Again, let b be a batch size, which
we will specify later on, and for simplicity assume thatk dividesb andµ. The DMB algorithm
processes the input stream in batchesj = 1,2, . . ., where each batch containsb+ µ consecutive
inputs. During each batchj, all of the nodes use a common predictorw j . While observing the firstb
inputs in a batch, the nodes calculate and accumulate the stochastic gradients of the loss functionf
at w j . Once the nodes have accumulatedb gradients altogether, they start a distributed vector-sum
operation to calculate the sum of theseb gradients. While the vector-sum operation completes in
the background,µ additional inputs arrive (roughlyµ/k per node) and the system keeps processing
them using the same predictorw j . The gradients of these additionalµ inputs are discarded (to this
end, they do not need to be computed). Although this may seem wasteful, we show that this waste
can be made negligible by choosingb appropriately.

3. For example, all-reduce with the sum operation is a standard operation inMPI.
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Algorithm 3: Distributed mini-batch (DMB) algorithm (running on each node).

for j = 1,2, . . . do
initialize ĝ j := 0
for s= 1, . . . ,b/k do

predictw j

receive inputz sampled i.i.d. from unknown distribution
suffer lossf (w j ,z)
computeg := ∇w f (w j ,z)
ĝ j := ĝ j +g

end
call the distributed vector-sum to compute the sum of ˆg j across all nodes
receiveµ/k additional inputs and continue predicting usingw j

finish vector-sum and compute average gradient ¯g j by dividing the sum byb
set(w j+1,a j+1) = φ

(

a j , ḡ j ,α j
)

end

1 2 . . . k

w j

w j+1

b

µ

Figure 1: Work flow of the DMB algorithm. Within each batchj = 1,2, . . ., each node accumulates
the stochastic gradients of the firstb/k inputs. Then a vector-sum operation across the
network is used to compute the average across all nodes. While the vector-sum operation
completes in the background, a total ofµ inputs are processed by the processors using the
same predictorw j , but their gradients are not collected. Once all of the nodes have the
overall average ¯g j , each node updates the predictor using the same deterministic serial
algorithm.

175



DEKEL, GILAD -BACHRACH, SHAMIR AND X IAO

Once the vector-sum operation completes, each node holds the sum of theb gradients collected
during batchj. Each node divides this sum byb and obtains the average gradient, which we denote
by ḡ j . Each node feeds this average gradient to the update ruleφ, which returns a new synchronized
predictionw j+1. In summary, during batchj each node processes(b+µ)/k inputs using the same
predictorw j , but only the firstb/k gradients are used to compute the next predictor. Nevertheless,
all b+µ inputs are counted in our regret calculation.

If the network operations are conducted over a spanning tree, then an obvious variants of the
DMB algorithm is to let the root apply the update rule to get the next predictor,and then broadcast
it to all other nodes. This saves repeated executions of the update rule ateach node (but requires
interruption or modification of the standard vector-sum operations in the network communication
model). Moreover, this guarantees all the nodes having the same predictoreven with update rules
that depends on some random bits.

Theorem 4 Let f(w,z) be an L-smooth convex loss function in w for each z∈ Z and assume that
the stochastic gradient∇w f (w,zi) hasσ2-bounded variance for all w∈W. If the update ruleφ has
the serial regret boundψ(σ2,m), then the expected regret of Algorithm 3 over m samples is at most

(b+µ)ψ
(

σ2

b
,

⌈

m
b+µ

⌉)

.

Specifically, ifψ(σ2,m) = 2D2L+2Dσ
√

m, then setting the batch size b= m1/3 gives the expected
regret bound

2Dσ
√

m+2Dm1/3 (LD+σ
√

µ)+2Dσm1/6+2Dσµm−1/6+2µD2L. (8)

In fact, if b= mρ for anyρ ∈ (0,1/2), the expected regret bound is2Dσ
√

m+o(
√

m).

To appreciate the power of this result, we compare the specific bound in Equation (8) with
the ideal serial solution and the naı̈ve no-communication solution discussed in the introduction. It
is clear that our bound is asymptotically equivalent to the ideal serial boundψ(σ2,m)—even the
constants in the dominant terms are identical. Our bound scales nicely with the network latency and
the cluster sizek, becauseµ (which usually scales logarithmically withk) does not appear in the
dominant

√
m term. On the other hand, the naı̈ve no-communication solution has regret bounded

by kψ
(

σ2,m/k
)

= 2kD2L+2Dσ
√

km(see Section 2.2). If 1≪ k≪m, this bound is worse than the
bound in Theorem 4 by a factor of

√
k.

Finally, we note that choosingb asmρ for an appropriateρ requires knowledge ofm in advance.
However, this requirement can be relaxed by applying a standard doubling trick (Cesa-Bianchi and
Lugosi, 2006). This gives a single algorithm that does not takem as input, with asymptotically
similar regret. If we use a fixedb regardless ofm, the dominant term of the regret bound becomes
2Dσ

√

log(k)m/b; see the following proof for details.

Proof Similar to the proof of Theorem 3, we assume without loss of generality thatk dividesb+µ,
we define the function̄f : W×Zb 7→ R as

f̄ (w,(z1, . . . ,zb)) =
1
b

b

∑
s=1

f (w,zs) ,

176



OPTIMAL DISTRIBUTED ONLINE PREDICTION

and we use ¯zj to denote thefirst b inputsin batch j. By construction, the function̄f is L-smooth and
its gradients haveσ2/b-bounded variance. The average gradient ¯g j computed by the DMB algorithm
is the gradient off̄ (·, z̄j) evaluated at the pointw j . Therefore,

E

[m/(b+µ)

∑
j=1

(

f̄ (w j , z̄j)− f̄ (w⋆, z̄j)
)

]

≤ ψ
(

σ2

b
,

m
b+µ

)

. (9)

This inequality only involve the additionalµ examples in counting the number of batches asm/b+µ.
In order to count them in the total regret, we notice that

∀ j, E
[

f̄ (w j , z̄j) |w j
]

= E

[

1
b+µ

j(b+µ)

∑
i=( j−1)(b+µ)+1

f (w j ,zi)

∣

∣

∣

∣

w j

]

,

and a similar equality holds for̄f (w⋆,zi). Substituting these equalities in the left-hand-side of
Equation (9) and multiplying both sides byb+µ yields

E

[m/(b+µ)

∑
j=1

j(b+µ)

∑
i=( j−1)(b+µ)+1

(

f (w j ,zi)− f (w⋆,zi)
)

]

≤ (b+µ)ψ
(

σ2

b
,

m
b+µ

)

.

Again, if (b+µ) dividesm, then the left-hand side above is exactly the expected regret of the DMB
algorithm overmexamples. Otherwise, the expected regret can only be smaller.

For the concrete case ofψ(σ2,m) = 2D2L+2Dσ
√

m, plugging in the new values forσ2 andm
results in a bound of the form

(b+µ)ψ
(

σ2

b
,

⌈

m
b+µ

⌉)

≤ (b+µ)ψ
(

σ2

b
,

m
b+µ

+1

)

≤ 2(b+µ)D2L+2Dσ

√

m+
µ
b

m+
(b+µ)2

b
.

Using the inequality
√

x+y+z≤ √x+
√

y+
√

z, which holds for any nonnegative numbersx, y
andz, we bound the expression above by

2(b+µ)D2L+2Dσ
√

m+2Dσ
√

µm
b

+2Dσ
b+µ√

b
.

It is clear that withb=Cmρ for anyρ ∈ (0,1/2) and any constantC> 0, this bound can be written
as 2Dσ

√
m+o(

√
m). Lettingb= m1/3 gives the smallest exponents in theo(

√
m) terms.

In the proofs of Theorem 3 and Theorem 4, decreasing the variance by a factor ofb, as given
in Equation (7), relies on properties of the Euclidean norm. For serial gradient-type algorithms that
are specified with different norms (see the general framework in Appendix A), the variance does not
typically decrease as much. For example, in the dual averaging method specified in Equation (3), if
we useh(w) = 1/(2(p−1))‖w‖2p for somep∈ (1,2], then the “variance” bounds for the stochastic

gradients must be expressed in the dual norm, that is,E‖∇w f (w,z)−∇F(w)‖2q ≤ σ2, whereq =
p/(p−1) ∈ [2,∞). In this case, the variance bound for the averaged function becomes

E
∥

∥∇w f̄ (w, z̄)−∇F(w)
∥

∥

2
q ≤ C(n,q)

σ2

b
,
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whereC(n,q) = min{q−1,O(log(n))} is a space-dependent constant.4 Nevertheless, we can still
obtain a linear reduction inb even for such non-Euclidean norms. The net effect is that the regret
bound for the DMB algorithm becomes 2D

√

C(n,q)σ
√

m+o(
√

m).

4.2 Improving Performance on Short Input Streams

Theorem 4 presents an optimal way of choosing the batch sizeb, which results in an asymptotically
optimal regret bound. However, our asymptotic approach hides a potential shortcoming that occurs
whenm is small. Say that we know, ahead of time, that the sequence length ism= 15,000. More-
over, say that the latency isµ= 100, and thatσ = 1 andL = 1. In this case, Theorem 4 determines
that the optimal batch size isb∼ 25. In other words, for every 25 inputs that participate in the
update, 100 inputs are discarded. This waste becomes negligible asb grows withm and does not
affect our asymptotic analysis. However, ifm is known to be small, we can take steps to improve
the situation.

Assume for simplicity thatb divides µ. Now, instead of running a single distributed mini-
batch algorithm, we runc= 1+µ/b independent interlaced instances of the distributed mini-batch
algorithm on each node. At any given moment,c− 1 instances are asleep and one instance is
active. Once the active instance collectsb/k gradients on each node, it starts a vector-sum network
operation, awakens the next instance, and puts itself to sleep. Note that each instance awakens after
(c−1)b= µ inputs, which is just in time for its vector-sum operation to complete.

In the setting described above,c different vector-sum operations propagate concurrently through
the network. The distributed vector sum operation is typically designed suchthat each network
link is used at most once in each direction, so concurrent sum operationsthat begin at different
times should not compete for network resources. The batch size should indeed be set such that the
generated traffic does not exceed the network bandwidth limit, but the latency of each sum operation
should not be affected by the fact that multiple sum operations take place atonce.

Simply interlacingc independent copies of our algorithm does not resolve the aforementioned
problem, since each prediction is still defined by 1/c of the observed inputs. Therefore, instead of
using the predictions prescribed by the individual online predictors, we use their average. Namely,
we take the most recent prediction generated by each instance, averagethese predictions, and use
this average in place of the original prediction.

The advantages of this modification are not apparent from our theoretical analysis. Each in-
stance of the algorithm handlesm/c inputs and suffers a regret of at most

bψ
(

σ2

b
,1+

m
bc

)

,

and, using Jensen’s inequality, the overall regret using the average prediction is upper bounded by

bcψ
(

σ2

b
,1+

m
bc

)

.

The bound above is precisely the same as the bound in Theorem 4. Despite this fact, we conjecture
that this method will indeed improve empirical results when the batch sizeb is small compared to
the latency termµ.

4. For further details of algorithms usingp-norm, see Xiao (2010, Section 7.2) and Shalev-Shwartz and Tewari(2011).
For the derivation ofC(n,q) see for instance Lemma B.2 in Cotter et al. (2011).
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5. Stochastic Optimization

As we discussed in the introduction, thestochastic optimizationproblem is closely related, but not
identical, to the stochastic online prediction problem. In both cases, there is a loss functionf (w,z)
to be minimized. The difference is in the way success is measured. In online prediction, success is
measured by regret, which is the difference between the cumulative loss suffered by the prediction
algorithm and the cumulative loss of the best fixed predictor. The goal of stochastic optimization is
to find an approximate solution to the problem

minimize
w∈W

F(w), Ez[ f (w,z)] ,

and success is measured by the difference between the expected loss ofthe final output of the
optimization algorithm and the expected loss of the true minimizerw⋆. As before, we assume that
the loss functionf (w,z) is convex inw for anyz∈ Z, and thatW is a closed convex set.

We consider the samestochastic approximationtype of algorithms presented in Algorithm 1,
and define the final output of the algorithm, after processingm i.i.d. samples, to be

w̄m =
1
m

m

∑
j=1

w j .

In this case, the appropriate measure of success is the optimality gap

G(m) = F(w̄m)−F(w⋆) .

Notice that the optimality gapG(m) is also a random variable, because ¯wm depends on the random
samplesz1, . . . ,zm. It can be shown (see, e.g., Xiao, 2010, Theorem 3) that for convexloss functions
and i.i.d. inputs, we always have

E[G(m)] ≤ 1
m
E[R(m)] .

Therefore, a bound on the expected optimality gap can be readily obtained from a bound on the
expected regret of the same algorithm. In particular, iff is anL-smooth convex loss function and
∇w f (w,z) hasσ2-bounded variance, and our algorithm has a regret bound ofψ(σ2,m), then it also
has an expected optimality gap of at most

ψ̄(σ2,m) =
1
m

ψ(σ2,m) .

For the specific regret boundψ(σ2,m) = 2D2L+ 2Dσ
√

m, which holds for the serial algorithms
presented in Section 2, we have

E[G(m)] ≤ ψ̄(σ2,m) =
2D2L

m
+

2Dσ√
m

.

5.1 Stochastic Optimization using Distributed Mini-Batches

Our template of a DMB algorithm for stochastic optimization (see Algorithm 4) is very similar to
the one presented for the online prediction setting. The main difference is that we do not have to
process inputs while waiting for the vector-sum network operation to complete. Again letb be the
batch size, and the number of batchesr = ⌊m/b⌋. For simplicity of discussion, we assume thatb
dividesm.
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Algorithm 4: Template of DMB algorithm for stochastic optimization.

r ←
⌊

m
b

⌋

for j = 1,2, . . . , r do
reset ˆg j = 0
for s= 1, . . . ,b/k do

receive inputzs sampled i.i.d. from unknown distribution
calculategs = ∇w f (w j ,zs)
calculate ˆg j ← ĝ j +gi

end
start distributed vector sum to compute the sum of ˆg j across all nodes
finish distributed vector sum and compute average gradient ¯g j

set(w j+1,a j+1) = φ
(

a j , ḡ j , j
)

end
Output: 1

r ∑r
j=1w j

Theorem 5 Let f(w,z) be an L-smooth convex loss function in w for each z∈ Z and assume that
the stochastic gradient∇w f (w,z) hasσ2-bounded variance for all w∈W. If the update ruleφ used
in a serial setting has an expected optimality gap bounded byψ̄(σ2,m), then the expected optimality
gap of Algorithm 4 after processing m samples is at most

ψ̄
(

σ2

b
,
m
b

)

.

If ψ̄(σ2,m) = 2D2L
m + 2Dσ√

m , then the expected optimality gap is bounded by

2bD2L
m

+
2Dσ√

m
.

The proof of the theorem follows along the lines of Theorem 3, and is omitted.
We comment that the accelerated stochastic gradient methods of Lan (2009), Hu et al. (2009)

and Xiao (2010) can also fit in our template for the DMB algorithm, but with more sophisti-
cated updating rules. These accelerated methods have an expected optimalitybound ofψ̄(σ2,m) =
4D2L/m2+ 4Dσ/

√
m, which translates into the following bound for the DMB algorithm:

ψ̄
(

σ2

b
,
m
b

)

=
4b2D2L

m2 +
4Dσ√

m
.

Most recently, Ghadimi and Lan (2010) developed accelerated stochastic gradient methods for
strongly convex functions that have the convergence rateψ̄(σ2,m) = O(1)

(

L/m2+ σ2/νm
)

, where
ν is the strong convexity parameter of the loss function. The correspondingDMB algorithm has a
convergence rate

ψ̄
(

σ2

b
,
m
b

)

= O(1)

(

b2L
m2 +

σ2

νm

)

.

Apparently, this also fits in the DMB algorithm nicely.
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The significance of our result is that the dominating factor in the convergence rate is not affected
by the batch size. Therefore, depending on the value ofm, we can use large batch sizes without
affecting the convergence rate in a significant way. Since we can run theworkload associated with
a single batch in parallel, this theorem shows that the mini-batch technique is capable of turning
many serial optimization algorithms into parallel ones. To this end, it is important to analyze the
speed-up of the parallel algorithms in terms of the running time (wall-clock time).

5.2 Parallel Speed-Up

Recall thatk is the number of parallel computing nodes andm is the total number of i.i.d. samples
to be processed. Letb(m) be the batch size that depends onm. We define atime-unit to be the
time it takes a single node to process one sample (including computing the gradient and updating
the predictor). For convenience, letδ be the latency of the vector-sum operation in the network
(measured in number of time-units).5 Then the parallel speed-up of the DMB algorithm is

S(m) =
m

m
b(m)

(

b(m)
k +δ

) =
k

1+ δ
b(m)k

,

wherem/b(m) is the number of batches, andb(m)/k+ δ is the wall-clock time byk processors
to finish one batch in the DMB algorithm. Ifb(m) increases at a fast enough rate, then we have
S(m)→ k asm→ ∞. Therefore, we obtain an asymptotically linear speed-up, which is the ideal
result that one would hope for in parallelizing the optimization process (see Gustafson, 1988).

In the context of stochastic optimization, it is more appropriate to measure the speed-up with
respect to the same optimality gap, not the same amount of samples processed.Let ε be a given
target for the expected optimality gap. Letmsrl(ε) be the number of samples that the serial algorithm
needs to reach this target and letmDMB(ε) be the number of samples needed by the DMB algorithm.
Slightly overloading our notation, we define the parallel speed-up with respect to the expected
optimality gapε as

S(ε) =
msrl(ε)

mDMB(ε)
b

(

b
k +δ

)

. (10)

In the above definition, we intentionally leave the dependence ofb on m unspecified. Indeed, once
we fix the functionb(m), we can substitute it into the equation̄ψ(σ2/b,m/b) = ε to solve for the exact
form of mDMB(ε). As a result,b is also a function ofε.

Since bothmsrl(ε) and mDMB(ε) are upper bounds for the actual running times to reachε-
optimality, their ratioS(ε) may not be a precise measure of the speed-up. However, it is difficult in
practice to measure the actual running times of the algorithms in terms of reachingε-optimality. So
we only hopeS(ε) gives a conceptual guide in comparing the actual performance of the algorithms.
The following result shows that if the batch sizeb is chosen to be of ordermρ for anyρ ∈ (0,1/2),
then we still have asymptotic linear speed-up.

Theorem 6 Let f(w,z) be an L-smooth convex loss function in w for each z∈Z and assume that the
stochastic gradient∇w f (w,z) hasσ2-bounded variance for all w∈W. Suppose the update ruleφ
used in the serial setting has an expected optimality gap bounded byψ̄(σ2,m) = 2D2L

m + 2Dσ√
m . If the

5. The relationship betweenδ andµ defined in the online setting (see Section 4) is roughlyµ= kδ.
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batch size in the DMB algorithm is chosen as b(m) = Θ(mρ), whereρ ∈ (0,1/2), then we have

lim
ε→0

S(ε) = k.

Proof By solving the equation
2D2L

m
+

2Dσ√
m

= ε ,

we see that the following number of samples is sufficient for the serial algorithm to reachε-
optimality:

msrl(ε) =
D2σ2

ε2

(

1+

√

1+
2Lε
σ2

)2

.

For the DMB algorithm, we use the batch sizeb(m) = (θσ/DL)mρ, with someθ > 0, to obtain the
equation

2b(m)D2L
m

+
2Dσ√

m
=

2Dσ
m1/2

(

1+
θ

m1/2−ρ

)

= ε. (11)

We usemDMB(ε) to denote the solution of the above equation. ApparentlymDMB(ε) is a monotone
function ofε and limε→0mDMB(ε) = ∞. For convenience (with some abuse of notation), letb(ε) to
denoteb(mDMB(ε)), which is also monotone inε and satisfies limε→0b(ε) = ∞. Moreover, for any
batch sizeb> 1, we havemDMB(ε)≥msrl(ε). Therefore, from Equation (10) we get

limsup
ε→0

S(ε)≤ lim
ε→0

k

1+ δ
b(ε)k

= k.

Next we show liminfε→0S(ε)≥ k. For anyη > 0, let

mη(ε) =
4D2σ2(1+η)2

ε2 .

which is monotone decreasing inε, and can be seen as the solution to the equation

2Dσ
m1/2

(1+η) = ε.

Comparing this equation with Equation (11), we see that, for anyη > 0, there exists anε′ such that
for all 0< ε≤ ε′, we havemDMB(ε)≤mη(ε). Therefore,

liminf
ε→0

S(ε) ≥ lim
ε→0

msrl(ε)
mη(ε)

k

1+ δ
b(ε)k

= lim
ε→0

(

1+
√

1+ 2Lε
σ2

)2

4(1+η)2

k

1+ δ
b(ε)k

=
1

(1+η)2k.

Since the above inequality holds for anyη > 0, we can takeη → 0 and conclude that
liminf ε→0S(ε)≥ k. This finishes the proof.

For accelerated stochastic gradient methods whose convergence rateshave a similar dependence
on the gradient variance (Lan, 2009; Hu et al., 2009; Xiao, 2010; Ghadimi and Lan, 2010), the batch
sizeb has a even smaller effect on the convergence rate (see discussions after Theorem 5), which
implies a better parallel speed-up.
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6. Experiments

We conducted experiments with a large-scale online binary classification problem. First, we ob-
tained a log of one billion queries issued to the Internet search engine Bing.Each entry in the log
specifies a time stamp, a query text, and the id of the user who issued the query(using a temporary
browser cookie). A query is said to behighly monetizableif, in the past, users who issued this
query tended to then click on online advertisements. Given a predefined listof one million highly
monetizable queries, we observe the queries in the log one-by-one and attempt to predict whether
the next query will be highly monetizable or not. A clever search engine could use this prediction to
optimize the way it presents search results to the user. A prediction algorithm for this task must keep
up with the stream of queries received by the search engine, which calls for a distributed solution.

The predictions are made based on the recent query-history of the current user. For example,
the predictor may learn that users who recently issued the queries “island weather” and “sunscreen
reviews” (both not highly monetizable in our data) are likely to issue a subsequent query which is
highly monetizable (say, a query like “Hawaii vacation”). In the next section, we formally define
how each input,zt , is constructed.

First, letn denote the number of distinct queries that appear in the log and assume that we have
enumerated these queries,q1, . . . ,qn. Now definext ∈ {0,1}n as follows

xt, j =

{

1 if queryq j was issued by the current user during the last two hours,

0 otherwise.

Let yt be a binary variable, defined as

yt =

{

+1 if the current query is highly monetizable,

−1 otherwise.

In other words,yt is the binary label that we are trying to predict. Before observingxt or yt , our
algorithm chooses a vectorwt ∈ R

n. Thenxt is observed and the resulting binary prediction is the
sign of their inner product〈wt ,xt〉. Next, the correct labelyt is revealed and our binary prediction is
incorrect ifyt〈wt ,xt〉 ≤ 0. We can re-state this prediction problem in an equivalent way by defining
zt = ytxt , and saying that an incorrect prediction occurs when〈wt ,zt〉 ≤ 0.

We adopt the logistic loss function as a smooth convex proxy to the error indicator function.
Formally, definef as

f (w,z) = log2

(

1+exp(−〈w,z〉)
)

.

Additionally, we introduced the convex regularization constraint‖wt‖ ≤C, whereC is a predefined
regularization parameter.

We ran the synchronous version of our distributed algorithm using the Euclidean dual averaging
update rule (4) in a cluster simulation. The simulation allowed us to easily investigatethe effects of
modifying the number of nodes in the cluster and the latencies in the network.

We wanted to specify a realistic latency in our simulation, which faithfully mimics the behavior
of a real network in a search engine datacenter. To this end, we assumedthat the nodes are connected
via a standard 1Gbs Ethernet network. Moreover, we assumed that the nodes are arranged in a
precomputed logical binary-tree communication structure, and that all communication is done along
the edges in this tree. We conservatively estimated the round-trip latency between proximal nodes
in the tree to be 0.5ms. Therefore, the total time to complete each vector-sum network operation
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Figure 2: The effects of of the batch size when serial mini-batching on average loss. The mini-
batches algorithm was applied with different batch sizes. The x-axis presents the number
of instances observed, and the y-axis presents the average loss. Notethat the caseb= 1
is the standard serial dual-averaging algorithm.

is log2(k) ms, wherek is the number of nodes in the cluster. We assumed that our search engine
receives 4 queries per ms (which adds up to ten billion queries a month). Overall, the number of
queries discarded between mini-batches isµ= 4log2(k).

In all of our experiments, we use the algorithmic parameterα j = L+ γ
√

j (see Theorem 2).
We set the smoothness parameterL to a constant, and the parameterγ to a constant divided by

√
b.

This is becauseL depends only on the loss functionf , which does not change in DMB, whileγ
is proportional toσ, the standard deviation of the gradient-averages. We chose the constants by
manually exploring the parameter space on a separate held-out set of 500million queries.

We report all of our results in terms of the average loss suffered by the online algorithm. This
is simply defined as(1/t)∑t

i=1 f (wi ,zi). We cannot plot regret, as we do not know the offline risk
minimizerw⋆.

6.1 Serial Mini-Batching

As a warm-up, we investigated the effects of modifying the mini-batch sizeb in a standard serial
Euclidean dual averaging algorithm. This is equivalent to running the distributed simulation with a
cluster size ofk= 1, with varying mini-batch size. We ran the experiment withb= 1,2,4, . . . ,1024.
Figure 2 shows the results for three representative mini-batch sizes. Theexperiments tell an in-
teresting story, which is more refined than our theoretical upper bounds. While the asymptotic
worst-case theory implies that batch-size should have no significant effect, we actually observe that
mini-batching accelerates the learning process on the first 108 inputs. On the other hand, after 108

inputs, a large mini-batch size begins to hurt us and the smaller mini-batch sizes gain the lead. This
behavior is not an artifact of our choice of the parametersγ andL, as we observed a similar behavior
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Figure 3: Comparing DBM with the serial algorithm and the no-communication distributed algo-
rithm. Results for a large cluster ofk= 1024 machines are presented on the left. Results
for a small cluster ofk= 32 machines are presented on the right.

for many different parameter setting, during the initial stage when we tuned the parameters on a
held-out set.

Similar transient behaviors also exist for multi-step stochastic gradient methods (see, e.g., Polyak,
1987, Section 4.3.2), where the multi-step interpolation of the gradients also gives the smoothing
effects as using averaged gradients. Typically such methods convergefaster in the early iterations
when the iterates are far from the optimal solution and the relative value of thestochastic noise is
small, but become less effective asymptotically.

6.2 Evaluating DBM

Next, we compared the average loss of the DBM algorithm with the average loss of the serial
algorithm and the no-communication algorithm (where each cluster node works independently). We
tried two versions of the no-communication solution. The first version simply runsk independent
copies of the serial prediction algorithm. The second version runsk independent copies of the
serial mini-batch algorithm, with a mini-batch size of 128. We included the secondversion of the
no-communication algorithm after observing that mini-batching has significantadvantages even in
the serial setting. We experimented with various cluster sizes and various mini-batch sizes. As
mentioned above, we set the latency of the DBM algorithm toµ= 4log2(k). Taking a cue from
our theoretical analysis, we set the batch size tob= m1/3 ≃ 1024. We repeated the experiment for
various cluster sizes and the results were very consistent. Figure 3 presents the average loss of the
three algorithms for clusters of sizesk = 1024 andk = 32. Clearly, the simple no-communication
algorithm performs very poorly compared to the others. The no-communication algorithm that uses
mini-batch updates on each node does surprisingly well, but is still outperformed quite significantly
by the DMB solution.
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Figure 4: The effects of increased network latency. The loss of the DMBalgorithm is reported with
different latencies as measured byµ. In all cases, the batch size is fixed atb= 1024.

6.3 The Effects of Latency

Network latency results in the DMB discarding gradients, and slows down thealgorithm’s progress.
The theoretical analysis shows that this waste is negligible in the asymptotic worst-case sense. How-
ever, latency will obviously have some negative effect on any finite prefix of the input stream. We
examined what would happen if the single-link latency were much larger than our 0.5ms estimate
(e.g., if the network is very congested or if the cluster nodes are scatteredacross multiple datacen-
ters). Concretely, we set the cluster size tok = 1024 nodes, the batch size tob = 1024, and the
single-link latency to 0.5,1,2, . . . ,512 ms. That is, 0.5ms mimics a realistic 1Gbs Ethernet link,
while 512ms mimics a network whose latency between any two machines is 1024 times greater,
namely, each vector-sum operation takes a full second to complete. Note that µ is still computed as
before, namely, for latency 0.5 ·2p, µ= 2p4log2(k) = 2p ·40. Figure 4 shows how the average loss
curve reacts to four representative latencies. As expected, convergence rate degrades monotonically
with latency. When latency is set to be 8 times greater than our realistic estimate for1Gbs Ethernet,
the effect is minor. When the latency is increased by a factor of 1024, the effect becomes more
noticeable, but still quite small.

6.4 Optimal Mini-Batch Size

For our final experiment, we set out to find the optimal batch size for our problem on a given cluster
size. Our theoretical analysis is too crude to provide a sufficient answerto this question. The
theory basically says that settingb = Θ(mρ) is asymptotically optimal for anyρ ∈ (0,1/2), and
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Figure 5: The effect of different mini-batch sizes (b) on the DBM algorithm. The DMB algorithm
was applied with different batch sizesb = 8, . . . ,4096. The loss is reported after 107

instances (left), 108 instances (middle) and 109 instances (right).

that b = Θ(m1/3) is a pretty good concrete choice. We have already seen that larger batchsizes
accelerate the initial learning phase, even in a serial setting. We set the cluster size tok = 32 and
set batch size to 8,16, . . . ,4096. Note thatb = 32 is the case where each node processes a single
example before engaging in a vector-sum network operation. Figure 5 depicts the average loss after
107,108, and 109 inputs. As noted in the serial case, larger batch sizes (b= 512) are beneficial at
first (m= 107), while smaller batch sizes(b= 128) are better in the end (m= 109).

6.5 Discussion

We presented an empirical evaluation of the serial mini-batch algorithm and its distributed version,
the DMB algorithm, on a realistic web-scale online prediction problem. As expected, the DMB
algorithm outperforms the näive no-communication algorithm. An interesting and somewhat unex-
pected observation is the fact that the use of large batches improves performance even in the serial
setting. Moreover, the optimal batch size seems to generally decrease with time.

We also demonstrated the effect of network latency on the performance ofthe DMB algorithm.
Even for relatively large values ofµ, the degradation in performance was modest. This is an encour-
aging indicator of the efficiency and robustness of the DMB algorithm, evenwhen implemented in
a high-latency environment, such as a grid.

7. Related Work

In recent years there has been a growing interest in distributed online learning and distributed opti-
mization.

Langford et al. (2009) address the distributed online learning problem, with a similar motivation
to ours: trying to address the scalability problem of online learning algorithms which are inherently
sequential. The main observation Langford et al. (2009) make is that in manycases, computing the
gradient takes much longer than computing the update according to the online prediction algorithm.
Therefore, they present a pipeline computational model. Each worker alternates between computing

187



DEKEL, GILAD -BACHRACH, SHAMIR AND X IAO

the gradient and computing the update rule. The different workers are synchronized such that no
two workers perform an update simultaneously.

Similar to results presented in this paper, Langford et al. (2009) attempted to show that it is
possible to achieve a cumulative regret ofO(

√
m) with k parallel workers, compared to theO

(√
km
)

of the näıve solution. However their work suffers from a few limitations. First, their proofs only hold
for unconstrained convex optimization where no projection is needed. Second, since they work in a
model where one node at a time updates a shared predictor, while the other nodes compute gradients,
the scalability of their proposed method is limited by the ratio between the time it takes to compute
a gradient to the time it takes to run the update rule of the serial online learning algorithm.

In another related work, Duchi et al. (2010) present a distributed dual averaging method for
optimization over networks. They assume the loss functions are Lipschitz continuous, but their gra-
dients may not be. Their method does not need synchronization to averagegradients computed at
the same point. Instead, they employ a distributed consensus algorithm on all the gradients gen-
erated by different processors at different points. When applied to the stochastic online prediction
setting, even for the most favorable class of communication graphs, with constant spectral gaps
(e.g., expander graphs), their best regret bound isO

(√
kmlog(m)

)

. This bound is no better than one
would get by runningk parallel machines without communication (see Section 2.2).

In another recent work, Zinkevich et al. (2010) study a method where each node in the network
runs the classic stochastic gradient method, using random subsets of the overall data set, and only
aggregate their solutions in the end (by averaging their final weight vectors). In terms of online
regret, it is obviously the same as runningk machines independently without communication. So a
more suitable measure is the optimality gap (defined in Section 5) of the final averaged predictor.
Even with respect to this measure, their expected optimality gap does not showadvantage over
runningk machines independently. A similar approach was also considered by Nesterov and Vial
(2008) and an experimental study of such a method was reported in Harrington et al. (2003).

A key difference between our DMB framework and many related work is that DMB does not
consider distributed comuting as a constraint to overcome. Instead, our novel use of the variance-
based regret bounds can exploit parallel/distributed computing to obtain the asymptotic optimal
regret bound. Beyond the asymptotic optimality of our bounds, our work has other features that set
it apart from previous work. As far as we know, we are the first to propose a general principled
framework for distributing many gradient-based update rule, with a concrete regret analysis for the
large family of mirror descent and dual averaging update rules. Additionally, our work is the first to
explicitly include network latency in our regret analysis, and to theoretically guarantee that a large
latency can be overcome by setting parameters appropriately.

8. Conclusions and Further Research

The increase in serial computing power of modern computers is out-paced by the growth rate of
web-scale prediction problems and data sets. Therefore, it is necessary to adopt techniques that can
harness the power of parallel and distributed computers.

In this work we studied the problems of distributed stochastic online prediction and distributed
stochastic optimization. We presented a family of distributed online algorithms with asymptotically
optimal regret and optimality gap guarantees. Our algorithms use the distributedcomputing infras-
tructure to reduce the variance of stochastic gradients, which essentially reduces the noise in the
algorithm’s updates. Our analysis shows that asymptotically, a distributed computing system can
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perform as well as a hypothetical fast serial computer. This result is far from trivial, and much of
the prior art in the field did not show any provable gain by using distributed computers.

While the focus of this work is the theoretical analysis of a distributed online prediction algo-
rithm, we also presented experiments on a large-scale real-world problem. Our experiments showed
that indeed the DMB algorithm outperforms other simple solutions. They also suggested that im-
provements can be made by optimizing the batch size and adjusting the learning rate based on
empirical measures.

Our formal analysis hinges on the fact that the regret bounds of many stochastic online update
rules scale with the variance of the stochastic gradients when the loss function is smooth. It is
unclear if smoothness is a necessary condition, or if it can be replaced witha weaker assumption.
In principle, our results apply in a broader setting. For any serial updaterule φ with a regret bound
of ψ(σ2,m) =Cσ

√
m+o(

√
m), the DMB algorithm and its variants have the optimal regret bound

of Cσ
√

m+o(
√

m), provided that the boundψ(σ2,m) applies equally to the functionf and to the
function

f̄ (w,(z1, . . . ,zb)) =
1
b

b

∑
s=1

f (w,zs) .

Note that this result holds independently of the network sizek and the network latencyµ. Extending
our results to non-smooth functions is an interesting open problem. A more ambitious challenge is
to extend our results to the non-stochastic case, where inputs may be chosen by an adversary.

An important future direction is to develop distributed learning algorithms that perform robustly
and efficiently on heterogeneous clusters and in asynchronous distributed environments. This direc-
tion has been further explored in Dekel et al. (2011). For example, onecan use the following simple
reformulation of the DMB algorithm in a master-workers setting: each workerprocess inputs at its
own pace and periodically sends the accumulated gradients to the master; the master applies the
update rule whenever the number of accumulated gradients reaches a certain threshold and broad-
casts the new predictor back to the workers. In a dynamic environment, where the network can be
partitioned and reconnected and where nodes can be added and removed, a new master (or masters)
can be chosen as needed by a standard leader election algorithm. We refer the reader to Dekel et al.
(2011) for more details.

A central property of our method is that all of the gradients in a batch must betaken at the
same prediction point. In an asynchronous distributed computing environment (see, e.g., Tsitsiklis
et al., 1986; Bertsekas and Tsitsiklis, 1989), this can be quite wasteful. Inorder to reduce the
waste generated by the need for global synchronization, we may need to allow different nodes to
accumulate gradients at different yet close points. Such a modification is likely to work since the
smoothness assumption precisely states that gradients of nearby points aresimilar. There have been
extensive studies on distributed optimization with inaccurate or delayed subgradient information,
but mostly without the smoothness assumption (e.g., Nedić et al., 2001; Nedić and Ozdaglar, 2009).
We believe that our main results under the smoothness assumption can be extended to asynchronous
and distributed environments as well.
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Appendix A. Smooth Stochastic Online Prediction in the Serial Setting

In this appendix, we prove expected regret bounds for stochastic dual averaging and stochastic mir-
ror descent applied to smooth loss functions. In the main body of the paper,we discussed only the
Euclidean special case of these algorithms, while here we present the algorithms and regret bounds
in their full generality. In particular, Theorem 1 is a special case of Theorem 9, and Theorem 2 is a
special case of Theorem 7.

Recall that we observe a stochastic sequence of inputsz1,z2, . . ., where eachzi ∈ Z. Before
observing eachzi we predictwi ∈W, and suffer a lossf (wi ,zi). We assumeW is a closed convex
subset of a finite dimensional vector spaceV with endowed norm‖ · ‖. We assume thatf (w,z) is
convex and differentiable inw, and we use∇w f (w,z) to denote the gradient off with respect to its
first argument.∇w f (w,z) is a vector in the dual spaceV ∗, with endowed norm‖ · ‖∗.

We assume thatf (·,z) is L-smooth for any realization ofz. Namely, we assume thatf (·,z) is
differentiable and that

∀z∈ Z, ∀w,w′ ∈W, ‖∇w f (w,z)−∇w f (w′,z)‖∗ ≤ L‖w−w′‖ .

We defineF(w) = Ez[ f (w,z)] and note that∇wF(w) = Ez[∇w f (w,z)] (see Rockafellar and Wets,
1982). This implies that

∀w,w′ ∈W, ‖∇wF(w)−∇wF(w′)‖∗ ≤ L‖w−w′‖ .

In addition, we assume that there exists a constantσ≥ 0 such that

∀w∈W, Ez[‖∇w f (w,z)−∇wEz[ f (w,z)]‖2∗]≤ σ2 .

We assume thatw⋆ = argminw∈W F(w) exists, and we abbreviateF⋆ = F(w⋆).
Under the above assumptions, we are concerned with bounding the expected regretE[R(m)],

where regret is defined as

R(m) =
m

∑
i=1

( f (wi ,zi)− f (w⋆,zi)) .

In order to present the algorithms in their full generality, we first recall theconcepts of strongly
convex function and Bregman divergence.

A functionh : W→ R∪{+∞} is said to beµ-strongly convexwith respect to‖ · ‖ if

∀α ∈ [0,1], ∀u,v∈W, h(αu+(1−α)v)≤ αh(u)+(1−α)h(v)− µ
2

α(1−α)‖u−v‖2 .

If h is µ-strongly convex then for anyu∈ domh, andv∈ domh that is sub-differentiable, then

∀s∈ ∂h(v), h(u)≥ h(v)+ 〈s,u−v〉+ µ
2
‖u−v‖2 .
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(See, e.g., Goebel and Rockafellar, 2008.) If a functionh is strictly convex and differentiable (on an
open set contained in domh), then we can defined the Bregman divergence generated byh as

dh(u,v) = h(u)−h(v)−〈∇h(v), u−v〉 .

We often drop the subscripth in dh when it is obvious from the context. Some key properties of the
Bregman divergence are:

• d(u,v)≥ 0, and the equality holds if and only ifu= v.

• In generald(u,v) 6= d(v,u), andd may not satisfy the triangle inequality.

• The followingthree-point identityfollows directly from the definition:

d(u,w) = d(u,v)+d(v,w)+ 〈∇h(v)−∇h(w),u−v〉 .

The following inequality is a direct consequence of theµ-strong convexity ofh:

d(u,v)≥ µ
2
‖u−v‖2 . (12)

A.1 Stochastic Dual Averaging

The proof techniques for the stochastic dual averaging method are adapted from those for the accel-
erated algorithms presented in Tseng (2008) and Xiao (2010).

Let h : W→ R be a 1-strongly convex function. Without loss of generality, we can assume that
minw∈W h(w) = 0. In the stochastic dual averaging method, we predict eachwi by

wi+1 = argmin
w∈W

{〈

i

∑
j=1

g j ,w

〉

+(L+βi+1)h(w)

}

, (13)

whereg j denotes the stochastic gradient∇w f (w j ,zj), and (βi)i≥1 is a sequence of positive and
nondecreasing parameters (i.e.,βi+1≥ βi). As a special case of the above, we initializew1 to

w1 = argmin
w∈W

h(w) . (14)

We are now ready to state a bound on the expected regret of the dual averaging method, in the
smooth stochastic case.

Theorem 7 The expected regret of the stochastic dual averaging method is bounded as

∀m, E[R(m)]≤ (F(w1)−F(w⋆))+(L+βm)h(w
⋆)+

σ2

2

m−1

∑
i=1

1
βi
.

The optimal choice ofβi is exactly of order
√

i. More specifically, letβi = γ
√

i, whereγ is a
positive parameter. Then Theorem 7 implies that

E[R(m)]≤ (F(w1)−F(w⋆))+Lh(w⋆)+

(

γh(w⋆)+
σ2

γ

)√
m.
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Choosingγ = σ/
√

h(w⋆) gives

E[R(m)]≤ (F(w1)−F(w⋆))+Lh(w⋆)+
(

2σ
√

h(w⋆)
)√

m.

If ∇F(w⋆) = 0 (this is certainly the case ifW is the whole space), then we have

F(w1)−F(w⋆)≤ L
2
‖w1−w⋆‖2≤ Lh(w⋆).

Then the expected regret bound can be simplified as

E[R(m)]≤ 2Lh(w⋆)+
(

2σ
√

h(w⋆)
)√

m.

To prove Theorem 7 we require the following fundamental lemma, which can be found, for
example, in Nesterov (2005), Tseng (2008) and Xiao (2010).

Lemma 8 Let W be a closed convex set,ϕ be a convex function on W, and h be µ-strongly convex
on W with respect to‖ · ‖. If

w+ = argmin
w∈W

{

ϕ(w)+h(w)
}

,

then
∀w∈W, ϕ(w)+h(w)≥ ϕ(w+)+h(w+)+

µ
2
‖w−w+‖2.

With Lemma 8, we are now ready to prove Theorem 7.
Proof First, we define the linear functions

ℓi(w) = F(wi)+ 〈∇F(wi),w−wi〉, ∀ i ≥ 1,

and (using the notationgi = ∇ f (wi ,zi))

ℓ̂i(w) = F(wi)+ 〈gi ,w−wi〉= ℓi(w)+ 〈qi ,w−wi〉,

where
qi = gi−∇F(wi).

Therefore, the stochastic dual averaging method specified in Equation (13) is equivalent to

wi = argmin
w∈W

{

i−1

∑
j=1

ℓ̂ j(w)+(L+βi)h(w)

}

.

Using the smoothness assumption, we have (e.g., Nesterov 2004, Lemma 1.2.3)

F(wi+1) ≤ ℓi(wi+1)+
L
2
‖wi+1−wi‖2

= ℓ̂i(wi+1)+
L+βi

2
‖wi+1−wi‖2−〈qi ,wi+1−wi〉−

βi

2
‖wi+1−wi‖2

≤ ℓ̂i(wi+1)+
L+βi

2
‖wi+1−wi‖2+‖qi‖∗‖wi+1−wi‖−

βi

2
‖wi+1−wi‖2

= ℓ̂i(wi+1)+
L+βi

2
‖wi+1−wi‖2−

(

1
√

2βi
‖qi‖∗−

√

βi

2
‖wi+1−wi‖

)2

+
‖qi‖2∗
2βi

≤ ℓ̂i(wi+1)+
L+βi

2
‖wi+1−wi‖2+

‖qi‖2∗
2βi

. (15)
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Next we use Lemma 8 withϕ(w) = ∑i−1
j=1 ℓ̂ j(w) andµ= (L+βi),

i−1

∑
j=1

ℓ̂ j(wi+1)+(L+βi)h(wi+1)≥
i−1

∑
j=1

ℓ̂ j(wi)+(L+βi)h(wi)+
L+βi

2
‖wi+1−wi‖2,

Combining the above inequality with Equation (15), we have

F(wi+1) ≤ ℓ̂i(wi+1)+
i−1

∑
j=1

ℓ̂ j(wi+1)+(L+βi)h(wi+1)−
i−1

∑
j=1

ℓ̂ j(wi)− (L+βi)h(wi)+
‖qi‖2∗
2βi

≤
i

∑
j=1

ℓ̂ j(wi+1)+(L+βi+1)h(wi+1)−
i−1

∑
j=1

ℓ̂ j(wi)− (L+βi)h(wi)+
‖qi‖2∗
2βi

,

where in the last inequality, we used the assumptionsβi+1 > βi > 0 andh(wi+1)≥ 0. Summing the
above inequality fromi = 1 to i = m−1, we have

m

∑
i=2

F(wi) ≤
m−1

∑
i=1

ℓ̂i(wm)+(L+βm)h(wm)+
m−1

∑
i=1

‖qi‖2∗
2βi

≤
m−1

∑
i=1

ℓ̂i(w
⋆)+(L+βm)h(w

⋆)+
m−1

∑
i=1

‖qi‖2∗
2βi

≤
m−1

∑
i=1

ℓi(w
⋆)+(L+βm)h(w

⋆)+
m−1

∑
i=1

‖qi‖2∗
2βi

+
m−1

∑
i=1

〈qi ,w
⋆−wi〉

≤ (m−1)F(w⋆)+(L+βi)h(w
⋆)+

m−1

∑
i=1

‖qi‖2∗
2βi

+
m−1

∑
i=1

〈qi ,w
⋆−wi〉.

Therefore,

m

∑
i=2

(

F(wi)−F(w⋆)
)

≤ (L+βm)h(w
⋆)+

m−1

∑
i=1

‖qi‖2∗
2βi

+
m−1

∑
i=1

〈qi ,w
⋆−wi〉. (16)

Notice that eachwi is a deterministic function ofz1, . . . ,zi−1, so

Ezi

(

〈qi ,w
⋆−wi〉 |z1, . . . ,zi−1

)

= 0

by recalling the definitionqi = ∇ f (wi ,zi)−∇F(wi). Taking expectation of both sides of Equa-
tion (16) with respect toz1, . . . ,zm, and adding the termF(w1)−F(w⋆), we have

E

m

∑
i=1

(

F(wi)−F(w⋆)
)

≤ F(w1)−F(w⋆)+(L+βm)h(w
⋆)+

m−1

∑
i=1

σ2

2βi
.

Theorem 7 is proved by further noticing

E f (wi ,zi) = EF(wi), E f (w⋆,zi) = F(w⋆), ∀ i ≥ 1,

which are due to the fact thatwi is a deterministic function ofz0, . . . ,zi−1.
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A.2 Stochastic Mirror Descent

Variance-based convergence rates for the stochastic Mirror Descent methods are due to Juditsky
et al. (2011), and were extended to an accelerated stochastic Mirror Descent method by Lan (2009).
For completeness, we adapt their proofs to the context of regret for online prediction problems.

Again leth : W→R be a differentiable 1-strongly convex function with minw∈W h(w) = 0. Also
let d be the Bregman divergence generated byh. In the stochastic mirror descent method, we use
the same initialization as in the dual averaging method (see Equation (14)) and then we set

wi+1 = argmin
w∈W

{

〈gi ,w〉+(L+βi)d(w,wi)
}

, i ≥ 1.

As in the dual averaging method, we assume that the sequence(βi)i≥1 to be positive and nonde-
creasing.

Theorem 9 Assume that the convex set W is closed and bounded. In addition assumed(u,v) is
bounded on W and let

D2 = max
u,v∈W

d(u,v).

Then the expected regret of the stochastic mirror descent method is bounded as

E[R(m)]≤ (F(w1)−F(w⋆))+(L+βm)D
2+

σ2

2

m−1

∑
i=1

1
βi
.

Similar to the dual averaging case, using the sequence of parametersβi = (σ/D)
√

i gives the
expected regret bound

E[R(m)]≤ (F(w1)−F(w⋆))+LD2+(2σD)
√

m.

Again, if ∇F(w⋆) = 0, we haveF(w1)− F(w⋆) ≤ (L/2)‖w1−w⋆‖2 ≤ Lh(w⋆) ≤ LD2, thus the
simplified bound

E[R(m)]≤ 2LD2+(2σD)
√

m.

We note that here we have stronger assumptions than in the dual averagingcase. These as-
sumptions are certainly satisfied by using the standard Euclidean distanced(u,v) = (1/2)‖u− v‖22
on a compact convex setW. However, it excludes the case of using the KL-divergenced(u,v) =
∑n

i=1ui log(ui/vi) on the simplex, because the KL-divergence is unbounded on the simplex. Nev-
ertheless, it is possible to remove such restrictions by considering other variants of the stochastic
mirror descent method. For example, if we use a constantβi that depends on the prior knowledge
of the number of total steps to be performed, then we can weaken the assumption and replaceD in
the above bounds by

√

h(w⋆). More precisely, we have

Theorem 10 Suppose we know the total number of steps m to be performed by the stochastic mirror
descent method ahead of time. Then by using the initialization in Equation (14)and the constant
parameter

βi =
σ

√

2h(w⋆)

√
m,

we have the expected regret bound

E[R(m)]≤ (F(w1)−F(w⋆))+Lh(w⋆)+σ
√

2h(w⋆)
√

m.
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Theorem 10 is essentially the same as a result in Lan (2009), who also developed an accelerated
versions of the stochastic mirror descent method. To prove Theorem 9 and Theorem 10 we need the
following standard Lemma, which can be found in Chen and Teboulle (1993), Lan et al. (2011) and
Tseng (2008).

Lemma 11 Let W be a closed convex set,ϕ be a convex function on W, and h be a differentiable,
strongly convex function on W. Let d be the Bregman divergence generated by h. Given u∈W, if

w+ = argmin
w∈W

{

ϕ(w)+d(w,u)
}

,

then
ϕ(w)+d(w,u)≥ ϕ(w+)+d(w+,u)+d(w,w+).

We are ready to prove Theorem 9 and Theorem 10.
Proof We start with the inequality in Equation (15). Using Equation (12) withµ= 1 gives

F(wi+1)≤ ℓ̂i(wi+1)+(L+βi)d(wi+1,wi)+
‖qi‖2∗
2βi

. (17)

Now using Lemma 11 withϕ(w) = ℓ̂i(w) yields

ℓ̂i(wi+1)+(L+βi)d(wi+1,wi)≤ ℓ̂i(w
⋆)+(L+βi)d(w

⋆,wi)− (L+βi)d(w
⋆,wi+1).

Combining with Equation (17) gives

F(wi+1) ≤ ℓ̂i(w
⋆)+(L+βi)d(w

⋆,wi)− (L+βi)d(w
⋆,wi+1)+

‖qi‖2∗
2βi

= ℓi(w
⋆)+(L+βi)d(w

⋆,wi)− (L+βi+1)d(w
⋆,wi+1)+(βi+1−βi)d(w

⋆,wi+1)

+
‖qi‖2∗
2βi

+ 〈qi ,w
⋆−wi〉

≤ F(w⋆)+(L+βi)d(w
⋆,wi)− (L+βi+1)d(w

⋆,wi+1)+(βi+1−βi)D
2

+
‖qi‖2∗
2βi

+ 〈qi ,w
⋆−wi〉,

where in the last inequality, we used the definition ofD2 and the assumption thatβi+1 ≥ βi . Sum-
ming the above inequality fromi = 1 to i = m−1, we have

m

∑
i=2

F(wi) ≤ (m−1)F(w⋆)+(L+β1)d(w
⋆,w1)− (L+βm)d(w

⋆,wm)+(βm−β1)D
2

+
m−1

∑
i=1

‖qi‖2∗
2βi

+
m−1

∑
i=1

〈qi ,w
⋆−wi〉.

Notice thatd(w⋆,wi)≥ 0 andd(w⋆,w1)≤ D2, so we have

m

∑
i=2

F(wi)≤ (m−1)F(w⋆)+(L+βm)D
2+

m−1

∑
i=1

‖qi‖2∗
2βi

+
m−1

∑
i=1

〈qi ,w
⋆−wi〉.
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The rest of the proof for Theorem 9 is similar to that for the dual averaging method (see arguments
following Equation (16)).

Finally we prove Theorem 10. From the proof of Theorem 9 above, we see that ifβi = βm is a
constant for alli = 1, . . . ,m, then we have

E

m

∑
i=2

(F(wi)−F(w⋆))≤ (L+βm)d(w
⋆,w1)+

σ2

2

m−1

∑
i=1

1
βi
.

Notice that for the above result, we do not need to assume boundedness of W, nor boundedness of
the Bregman divergenced(u,v). Since we usew1 = argminw∈W h(w) and assumeh(w1) = 0 (with-
out loss of generality), it followsd(w⋆,w1)≤ h(w⋆). Plugging inβm = (σ/

√

2h(w⋆))
√

mgives the
desired result.

Appendix B. High-Probability Bounds

For simplicity, the theorems stated throughout the paper involved bounds on theexpected regret,
E[R(m)]. A stronger type of result is a high-probability bound, whereR(m) itself is bounded with
arbitrarily high probability 1− δ, and the bound having only logarithmic dependence onδ. Here,
we demonstrate how our theorems can be extended to such high-probability bounds.

First, we need to justify that the expected regret bounds for the online prediction rules discussed
in Appendix A have high-probability versions. For simplicity, we will focus ona high-probability
version of the regret bound for dual averaging (Theorem 7), but exactly the same technique will
work for stochastic mirror descent (Theorem 9 and Theorem 10). With these results in hand, we
will show how our main theorem for distributed learning using the DMB algorithm(Theorem 4)
can be extended to a high-probability version. Identical techniques will work for the other theorems
presented in the paper.

Before we begin, we will need to make a few additional mild assumptions. First, we assume
that there are positive constantsB,G such that| f (w,z)| ≤ B and‖∇w f (w,z)‖ ≤G for all w∈W and
z∈ Z. Second, we assume that there is a positive constantσ̂ such that Varz( f (w,z)− f (w⋆,z))≤ σ̂2

for all w∈W (note thatσ̂2 ≤ 4B2 always holds). Third, thatW has a bounded diameterD, namely
‖w−w′‖ ≤ D for all w,w′ ∈W.

Under these assumptions, we can show the following high-probability version of Theorem 7.

Theorem 12 For any m and anyδ ∈ (0,1], the regret of the stochastic dual averaging method is
bounded with probability at least1−δ over the sampling of z1, . . . ,zm by

R(m)≤ (F(w1)−F(w⋆))+(L+βm)h(w
⋆)+

σ2

2

m−1

∑
i=1

1
βi

+2log(2/δ)
(

DG+
2G2

β1

)

√

√

√

√

1+36
G2σ2 ∑m

i=1
1
β2

i
+D2σ2m

log(2/δ)

+4log(2/δ)B

√

1+
18mσ̂2

log(2/δ)
.
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Proof The proof of the theorem is identical to the one of Theorem 7, up to Equation(16):

m

∑
i=2

(

F(wi)−F(w⋆)
)

≤ (L+βm)h(w
⋆)+

m−1

∑
i=1

‖qi‖2
2βi

+
m−1

∑
i=1

〈qi ,w
⋆−wi〉. (18)

In the proof of Theorem 7, we proceeded by taking expectations of bothsides with respect to the
sequencez1, . . . ,zm. Here, we will do things a bit differently.

The main technical tool we use is a well-known Bernstein-type inequality for martingales (e.g.,
Cesa-Bianchi and Lugosi, 2006, Lemma A.8), an immediate corollary of whichcan be stated as fol-
lows: supposex1, . . . ,xm is a martingale difference sequence with respect to the sequencez1, . . . ,zm,
such that|xi | ≤ b, and let

v=
m

∑
i=1

Var(xi |z1, . . . ,zi−1).

Then for anyδ ∈ (0,1), it holds with probability at least 1−δ that

m

∑
i=1

xi ≤ blog(1/δ)

√

1+
18v

log(1/δ)
. (19)

Recall the definitionqi = ∇ f (wi ,zi)−∇F(wi), and letσ2
i = E[‖qi‖2]. Note thatσ2

i ≤ σ2. We
will first use this result for the sequence

xi =
‖qi‖2−σ2

i

2βi
+ 〈qi ,w

⋆−wi〉.

It is easily seen thatEzi [xi |z1, . . . ,zi−1] = 0, so it is indeed a martingale difference sequence w.r.t.
z1, . . . ,zm. Moreover,|〈qi ,w⋆−wi〉| ≤ D‖qi‖ ≤ 2DG, ‖qi‖2 ≤ 4G2. In terms of the variances, let
Varzi andEzi be shorthand for the variance (resp. expectation) overzi conditioned overz1, . . . ,zi−1.
Then

Varzi (xi)≤ 2Varzi

(‖qi‖2−σ2
i

2βi

)

+2Varzi (〈qi ,w
⋆−wi〉)

≤ 1
2
Ezi

(‖qi‖4
β2

i

)

+2Ezi [(〈qi ,w
⋆−wi〉)2]

≤ 2G2
Ezi

(‖qi‖2
β2

i

)

+2‖w⋆−wi‖2Ezi [‖qi‖2]

≤ 2G2 σ2
i

β2
i

+2D2σ2
i ≤ 2G2 σ2

β2
i

+2D2σ2.

Combining these observations with Equation (19), we get that with probability at least 1−δ,

m−1

∑
i=1

‖qi‖2−σ2

βi
+ 〈qi ,w

⋆−wi〉 ≤
(

2DG+
4G2

β1

)

log(1/δ)

√

√

√

√

1+36
G2σ2 ∑m

i=1
1
β2

i
+D2σ2m

log(1/δ)
. (20)

A similar type of bound can be derived for the sequencexi = ( f (wi ,zi)− f (w⋆,zi))−
(F(wi)−F(w⋆)). It is easily verified to be a martingale difference sequence w.r.t.z1, . . . ,zm, since

E [( f (wi ,zi)− f (w⋆,zi))− (F(wi)−F(w⋆)) |z1, . . . ,zi−1] = 0.
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Also,
|( f (wi ,zi)− f (w⋆,zi))− (F(wi)−F(w⋆))| ≤ 4B,

and

Varzi

((

f (wi ,zi)− f (w⋆,zi)
)

−
(

F(wi)−F(w⋆)
))

= Varzi

(

f (wi ,zi)− f (w⋆,zi)
)

≤ σ̂2 .

So again using Equation (19), we have that with probability at least 1−δ that

m

∑
i=1

( f (wi ,zi)− f (w⋆,zi))− (F(wi)−F(w⋆))≤ 4Blog(1/δ)

√

1+
18mσ̂2

log(1/δ)
. (21)

Finally, addingF(w1)−F(w⋆) to both sides of Equation (18), and combining Equation (20) and
Equation (21) with a union bound, the result follows.

Comparing the theorem to Theorem 7, and assuming thatβi = Θ(
√

i), we see that the bound has
additionalO(

√
m) terms. However, the bound retains the important property of having the dominant

terms multiplied by the variancesσ2, σ̂2. Both variances become smaller in the mini-batch setting,
where the update rules are applied over averages ofb such functions and their gradients. As we did
earlier in the paper, let us think of this bound as an abstract functionψ(σ2, σ̂2,δ,m). Notice that
now, the regret bound also depends on the function varianceσ̂2, and the confidence parameterδ.

Theorem 13 Let f is an L-smooth convex loss function. Assume that the stochastic gradient
∇w f (w,zi) is bounded by a constant and hasσ2-bounded variance for all i and all w, and that
f (w,zi) is bounded by a constant and hasσ̂2-bounded variance for all i and for all w. If the update
rule φ has a serial high-probability regret boundψ(σ2, σ̂2,δ,m). then with probability at least1−δ,
the total regret of Algorithm 3 over m examples is at most

(b+µ)ψ
(

σ2

b
,
σ̂2

b
,δ,1+

m
b+µ

)

+O

(

σ̂
√

(

1+
µ
b

)

log(1/δ)m
)

.

Comparing the obtained bound to the one in Theorem 4, we note that we pay anadditional
O(
√

m) factor.
Proof The proof closely resembles the one of Theorem 4. We let ¯zj denote the firstb inputs on
batch j, and definef̄ as the average loss on these inputs. Note that for anyw, the variance of̄f (w, z̄j)
is at mostσ̂2/b, and the variance of∇w f̄ (w,z) is at mostσ2/b. Therefore, with probability at least
1−δ, it holds that

m̄

∑
j=1

(

f̄ (w j , z̄j)− f̄ (w⋆, z̄j)
)

≤ ψ
(

σ2

b
,
σ̂2

b
,δ,m̄

)

. (22)

wherem̄ is the number of inputs given to the update ruleφ. Let Z j denote the set of all examples
received between the commencement of batchj and the commencement of batchj +1, including
the vector-sum phase in between (b+µ examples overall). In the proof of Theorem 4, we had that

E
[(

f̄ (w j , z̄j)− f̄ (w⋆, z̄j)
)

|w j
]

= E

[

1
b+µ ∑

z∈Z j

( f (w j ,zi)− f (w⋆,zi))
∣

∣

∣
w j

]

,
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and thus theexpected valueof the left-hand side of Equation (22) equals the total regret, divided by
b+µ. Here, we need to work a bit harder. To do so, note that the sequence of random variables

(

1
b ∑

z∈z̄j

(

f (w j ,z)− f (w⋆,z)
)

)

−
(

1
b+µ ∑

z∈Z j

(

f (w j ,z)− f (w⋆,z)
)

)

,

indexed byj, is a martingale difference sequence with respect toZ1,Z2, . . .. Moreover, conditioned
on Z1, . . . ,Z j−1, the variance of each such random variable is at most 4σ̂2/b. To see why, note
that the first sum has conditional varianceσ̂2/b, since the summands are independent and each has
varianceσ̂2. Similarly, the second sum has conditional varianceσ̂2/(b+µ) ≤ σ̂2/b. Applying the
Bernstein-type inequality for martingales discussed in the proof of Theorem 12, we get that with
probability at least 1−δ,

m̄

∑
j=1

1
b+µ ∑

z∈Z j

(

f (w j ,z)− f (w⋆,z)
)

≤
m̄

∑
j=1

1
b ∑

z∈z̄j

(

f (w j ,z)− f (w⋆,z)
)

+O

(

σ̂
√

m̄log(1/δ)
b

)

,

where theO-notation hides only a (linear) dependence on the absolute bound over| f (w,z)| for all
w,z, that we assume to hold.

Combining this and Equation (22) with a union bound, we get that with probabilityat least 1−δ,

m̄

∑
j=1

∑
z∈Z j

(

f (w j ,z)− f (w⋆,z)
)

≤ (b+µ)ψ
(

σ2

b
,
σ̂2

b
,δ,

m
b+µ

)

+O

(

(b+µ)σ̂
√

m̄log(1/δ)
b

)

.

If b+µ dividesm, thenm̄= m/(b+µ), and we get a bound of the form

(b+µ)ψ
(

σ2

b
,
σ̂2

b
,δ,

m
b+µ

)

+O

(

σ̂
√

(

1+
µ
b

)

log(1/δ)m
)

.

Otherwise, we repeat the ideas of Theorem 3 to get the regret bound.
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Heiko Röglin HEIKO@ROEGLIN.ORG

Department of Computer Science
University of Bonn
Bonn, Germany

Shang-Hua Teng SHANGHUA@USC.EDU

Computer Science Department
University of Southern California
Los Angeles, CA 90089, USA

Yu Xia YUXIA @BU.EDU

Bioinformatics Program and Department of Chemistry
Boston University
Boston, MA 02215, USA

Editor: Rocco Servedio

Abstract
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we have access toone versus allqueries that given a points∈ Sreturn the distances betweensand
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bility, clustering accuracy, protein sequences
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VOEVODSKI, BALCAN , RÖGLIN, TENG AND X IA

1. Introduction

Clustering from pairwise distance information is an important problem in the analysis and explo-
ration of data. It has many variants and formulations and it has been extensively studied in many
different communities, and many different clustering algorithms have been proposed.

Many application domains ranging from computer vision to biology have recently faced an ex-
plosion of data, presenting several challenges to traditional clustering techniques. In particular,
computing the distances between all pairs of points, as required by traditionalclustering algorithms,
has become infeasible in many application domains. As a consequence it has become increasingly
important to develop effective clustering algorithms that can operate with limited distance informa-
tion.

In this work we initiate a study of clustering with limited distance information; in particular
we consider clustering with a small number ofone versus allqueries. We can imagine at least two
different ways to query distances between points. One way is to ask for distances between pairs of
points, and the other is to ask for distances between one point and all otherpoints. Clearly, a one
versus all query can be implemented asn pairwise queries, wheren is the size of the point set, but
we draw a distinction between the two because the former is often significantly faster in practice if
the query is implemented as a database search.

Our main motivating example for considering one versus all distance queriesis sequence simi-
larity search in biology. A program such as BLAST (Altschul et al., 1990) (Basic Local Alignment
Search Tool) is optimized to search a single sequence against an entire database of sequences. On
the other hand, performingn pairwise sequence alignments takes several orders of magnitude more
time, even if the pairwise alignment is very fast. The disparity in runtime is due to thehashing
that BLAST uses to identify regions of similarity between the input sequence and sequences in the
database. The program maintains a hash table of allwords in the database (substrings of a certain
length), linking each word to its locations. When a query is performed, BLAST considers each word
in the input sequence, and runs a local sequence alignment in each of its locations in the database.
Therefore the program only performs a limited number of local sequence alignments, rather than
aligning the input sequence to each sequence in the database. Of course, the downside is that we
never consider alignments between sequences that do not share a word. However, in this case an
alignment may not be relevant anyway, and we can assign a distance of infinity to the two sequences.
Even though the search performed by BLAST is heuristic, it has been shown that protein sequence
similarity identified by BLAST is meaningful (Brenner et al., 1998).

Motivated by such scenarios, in this paper we consider the problem of clustering a data set with
an unknown distance function, given only the capability to ask one versusall distance queries. We
design an efficient algorithm for clustering accurately with a small number ofsuch queries. To
formally analyze the correctness of our algorithm we assume that the distance function is a metric,
and that our clustering problem satisfies a natural approximation stability property with respect to
thek-median objective function for clustering. In particular, our analysis assumes the(c,ε) approx-
imation stability property of Balcan et al. (2009). For an objective functionΦ (such ask-median),
the(c,ε)-property assumes that any clustering that is ac-approximation ofΦ is structurally close to
some “target” clusteringCT (has error of at mostε with respect toCT). Given this assumption, our
goal is to find a clustering that is structurally close to the target (has error ofat mostε), which is
what we call anaccurateclustering.
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Our first main contribution is designing an algorithm that given the(1+α,ε)-property for thek-
median objective finds an accurate clustering with probability at least 1−δ by using onlyO(k+ ln 1

δ)
one versus all queries. Our analysis requires that the clusters of the target clustering have size at
leastO(εn/α). In particular, we use the same assumption as Balcan et al. (2009), and weobtain
effectively the same performance guarantees as Balcan et al. but by only using a very small number
of one versus all queries. In addition to handling this more difficult scenario, we also provide a
much faster algorithm. The algorithm of Balcan et al. (2009) can be implementedin O(n3) time,
wheren is the size of the point set, while the one proposed here runs in timeO((k+ ln 1

δ)nlogn).

Our algorithm uses anactiveselection strategy to choose a small set of landmark points. In
each iteration ourLandmark-Selectionprocedure chooses one of the farthest points from the ones
chosen already, where distance from a points to a setX is given by minx∈Xd(s,x). This procedure is
motivated by the observation that if we select points that are far from all thepoints chosen already,
we can quickly cover all the dense regions of the data set. At the same time, our procedure uses some
randomness to avoid choosing outliers. After selecting a small set of landmarks, we use a robust
single-linkage clustering procedure that we callExpand-Landmarks, which constructs a clustering
linking only the landmarks that havesmin points in anr-ball around them, for an appropriate choice
of smin and increasing estimates ofr. After our initial work a similar robust single-linkage clustering
algorithm has been used in Chaudhuri and Dasgupta (2010), which is a generalization of a procedure
presented in Wishart (1969). Our algorithm uses only the distances between landmarks and other
points to compute a clustering. Therefore the number of one versus all distance queries required is
equivalent to the number of landmarks.

The runtime of our algorithm isO(|L|nlogn), whereL is the set of landmarks that have been
selected. Our adaptive selection procedure significantly reduces the time and query complexity
of the algorithm. We show that using our adaptive procedure it suffices tochoose onlyO(k+
ln 1

δ) landmarks to compute an accurate clustering with probability at least 1− δ. If we use a non-
adaptive selection strategy and simply choose landmarks uniformly at random, we must sample
a point from each ground truth cluster and therefore need at leastO(k ln k

δ) landmarks to find an
accurate clustering. More exactly, the non-adaptive selection strategy requiresO( n

∆ ln k
δ) landmarks,

where∆ is the size of the smallest ground truth cluster. Therefore if we simply chooselandmarks
uniformly at random, performance can degrade significantly if some clusters are much smaller than
the average cluster size. Our theoretic assumption does require that the ground truth clusters are
large, butO(εn/α) can still be much smaller than the average cluster size, in which case our adaptive
selection procedure gives a more significant improvement in runtime and query complexity of the
algorithm.

We use our algorithm to cluster proteins by sequence similarity, and compare our results to gold
standard manual classifications given in the Pfam (Finn et al., 2010) and SCOP (Murzin et al., 1995)
databases. These classification databases are used ubiquitously in biology to observe evolutionary
relationships between proteins and to find close relatives of particular proteins. We find that for one
of these sources we obtain clusterings that usually closely match the given classification, and for the
other the performance of our algorithm is comparable to that of the best known algorithms using the
full distance matrix. Both of these classification databases have limited coverage, so a completely
automated method such as ours can be useful in clustering proteins that have yet to be classified.
Moreover, our method can cluster very large data sets because it is efficient and does not require the
full distance matrix as input, which may be infeasible to obtain for a very large data set.
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1.1 Related Work

A theoretical assumption that is related to the(c,ε)-property isε-separability, which is used in
Ostrovsky et al. (2006). This property is also referred to as irreducibility in Badoiu et al. (2002) and
Kumar et al. (2005). A clustering instance isε-separated if the cost of the optimalk-clustering is at
mostε2 times the cost of the optimal clustering usingk−1 clusters. Theε-separability and(c,ε)
properties are related: in the case when the clusters are large the Ostrovsky et al. (2006) condition
implies the Balcan et al. (2009) condition (see Balcan et al., 2009).

Ostrovsky et al. also present a sampling method for choosing initial centers, which when fol-
lowed by a single Lloyd-type descent step gives a constant factor approximation of thek-means
objective if the instance isε-separated. However, their sampling method needs information about
the full distance matrix because the probability of picking two points as the firsttwo cluster centers
is proportional to their squared distance. A very similar (independently proposed) strategy is used
by Arthur and Vassilvitskii (2007) to obtain anO(logk)-approximation of thek-means objective on
arbitrary instances. Their work was further extended by Ailon et al. (2009) to give a constant factor
approximation usingO(k logk) centers. The latter two algorithms can be implemented withk and
O(k logk) one versus all distance queries, respectively.

Awasthi et al. (2010) have since improved the approximation guarantee ofOstrovsky et al.
(2006) and some of the results of Balcan et al. (2009). In particular, they show a way to arbitrarily
closely approximate thek-median andk-means objective when the Balcan et al. (2009) condition
is satisfied and all the target clusters are large. In their analysis they use aproperty called weak
deletion-stability, which is implied by the Ostrovsky et al. (2006) condition and the Balcan et al.
(2009) condition when the target clusters are large. However, in orderto find ac-approximation
(and given our assumption a clustering that isε-close to the target) the runtime of their algorithm is
nO(1/(c−1)2)kO(1/(c−1)). On the other hand, the runtime of our algorithm is completely independent
of c, so it remains efficient even when the(c,ε)-property holds only for some very small constantc.

Approximate clustering using sampling has been studied extensively in recent years (see Mishra
et al., 2001; Ben-David, 2007; Czumaj and Sohler, 2007). The methodsproposed in these papers
yield constant factor approximations to thek-median objective using at leastO(k) one versus all
distance queries. However, as the constant factor of these approximations is at least 2, the proposed
sampling methods do not necessarily yield clusterings close to the target clustering CT if the (c,ε)-
property holds only for some small constantc< 2, which is the interesting case in our setting.

Clustering using coresets is another approach that can be effective in the limited information
setting. A coreset is a small representative sampleD of the original point setP, which has the
property that computational problems onP can be reduced to problems onD. In particular, Feldman
and Langberg (2011) give ways to construct coresets such that a(1+α)-approximation to thek-
median problem onD gives a(1+α)-approximation on the full data set. Therefore by using these
coresets we can find a(1+α)-approximation to thek-median problem using a number of one-
versus-all distance queries that is equal to the size of the coreset. However, the size of the coreset
of Feldman and Langberg (2011) isO(k log(1/α)/α3), so this approach may require significantly
more queries to find an accurate clustering in our model if the(c,ε)-property holds only for some
very small constantc.

Our landmark selection strategy is related to thefarthest first traversalused by Dasgupta (2002).
In each iteration this traversal selects the point that is farthest from the ones chosen so far, where
as in our algorithm the distance from a points to a setX is given by minx∈Xd(s,x). This traversal
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was originally used by Gonzalez (1985) to give a 2-approximation to thek-center problem. The
same procedure is also used in the FastMap algorithm in Faloutsos and Lin (1995) as a heuristic
to find a pair of distant objects. Farthest first traversal is used in Dasgupta (2002) to produce a
hierarchical clustering where for eachk the inducedk-clustering is a constant factor approximation
of the optimalk-center clustering. Our selection strategy is somewhat different from thistraversal
because in each iteration we uniformly at random choose one of the farthest points from the ones
selected so far. In addition, the theoretical guarantees we provide are quite different from those of
Gonzales and Dasgupta.

To our knowledge, our work is the first to provide theoretical guarantees for active clustering
(clustering by adaptively using only some of the distances between the objects) under a natural
condition on the input data. Following the initial publication of this work, Eriksson et al. (2011) have
provided another active clustering procedure with theoretical guarantees for hierarchical clustering
under a different condition on the input data.

2. Preliminaries

Given a metric spaceM = (X,d) with point setX, an unknown distance functiond satisfying the
triangle inequality, and a set of pointsS⊆ X with cardinalityn, we would like to find ak-clustering
C that partitions the points inS into k setsC1, . . . ,Ck by usingone versus alldistance queries.

In our analysis we assume thatS satisfies the(c,ε)-property of Balcan et al. (2009) for thek-
median objective function. Thek-median objective is to minimizeΦ(C) =∑k

i=1 ∑x∈Ci
d(x,ci), where

ci is the median of clusterCi , which is the pointy∈ Ci that minimizes∑x∈Ci
d(x,y). Let OPTΦ =

minC Φ(C), where the minimum is over allk-clusterings ofS, and denote byC∗ = {C∗
1, . . . ,C

∗
k} a

clustering achieving this value.
To formalize the(c,ε)-property we need to define a notion of distance between twok-clusterings

C= {C1, . . . ,Ck} andC′ = {C′
1, . . . ,C

′
k}. As in Balcan et al. (2009), we define the distance between

C andC′ as the fraction of points on which they disagree under the optimal matching of clusters in
C to clusters inC′:

dist(C,C′) = min
f∈Fk

1
n

k

∑
i=1

|Ci −C′
f (i)|,

whereFk is the set of bijectionsf :{1, . . . ,k} → {1, . . . ,k}. Two clusteringsC andC′ areε-closeif
dist(C,C′)< ε.

We assume that there exists some unknown relevant “target” clusteringCT and given a proposed
clusteringC we define the error ofC with respect toCT as dist(C,CT). Our goal is to find a clustering
of low error.

The(c,ε)-property is defined as follows.

Definition 1 We say that the instance(S,d) satisfies the(c,ε)-property for the k-median objective
function with respect to the target clustering CT if any clustering of S that approximatesOPTΦ
within a factor of c isε-close to CT , that is,Φ(C)≤ c·OPTΦ ⇒ dist(C,CT)< ε.

In the analysis of the next section we denote byc∗i the center point ofC∗
i , and use OPT to refer

to the value ofC∗ using thek-median objective, that is, OPT= Φ(C∗). We define theweightof
point x to be the contribution ofx to thek-median objective inC∗: w(x) = mini d(x,c∗i ). Similarly,
we usew2(x) to denotex’s distance to the second-closest cluster center among{c∗1,c

∗
2, . . . ,c

∗
k}. In

addition, letw be the average weight of the points:w= 1
n ∑x∈Sw(x) = OPT

n .
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3. Clustering With Limited Distance Information

Algorithm 1 Landmark-Clustering(S,α,ε,δ,k)

b= (1+17/α)εn;
q= 2b;
iter= 4k+16ln1

δ ;
smin = b+1;
n′ = n−b;
L = Landmark-Selection(q, iter,S);
C′ = Expand-Landmarks (k,smin,n′,L,S);
Choose some working landmarkl i from each clusterC′

i ;
for eachx∈ Sdo

Insertx into the clusterC′′
j for j = argminid(x, l i);

end for
return C′′;

In this section we present a new algorithm that accurately clusters a set ofpoints assuming
that the clustering instance satisfies the(c,ε)-property forc= 1+α, and the clusters in the target
clusteringCT are not too small. The algorithm presented here is much faster than the one given
by Balcan et al., and does not require all pairwise distances as input. Instead, we only require
O(k+ ln 1

δ) one versus all distance queries to achieve the same performance guarantee as in Balcan
et al. (2009) with probability at least 1−δ.

Our clustering method is described in Algorithm 1. We start by using theLandmark-Selection
procedure toadaptivelyselect a small set of landmarks. This procedure repeatedly chooses uni-
formly at random one of theq farthest points from the ones selected so far (for an appropriateq),
where the distance from a points to a setX is given by minx∈Xd(s,x). We usedmin(s) to refer to the
minimum distance betweens and any point selected so far. Each time we select a new landmarkl ,
we use a one versus all distance query to get the distances betweenl and all other points in the data
set, and updatedmin(s) for each points∈ S. To select a new landmark in each iteration, we choose
a random numberi ∈ {n−q+1, . . . ,n} and use a linear time selection algorithm to select theith
farthest point. The complete description of this procedure is given in Algorithm 2. We note that our
algorithm uses only the distances between landmarks and other points to produce a clustering.

Expand-Landmarksthen expands a ballBl around each landmarkl ∈ L. We use the variabler
to denote the radius of all the balls: for each landmarkl ∈ L, Bl = {s∈ S | d(s, l) ≤ r}. For each
ball there are at mostn relevant values ofr, each adding at least one more point to it, which results
in at most|L|n values ofr to try in total. We call a landmarkl working if Bl containsat least smin

points. The algorithm maintains a graphGB = (VB,EB), wherevl ∈VB represents the ballBl around
working landmarkl , and two vertices are connected by an (undirected) edge if the corresponding
balls overlap on any point:(vl1,vl2) ∈ EB iff Bl1 ∩Bl2 6= /0. We emphasize that this graph considers
only the balls that haveat least smin points in them. In addition, we maintain the set of points in
these balls Clustered= {s∈ S | ∃l :s∈ Bl andvl ∈ VB}, and a list of the connected components of
GB, which we refer to as Components(GB) = {Comp1, ...,Compm}.

In each iteration we expand one of the balls by a point, and updateGB,Components(GB), and
Clustered. IfGB has exactlyk components, and|Clustered| ≥n′, we terminate and report a clustering
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Algorithm 2 Landmark-Selection(q, iter,S)

Choosel ∈ Suniformly at random;
L = {l};
for eachd(l ,s) ∈ QUERY-ONE-VS-ALL(l ,S) do

dmin(s) = d(l ,s);
end for
for i = 1 to iter−1 do

Let s1, ...,sn be an ordering of points inSsuch thatdmin(sj)≤ dmin(sj+1) for j ∈ {1, . . . ,n−1};
Choosel ∈ {sn−q+1, . . . ,sn} uniformly at random;
L = L∪{l};
for eachd(l ,s) ∈ QUERY-ONE-VS-ALL(l ,S) do

if d(l ,s)< dmin(s) then
dmin(s) = d(l ,s);

end if
end for

end for
return L;

Bl1Bl1

l1l1

Bl2Bl2

l2l2

s
 
s
 

l
 
l
 

Bl Bl 

Figure 1: Balls around landmarks are displayed, with the next point to be added to a ball labeled as
s∗.

that has a clusterCi for each component Compi , where eachCi contains points in balls in Compi .
If this condition is never satisfied, we reportno-cluster. A sketch of this algorithm is given in
Algorithm 3. In our description Expand-Ball() is an abstraction for expanding one of the balls by a
single point, which is performed by finding the next closest landmark-pointpair (l∗,s∗), and adding
s∗ to Bl∗ (see Figure 1). In Section 4 we give a full description of an efficient implementation of
Expand-Landmarks.

The last step of our algorithm takes the clusteringC′ returned byExpand-Landmarksand im-
proves it. We compute a setL′ that contains exactly one working landmark from each clusterC′

i ∈C′

(any working landmark is sufficient), and assign each pointx∈ Sto the cluster corresponding to the
closest landmark inL′.

We now present our main theoretical guarantee for Algorithm 1.
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Algorithm 3 Expand-Landmarks(k,smin,n′,L,S)

1: r = 0;
2: while ((l∗,s∗) = Expand-Ball()) != nulldo
3: r = d(l∗,s∗);
4: updateGB, Components(GB), and Clustered;
5: if |Components(GB)|= k and|Clustered| ≥ n′ then
6: return C= {C1, ...,Ck} whereCi = {s∈ S| ∃l :s∈ Bl andvl ∈ Compi};
7: end if
8: end while
9: return no-cluster;

Theorem 2 Given a metric space M= (X,d), where d is unknown, and a set of points S⊆ X, if
the instance(S,d) satisfies the(1+α,ε)-property for the k-median objective function and if each
cluster in the target clustering CT has size at least(4+51/α)εn, then Landmark-Clustering outputs
a clustering that isε-close to CT with probability at least1−δ in time O((k+ ln 1

δ)|S| log|S|) using
O(k+ ln 1

δ) one versus alldistance queries.

Before we prove the theorem, we will introduce some notation and use an analysis similar to
the one in Balcan et al. (2009) to argue about the structure of the clustering instance that follows
from our assumptions. Letε∗ = dist(CT ,C∗). By our assumption that thek-median clustering ofS
satisfies the(1+α,ε)-property we haveε∗ < ε. Because each cluster in the target clustering has at
least(4+51/α)εn points, and theoptimal k-median clustering C∗ differs from the target clustering
by ε∗n≤ εn points, each cluster inC∗ must have at least(3+51/α)εn points.

Let us define thecritical distance dcrit =
αw
17ε . We call a pointx good if both w(x) < dcrit and

w2(x)−w(x)≥ 17dcrit, elsex is calledbad. In other words, thegoodpoints are those points that are
close to their own cluster center and far from any other cluster center. Inaddition, we will break up
thegoodpoints intogood sets Xi , whereXi is the set of thegoodpoints in the optimal clusterC∗

i .
So each setXi is the “core” of the optimal clusterC∗

i .
Note that the distance between two pointsx,y∈Xi satisfiesd(x,y)≤ d(x,c∗i )+d(c∗i ,y) =w(x)+

w(y)< 2dcrit. In addition, the distance between any two points in different good sets is greater than
16dcrit. To see this, consider a pair of pointsx∈ Xi andy∈ Xj 6=i . The distance fromx to y’s cluster
centerc∗j is at least 17dcrit. By the triangle inequality,d(x,y)≥ d(x,c∗j )−d(y,c∗j )> 17dcrit −dcrit =
16dcrit.

If the k-median instance(M,S) satisfies the(1+α,ε)-property with respect toCT , and each
cluster inCT has size at least 2εn, then

1. less than(ε− ε∗)n pointsx∈ Son whichCT andC∗ agree havew2(x)−w(x)< αw
ε .

2. at most 17εn/α pointsx∈ Shavew(x)≥ αw
17ε .

The first part is proved by Balcan et al. (2009). The intuition is that if too many points on which
CT andC∗ agree are close enough to the second-closest center among{c∗1,c

∗
2, . . . ,c

∗
k}, then we can

move them to the clusters corresponding to those centers, producing a clustering that is structurally
far fromCT , but whose objective value is close to OPT, violating the(1+α,ε)-property. The second
part follows from the fact that∑x∈Sw(x) = OPT= wn.
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Then using these facts and the definition ofε∗ it follows that at mostε∗n+(ε−ε∗)n+17εn/α =
εn+17εn/α = (1+17/α)εn= b points are bad. Hence each|Xi |= |C∗

i \B| ≥ (2+34/α)εn= 2b.
In the remainder of this section we prove that given this structure of the clustering instance,

Landmark-Clusteringfinds an accurate clustering. We first show that almost surely the set of land-
marks returned byLandmark-Selectionhas the property that each of the cluster cores has a landmark
near it, which we refer to as thelandmark spreadproperty. We then argue that given a set of such
landmarks,Expand-Landmarksfinds a partitionC′ that clusters most of the points in each core cor-
rectly. We conclude with the proof of the theorem, which argues that the clustering returned by the
last step of our procedure is a further improved clustering that is very close toC∗ andCT .

TheLandmark-Clusteringalgorithm first usesLandmark-Selection(q, iter,S) to choose a set of
landmarks. We say that thelandmark spreadproperty holds if there is a landmark closer than 2dcrit

to some point in each good set. The following lemma proves that forq = 2b after selecting only
iter=O(k+ ln 1

δ) points the chosen landmarks will have this property with probability at least 1−δ.

Lemma 3 Given a set of landmarks L = Landmark-Selection(2b,4k+ 16ln1
δ ,S), the landmark

spread property is satisfied with probability at least1−δ.

Proof Because there are at mostb bad points and in each iteration we uniformly at random choose
one of 2b points, the probability that a good point is added toL is at least 1/2 in each iteration.
Using a Chernoff bound, we show in Lemma 4 that the probability that fewer than k good points
have been added toL aftert > 2k iterations is less thane−t(1− 2k

t )
2/4. For t = 4k+16ln1

δ

e−t(1− 2k
t )

2/4 < e−(4k+16ln 1
δ )0.5

2/4 < e−16ln 1
δ /16 = δ.

Therefore aftert = 4k+16ln1
δ iterations this probability is smaller thanδ.

We argue that once we selectk good points using our procedure, one of them must be closer
than 2dcrit to some point in each good set. As in Algorithm 2, we usedmin(s) to denote the minimum
distance from points to any landmark that has been selected so far:dmin(s) = minl∈L′ d(l ,s), where
L′ is the set of landmarks that have been selected so far.

There are two possibilities regarding the firstk good points added toL: we select them from
distinct good sets, or at least two points are selected from the same good set. If the former is true,
thelandmark spreadproperty trivially holds. If the latter is true, consider the first time that a second
point is chosen from the same good setXi . Let us call these two pointsx andy (they may be the
same point), and assume thaty is chosen afterx. The distance betweenx andy must be less than
2dcrit because they are in the same good set. Therefore wheny is chosen,dmin(y)≤ d(x,y)< 2dcrit.
Moreover,y is chosen from{sn−2b+1, ...,sn}, wheredmin(sj) ≤ dmin(sj+1). Therefore wheny is
chosen, at leastn−2b+1 pointss∈ S(includingy) satisfydmin(s)≤ dmin(y)< 2dcrit. Because each
good set satisfies|Xi | ≥ 2b, it follows that there must be a landmark closer than 2dcrit to some point
in each good set.

Lemma 4 The probability that fewer than k good points have been chosen as landmarks after t> 2k
iterations of Landmark-Selection is less than e−t(1− 2k

t )
2/4.
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Proof Let Xi be an indicator random variable defined as follows:Xi = 1 if the point chosen in
iteration i is a good point, and 0 otherwise. LetX = ∑t

i=1Xi , andµ be the expectation ofX. In
other words,X is the number of good points chosen aftert iterations of the algorithm, andµ is its
expected value.

Because in each round we uniformly at random choose one of 2b points and there are at most
b bad points in total, E[Xi ] ≥ 1/2 and henceµ ≥ t/2. By the Chernoff bound, for anyδ > 0,
Pr[X < (1−δ)µ]< e−µδ2/2.

If we setδ = 1− 2k
t , we have(1−δ)µ= (1− (1− 2k

t ))µ≥ (1− (1− 2k
t ))t/2= k. Assuming that

t ≥ 2k, it follows that Pr[X < k]≤ Pr[X < (1−δ)µ]< e−µδ2/2 = e−µ(1− 2k
t )

2/2 ≤ e−t/2(1− 2k
t )

2/2.

The algorithm then uses theExpand-Landmarksprocedure to find ak-clusteringC′. The fol-
lowing lemma states thatC′ is an accurate clustering, and has an additional property that is relevant
for the last part of the algorithm.

Lemma 5 Given a set of landmarks L that satisfy the landmark spread property, Expand-Landmarks
with parameters smin = b+1, and n′ = n−b returns a k-clustering C′ = {C′

1,C
′
2, . . .C

′
k} in which

each cluster contains points from a single distinct good set Xi . If we letσ be a bijection mapping
each good set Xi to the cluster C′σ(i) containing points from Xi , the distance between c∗

i and any

working landmark l in C′σ(i) satisfies d(c∗i , l)< 5dcrit.

Proof Lemma 6 argues that because the good setsXi are well-separated, forr < 4dcrit no ball of
radiusr can overlap (intersect) more than oneXi , and two balls that overlap differentXi cannot share
any points. Lemma 7 argues that because there is a landmark near each good set, there is a value
of r∗ < 4dcrit such that eachXi is contained in some ball of radiusr∗. Moreover, because we only
consider balls that have more thanb points in them, and the number of bad points is at mostb, each
ball in GB must overlap some good set. We can use these facts to argue for the correctness of the
algorithm. We refer to the clustering computed in line 6 ofExpand-Landmarksas the clustering
inducedby GB, in which each cluster contains points in balls that are in the same component inGB.

First we observe that forr = r∗, GB has exactlyk components and each good setXi is contained
within a distinct component of the induced clustering. Each ball inGB overlaps with someXi , and
becauser∗ < 4dcrit, we know that each ball inGB overlaps with exactly oneXi . We also know that
balls that overlap differentXi cannot share any points and are thus not connected inGB. Therefore
balls that overlap differentXi will be in different components inGB. Moreover, eachXi is contained
in some ball of radiusr∗. For each good setXi let us designate byBi a ball that contains all the points
in Xi (Figure 2), which is inGB because the size of each good set satisfies|Xi |> b. Any ball in GB

that overlapsXi will be connected toBi , and will thus be in the same component asBi . Therefore
for r = r∗, GB has exactlyk components, one for each good setXi , with the corresponding cluster
containing all the points inXi .

There are at leastn−b points that are in someXi , therefore forr = r∗ the number of clustered
points is at leastn− b. Hence forr = r∗ the condition in line 5 ofExpand-Landmarkswill be
satisfied and in line 6 the algorithm will return ak-clustering in which each cluster contains points
from a single distinct good setXi .

Now let us suppose that we start withr = 0. Consider the first value ofr = r ′ for which the
condition in line 5 is satisfied. At this pointGB has exactlyk components and the number of points
that are not clustered is at mostb. It must be the case thatr ′ ≤ r∗ < 4dcrit because we know that
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BiBiXiXXiXX

r r 
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Figure 2: BallsBi andB j of radiusr∗ are shown, which contain good setsXi andXj , respectively.
The radius of the balls is small in comparison to the distance between the good sets.

the condition is satisfied forr = r∗, and we are considering all relevant values ofr in ascending
order. As before, each ball inGB must overlap some good setXi . Again using Lemma 6 we argue
that becauser < 4dcrit, no ball can overlap more than oneXi and two balls that overlap differentXi

cannot share any points. It follows that each cluster induced byGB contains points from a singleXi

(so we cannot merge the good sets). Moreover, because the size of each good set satisfies|Xi |> b,
and there are at mostb points that are not clustered, each induced cluster must contain points from
a distinctXi (so we cannot split the good sets). Thus we will return ak-clustering in which each
cluster contains points from a single distinct good setXi .

To prove the second part of the statement, letσ be a bijection matching each good setXi to
the clusterC′

σ(i) containing points fromXi . Clearly, for any working landmarkl in C′
σ(i) it must be

the case thatBl overlapsXi . Let s∗ denote any point on whichBl andXi overlap. By the triangle
inequality, the distance betweenc∗i and l satisfiesd(c∗i , l) ≤ d(c∗i ,s

∗)+d(s∗, l) < dcrit + r < 5dcrit.
Therefore the distance betweenc∗i and any working landmarkl ∈C′

σ(i) satisfiesd(c∗i , l)< 5dcrit.

Lemma 6 A ball of radius r< 4dcrit cannot contain points from more than one good set Xi , and two
balls of radius r< 4dcrit that overlap (intersect) different Xi cannot share any points.

Proof To prove the first part, consider a ballBl of radiusr < 4dcrit around landmarkl . In other
words, Bl = {s∈ S | d(s, l) ≤ r}. If Bl overlaps more than one good set, then it must have at
least two points from different good setsx ∈ Xi andy ∈ Xj . By the triangle inequality it follows
that d(x,y) ≤ d(x, l) + d(l ,y) ≤ 2r < 8dcrit. However, we know thatd(x,y) > 16dcrit, giving a
contradiction.

To prove the second part, consider two ballsBl1 andBl2 of radiusr < 4dcrit around landmarks
l1 andl2. In other words,Bl1 = {s∈ S| d(s, l1) ≤ r}, andBl2 = {s∈ S| d(s, l2) ≤ r}. Assume that
they overlap with different good setsXi andXj : Bl1 ∩Xi 6= /0 andBl2 ∩Xj 6= /0. For the purpose of
contradiction, let’s assume thatBl1 andBl2 share at least one point:Bl1∩Bl2 6= /0, and uses∗ to refer to
this point. By the triangle inequality, it follows that the distance between any point x∈Bl1 andy∈Bl2
satisfiesd(x,y)≤ d(x,s∗)+d(s∗,y)≤ [d(x, l1)+d(l1,s∗)]+ [d(s∗, l2)+d(l2,y)]≤ 4r < 16dcrit.
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BecauseBl1 overlaps withXi andBl2 overlaps withXj , it follows that there is a pair of points
x∈ Xi andy∈ Xj such thatd(x,y)< 16dcrit, a contradiction. Therefore ifBl1 andBl2 overlap differ-
ent good sets,Bl1 ∩Bl2 = /0.

Lemma 7 Given a set of landmarks L that satisfy the landmark spread property, there is some value
of r∗ < 4dcrit such that each Xi is contained in some ball Bl around landmark l∈ L of radius r∗.

Proof For each good setXi choose a pointsi ∈ Xi and a landmarkl i ∈ L that satisfyd(si , l i)< 2dcrit.
The distance betweenl i and each pointx∈ Xi satisfiesd(l i ,x)≤ d(l i ,si)+d(si ,x)< 2dcrit+2dcrit =
4dcrit. Considerr∗ = maxl i maxx∈Xi d(l i ,x). Clearly, eachXi is contained in a ballBl i of radiusr∗ and
r∗ < 4dcrit.

Lemma 8 Suppose the distance between c∗
i and any working landmark l in C′σ(i) satisfies d(c∗i , l)<

5dcrit. Then given a point x∈ C∗
i that satisfies w2(x)−w(x) ≥ 17dcrit, for any working landmark

l1 ∈C′
σ(i) and any working landmark l2 ∈C′

σ( j 6=i) it must be the case that d(x, l1)< d(x, l2).

Proof We will show thatd(x, l1) < w(x)+5dcrit, andd(x, l2) > w(x)+12dcrit. This implies that
d(x, l1)< d(x, l2).

To prove the former, by the triangle inequalityd(x, l1)≤ d(x,c∗i )+d(c∗i , l1) =w(x)+d(c∗i , l1)<
w(x)+5dcrit.

To prove the latter, by the triangle inequalityd(x, l2) ≥ d(x,c∗j )−d(l2,c∗j ). Becaused(x,c∗j ) ≥
w2(x) andd(l2,c∗j )< 5dcrit, we have

d(x, l2)> w2(x)−5dcrit. (1)

Moreover, becausew2(x)−w(x)≥ 17dcrit, we have

w2(x)≥ 17dcrit +w(x). (2)

Combining Equations 1 and 2 it follows thatd(x, l2)> 17dcrit +w(x)−5dcrit = w(x)+12dcrit.

Proof [Theorem 2] After using Landmark-Selection to chooseO(k+ ln 1
δ) points, with probability

at least 1− δ there is a landmark closer than 2dcrit to some point in each good set. Given a set of
landmarks with this property, each cluster in the clusteringC′ = {C′

1,C
′
2, . . .C

′
k} output byExpand-

Landmarkscontains points from a single distinct good setXi . This clustering can exclude up tob
points, all of which may be good. Nonetheless, this means thatC′ may disagree withC∗ on only the
bad points and at mostb good points. The number of points thatC′ andC∗ disagree on is therefore
at most 2b= O(εn/α). Thus,C′ is at leastO(ε/α)-close toC∗, and at leastO(ε/α+ε)-close toCT .

Moreover,C′ has an additional property that allows us to find a clustering that isε-close toCT .
If we useσ to denote a bijection mapping each good setXi to the clusterC′

σ(i) containing points from
Xi , any working landmarkl ∈C′

σ(i) is closer than 5dcrit to c∗i . We can use this observation to find all
points that satisfy one of the properties of the good points: pointsx such thatw2(x)−w(x)≥ 17dcrit.
Let us call these points thedetectablepoints. To clarify, the detectable points are those points that
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are much closer to their own cluster center than to any other cluster center inC∗, and thegoodpoints
are a subset of the detectable points that are also very close to their own cluster center.

To find the detectable points usingC′, we choose some working landmarkl i from eachC′
i . For

each pointx ∈ S, we then insertx into the clusterC′′
j for j = argminid(x, l i). Lemma 8 argues

that each detectable point inC∗
i is closer to every working landmark inC′

σ(i) than to any working
landmark inC′

σ( j 6=i). It follows thatC′′ andC∗ agree on all the detectable points. Because there
are fewer than(ε− ε∗)n points on whichCT andC∗ agree that are not detectable, it follows that
dist(C′′,CT)< (ε− ε∗)+dist(CT ,C∗) = (ε− ε∗)+ ε∗ = ε.

Therefore usingO(k+ ln 1
δ) landmarks we compute an accurate clustering with probability at

least 1−δ. The runtime ofLandmark-Selectionis O(|L|n) if we use a linear time selection algorithm
to select the next point in each iteration, where|L| is the number of landmarks. Using a min-heap to
store all landmark-point pairs and a disjoint-set data structure to keep track of the connected compo-
nents ofGB, Expand-Landmarkscan be implemented inO(|L|nlogn) time. A detailed description
of this implementation is given in Section 4. The last part of our procedure takesO(kn) time, so
the overall runtime of our algorithm isO(|L|nlogn). Therefore to compute an accurate clustering
with probability at least 1− δ the runtime of our algorithm isO((k+ ln 1

δ)nlogn). Moreover, we
only consider the distances between the landmarks and other points, so we only useO(k+ ln 1

δ) one
versus all distance queries.

4. Implementation of Expand-Landmarks

In order to efficiently expand balls around landmarks, we build a min-heapH of landmark-point
pairs(l ,s), where the key of each pair is the distance betweenl ands. In each iteration we find
(l∗,s∗) = H.deleteMin(), and then adds∗ to items(l∗), which stores the points inBl∗ . We store points
that have been clustered (points in balls of size at leastsmin) in the set Clustered.

Our implementation assigns each clustered points to a “representative” landmark, denoted by
lm(s). The representative landmark ofs is the landmarkl of the first large ballBl that contains
s. To efficiently update the components ofGB, we maintain a disjoint-set data structureU that
contains sets corresponding to the connected components ofGB, where each ballBl is represented by
landmarkl . In other words,U contains a set{l1, l2, l3} iff Bl1,Bl2,Bl3 form a connected component
in GB.

For each large ballBl our algorithm will consider all pointss ∈ Bl and perform
Update-Components(l ,s), which works as follows. Ifs does not have a representative landmark
we assign it tol , otherwises must already be inBlm(s), and we assignBl to the same component as
Blm(s). If none of the points inBl are assigned to other landmarks, it will be in its own component.
A detailed description of the algorithm is given in Algorithm 4.

During the execution of the algorithm the connected components ofGB must correspond to the
sets ofU (where each ballBl is represented by landmarkl ). Lemma 9 argues that ifBl1 andBl2 are
directlyconnected inGB, l1 andl2 must be in the same set inU . It follows that wheneverBl1 andBl2
are in the same connected component inGB, l1 andl2 will be in the same set inU . Moreover, ifBl1
andBl2 are not in the same component inGB, thenl1 andl2 cannot be in the same set inU because
both start in distinct sets (line 22), and it is not possible for a set containingl1 to be merged with a
set containingl2.
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Algorithm 4 Expand-Landmarks(k,smin,n′,L,S)

1: A = ();
2: for eachs∈ Sdo
3: lm(s) = null;
4: for eachl ∈ L do
5: A.add((l ,s),d(l ,s));
6: end for
7: end for
8: H = build-heap(A);
9: for eachl ∈ L do

10: items(l ) = ();
11: end for
12: Set Clustered = ();
13: U = ();
14: while H.hasNext()do
15: (l∗,s∗) = H.deleteMin();
16: items(l∗).add(s∗);
17: if items(l∗).size()> smin then
18: Update-Components(l∗,s∗);
19: Clustered.add(s∗);
20: end if
21: if items(l∗).size() ==smin then
22: U .MakeSet(l∗);
23: for eachs∈ items(l∗) do
24: Update-Components(l∗,s);
25: Clustered.add(s);
26: end for
27: end if
28: if Clustered.size()≥ n′ andU .size() ==k then
29: return Format-Clustering();
30: end if
31: end while
32: return no-cluster;

Algorithm 5 Update-Components(l ,s)

1: if lm(s) == null then
2: lm(s) = l ;
3: else
4: c1 = U .find(l );
5: c2 = U .find(lm(s));
6: U .union(c1,c2);
7: end if

216



ACTIVE CLUSTERING OFBIOLOGICAL SEQUENCES

Algorithm 6 Format-Clustering()

1: C = ();
2: for each SetL′ in U do
3: Set Cluster = ();
4: for eachl ∈ L′ do
5: for eachs∈ items(l ) do
6: Cluster.add(s);
7: end for
8: end for
9: C.add(Cluster);

10: end for
11: return C;

Lemma 9 If balls Bl1 and Bl2 are directly connected in GB, then landmarks l1 and l2 must be in the
same set in U.

Proof If Bl1 andBl2 are directly connected inGB, thenBl1 andBl2 must overlap on some points.
Without loss of generality, supposes is added toBl1 before it is added toBl2. Whens is added to
Bl1, lm(s) = l1 if s does not yet have a representative landmark (lines 1-2 of Update-Components),
or lm(s) = l ′ and bothl1 andl ′ are put in the same set (lines 4-6 of Update-Components). Whens is
added toBl2, if lm(s) = l1, thenl1 andl2 will be put in the same set inU . If lm(s) = l ′, l ′ andl2 will
be put in the same set inU , which also containsl1.

It takesO(|L|n) time to buildH (linear in the size of the heap). Each deleteMin() operation
takesO(log(|L|n)) (logarithmic in the size of the heap), which is equivalent toO(log(n)) because
|L| ≤ n. If U is implemented by a union-find algorithm, Update-Components takes amortized time
of O(α(|L|), whereα denotes the inverse Ackermann function. Moreover, Update-Components may
be called at most once for each iteration of the while loop in Expand-Landmarks (for a pair(l∗,s∗)
it is either called on line 18 ifBl∗ is large enough, or it is called on line 24 whenBl∗ grows large
enough). All other operations also take time proportional to the number of landmark-point pairs.
So the runtime of this algorithm isO(|L|n) + iter ·O(logn+α(|L|)), where iter is the number of
iterations of the while loop. As the number of iterations is bounded by|L|n, andα(|L|) is effectively
constant, this gives a worst-case running time ofO(|L|nlogn).

5. Empirical Study

We use ourLandmark Clusteringalgorithm to cluster proteins using sequence similarity. As men-
tioned in the Introduction, one versus all distance queries are particularlyrelevant in this setting
because of sequence database search programs such as BLAST (Altschul et al., 1990) (Basic Lo-
cal Alignment Search Tool). BLAST aligns a queried sequence to sequences in the database, and
produces a “bit score” for each alignment, which is a measure of its quality (we invert the bit score
to make it a distance). However, BLAST does not consider alignments with some of the sequences
in the database, in which case we assign distances of infinity to the corresponding sequences. We
observe that if we define distances in this manner they almost form a metric in practice: when we
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draw triplets of sequences at random and check the distances between them the triangle inequality
is almost always satisfied. Moreover, BLAST is very successful at detecting sequence homology
in large sequence databases, therefore it is plausible thatk-median clustering using these distances
is approximately stable with respect to a relevant target clusteringCT , which groups together se-
quences with shared evolutionary ancestry.

We perform experiments on data sets obtained from two classification databases: Pfam (Finn
et al., 2010), version 24.0, October 2009; and SCOP (Murzin et al., 1995), version 1.75, June 2009.
Both of these sources classify proteins by their evolutionary relatedness, therefore we can use their
classifications as a ground truth to evaluate the clusterings produced by our algorithm and other
methods.

Pfam classifies proteins using hidden Markov models (HMMs) that represent multiple sequence
alignments. There are two levels in the Pfam classification hierarchy: family and clan. In our
clustering experiments we compare with a classification at the family level because the relationships
at the clan level are less likely to be discerned with sequence alignment. In each experiment we
randomly select several large families (of size between 1000 and 10000)from Pfam-A (the manually
curated part of the classification), retrieve the sequences of the proteins in these families, and use
ourLandmark-Clusteringalgorithm to cluster the data set.

SCOP groups proteins on the basis of their 3D structures, so it only classifies proteins whose
structure is known. Thus the data sets from SCOP are much smaller in size. The SCOP classification
is also hierarchical: proteins are grouped by class, fold, superfamily, and family. We consider the
classification at the superfamily level because this seems most appropriate given that we are only
using sequence information. As with the Pfam data, in each experiment we create a data set by
randomly choosing several superfamilies (of size between 20 and 200),retrieve the sequences of
the corresponding proteins, and use ourLandmark-Clusteringalgorithm to cluster the data set.

Once we cluster a particular data set, we compare the clustering to the manual classification
using the distance measure from the theoretical part of our work. To findthe fraction of misclassified
points under the optimal matching of clusters inC to clusters inC′ we solve a minimum weight
bipartite matching problem where the cost of matchingCi to C′

f (i) is |Ci −C′
f (i)|/n. In addition,

we compare clusterings to manual classifications using the F-measure, whichis used in another
study that clusters protein sequences (Paccanaro et al., 2006). The F-measure is a similarity score
between 0 and 1, where 1 indicates an exact match between the two clusterings (see Appendix A).
This measure has also been used in other studies (see Cheng et al., 2006), and is related to our notion
of clustering distance (see Lemma 10 in Appendix A). Surprisingly, the F-measure is not symmetric;
in our experiments we compute the similarity of a clusteringC to the manual classificationCM as
F(CM,C).

5.1 Choice of Parameters

To runLandmark-Clustering, we setk using the number of clusters in the ground truth clustering.
For each Pfam data set we use 5k landmarks/queries, and for each SCOP data set we use 10k
landmarks/queries. In addition, our algorithm uses three parameters(q,smin,n′) whose value is set
in the proof based onα andε, assuming that the clustering instance satisfies the(1+α,ε)-property.
In practice we must choose some value for each parameter. In our experiments we setq as a function
of the average size of the ground truth clusters (ave-size),smin as a function of the size of the smallest
ground truth cluster (min-size), andn′ as a function of the number of points in the data set. For the
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Pfam data sets we setq = ave-size,smin = 0.25 · min-size, andn′ = 0.7n. Because the selection
of landmarks is randomized, for each data set we compute several clusterings, compare each to the
ground truth, and report the median quality.

Landmark-Clusteringis most sensitive to thesmin parameter, and will not report a clustering if
smin is too small or too large. We recommend trying several values of this parameter, in increasing
or decreasing order, until one gets a clustering and none of the clustersare too large. If the user
gets a clustering where one of the clusters is very large, this likely means thatseveral ground truth
clusters have been merged. This may happen becausesmin is too small causing balls of outliers to
connect different cluster cores, orsmin is too large causing balls intersecting different cluster cores
to overlap.

In our SCOP experiments we have to use the above-mentioned heuristic to setthesmin parameter.
We start withsmin = min-size, and decrement it until we get exactlyk clusters and none of the
clusters are too large (larger than twice the size of the largest ground truthcluster). For the SCOP
data sets we setq = ave-size, andn′ = 0.5n. As before, for each data set we compute several
clusterings, compare each to the ground truth, and report the median quality.

Our algorithm is less sensitive to then′ parameter. However, if the user setsn′ too large some
ground truth clusters may be merged, so we recommend using a smaller value (0.5n≤ n′ ≤ 0.7n)
because all of the points are still clustered during the last step. Again, forsome values ofn′ the
algorithm may not output a clustering, or output a clustering where some of the clusters are too
large.

It is important to not choose an extreme value for theq parameter. The value ofq must be large
enough to avoid repeatedly choosing outliers (ifq = 1 we are likely to choose an outlier in each
iteration), but small enough to quickly find a landmark near each cluster core. If we setq= n, the
algorithm selects landmarks uniformly at random, and we may need significantlymore landmarks
to choose one from each cluster core by chance.

In our experiments we compare the algorithm that uses the adaptive selectionstrategy with the
alternative that chooses landmarks uniformly at random. The alternative algorithm uses exactly
the same number of landmarks, and other parameters stay the same as well. When the data has
the structure that follows from our assumptions, the non-adaptive selection strategy may require
significantly more landmarks to cover all cluster cores (especially if the sizesof the ground truth
clusters are not well-balanced). Therefore when the data has the rightstructure and we cannot afford
to use many landmarks, we expect to find more accurate clusterings with the adaptive selection
strategy.

5.2 Results

Figure 3 shows the results of our experiments on the Pfam data sets. As discussed earlier, to test
our adaptive landmark selection strategy we compare our algorithm, which is labeledLandmark-
Clustering-Adaptive, with the same algorithm that chooses landmarks uniformly at random, which
we refer to asLandmark-Clustering-Random. We can see that for a lot of the data setsLandmark-
Clustering-Adaptivefinds a clustering that is quite close to the ground truth. The alternative algo-
rithm does not perform as well, and for data set 3 fails to find a clustering altogether.

The Pfam data sets are very large, so as a benchmark for comparison wecan only consider
algorithms that use a comparable amount of distance information (because wedo not have the full
distance matrix). A natural choice is the following algorithm: uniformly at random choose a set of
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Figure 3: Comparing the performance ofLandmark-Clustering-Adaptive, Landmark-Clustering-
Random, andk-means in the embedded space on 10 data sets from Pfam. Data sets1-10
are created by randomly choosing 8 families from Pfam of sizes, 1000≤ s≤ 10000.
(a) Comparison using the distance measure from the theoretical part of our work. (b)
Comparison using the F-measure.

landmarksL, |L|= d; embed each point in ad-dimensional space using distances toL; usek-means
clustering in this space (with distances given by the Euclidean norm). This embedding scheme is a
Lipschitz embedding with singleton subsets (see Tang and Crovella, 2003),which gives distances
with low distortion for points near each other in a metric space.

Notice that this procedure uses exactlyd one versus all distance queries, so we can setd equal
to the number of queries used by our algorithm. We expect this algorithm to work well, and if
we look at Figure 3 we can see that it finds reasonable clusterings. Still, theclusterings reported
by this algorithm do not closely match the Pfam classification, showing that ourresults are indeed
significant.

Figure 4 shows the results of our experiments on the SCOP data sets. For these data sets we find
less accurate clusterings, which is likely because the SCOP classification is based on biochemical
and structural evidence in addition to sequence evidence. By contrast, the Pfam classification is
based entirely on sequence information. Still, because the SCOP data sets are much smaller, we
can compare our algorithm with methods that require distances between all thepoints. In particular,
Paccanaro et al. (2006) show that spectral clustering using sequence similarity data works well
when applied to the proteins in SCOP. Thus we use the exact method described by Paccanaro et al.
(2006) as a benchmark for comparison on the SCOP data sets. Moreover, other than clustering
randomly generated data sets from SCOP, we also consider the two main examples from Paccanaro
et al., which are labeledA andB in the figure. From Figure 4 we can see that the performance of
Landmark-Clusteringis comparable to that of the spectral method, which is very good considering
that the spectral clustering algorithm significantly outperforms other clustering algorithms on this
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Figure 4: Comparing the performance ofLandmark-Clusteringand spectral clustering on 10 data
sets from SCOP. Data setsA and B are the two main examples from Paccanaro et al.
(2006), the other data sets (1-8) are created by randomly choosing 8 superfamilies from
SCOP of sizes, 20≤ s≤ 200. (a) Comparison using the distance measure from the
theoretical part of our work.(b) Comparison using the F-measure.

data (Paccanaro et al., 2006). Moreover, the spectral clustering algorithm requires the full distance
matrix as input, and takes much longer to run.

For the SCOP data sets we do not see any significant difference in performance when we com-
pare the adaptive and non-adaptive landmark selection strategies. This islikely because we are
using a lot of landmarks (10 times the number of clusters), and selecting landmarks uniformly at
random is sufficient to cover the dense groups of points. Unfortunatelyfor these data the algorithm
has little success if we use fewer than 10k landmarks (it usually cannot find a clustering altogether),
so we cannot test how the two selection strategies perform when we use fewer landmarks.

5.3 Testing the(c,ε)-property

To see whether approximation stability of thek-median objective function is a reasonable assump-
tion for our data, we look at whether our data sets resemble the structure that is implied by our
assumption. We do this by measuring the separation of the ground truth clusters in our data sets.
For each data set in our study, we sample some points from each ground truth cluster. We then look
at whether the sampled points are more similar to points in the same cluster than to points in other
clusters. More specifically, for each point we record the median within-cluster similarity, and the
maximum between-cluster similarity. If our data sets indeed have well-separated cluster cores, as
implied by our assumption, then for a lot of the points the median within-cluster similarity should
be significantly larger than the maximum between-cluster similarity. We can see that this is indeed
the case for the Pfam data sets. However, this is not typically the case for the SCOP data sets, where
most points have little similarity to the majority of the points in their ground truth cluster. These
observations explain our results on the two sets of data: we are able to accurately cluster the Pfam
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data sets, and our algorithm is much less accurate on the SCOP data sets. Thecomplete results of
these experiments can be found athttp://xialab.bu.edu/resources/ac.

Testing whether the(c,ε)-property holds for thek-median objective is an NP-complete prob-
lem (Schalekamp et al., 2010). Moreover, in our experiments when we setthe parameters of the
algorithm we don’t preserve the relationships between them as in Algorithm 1.In particular, in our
experiments when we setn′ to n−smin+1 as in Algorithm 1, the algorithm usually fails to report a
clustering no matter what value ofsmin we try. This means that these data sets in fact do not satisfy
our exact theoretic assumptions. Still, when we only slightly break the dependence between the
parameters, we are able to find accurate clusterings for the Pfam data sets. For the SCOP data sets
we have to further break the dependence between the parameters, and use an additional heuristic to
estimatesmin, which is not surprising because these data do not have the structure that the algorithm
exploits.

6. Conclusion and Open Questions

In this work we presented a new algorithm for clustering large data sets with limited distance infor-
mation. As opposed to previous settings, our goal was not to approximate some objective function
like the k-median objective, but to find clusterings close to the ground truth. We proved that our
algorithm yields accurate clusterings with only a small number of one versus all distance queries,
given a natural assumption about the structure of the clustering instance.This assumption has been
previously analyzed by Balcan et al. (2009), but in the full distance information setting. By contrast,
our algorithm uses only a small number of queries, it is much faster, and it has effectively the same
formal performance guarantees as the one introduced by Balcan et al. (2009).

To demonstrate the practical use of our algorithm, we clustered protein sequences using a se-
quence database search program as the one versus all query. We compared our results to gold
standard manual classifications of protein evolutionary relatedness given in Pfam (Finn et al., 2010)
and SCOP (Murzin et al., 1995). We find that our clusterings are quite accurate when we compare
with the classification given in Pfam. For SCOP our clusterings are as accurate as state of the art
methods, which take longer to run and require the full distance matrix as input.

Our main theoretical guarantee assumes large target clusters. It would beinteresting to design
a provably correct algorithm for the case of small clusters as well. It would also be interesting to
study other objective functions for clustering under similar approximation stability assumptions.
In particular, Voevodski et al. (2011) study the implications of the(c,ε)-property for themin-sum
objective function. However, the algorithm presented there is not as efficient and is less accurate in
clustering protein sequences.
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Appendix A.

In this section we give the definition of F-measure, which is another way to compare two clusterings.
We also show a relationship between our measure of distance and the F-measure.

A.1 F-measure

The F-measure compares two clusteringsC andC′ by matching each cluster inC to a cluster inC′

using a harmonic mean of Precision and Recall, and then computing a “per-point” average. If we

matchCi to C′
j , Precision is defined asP(Ci ,C′

j) =
|Ci∩C′

j |

|Ci |
. Recall is defined asR(Ci ,C′

j) =
|Ci∩C′

j |

|Cj |
.

ForCi andC′
j the harmonic mean of Precision and Recall is then equivalent to

2·|Ci∩C′
j |

|Ci |+|C′
j |

, which we

denote by pr(Ci ,C′
j) to simplify notation. The F-measure is then defined as

F(C,C′) =
1
n ∑

Ci∈C

|Ci |max
C′

j∈C′
pr(Ci ,C

′
j).

Note that this quantity is between 0 and 1, where 1 corresponds to an exactmatch between the two
clusterings.

Lemma 10 Given two clusterings C and C′, if dist(C,C′) = d then F(C,C′)≥ 1−3d/2.

Proof Denote byσ the optimal matching of clusters inC to clusters inC′, which achieves a mis-
classification ofdn points. We show that just considering pr(Ci ,C′

σ(i)) for eachCi ∈C achieves an
F-measure of at least 1−3d/2:

F(C,C′)≥
1
n ∑

Ci∈C

|Ci |pr(Ci ,C
′
σ(i))≥ 1−3d/2.

To see this, for a match ofCi to C′
σ(i) we denote bym1

i the number of points that are inCi

but not inC′
σ(i), and bym2

i the number of points that are inC′
σ(i) but not inCi : m1

i = |Ci −C′
σ(i)|,

m2
i = |C′

σ(i)−Ci |. Because the total number of misclassified points isdn it follows that

∑
Ci∈C

m1
i = ∑

Ci∈C

m2
i = dn.

By definition,|Ci ∩C′
σ(i)|= |Ci |−m1

i . Moreover,|C′
σ(i)|= |C′

σ(i)∩Ci |+m2
i ≤ |Ci |+m2

i . It follows
that

pr(Ci ,C
′
σ(i)) =

2(|Ci |−m1
i )

|Ci |+ |C′
σ(i)|

≥
2(|Ci |−m1

i )

2|Ci |+m2
i

=
2|Ci |+m2

i

2|Ci |+m2
i

−
m2

i +2m1
i

2|Ci |+m2
i

≥ 1−
m2

i +2m1
i

2|Ci |
.

We can now see that

1
n ∑

Ci∈C

|Ci |pr(Ci ,C
′
σ(i))≥

1
n ∑

Ci∈C

|Ci |(1−
m2

i +2m1
i

2|Ci |
) =

1
n ∑

Ci∈C

|Ci |−
1
2n ∑

Ci∈C

m2
i +2m1

i = 1−
3dn
2n

.
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Abstract
In recent years there has been a lot of interest in designing principled classification algorithms
over multiple cues, based on the intuitive notion that usingmore features should lead to better
performance. In the domain of kernel methods, a principled way to use multiple features is the
Multi Kernel Learning (MKL) approach.

Here we present a MKL optimization algorithm based on stochastic gradient descent that has
a guaranteed convergence rate. We directly solve the MKL problem in the primal formulation. By
having a p-norm formulation of MKL, we introduce a parameterthat controls the level of sparsity
of the solution, while leading to an easier optimization problem. We prove theoretically and exper-
imentally that 1) our algorithm has a faster convergence rate as the number of kernels grows; 2) the
training complexity is linear in the number of training examples; 3) very few iterations are sufficient
to reach good solutions. Experiments on standard benchmarkdatabases support our claims.
Keywords: multiple kernel learning, learning kernels, online optimization, stochastic subgradient
descent, convergence bounds, large scale

1. Introduction

In recent years there has been a lot of interest in designing principled classification algorithms
over multiple cues, based on the intuitive notion that using more features should lead to better
performance. Moreover, besides the purpose of decreasing the generalization error, practitioners
are often interested in more flexible algorithms which can perform feature selection while training.
This is for instance the case when a lot of features are available but amongthem noisy ones are
hidden. Selecting the features also improves the interpretability of the decisionfunction.

This has been translated into various algorithms, that dates back to the ’90s (Wolpert, 1992),
based on a two-layers structure. There a classifier is trained for each cue and then their outputs

∗. A preliminary version of this paper appeared in Orabona et al. (2010).
†. Work done mainly while at Idiap Research Institute.

c©2012 Francesco Orabona, Luo Jie and Barbara Caputo.
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are combined by another classifier. This approach has been re-invented many times, with different
flavors (Nilsback and Caputo, 2004; Sanderson and Paliwal, 2004; Jieet al., 2010a; Gehler and
Nowozin, 2009b; Jin et al., 2010). In general, the two layers approaches use Cross-Validation (CV)
methods to create the training set for the second layer (Wolpert, 1992; Gehler and Nowozin, 2009b).
If the second layer is a linear classifier, these methods are equivalent to alinear combination of the
single classifiers.

Focusing on the domain of the Support Vector Machines (SVM) (Cristianiniand Shawe-Taylor,
2000), the use of multiple cues corresponds to the use of multiple kernels. Hence, instead of com-
bining kernel classifiers, the focus of research has moved on how to build an optimal new kernel as
a weighted combination of kernels.

A recent approach in this field is to use a two-stage procedure, in which thefirst stage finds
the optimal weights to combine the kernels, using an improved definition of the kernel alignment
(Cristianini et al., 2002) as a proxy of the generalization error, and a standard SVM as second
stage (Cortes et al., 2010). This approach builds on the previous workson the maximization of the
kernel alignment to combine kernels (Lanckriet et al., 2004). However inthis approach, even if
theoretically principled, the global optimality is not guaranteed, because the optimization process
split in two phases.

A different approach with a joint optimization process is Multi Kernel Learning (MKL) (Lanck-
riet et al., 2004; Bach et al., 2004; Sonnenburg et al., 2006; Zien and Ong, 2007; Rakotomamonjy
et al., 2008; Varma and Babu, 2009; Kloft et al., 2009). In MKL one solves a joint optimization
problem while also learning the optimal weights for combining the kernels. MKL methods are
theoretically founded, because they are based on the minimization of an upper bound of the gen-
eralization error (Kakade et al., 2009; Cortes et al., 2010), like in standard SVM. In most of these
approaches the objective function is designed to impose sparsity on the weights of the combina-
tion using anl1-norm constraint (Bach et al., 2004; Sonnenburg et al., 2006; Zien and Ong, 2007;
Rakotomamonjy et al., 2008; Varma and Babu, 2009). However solving it is far more complex
than training a single SVM classifier. In fact, thel1 norm is not smooth, so it slows down the opti-
mization process. The original MKL problem by Lanckriet et al. (2004) was cast as a semidefinite
programming (SDP). SDP are known to have poor scalability, hence much of the subsequent re-
search focused on devising more efficient optimization procedures. Thefirst step towards practical
MKL algorithms was to restrict the weights coefficients to be non-negative. In this way, it was
possible to recast the problem as a much more efficient semi-infinite linear programming (SILP)
(Sonnenburg et al., 2005; Rubinstein, 2005). This has allowed to solve the MKL problem with al-
ternating optimization approaches (Sonnenburg et al., 2006; Rakotomamonjyet al., 2008; Xu et al.,
2008; Nath et al., 2009), first optimizing over the kernel combination weights, with the current
SVM solution fixed, then finding the SVM solution, given the current weights. One advantage of
the alternating optimization approach is that it is possible to use existing efficientSVM solvers,
such as Joachims (1999) and Chang and Lin (2001), for the SVM optimization step. On the other
hand, for these algorithms, it is usually not possible to prove a bound on themaximum number of
iterations needed, even if they are known to converge. In fact, to the best of our knowledge, none of
the existing MKL algorithms provides theoretical guarantees on the convergence rate. For the same
reason it is not possible to know the asymptotic computational complexity of thesealgorithms, and
often these dependencies are estimated numerically for the specific implementation at hand. For
example, multiclass MKL SILP algorithm (Sonnenburg et al., 2006; Zien and Ong, 2007) seems
to depend polynomially on the number of training examples and number of classes with an expo-
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nent of∼ 2.4 and∼ 1.7 respectively. For the other algorithms these dependencies are not clear.
Another disadvantage is that they need to solve the inner SVM problem till optimality. In fact, to
guarantee convergence, the solution needs to be of a high enough precision so that the kernel weight
gradient computation is accurate. On the other hand the learning process isusually stopped early,
before reaching the optimal solution, based on the common assumption that it is enough to have
an approximate solution of the optimization function. Considering the fact that the current MKL
algorithms are solved based on their dual representation, this might mean being stopped far from
the optimal solution (Hush et al., 2006), with unknown effects on the convergence.

An important point is that, very often, these approaches fail to improve muchover the naive
baseline of just summing all the kernels (Kloft et al., 2009). Recently, researchers start to realize
that when the optimal Bayes classifier is not sparse, brutally imposing sparsity will hurt the gen-
eralization performance. Motivated by this, thelp-norm constraint has been proposed (Kloft et al.,
2009; Orabona et al., 2010; Vishwanathan et al., 2010), instead ofl1-norm constrain, to be able to
tune the level of sparsity of the solution and to obtain an easier problem too. In particular Vish-
wanathan et al. (2010) derived the dual of a variation of thelp MKL problem for p > 1, suited to
be optimized with the popular Sequential Minimal Optimization algorithm (Platt, 1999).However
even for their algorithm it is not clear how the convergence rate dependson p and how to generalize
the algorithm to generic loss functions, such as the structured losses (Tsochantaridis et al., 2004).
This limitation on the use of particular loss functions is common to all the recent MKLoptimization
algorithms. An alternative way to be able to tune the sparsity of the MKL solution,inspired by the
elastic-net regularization, has been proposed by Tomioka and Suzuki (2010).

The main contribution of this paper is a new optimization algorithm to solve efficientlythe lp-
MKL problem, with a guaranteed convergence rate to the optimal solution. We minimize it with a
two-stage algorithm. The first one is an online initialization procedure that determines quickly the
region of the space where the optimal solution lives. The second stage refines the solution found
by the first stage, using a stochastic gradient descent algorithm. Boundson the convergence rate
are proved for the overall process. Notably different from the othermethods, our algorithm solves
the optimization problem directly in the primal formulation, in both stages. This allowsus to use
anyconvex loss function, as the multiclass loss proposed by Crammer and Singer(2002) or general
structured losses (Tsochantaridis et al., 2004), without any change to the core of the algorithm.
Using recent approaches in optimization theory, the algorithm takes advantage of the abundance of
information to reduce the training time (Shalev-Shwartz and Srebro, 2008).In fact, we show that
the presence of a large number of kernels helps the optimization process instead of hindering it,
obtaining, theoretically and practically, a faster convergence rate with more kernels. Our algorithm
has a training time that depends linearly on the number of training examples, with aconvergence
rate sub-linear in the number of features/kernels used, when a sparse solution is favored. At the
same time, it achieves state-of-the-art performance on standard benchmark databases. We call this
algorithm OBSCURE, Online-Batch Strongly Convex mUlti keRnel lEarning.

The rest of the paper presents the theory and the experimental results supporting our claims.
Section 2 revises the basic definitions of Multi Kernel Learning and generalizes it to thelp-norm
formulation. Section 3 presents the OBSCURE algorithm and Section 4 shows our theoretical
guarantees, while Section 5 reports experiments on categorization tasks. We conclude the paper
with discussions and future works.
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2. p-norm Multi Kernel Learning

In this section we first introduce formally the MKL framework and its notation, then its p-norm
generalization.

2.1 Definitions

In the following we define some notations and we also introduce some conceptsof convex analysis.
For a more thorough introduction see, for example, Boyd and Vandenberghe (2004).

2.1.1 NOTATION

We indicate matrices and vectors with bold letters. We also introduce two notationsthat will help
us to synthesize the following formulas. We indicate by[w j ]F1 :=

[
w1,w2, · · · ,wF

]
, and with a

bar, for example, ¯w, the vector formed by the concatenation of theF vectorsw j , hence ¯w =
[w1,w2, · · · ,wF ] = [w j ]F1 .

We consider closed convex functionsf : S→ R, where in the followingS will always denote
a proper subset ofX, an Euclidean vector space.1 We will indicate the inner product between two
vectors ofX, w andw′, asw·w′. Given a convex functionf : S→R, its Fenchel conjugatef ∗ : X→
R is defined asf ∗(u) = supv∈S(v·u− f (v)). A generic norm of a vectorw∈ X is indicated by‖w‖,
and its dual‖ ·‖∗ is the norm defined as‖y‖∗ = sup{x·y : ‖x‖ ≤ 1}. A vectorx is a subgradient of a
function f atv, if ∀u∈S, f (u)− f (v)≥ (u−v) ·x. The differential set off atv, indicated with∂ f (v),
is the set of all the subgradients off atv. If f is convex and differentiable atv then∂ f (v) consists of
a single vector which is the gradient off atv and is denoted by∇ f (v). A function f : S→R is said
to beλ-strongly convex with respect to a convex and differentiable functionh iff for any u,v ∈ S
and any subgradient∂ f (u), f (v)≥ f (u)+∂ f (u) · (v−u)+λ(h(v)−h(u)− (v−u) ·∇h(v)), where
the terms in parenthesis form the Bregman divergence betweenv andu of h.

2.1.2 BINARY AND MULTI -CLASS CLASSIFIERS

Let {xi ,yi}N
i=1, with N ∈N, xi ∈X andyi ∈Y, be the training set. Consider a functionφ(x) : X→H

that maps the samples into a high, possibly infinite, dimensional space. In the binary caseY =
{−1,1}, and we use the standard setting to learn with kernels,2 in which the prediction on a sample
x is a function of the scalar product between an hyperplanew and the transformed sampleφ(x). With
multiple kernels, we will haveF corresponding functionsφ j(·), i = 1, · · · ,F, andF corresponding
kernelsK j(x,x′) defined asφ j(x) ·φ j(x′).

For multiclass and structured classificationY = {1, . . . ,M}, and we follow the common ap-
proach to use joint feature mapsφ(x,y) : X×Y→ H (Tsochantaridis et al., 2004). Again, we will
haveF functionsφ j(·, ·), i = 1, · · · ,F, andF kernelsK j((x,y),(x′,y′)) asφ j(x,y) · φ j(x′,y′). This
definition includes the case of trainingM different hyperplanes, one for each class. Indeedφ j(x,y)
can be defined as

φ j(x,y) = [0, · · · ,0,φ′ j(x)
︸ ︷︷ ︸

y

,0, · · · ,0],

1. We allow the functions to assume infinite values, as a way to restrict their domains to proper subsets ofX. However
in the following the convex functions of interest will always be evaluated onvectors that belong to their domains.

2. For simplicity we will not use the bias here, but it can be easily added modifying the kernel definition.
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whereφ′ j(·) is a transformation that depends only on the data. Similarlyw will be composed by
M blocks,[w1, · · · ,wM]. Hence, by construction,w ·φ j(x, r) = wr ·φ′ j(x). According to the defined
notation,φ̄(x,y) = [φ1(x,y), · · · ,φF(x,y)]. These definitions allow us to have a general notation for
the binary and multiclass setting.

2.1.3 LOSSFUNCTION

In the following we consider convex Lipschitz loss functions. The most commonly used loss in
binary classification is the hinge loss (Cristianini and Shawe-Taylor, 2000).

ℓHL (w,x,y) = |1−yw̄· φ̄(x)|+,

where|t|+ is defined as max(t,0). We also consider the following multi-class loss function (Cram-
mer and Singer, 2002; Tsochantaridis et al., 2004), that will be used to specialize our results.

ℓMC (w,x,y) = max
y′ 6=y

|1− w̄· (φ̄(x,y)− φ̄(x,y′))|+ . (1)

This loss function is convex and it upper bounds the multi-class misclassification loss.

2.1.4 NORMS AND DUAL NORMS

Forw∈ R
d andp≥ 1, we denote by‖w‖p the p-norm ofw, that is,‖w‖p = (∑d

i=1 |wi |p)1/p.

The dual norm of‖ · ‖p is ‖ · ‖q, wherep andq satisfy 1/p+1/q= 1. In the followingp andq
will always satisfy this relation.

2.1.5 GROUPNORM

It is possible to define a(2, p) group norm‖w̄‖2
2,p on w̄ as

‖w̄‖2,p :=
∥
∥
[
‖w1‖2,‖w2‖2, · · · ,‖wF‖2

]∥
∥

p ,

that is thep-norm of the vector ofF elements, formed by 2-norms of the vectorsw j . The dual norm
of ‖·‖2,p is‖·‖2,q (Kakade et al., 2009). These kind of norms have been used asblock regularization
in the LASSO literature (Yuan and Lin, 2006).

2.2 Multi Kernel Learning

The MKL optimization problem was first proposed by Bach et al. (2004) and extended to multiclass
by Zien and Ong (2007). It can be written as

min
w j

λ
2

(
F

∑
j=1

‖w j‖2

)2

+
1
N

N

∑
i=1

ξi

s.t. w̄ · (φ̄(xi ,yi)− φ̄(xi ,y))≥ 1−ξi ,∀i,y 6= yi . (2)
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An equivalent formulation can be derived from the first one through a variational argument (Bach
et al., 2004)

min
w j ,α j≥0

λ
2

(
F

∑
j=1

‖w j‖2

α j

)2

+
1
N

N

∑
i=1

ξi

s.t. w̄ · (φ̄(xi ,yi)− φ̄(xi ,y))≥ 1−ξi , ∀i,y 6= yi

‖α‖2
1 ≤ 1 . (3)

This formulation has been used by Bach et al. (2004) and Sonnenburg et al. (2006), while
the formulation proposed by Rakotomamonjy et al. (2008) is slightly different,although it can be
proved to be equivalent. The reason to introduce this variational formulation is to use an alternating
optimization strategy to efficiently solve the constrained minimization problem. However in the
following we will show that it is possible to efficiently minimize directly the formulation in(2), or
at least one variation of it.

We first rewrite (2) with group norms. Using the notation defined above, wehave

min
w̄

λ
2
‖w̄‖2

2,1+
1
N

N

∑
i=1

ℓMC (w̄,xi ,yi) , (4)

wherew̄ = [w1,w2, · · · ,wF ]. The (2,1) group norm is used to induce sparsity in the domain of
the kernels. This means that the solution of the optimization problem will select a subset of the
F kernels. However, even if sparsity can be desirable for specific applications, it could lead to a
decrease in performance. Moreover the problem in (4) is not strongly convex (Kakade et al., 2009),
so its optimization algorithm is rather complex and its rate of convergence is usually slow (Bach
et al., 2004; Sonnenburg et al., 2006).

We generalize the optimization problem (4), using a generic group norm anda generic convex
loss function

min
w̄

λ
2
‖w̄‖2

2,p+
1
N

N

∑
i=1

ℓ(w̄,xi ,yi) , (5)

where 1< p≤ 2. We also definef (w̄) := λ
2‖w̄‖2

2,p+
1
N ∑N

i=1ℓ(w̄,xi ,yi) andw̄∗ equals to the optimal
solution of (5), that is ¯w∗ = argminw̄ f (w̄). The additional parameterp allow us to decide the level
of sparsity of the solution. Moreover this formulation has the advantage of being λ/q-strongly
convex (Kakade et al., 2009), whereλ is the regularization parameter in (5). Strong convexity is a
key property to design fast batch and online algorithms: the more a problem isstrongly convex the
easier it is to optimize it (Shalev-Shwartz and Singer, 2007; Kakade et al., 2009). Many optimization
problems are strongly convex, as the SVM objective function. Whenp tends to 1, the solution gets
close to the sparse solution obtained by solving (2), but the strong convexity vanishes. Settingp
equal to 2 corresponds to using the unweighted sum of the kernels. In thefollowing we will show
how to take advantage of the strong convexity to design a fast algorithm to solve (5), and how to have
a good convergence rate even when the strong convexity is close to zero. Note that this formulation
is similar to the one proposed by Kloft et al. (2009). Indeed, as for (2) and (3), using Lemma 26
in Micchelli and Pontil (2005) it is possible to prove that they are equivalent through a variational
argument.

We have chosen to weight the regularization term byλ and divide the loss term byN, instead
of the more common formulation with only the loss term weighted by a parameterC. This choice
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simplifies the math of our algorithm. However the two formulations are equivalentwhen setting
λ = 1

CN, hence a big value ofC corresponds to a small value ofλ.

3. The OBSCURE Algorithm

Our basic optimization tool is the framework developed in Shalev-Shwartz andSinger (2007);
Shalev-Shwartz et al. (2007). It is a general framework to design andanalyze stochastic sub-
gradient descent algorithms for any strongly convex function. At eachstep the algorithm takes
a random sample of the training set and calculates a sub-gradient of the objective function eval-
uated on the sample. Then it performs a sub-gradient descent step with decreasing learning rate,
followed by a projection inside the space where the solution lives. The algorithm Pegasos, based
on this framework, is among the state-of-art solvers for linear SVM (Shalev-Shwartz et al., 2007;
Shalev-Shwartz and Srebro, 2008).

Given that the(2, p) group norm is strongly convex, we could use this framework to design
an efficient MKL algorithm. It would inherit all the properties of Pegasos (Shalev-Shwartz et al.,
2007; Shalev-Shwartz and Srebro, 2008). In particular a Pegasos-like algorithm used to minimize
(5) would have a convergence rate, and hence a training time, proportional to q

λ . Although in
general this convergence rate can be quite good, it becomes slow whenλ is small and/orp is close
to 1. Moreover it is common knowledge that in many real-world problems (e.g., visual learning
tasks) the best setting forλ is very small, or equivalentlyC is very big (the order of 102 − 103).
Notice that this is a general problem. The same problem also exists in the other SVM optimization
algorithms such as SMO and similar approaches, as their training time also depends on the value of
the parameterC (Hush et al., 2006).

Do et al. (2009) proposed a variation of the Pegasos algorithm called proximal projected sub-
gradient descent. This formulation has a better convergence rate for small values ofλ, while retain-
ing the fast convergence rate for big values ofλ. A drawback is that the algorithm needs to know
in advance an upper bound on the norm of the optimal solution. Do et al. (2009) solve this problem
with an algorithm that estimates this bound while training, but it gives a speed-up only when the
norm of the optimal solution ¯w∗ is small. This is not the case in most of the MKL problems for
categorization tasks.

Our OBSCURE algorithm takes the best of the two solutions. We first extend the framework
of Do et al. (2009) to the generic non-Euclidean norms, to use it with the(2, p) group norm. Then
we solve the problem of the upper bound of the norm of the optimal solution using a new online
algorithm. This is designed to take advantage of the characteristics of the MKLtask and to quickly
converge to a solution close to the optimal one. Hence OBSCURE is composed of two steps: the
first step is a fast online algorithm (Algorithm 1), used to quickly estimate the region of the space
where the optimal solution lives. The second step (Algorithm 2) starts from the approximate solution
found by the first stage, and exploiting the information on the estimated region,it uses a stochastic
proximal projected sub-gradient descent algorithm. We also found that, even if we cannot guarantee
this theoretically, empirically in many cases the solution found by the first stage isextremely close
to the optimal one. We will show this in the experiments of Section 5.6.

3.1 Efficient Implementation

The training time of OBSCURE is proportional to the number of steps required toconverge to the
optimal solution, that will be bounded in Theorem 3, multiplied by the complexity of each step. This
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Algorithm 1 OBSCURE stage 1 (online)
1: Input: q,η
2: Initialize: θ̄1 = 0, w̄1 = 0
3: for t = 1,2, . . . ,T do
4: Sample(xt ,yt) at random
5: z̄t = ∂ℓ(w̄t ,xt ,yt)
6: θ̄t+1 = θ̄t −ηz̄t

7: w j
t+1 =

1
q

(
‖θ j

t+1‖2

‖θ̄t+1‖2,q

)q−2

θ j
t+1, ∀ j = 1, · · · ,F

8: end for
9: return θ̄T+1, w̄T+1

10: return R=
√

‖w̄T+1‖2
2,p+

2
λN ∑N

i=1ℓ(w̄T+1,xi ,yi)

Algorithm 2 OBSCURE stage 2 (stochastic optimization)
1: Input: q, θ̄1, w̄1, R, λ
2: Initialize: s0 = 0
3: for t = 1,2, . . . ,T do
4: Sample(xt ,yt) at random
5: z̄t = ∂ℓ(w̄t ,xt ,yt)
6: dt = λt +st−1

7: st = st−1+0.5

(√

d2
t +q

( λ
q‖θ̄t‖2,q+‖z̄t‖2,q)2

R2 −dt

)

8: ηt =
q

λt+st

9: θ̄t+ 1
2
= (1− ληt

q )θ̄t −ηt z̄t

10: θ̄t+1 = min

(

1, qR
‖θ̄

t+ 1
2
‖2,q

)

θ̄t+ 1
2

11: w j
t+1 =

1
q

(
‖θ j

t+1‖2

‖θ̄t+1‖2,q

)q−2

θ j
t+1, ∀ j = 1, · · · ,F

12: end for

in turn is dominated by the calculation of the gradient of the loss (line 5 in Algorithms1 and 2).
This complexity, for example, for the multiclass hinge lossℓMC is O(NFM), given that the number
of support vectors is proportional toN. Note that this complexity is common to any other similar
algorithm, and it can be reduced using methods like kernel caching (Changand Lin, 2001).

Following (Shalev-Shwartz et al., 2007, Section 4), it is possible to use Mercer kernels without
introducing explicitly the dual formulation of the optimization problem. In both algorithms, θ̄t+1

can be written as a weighted linear summation ofφ̄(xt , ·). For example, when using the multi-
class loss functionℓMC, we have that̄θt+1 = −∑t ηt z̄t = ∑t ηt(φ̄(xt ,yt)− φ̄(xt , ŷt)). Therefore, the
algorithm can easily storeηt , yt , ŷt , andxt instead of storinḡθt . Observing line 7 in Algorithm 1
and line 11 in the Algorithm 2, we have that at each round,w j

t+1 is proportional toθ j
t+1, that is

w j
t+1 = α j

t θ j
t+1. Hencew̄t+1 can also be represented usingα j

t ηt , yt , ŷt andxt . In prediction the

dot product between ¯wt and φ̄(xt , ·) can be expressed as a sum of terms ¯w j
t · φ j(xt , ·), that can be

calculated using the definition of the kernel.
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Algorithm 3 Proximal projected sub-gradient descent
1: Input: R, σ, w1 ∈ S
2: Initialize: s0 = 0
3: for t = 1,2, . . . ,T do
4: Receivegt

5: zt = ∂gt(wt)

6: st = st−1+

√

(ασt+st−1)2+
αLt
R2 −ασt−st−1

2
7: ηt =

1
σt+ st

α
8: wt+1 = ∇h∗(∇h(wt)−ηtzt)

9: end for

Another important speed-up can be obtained considering the nature of theupdates of the second
stage. If the optimal solution has a loss equal to zero or close to it, when the algorithm is close to
convergence most of the updates will consist just of a scaling. Hence it ispossible to cumulate the
scalings in a variable, to perform the scaling of the coefficients just before an additive update must
be performed, and to take it into account for each prediction. Moreover, when using the multiclass
loss (1), each update touches only two classes at a time, so to minimize the numberof scalings we
can keep a vector of scaling coefficients, one for each class, instead of a single number. For more
details on the implementation, we refer the reader to the MATLAB implementation of OBSCURE
in DOGMA (Orabona, 2009).

4. Analysis

We now show the theorems that give a theoretical guarantee on the convergence rate of OBSCURE
to the optimal solution of (5). The following lemma contains useful properties to prove the perfor-
mance guarantees of Algorithm 1 and 2.

Lemma 1 Let B∈ R
+, define S= {w̄ : ‖w̄‖2,p ≤ B}. Let h(w̄) : S→ R defined asq

2‖w̄‖2
2,p, define

alsoProj(w̄,B) = min
(

1, B
‖w̄‖2,p

)

w̄, then

1. ∇h(w̄) = q

[(
‖w j‖2
‖w̄‖2,p

)p−2
w j

]F

1
, ∀w̄∈ S

2. ∇h∗(θ̄) = Proj

(

1
q

[(
‖θ j‖2

‖θ̄‖2,q

)q−2
θ j
]F

1
,B

)

3. ‖w̄‖2,p =
1
q‖∇h(w̄)‖2,q, ∀w̄∈ S

Proof All the proofs of these relations use the equality 1/p+1/q = 1. The first one can be ob-
tained differentiatingh. The second relation is obtained using Lemma 2 in Shalev-Shwartz and
Singer (2007), through lengthy but straightforward calculations. The last one is obtained from the
first one.

We now introduce Algorithm 3, that forms the basis for Algorithm 2, and a lemma that bounds
its performance, that is a generalization of Theorem 1 in Do et al. (2009) togeneral norms, using
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the framework in Shalev-Shwartz and Singer (2007). Hence it can be seen as a particular case of the
mirror descent algorithm (Beck and Teboulle, 2003), with an adaptive tuning of the learning rate.

Lemma 2 Let h(·) = α
2‖ · ‖2 be a 1-strongly convex function w.r.t. a norm‖ · ‖ over S. Assume

that for all t, gt(·) is a σ-strongly convex function w.r.t. h(·), and ‖zt‖∗ ≤ Lt . Let R∈ R
+ such

that ‖w−w′‖ ≤ 2R for any w,w′ ∈ S. Then for any u∈ S, and for any sequence of non-negative
ξ1, . . . ,ξT , Algorithm 3 achieves the following bound for all T≥ 1,

T

∑
t=1

(gt(wt)−gt(u))≤
T

∑
t=1

[

4ξtR
2+

L2
t

σt + ∑t
i=1 ξi

α

]

.

Proof Defineg′t(w) = gt(w)+
st
2‖w−wt‖2, wherew,wt ∈ S, and the value ofst will be specified

later. Using the assumptions of this Lemma, we have thatg′t is (σ+ st
α )-strongly convex w.r.t. toh.

Moreover we have that∂g′t(wt) = ∂gt(wt), because the gradient of the proximal regularization term
is zero when evaluated atwt (Do et al., 2009). Hence we can apply Theorem 1 from Shalev-Shwartz
and Singer (2007) to have

T

∑
t=1

gt(wt)−
T

∑
t=1

(

gt(u)+
st

2
‖u−wt‖2

)

=
T

∑
t=1

g′t(wt)−
T

∑
t=1

g′t(u)≤
1
2

T

∑
t=1

L2
t

σt + ∑t
i=1 si

α

.

Using the hypothesis of this Lemma we obtain

T

∑
t=1

gt(wt)−
T

∑
t=1

gt(u)≤
1
2

T

∑
t=1

(

st‖u−wt‖2+
αL2

t

ασt +∑t
i=1si

)

≤ 1
2

T

∑
t=1

(

4stR
2+

αL2
t

ασt +∑t
i=1si

)

.

Using the definition ofst in the algorithm and Lemma 3.1 in Bartlett et al. (2008), we have

T

∑
t=1

gt(wt)−
T

∑
t=1

gt(u)≤ min
ξ1,...,ξT≥0

T

∑
t=1

(

4ξtR
2+

αL2
t

ασt +∑t
i=1 ξi

)

.

Hence these settings ofst give us a bound that is only 2 times worse than the optimal one.

With this Lemma we can now design stochastic sub-gradient algorithms. In particular, setting
‖ · ‖2,p as the norm,h(w̄) = q

2‖w̄‖2
2,p, andgt(w̄) = λ

qh(w̄)+ ℓ(w̄,xt ,yt), we obtain Algorithm 2 that

solves thep-norm MKL problem in (5). The updates are done on the dual variablesθ̄t , in lines
9-10, and transformed into ¯wt in line 11, through a simple scaling. We can now prove the following
bound on the convergence rate for Algorithm 2.

Theorem 3 Suppose that‖∂ℓ(w̄,xt ,yt)‖2,q ≤ L and‖w̄∗‖2,p ≤ R, wherew̄∗ is the optimal solution
of (5), that isw̄∗ = argmin

w̄
f (w̄). Let1< p≤ 2, and c= λR+L, then in expectation over the choices

of the random samples we have that, after T iterations of the 2nd stage of the OBSCURE algorithm,
the difference between f(w̄T) and f(w̄∗), is less than

c
√

q
√

1+ logT min

(
c
√

q
√

1+ logT

λT
,

4R√
T

)

.
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Proof Let h(w̄) : S→ R defined asq
2‖w̄‖2

2,p, whereS= {w̄ : ‖w̄‖2,p ≤ R}. Define alsogt(w̄) =
λ
2‖w̄‖2

2,p+ ℓ(w̄,xt ,yt) =
λ
qh(w̄)+ ℓ(w̄,xt ,yt). Using Lemma 1 in Shalev-Shwartz and Singer (2007),

we can see that these two functions satisfy the hypothesis of Lemma 1, withα = q, σ = λ
q . It is

easy to verify that ¯wt+1 is equal to∇h∗(∇h(w̄t)−ηtzt). In fact, taking into account Properties 1-3
in Lemma 1 with withB= R, lines 9-11 in Algorithm 2 are equivalent to

w̄t+1 = ∇h∗(θt −ηtzt)

θ̄t+1 = ∇h(w̄t+1) .

We also have that

‖∂gt(w̄)‖2,q ≤
λ
q
‖∇h(w̄t)‖2,q+‖z̄t‖2,q = λ‖w̄t‖2,p+‖z̄t‖2,q ≤ c,

where the equality is due to Property 3 in Lemma 1. So we have

T

∑
t=1

(gt(w̄t)−gt(w̄
∗))≤ min

ξ1,··· ,ξT

T

∑
t=1

[

4ξtR
2+

qc2

λt +∑t
i=1 ξi

]

.

Reasoning as in Shalev-Shwartz et al. (2007), we divide byT, take the expectation on both sides.
So we obtain that

E[ f (w̄T)− f (w̄∗)]≤ min
ξ1,··· ,ξT

1
T

T

∑
t=1

[

4ξtR
2+

qc2

λt +∑t
i=1 ξi

]

.

Settingξi = ξ, i = 1, . . . ,T, the last term in the last equation can be upper bounded by

AT = min
ξ

[

4ξR2+
1
T

T

∑
t=1

qc2

t(λ+ξ)

]

.

This term is smaller than any specific setting ofξ, in particular if we setξ to 0, we have that

AT ≤ qc2(1+logT)
λT . On the other hand setting optimally the expression overξ and over-approximating

we have thatAT ≤ 4cR
√

q
√

1+logT√
T

. Taking the minimum of these two quantities we obtain the stated
bound.

The most important thing to note is that the converge rate is independent fromthe number of
samples, as in Pegasos (Shalev-Shwartz et al., 2007), and the relevantquantities on which it depends
areλ andq. Given that for most of the losses, each iteration has a linear complexity in thenumber
of samples, as stated in Section 3.1, the training time will be linearly proportional tothe number of
samples.

The parameterR is basically an upper bound on the norm of the optimal solution. In the next
Section we show how to have a good estimate ofR in an efficient way. The theorem first shows that
a good estimate ofRcan speed-up the convergence of the algorithm. In particular if the first term is
dominant, the convergence rate isO(qlogT

λT ). If the second term is predominant, the convergence rate

is O(R
√

qlogT√
T

), so it becomes independent fromλ. The algorithm will always optimally interpolate
between these two different rates of convergence. Note thatR can also be set to the trivial upper
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bound of∞. This would result in a standard Pegasos-like optimization. In fact,st would be equal
to 0 in Algorithm 2, so the learning rate would be1λt and the convergence rate would beO(qlogT

λT ).
We will see in Section 5.3 that a tight estimate ofRcan improve dramatically the convergence rate.
Another important point is that Algorithm 2 can start from any vector, while this is not possible in
the Pegasos algorithm, where at the very first iteration the starting vector is multiplied by 0 (Shalev-
Shwartz et al., 2007).

As said before, the rate of convergence depends onp, throughq. A p close to 1 will result in a
sparse solution, with a rate of at mostO(R

√
qlogT√

T
). However in the experiment section we show that

the best performance is not always given by the most sparse solution.
This theorem and the pseudocode in Algorithm 2 allows us to design fast andefficient MKL

algorithms for a wide range of convex losses. If we consider the multiclass lossℓMC with normalized

kernels, that is,‖φ j(xt ,yt)‖2 ≤ 1,∀ j = 1, · · · ,F, t = 1, · · · ,N, we have thatL≤
√

2F
1
q . Instead, if we

use the hinge lossℓHL for binary classification, we have thatL ≤ F
1
q . Hence, in both cases, ifp< 2,

the convergence rate has a sublinear dependency on the number of kernels,F , and if the problem
is linearly separable it can have a faster convergence rate using more kernels. We will explain this
formally in the next section.

4.1 Initialization Through an Online Algorithm

In Theorem 3 we saw that if we have a good estimate ofR, the convergence rate of the algorithm can
be much faster. Moreover starting from agoodsolution could speed-up the algorithm even more.

We propose to initialize Algorithm 2 with Algorithm 1. It is the online version of problem (5)
and it is derived using a recent result in Orabona and Crammer (2010).It is similar to the 2p-norm
matrix Perceptron of Cavallanti et al. (2008), but it overcomes the disadvantage of being used with
the same kernel on each feature.

We can run it just for few iterations and then evaluate its norm and its loss. InAlgorithm 1 R is
then defined as

R :=

√

‖w̄T+1‖2
2,p+

2
λN

N

∑
i=1

ℓ(w̄T+1,xi ,yi)≥
√

‖w̄∗‖2
2,p+

2
λN

N

∑
i=1

ℓ(w̄∗,xi ,yi)≥ ‖w̄∗‖2,p,

where we remind that ¯w∗ is solution that minimizes (5), as defined in Section 2.2. So at any moment
we can stop the algorithm and obtain an upper bound on‖w̄∗‖2,p. However if the problem is linearly
separable we can prove that Algorithm 1 will converge in a finite number of updates. In fact, as in
Cavallanti et al. (2008), for Algorithm 1 it is possible to prove a relative mistake bound. See also Jie
et al. (2010b) and Jin et al. (2010) for similar algorithms for online MKL, witha different update
rules and different mistake bounds.

Theorem 4 Let (x1,y1), . . . ,(xT ,yT) be a sequence of examples where xt ∈ X, y∈ Y. Suppose that
the loss functionℓ has the following properties

• ‖∂ℓ(w̄,x,y)‖2,q ≤ L, ∀ w̄∈ X, xt ∈ X, yt ∈ Y;

• ℓ(ū,x,y)≥ 1+ ū·∂ℓ(w̄,x,y), ∀ ū∈ X, w̄∈ X : ℓ(w̄,x,y)> 0, x∈ X, y∈ Y;

• w̄ ·∂ℓ(w̄,x,y)≥−1, ∀ w̄∈ X, x∈ X, y∈ Y.
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Denote byU the set of rounds in which there is an update, and by U its cardinality. Then,for any
ū, the number of updates U of Algorithm 1 satisfies

U ≤ q(2/η+L2)‖ū‖2
2,p+ ∑

t∈U
ℓ(ū,xt ,yt)+‖ū‖2,p

√

q(2/η+L2)
√

∑
t∈U

ℓ(ū,xt ,yt) .

In particular, if the problem (5) is linearly separable by a hyperplanev̄, then the Algorithm 1 will
converge to a solution in a finite number of steps less than q(2/η+ L2)‖v̄‖2

2,p. In this case the

returned value of R will be less than(2+ηL2)‖v̄‖2,p.

Proof The bound on the number of updates can be easily derived using a recent result in Orabona
and Crammer (2010), that we report in Appendix for completeness. Leth(w̄) : X → R defined as
q
2‖w̄‖2

2,p. Notice that, differently from the proof of Theorem 3, here the domain of the functionh is
the entire Euclidean spaceX. Using Property 2 in Lemma 1 withB= ∞, we have that line 7 in the
algorithm’s pseudo-code implies that ¯wt = ∇h∗(θ̄t). Using Lemma 5 in the Appendix, we have that

U ≤ ∑
t∈U

ℓ(ū,xt ,yt)+
√

q‖ū‖2,p

√

∑
t∈U

(

‖z̄t‖2
2,q−

2w̄t · z̄t

η

)

≤ ∑
t∈U

ℓ(ū,xt ,yt)+
√

q‖ū‖2,p

√

U

(

L2+
2
η

)

.

Solving forU and overapproximating we obtain the stated bound.
For the second part of the Theorem, using (Kakade et al., 2009, Corollary 19), we know that

h∗(w̄) is 1-smooth w.r.t.‖ · ‖2,q. Hence, we obtain

‖θ̄T+1‖2
2,q ≤ ‖θ̄T‖2

2,q−2qηw̄T · z̄T +qη2‖z̄T‖2
2,q ≤ η2q ∑

t∈U

(

‖z̄t‖2
2,q−

2w̄t · z̄t

η

)

≤ η2qU

(
2
η
+L2

)

.

So we can write

‖θ̄T+1‖2,q ≤ η
√

qU(2/η+L2),

and using the bound ofU and the hypothesis of linear separability, we have

‖θ̄T+1‖2,q ≤η
√

q2‖ū‖2
2,p(2/η+L2)2 = q‖ū‖2,p

(
2+ηL2) .

Using the relation‖w̄t‖2,p =
1
q‖θ̄t‖2,q, that holds for Property 2 in Lemma 1 withB= ∞, we have

the stated bound onR.

From the theorem it is clear the role ofη: a bigger value will speed up the convergence, but it will
decrease the quality of the estimate ofR. Soη governs the trade-off between speed and precision of
the first stage.

The multiclass lossℓMC and the hinge lossℓHL satisfy the conditions of the Theorem, and, as
noted for Theorem 1 whenp is close to 1, the dependency on the number of kernels in this theorem
is strongly sublinear.
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Note also that the separability assumption is far from being unrealistic in our setting. In fact the
opposite is true: in the greater majority of the cases the problem will be linearly separable. This is
due to the fact that in MKL to have separability it is sufficient that only one ofthe kernel induces
a feature space where the problem is separable. So, for example, it is enough to have no repeated
samples with different labels and at least one kernel that always produces kernel matrices with full
rank, for example, the Gaussian kernel.

Moreover, under the separability assumption, if we increase the number ofkernels, we have that
‖ū‖2

2,p cannot increase, and in most of the cases it will decrease. In this case we expect Algorithm 1
to converge to a solution which has null loss on each training sample, in a finite number of steps
that is almost independent onF and in some cases evendecreasingwhile increasingF . The same
consideration holds for the value ofR returned by the algorithm, that can decrease when we increase
the number of kernels. A smaller value ofRwill mean a faster convergence of the second stage. We
will confirm this statement experimentally in Section 5.

5. Experiments

In this section, we study the behavior of OBSCURE in terms of classification accuracy, compu-
tational efficiency and scalability. We implemented our algorithm in MATLAB, in theDOGMA
library (Orabona, 2009). We focus on the multiclass lossℓMC, being it much harder to be optimized
than the binary hinge lossℓHL, especially in the MKL setting. Although our MATLAB implemen-
tation is not optimized for speed, it is already possible to observe the advantage of the low runtime
complexity. This is particularly evident when training on data sets containing large numbers of cat-
egories and lots of training samples. Except in the synthetic experiment where we setp= 1.0001, in
all the other experiments the parameterp is chosen from the set{1.01,1.05,1.10,1.25,1.50,1.75,2}.
The regularization parameterλ is set through CV, as1

CN, whereC∈ {0.1,1,10,100,1000}.
We compare our algorithm with the binary SILP algorithm (Sonnenburg et al.,2006), the

multi class MKL (MC-MKL) algorithm (Zien and Ong, 2007) and the p-norm MKL algorithm
(Kloft et al., 2009), all of them implemented in the SHOGUN-0.9.2 toolbox.3 For p-norm MKL,
it is possible to convert from ourp setting to the equivalent setting in Kloft et al. (2009) using
pp-norm= pOBSCURE/(2− pOBSCURE). In our experiments, we will compare between OBSCURE and
p-norm MKL using the equivalentp parameter. We also compare with the SimpleMKL algo-
rithm4 (Rakotomamonjy et al., 2008). To train with the unweighted sum of the kernels with an
SVM, we use LIBSVM (Chang and Lin, 2001). The cost parameter is selected from the range
C∈ {0.1,1,10,100,1000} for all the baseline methods. For all the binary classification algorithms,
we use the 1-vs-All strategy for their multiple class extensions.

In the following we start by briefly introducing the data sets used in our experiments. Then we
present a toy problem on a synthetic data which shows that it is more appropriate to use a multiclass
loss instead of dividing the multiclass classification problem into several binary subproblems. We

3. Available athttp://www.shogun-toolbox.org , implemented in C++.
4. Available at http://asi.insa-rouen.fr/enseignants/ ˜ arakotom/code/mklindex.html , implemented in

MATLAB. SimpleMKL is more efficient than SILP when uses the same SVM solver (Rakotomamonjy et al., 2008).
However, in practice, no efficient SimpleMKL implementation is available. SILP runs much faster compared to Sim-
pleMKL, especially when the size of the problem grows. Moreover, the performance of SimpleMKL and SILP are
the same because both algorithm solve an equivalent optimization problem (Rakotomamonjy et al., 2008). Therefore,
we only use SILP algorithm as ourl1-norm MKL baseline in experiments whose size of training samples are large
than 1000.

240



MULTI KERNEL LEARNING WITH ONLINE-BATCH OPTIMIZATION

then study the convergence rate of OBSCURE and compare it with the original Pegasos algorithm
(Shalev-Shwartz et al., 2007; Shalev-Shwartz and Srebro, 2008) aswell as the p-norm MKL (Kloft
et al., 2009) (Section 5.3). Following that, we study the behaviors of OBSCURE w.r.t different
value of p and different number of input kernels (Sections 5.5 and 5.6). Finally we show that
OBSCURE achieves state-of-art performance on a challenging image classification task with 102
different classes, and we show its scalability.

5.1 Data Sets

We first briefly introduce the data sets used in this section, and we describehow their kernel matrices
are generated.

5.1.1 THE OXFORD FLOWER DATA SET (NILSBACK AND ZISSERMAN, 2006)

contains 17 different categories of flowers. Each class has 80 images with three predefined splits
(train, validation and test). The authors also provide 7 precomputed distance matrices.5 These
distance matrices are transformed into kernel using exp(−γ−1d), whereγ is the average pairwise
distance andd is the distance between two examples. It results in 7 different kernels.

5.1.2 THE PENDIGITS DATA SET (GÖNEN AND ALPAYDIN , 2010)

is on pen-based digit recognition (multiclass classification with 10 classes) and contains four differ-
ent feature representations.6 The data set is split into independent training and test sets with 7494
samples for training and 3498 samples for testing. We have generated 4 kernel matrices, one matrix
for each feature, using an RBF kernel, exp(−γ−1‖xi − x j‖2). For each feature,γ is equal to the
average of the squared pairwise distances between the examples.

5.1.3 THE KTH-IDOL2 DATA SET (PRONOBIS ET AL., 2010)

contains 24 image sequences acquired using a perspective camera mounted on two mobile robot
platforms. These sequences were captured with the two robots moving in an indoor laboratory
environment consisting of five different rooms under various weather and illumination conditions
(sunny, cloudy, and night) and across a time span of six months. For experiments, we used the same
setup described in Pronobis et al. (2010); Jie et al. (2010a). We considered the 12 sequences acquired
by robot Dumbo, and divided them into training and test sets, where each training sequence has a
corresponding one in the test sets captured under roughly similar conditions. In total, we considered
twelve different permutations of training and test sets. The images were described using three visual
descriptors and a geometric feature from the Laser Scan sensor, as in Jie et al. (2010a), which forms
4 kernels in total.

5.1.4 THE CALTECH-101 DATA SET (FEI-FEI ET AL ., 2004)

is a standard benchmark data set for object categorization. In our experiments, we used the pre-
computed features and kernels of Gehler and Nowozin (2009b) which theauthors made available
on their website,7 with the same training and test split. This allows us to compare against them

5. Available atwww.robots.ox.ac.uk/ ˜ vgg/research/flowers/ .
6. Available athttp://mkl.ucsd.edu/dataset/pendigits .
7. Available atwww.vision.ee.ethz.ch/ ˜ pgehler/projects/iccv09/ .
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directly. Following that, we report results using all 102 classes of the Caltech-101 data set using
five splits. There are five different image descriptors, namely, PHOG Shape Descriptors (PHOG)
(Bosch et al., 2007), Appearance Descriptors (App) (Lowe, 2004), Region Covariance (RECOV)
(Tuzel et al., 2007), Local Binary Patterns (LBP) (Ojala et al., 2002) and V1S+ (Pinto et al., 2008).
All of them but the V1S+ features were computed in a spatial pyramid as proposed by Lazebnik
et al. (2006), using several different setup of parameters. This generates several kernels (PHOG, 8
kernels; App, 16 kernels; RECOV, 3 kernels; LBP 3 kernels; V1S+, 1kernels). We also compute a
subwindow kernel, as proposed by Gehler and Nowozin (2009a). In addition to the 32 kernels, the
products of the pyramid levels for each feature results in other 7 kernels,for a total of 39 different
kernels For brevity, we omit the details of the features and kernels and refer to Gehler and Nowozin
(2009a,b).

5.1.5 THE MNIST DATA SET (LECUN ET AL ., 1998)

is a handwritten digits data set. It has a training set of 60,000 gray-scale 28x28 pixel digit images
for training and 10,000 images for testing. We cut the original digit image into four square blocks
(14×14) and obtained an input vector from each block. We used three kernels on each block: a
linear kernel, a polynomial kernel and a RBF kernel, resulting in 12 kernels.

5.2 Multiclass Synthetic Data

Multiclass problems are often decomposed into several binary sub-problems using methods like
1-vs-All, however solving the multiclass learning problem jointly using a multiclassloss can yield
much sparser solutions. Intuitively, when al1-norm is used to impose sparsity in the domain of ker-
nels, different subsets of kernels can be selected for the different binary classification sub-problems.
Therefore, the combined multiclass classifier might not obtain the desired properties of sparsity.
Moreover, the confidence outputs of the binary classifiers may not lie in thesame range, so it is not
clear if the winner-takes-all hypothesis is the correct approach for combing them.

To prove our points, we have generated a 3-classes classification problem consisting of 300
samples, with 100 samples for each class. There are in total 4 different features, the kernel matrices
corresponding to them are shown in Figure 1 (top). These features aregenerated in a way that Ker-
nels 1–3 are useful only for distinguishing one class (class 3, class 1 and class 2, respectively) from
the other two, while Kernel 4 can separate all the 3 classes. The corresponding kernel combination
weights obtained by the SILP algorithm using the 1-vs-All extension and ourmulticlass OBSCURE
are shown in Figure 1 (bottom). It can be observed that each of the binary SILP classifiers pick two
kernels. OBSCURE selects only the 4th kernel, achieving a much sparser solution.

5.3 Comparison with 1
t Learning Rate

We have compared OBSCURE with a simple one-stage version that uses a1
t learning rate. This can

be obtained settingst = 0, ∀t, in Algorithm 2. It can be considered as a straightforward extension
of the original Pegasos algorithm (Shalev-Shwartz et al., 2007; Shalev-Shwartz and Srebro, 2008)
to the MKL problem of (5), so we denote it Pegasos-MKL.

We first compare the running time performance between OBSCURE and Pegasos-MKL on the
Oxford flowers data set. Their generalization performance on the testing data (Figure 2(Top, left)) as
well as the value of the objective function (Figure 2(Top, right)) are shown in Figure 2. In the same
Figure, we also present the results obtained using SILP, SimpleMKL, p-norm MKL and MC-MKL.
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Figure 1: (top) Kernel matrices of the 3-classes synthetic experiments correspond to 4 different
features. Sample 1–100, 101–200 and 201–300 are from class 1, 2 and 3 respectively.
(bottom) Corresponding kernel combination weights, normalized to have sumequal to 1,
obtained by SILP (binary) and by OBSCURE (last figure).

We see that OBSCURE converges much faster compared to Pegasos-MKL. This proves that, as
stated in Theorem 3, OBSCURE has a better convergence rate than Pegasos-MKL, as well as faster
running time than SILP and SimpleMKL. Note that all the feature combination methods achieve
similar results on this data set.

Similar results are shown in Figure 2(Bottom, left) and (Bottom, right) on the Pendigits data sets.

5.4 Comparison with p-norm MKL and Other Baselines

We compare OBSCURE with p-norm MKL (Kloft et al., 2009). Figure 3 reports the results ob-
tained by both algorithms for varying values ofp on the Pendigits data set. We can see that all the
algorithms (OBSCURE, SILP and p-norm MKL) are order of magnitudes faster than MC-MKL.
OBSCURE and p-norm MKL achieve similar performance, but OBSCURE achieve optimal perfor-
mance in a training time much faster (101 and 102). The performance of SILP and p-norm MKL
are quite close, and their classification rate seems to be more stable on this data set. The difference
between OBSCURE and p-norm MKL may be due to the different types of multiclass extension
they use.

5.5 Experiments with Different Values ofp

This experiment aims at showing the behavior of OBSCURE for varying value of p. We consider
p∈ (1,2], and train OBSCURE on the KTH-IDOL2 and Caltech-101. The results forthe two data
sets are shown in Figure 4 (top).

For the IDOL2 data set (Figure 4 (top, left)), the best performance is achieved whenp is large,
which corresponds to give all the kernels similar weights in the decision. On the contrary, a sparse
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Figure 2: Comparison of running time performance (Left) and objective function value (Right) on
the Oxford flowers data set (Top) and Pendigits data set (Bottom).

solution achieves lower accuracy. It indicates that all the kernels carrydiscriminative information,
and excluding some of them can decrease the performance.

For the Caltech-101 data set (Figure 4 (top, right)), following Gehler andNowozin (2009b), we
consider four PHOG (Bosch et al., 2007) kernels computed at different spatial pyramid level. It
can be observed that by adjustingp it is possible to improve the performance—sparser solutions
(i.e., whenp tends to 1) achieve higher accuracy compared to non-sparse solutions (when p tends
to 2). However, the optimalp here is 1.10. In other words the optimal performance is achieved for
a setting ofp different from 1 or 2, fully justifying the presence of this parameter.

Furthermore, Figure 4 (bottom) shows the running time of OBSCURE using the same four
kernels, with varying values ofp. The dashed lines in the figure correspond to the results obtained
by the first online stage of the OBSCURE algorithm. It can be observed thatthe online stage of
OBSCURE converges faster whenp is large, and this is consistent with Theorem 4. The online step
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Figure 3: (Best viewed in color.) Comparison of OBSCURE and p-norm MKL with varying value
of p on Pendigits.

of OBSCURE converges in a training time orders of magnitudes faster (101 to 103) compared to
the full training stage, and in certain cases (p≤ 1.10) it can also achieve a performance close to the
optimal solution.

5.6 Experiments on Different Number of Kernels

Figure 5 (left) reports the behavior of OBSCURE for different numbersof input kernels. It shows
that the algorithm achieves a given accuracy in less iterations when more kernels are given. The
dashed line in the figure again corresponds to the results obtained by the first online stage of the
OBSCURE algorithm. Figure 5 (right) shows the number of iterations to converge of the online step,
proving that the convergence rate improves when there are more kernels, as stated in Theorem 4.

5.7 Multiclass Image Classification

In this experiment, we use the Caltech-101 data set with all the 39 kernels, and the results are
shown in Figure 6. The best results for OBSCURE were obtained whenp is at the smallest value
(1.01). This is probably because among these 39 kernels many were redundant or not discriminative
enough. For example, the worst single kernel achieves only an accuracy of 13.5%± 0.6 when
trained using 30 images per category, while the best single kernel achieves 69.4%± 0.4. Thus,
sparser solutions are to be favored. The results support our claim in Section 5.2 that multiclass loss
function is more suitable for this type of problem, as all the methods that use the multiclass loss
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Figure 4: Behaviors of the OBSCURE algorithm w.r.t.p: (top, left) the effect of different values of
p on the IDOL2 data set and (top, right) on the Caltech-101 data set using 4 PHOG (Bosch
et al., 2007) kernels; (bottom) running time for different values ofp on Caltech-101 data
set.

outperform SILP and p-norm MKL (p=1.02) using 1-vs-All strategy. MC-MKL is computationally
infeasible for 30 sample per category. Its significant gap from OBSCUREseems to indicate that
it stops before converging to the optimal solution. Figure 6 (left) reports thetraining time for
different algorithms. Again, OBSCURE reaches optimal solution much fasterthan the other three
baseline algorithms which are implemented in C++. Figure 6 (right) reports the results obtained
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Figure 6: Performance comparison on Caltech-101 using different MKLmethods.

using different combination methods for varying size of training samples. Itis also interesting
to note the performance of the solution generated by the online step of OBSCURE, denoted by
“OBSCURE Online”, that is very close to the performance of the full trainingstage, as already
noted above.

5.8 Scalability

In this section, we report the experiments on the MNIST data set using varying sizes of training
samples. Figure 7 shows the generalization performance on the test set achieved by OBSCURE
over time, for various training size. We see that OBSCURE quickly produces solutions with good
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Figure 7: The generalization performance of MNIST data set over different size of training samples.

performance. The performance of the SVM trained using the unweighted sum of the kernels and
the best kernel are also plotted. Notice that in the figure we only show the results of up to 20,000
training samples for the sake of comparison, otherwise we could not cacheall the 12 kernels in
memory. However, by computing the kernel “on the fly” we are able to solve the MKL problem
using the full 60,000 examples: OBSCURE obtains 1.95% error rate after 10epochs, which is
0.45% lower compared to the results obtained by OBSCURE with 20,000 training samples after
500 epochs.

6. Conclusions and Discussion

This paper presents OBSCURE, a novel and efficient algorithm for solving p-norm MKL. It uses
a hybrid two-stages online-batch approach, optimizing the objective function directly in the primal
with a stochastic sub-gradient descent method. Our minimization method allows usto prove conver-
gence rate bounds, proving that the number of iterations required to converge is independent of the
number of training samples, and, when a sparse solution is induced, is sub-linear in the number of
kernels. Moreover we show that OBSCURE has a faster convergencerate as the number of kernels
grows.

Our approach is general, so it can be used with any kind of convex losses, from binary losses to
structure output prediction (Tsochantaridis et al., 2004), and even to regression losses.

Experiments show that OBSCURE achieves state-of-art performance onthe hard problem of
multiclass MKL, with smaller running times than other MKL algorithms. Furthermore, the solution
found by the online stage is often very close to the optimal one, while being computed several orders
of magnitude faster.
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Appendix A.

The following algorithm and Lemma can in found in Orabona and Crammer (2010), stated for the
binary case. Here we state them for generic convex losses and reportthem here for completeness.

Algorithm 4 Prediction algorithm
1: Input: A series of strongly convex functionsh1, . . . ,hT .
2: Initialize: θ1 = 0
3: for t = 1,2, . . . ,T do
4: Receivext

5: Setwt = ∇h∗t (θt)
6: zt = ∂ℓt(wt)
7: θt+1 = θt −ηtzt

8: end for

Lemma 5 Let ht , t = 1, . . . ,T beβt-strongly convex functions with respect to the norms‖·‖h1, . . . ,‖·
‖hT over a set S and let‖ · ‖h∗i be the respective dual norms. Let h0(0) = 0, and x1, . . . ,xT be an
arbitrary sequence of vectors inRd. Assume that algorithm in Algorithm 4 is run on this sequence
with the functions hi . If hT(λu)≤ λ2hT(u), andℓ satisfies

ℓ(u,xt ,yt)≥ 1+u⊤∂ℓt(wt), ∀u∈ S,wt : ℓt(wt)> 0,

then for any u∈ S, and anyλ > 0 we have

T

∑
t=1

ηt ≤ L+λhT(u)+
1
λ

(

D+
T

∑
t=1

(
η2

t

2βt
‖zt‖2

h∗t
−ηtw

⊤
t zt

))

,

where L= ∑t∈M ∪U ηtℓt(u), and D= ∑T
t=1(h

∗
t (θt)−h∗t−1(θt)). In particular, choosing the optimal

λ, we obtain

T

∑
t=1

ηt ≤ L+
√

2hT(u)

√

2D+
T

∑
t=1

(
η2

t

βt
‖zt‖2

h∗t
−2ηtw⊤

t zt

)

.
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Abstract
We discover a strong relation between two known learning models: stream-based active learning
and perfect selective classification (an extreme case of ‘classification with a reject option’). For
these models, restricted to the realizable case, we show a reduction of active learning to selective
classification that preserves fast rates. Applying this reduction to recent results for selective clas-
sification, we derive exponential target-independent label complexity speedup for actively learning
general (non-homogeneous) linear classifiers when the datadistribution is an arbitrary high dimen-
sional mixture of Gaussians. Finally, we study the relationbetween the proposed technique and
existing label complexity measures, including teaching dimension and disagreement coefficient.
Keywords: classification with a reject option, perfect classification, selective classification, ac-
tive learning, selective sampling, disagreement coefficient, teaching dimension, exploration vs.
exploitation

1. Introduction and Related Work

Active learningis an intriguing learning model that provides the learning algorithm with some con-
trol over the learning process, potentially leading to significantly faster learning. In recent years it
has been gaining considerable recognition as a vital technique for efficiently implementing inductive
learning in many industrial applications where abundance of unlabeled dataexists, and/or in cases
where labeling costs are high. In this paper we expose a strong relation between active learning
andselective classification, another known alternative learning model (Chow, 1970; El-Yaniv and
Wiener, 2010).

Focusing on binary classification in realizable settings we consider standard stream-based active
learning, which is also referred to asonline selective sampling(Atlas et al., 1990; Cohn et al., 1994).
In this model the learner is given an error objectiveε and then sequentially receives unlabeled
examples. At each step, after observing an unlabeled examplex, the learner decides whether or
not to request the label ofx. The learner should terminate the learning process and output a binary
classifier whose true error is guaranteed to be at mostε with high probability. The penalty incurred
by the learner is the number of label requests made and this number is called thelabel complexity.
A label complexity bound ofO(d log(d/ε)) for actively learningε-good classifier from a concept
class with VC-dimensiond, provides an exponential speedup in terms of 1/ε relative to standard
(passive) supervised learning where the sample complexity is typicallyO(d/ε).

The study of (stream-based, realizable) active learning is paved with very interesting theoretical
results. Initially, only a few cases were known where active learning provides significant advan-
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tage over passive learning. Perhaps the most favorable result was anexponential label complexity
speedup for learning homogeneous linear classifiers where the (linearlyseparable) data is uniformly
distributed over the unit sphere. This result was manifested by various authors using various anal-
ysis techniques, for a number of strategies that can all be viewed in hindsight as approximations or
variations of the “CAL algorithm” of Cohn et al. (1994). Among these studies, the earlier theoreti-
cal results (Seung et al., 1992; Freund et al., 1993, 1997; Fine et al., 2002; Gilad-Bachrach, 2007)
considered Bayesian settings and studied the speedup obtained by the Query by Committee (QBC)
algorithm. The more recent results provided PAC style analyses (Dasguptaet al., 2009; Hanneke,
2007a, 2009).

Lack of positive results for other non-toy problems, as well as various additional negative re-
sults that were discovered, led some researchers to believe that active learning is not necessarily
advantageous in general. Among the striking negative results is Dasgupta’s negative example for
actively learning general (non-homogeneous) linear classifiers (even in two dimensions) under the
uniform distribution over the sphere (Dasgupta, 2005).

A number of recent innovative papers proposed alternative models foractive learning. Balcan
et al. (2008) introduced a subtle modification of the traditional label complexitydefinition, which
opened up avenues for new positive results. According to their new definition of “non-verifiable”
label complexity, the active learner is not required to know when to stop the learning process with a
guaranteedε-good classifier. Their main result, under this definition, is that active learning is asymp-
totically better than passive learning in the sense that onlyo(1/ε) labels are required for actively
learning anε-good classifier from a concept class that has a finite VC-dimension. Another result
they accomplished is an exponential label complexity speedup for (non-verifiable) active learning
of non-homogeneous linear classifiers under the uniform distribution over the the unit sphere.

Based on Hanneke’s characterization of active learning in terms of the “disagreement coeffi-
cient” (Hanneke, 2007a), Friedman (2009) recently extended the Balcan et al. results and proved
that a target-dependent exponential speedup can be asymptotically achieved for a wide range of
“smooth” learning problems (in particular, the hypothesis class, the instancespace and the dis-
tribution should all be expressible by smooth functions). He proved that under such smoothness
conditions, for any target hypothesish∗, Hanneke’s disagreement coefficient is bounded above in
terms of a constantc(h∗) that depends on the unknown target hypothesish∗ (and is independent of
δ andε). The resulting label complexity isO(c(h∗)dpolylog(d/ε)) (Hanneke, 2011b). This is a
very general result but thetarget-dependentconstant involved in this bound is only guaranteed to
be finite.

With this impressive progress in the case of target-dependent bounds foractive learning, the
current state of affairs in thetarget-independentbounds for active learning arena leaves much to be
desired. To date the most advanced result in this model, which was already essentially established
by Seung et al. and Freund et al. more than fifteen years ago (Seung etal., 1992; Freund et al., 1993,
1997), is still a target-independent exponential speed up bound for homogeneous linear classifiers
under the uniform distribution over the sphere.

The other learning model we contemplate that will be shown to have strong ties toactive learn-
ing, isselective classification, which is mainly known in the literature as ‘classification with a reject
option.’ This old-timer model, that was already introduced more than fifty years ago (Chow, 1957,
1970), extends standard supervised learning by allowing the classifier toopt out from predictions in
cases where it is not confident. The incentive is to increase classificationreliability over instances
that are not rejected by the classifier. Thus, using selective classification one can potentially achieve
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a lower error rate using the same labeling “budget.” The main quantities that characterize a selective
classifier are its (true) error and coverage rate (or its complement, the rejection rate).

There is already substantial volume of research publications on selectiveclassification, that kept
emerging through the years. The main theme in many of these publications is the implementation of
certain reject mechanisms for specific learning algorithms like support vector machines and neural
networks. Among the few theoretical studies on selective classification, there are various excess risk
bounds for ERM learning (Herbei and Wegkamp, 2006; Bartlett and Wegkamp, 2008; Wegkamp,
2007), and certain coverage/risk guarantees for selective ensemble methods (Freund et al., 2004).
In a recent work (El-Yaniv and Wiener, 2010) the trade-off betweenerror and coverage was exam-
ined and in particular, a new extreme case of selective learning was introduced. In this extreme
case, termed here “perfect selective classification,” the classifier is givenm labeled examples and is
required to instantly output a classifier whose true error is perfectly zerowith certainty. This is of
course potentially doable only if the classifier rejects a sufficient portion ofthe instance space. A
non-trivial result for perfect selective classification is a high probability lower bound on the clas-
sifier coverage (or equivalently, an upper bound on its rejection rate).Such bounds have recently
been presented in El-Yaniv and Wiener (2010).

In Section 3 we present a reduction of active learning to perfect selective classification that
preserves “fast rates.” This reduction enables the luxury of analyzing dynamicactive learning
problems asstatic problems. Relying on a recent result on perfect selective classificationfrom
El-Yaniv and Wiener (2010), in Section 4 we then apply our reduction andconclude that general
(non-homogeneous) linear classifiers are actively learnable at exponential (in 1/ε) label complexity
rate when the data distribution is an arbitrary unknown finite mixture of high dimensional Gaus-
sians. While we obtain exponential label complexity speedup in 1/ε, we incur exponential slow-
down ind2, whered is the problem dimension. Nevertheless, in Section 5 we prove a lower bound
of Ω((logm)(d−1)/2(1+o(1)) on the label complexity, when considering the class of unrestricted
linear classifiers under a Gaussian distribution. Thus, an exponential slowdown ind is unavoidable
in such settings.

Finally, in Section 6 we relate the proposed technique to other complexity measures for active
learning. Proving and using a relation to theteaching dimension(Goldman and Kearns, 1995) we
show, by relying on a known bound for the teaching dimension, that perfect selective classification
with meaningful coverage can be achieved for the case of axis-aligned rectangles under a prod-
uct distribution. We then focus on Hanneke’sdisagreement coefficientand show that the coverage
of perfect selective classification can be bounded below using the disagreement coefficient. Con-
versely, we show that the disagreement coefficient can be bounded above using any coverage bound
for perfect selective classification. Consequently, the results here implythat the disagreement co-
efficient can be sufficiently bounded to ensure fast active learning for the case of linear classifiers
under a mixture of Gaussians.

2. Active Learning and Perfect Selective Classification

In binary classificationthe goal is to learn an accuratebinary classifier, h : X → {±1}, from a
finite labeled training sample. HereX is some instance space and the standard assumption is that
the training sample,Sm = {(xi ,yi)}m

i=1, containingm labeled examples, is drawn i.i.d. from some
unknown distributionP(X,Y) defined overX ×{±1}. The classifierh is chosen from some hy-
pothesis classH . In this paper we focus on therealizable settingwhereby labels are defined by
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some unknowntarget hypothesis h∗ ∈ H . Thus, the underlying distribution reduces toP(X). The
performance of a classifierh is quantified by its true zero-oneerror, R(h) , Pr{h(X) 6= h∗(X)}. A
positive result for a classification problem(H ,P) is a learning algorithm that given an error targetε
and a confidence parameterδ can output, based onSm, an hypothesish whose errorR(h)≤ ε, with
probability of at least 1−δ. A boundB(ε,δ) on the sizem of labeled training sample sufficient for
achieving this is called thesample complexityof the learning algorithm. A classical result is that
any consistent learning algorithm has sample complexity ofO(1

ε (d log(1
ε )+ log(1

δ))), whered is
the VC-dimension ofH (see, e.g., Anthony and Bartlett, 1999).

2.1 Active Learning

We consider the following standard active learning model. In this model the learner sequentially
observes unlabeled instances,x1,x2, . . ., that are sampled i.i.d. fromP(X). After receiving each
xi , the learning algorithm decides whether or not to request its labelh∗(xi), whereh∗ ∈ H is an
unknown target hypothesis. Before the start of the game the algorithm is provided with some desired
error rateε and confidence levelδ. We say that the learning algorithmactively learnedthe problem
instance(H ,P) if at some point it can terminate this process, after observingm instances and
requestingk labels, and output an hypothesish ∈ H whose errorR(h) ≤ ε, with probability of
at least 1−δ. The quality of the algorithm is quantified by the numberk of requested labels, which
is called thelabel complexity. A positive result for a learning problem(H ,P) is a learning algorithm
that can actively learn this problem for any givenε andδ, and for everyh∗, with label complexity
bounded above byL(ε,δ,h∗). If there is a label complexity bound that isO(polylog(1/ε)) we say
that the problem isactively learnable at exponential rate.

2.2 Selective Classification

Following the formulation in El-Yaniv and Wiener (2010) the goal in selectiveclassification is to
learn a pair of functions(h,g) from a labeled training sampleSm (as defined above for passive
learning). The pair(h,g), which is called aselective classifier, consists of a binary classifierh∈H ,
and aselection function, g : X → {0,1}, which qualifies the classifierh as follows. For any sample
x∈ X , the output of the selective classifier is(h,g)(x) , h(x) iff g(x) = 1, and(h,g)(x) , abstain
iff g(x) = 0. Thus, the functiong is a filter that determines a sub-domain ofX over which the
selective classifier will abstain from classifications. A selective classifieris thus characterized by
its coverage, Φ(h,g) , EP{g(x)}, which is theP-weighted volume of the sub-domain ofX that is
not filtered out, and itserror, R(h,g) = E{I(h(X) 6= h∗(X)) ·g(X)}/Φ(h,g), which is the zero-one
loss restricted to the covered sub-domain. Note that this is a “smooth” generalization of passive
learning and, in particular,R(h,g) reduces toR(h) (standard classification) ifg(x) ≡ 1. We expect
to see a trade-off betweenR(h,g) andΦ(h,g) in the sense that smaller error should be obtained by
compromising the coverage. A major issue in selective classification is how to optimally control
this trade-off. In this paper we are concerned with an extreme case of thistrade-off whereby(h,g)
is required to achieve a perfect score ofzero error with certainty. This extreme learning objective
is termedperfect learningin El-Yaniv and Wiener (2010). Thus, for aperfect selective classifier
(h,g) we always haveR(h,g) = 0, and its quality is determined by its guaranteed coverage. A
positive result for (perfect) selective classification problem(H ,P) is a learning algorithm that uses
a labeled training sampleSm (as in passive learning) to output a perfect selective classifier(h,g)
for which Φ(h,g) ≥ BΦ(H ,δ,m) with probability of at least 1− δ, for any givenδ. The bound
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BΦ = BΦ(H ,δ,m) is called acoverage bound(or coverage rate) and its complement, 1−BΦ, is
called arejection bound(or rate). A coverage rateBΦ = 1−O( polylog(m)

m ) (and the corresponding
1−BΦ rejection rate) are qualified asfast.

2.3 The CAL Algorithm and the Consistent Selective Strategy (CSS)

The major players in active learning and in perfect selective classification are the CAL algorithm
and the consistent selective strategy (CSS), respectively. To define them we need the following
definitions.

Definition 1 (Version space, Mitchell, 1977)Given an hypothesis classH and a training sample
Sm, theversion spaceVSH ,Sm

is the set of all hypotheses inH that classify Sm correctly.

Definition 2 (Disagreement set, Hanneke, 2007a; El-Yaniv and Wiener, 2010) LetG ⊂H . The
disagreement setw.r.t. G is defined as

DIS(G), {x∈ X : ∃h1,h2 ∈ G s.t. h1(x) 6= h2(x)} .

Theagreement setw.r.t. G is AGR(G), X \DIS(G).

The main strategy for active learning in the realizable setting (Cohn et al., 1994) is to request
labels only for instances belonging to the disagreement set and output any(consistent) hypothesis
belonging to the version space. This strategy is often called theCAL algorithm. A related strategy
for perfect selective classification was proposed in El-Yaniv and Wiener (2010) and termedconsis-
tent selective strategy (CSS). Given a training setSm, CSS takes the classifierh to be any hypothesis
in VSH ,Sm

(i.e., a consistent learner), and takes a selection functiong that equals one for all points
in the agreement set with respect toVSH ,Sm

, and zero otherwise.

3. From Coverage Bound to Label Complexity Bound

In this section we present a reduction from stream-based active learningto perfect selective clas-
sification. Particularly, we show that if there exists forH a perfect selective classifier with a fast
rejection rate ofO(polylog(m)/m), then the CAL algorithm will actively learnH with exponential
label complexity rate ofO(polylog(1/ε)).

Lemma 3 Let Sm = {(x1,y1), . . . ,(xm,ym)} be a sequence of m labeled samples drawn i.i.d. from
an unknown distribution P(X) and let Si = {(x1,y1), . . . ,(xi ,yi)} be the i-prefix of Sm. Then, with
probability of at least1− δ over random choices of Sm, the following bound holds simultaneously
for all i = 1, . . . ,m−1,

Pr
{

xi+1 ∈ DIS(VSH ,Si
)|Si
}

≤ 1−BΦ

(

H ,
δ

log2(m)
,2⌊log2(i)⌋

)

,

where BΦ(H ,δ,m) is a coverage bound for perfect selective classification with respect to hypothesis
classH , confidenceδ and sample size m .
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Proof For j = 1, . . . ,m, abbreviateDISj , DIS(VSH ,Sj
) andAGRj , AGR(VSH ,Sj

). By definition,
DISj = X \AGRj . By the definitions of a coverage bound and agreement/disagreement sets, with
probability of at least 1−δ over random choices ofSj

BΦ(H ,δ, j)≤ Pr{x∈ AGRj |Sj}= Pr{x 6∈ DISj |Sj}= 1−Pr{x∈ DISj |Sj}.

Applying the union bound we conclude that the following inequality holds simultaneously with high
probability fort = 0, . . . ,⌊log2(m)⌋−1,

Pr{x2t+1 ∈ DIS2t |S2t} ≤ 1−BΦ

(

H ,
δ

log2(m)
,2t
)

. (1)

For all j ≤ i, Sj ⊆ Si , soDISi ⊆ DISj . Therefore, since the samples inSm are all drawn i.i.d., for any
j ≤ i,

Pr{xi+1 ∈ DISi |Si} ≤ Pr
{

xi+1 ∈ DISj |Sj
}

= Pr
{

x j+1 ∈ DISj |Sj
}

.

The proof is complete by settingj = 2⌊log2(i)⌋ ≤ i, and applying inequality (1).

Lemma 4 (Bernstein’s inequality Hoeffding, 1963)Let X1, . . . ,Xn be independent zero-mean ran-
dom variables. Suppose that|Xi | ≤ M almost surely, for all i. Then, for all positive t,

Pr

{

n

∑
i=1

Xi > t

}

≤ exp



− t2/2

∑E
{

X2
j

}

+Mt/3



 .

Lemma 5 Let Zi , i = 1, . . . ,m, be independent Bernoulli random variables with success probabili-
ties pi . Then, for any0< δ < 1, with probability of at least1−δ,

m

∑
i=1

(Zi −E{Zi})≤
√

2ln
1
δ ∑ pi +

2
3

ln
1
δ
.

Proof DefineWi , Zi −E{Zi}= Zi − pi . Clearly,

E{Wi}= 0, |Wi | ≤ 1, E{W2
i }= pi(1− pi).

Applying Bernstein’s inequality (Lemma 4) on theWi ,

Pr

{

n

∑
i=1

Wi > t

}

≤ exp



− t2/2

∑E
[

W2
j

]

+ t/3



= exp

(

− t2/2

∑ pi(1− pi)+ t/3

)

≤ exp

(

− t2/2

∑ pi + t/3

)

.

Equating the right-hand side toδ and solving fort, we have

t2/2

∑ pi + t/3
= ln

1
δ

⇐⇒ t2− t · 2
3

ln
1
δ
−2ln

1
δ ∑ pi = 0,
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and the positive solution of this quadratic equation is

t =
1
3

ln
1
δ
+

√

1
9

ln2 1
δ
+2ln

1
δ ∑ pi <

2
3

ln
1
δ
+

√

2ln
1
δ ∑ pi .

Lemma 6 Let Z1,Z2, . . . ,Zm be a high order Markov sequence of dependent binary random vari-
ables defined in the same probability space. Let X1,X2, . . . ,Xm be a sequence of independent random
variables such that,

Pr{Zi = 1|Zi−1, . . . ,Z1,Xi−1, . . . ,X1}= Pr{Zi = 1|Xi−1, . . . ,X1} .

Define P1 , Pr{Z1 = 1}, and for i= 2, . . . ,m,

Pi , Pr{Zi = 1|Xi−1, . . . ,X1} .

Let b1,b2 . . .bm be given constants independent of X1,X2, . . . ,Xm.1 Assume that Pi ≤ bi simultane-
ously for all i with probability of at least1− δ/2, δ ∈ (0,1). Then, with probability of at least
1−δ,

m

∑
i=1

Zi ≤
m

∑
i=1

bi +

√

2ln
2
δ ∑bi +

2
3

ln
2
δ
.

We proceed with a direct proof of Lemma 6. An alternative proof of this lemma,using super-
martingales, appears in Appendix B.
Proof For i = 1, . . . ,m, letWi be binary random variables satisfying

Pr{Wi = 1|Zi = 1,Xi−1, . . . ,X1},
bi + I(Pi ≤ bi) · (Pi −bi)

Pi
,

Pr{Wi = 1|Zi = 0,Xi−1, . . . ,X1}, max

{

bi −Pi

1−Pi
,0

}

,

Pr{Wi = 1|Wi−1, . . . ,W1,Xi−1, . . . ,X1}= Pr{Wi = 1|Xi−1, . . . ,X1}.

We notice that

Pr{Wi = 1|Xi−1, . . . ,X1} = Pr{Wi = 1,Zi = 1|Xi−1, . . . ,X1}
+ Pr{Wi = 1,Zi = 0|Xi−1, . . . ,X1}
= Pr{Wi = 1|Zi = 1,Xi−1, . . . ,X1}Pr{Zi = 1|Xi−1, . . . ,X1}
+ Pr{Wi = 1|Zi = 0,Xi−1, . . . ,X1}Pr{Zi = 0|Xi−1, . . . ,X1}

=

{

Pi +
bi−Pi
1−Pi

(1−Pi) = bi , Pi ≤ bi ;
bi
Pi
·Pi +0= bi , else.

Hence the distribution of eachWi is independent ofXi−1, . . . ,X1, and theWi are independent Bernoulli
random variables with success probabilitiesbi . By construction ifPi ≤ bi then

Pr{Wi = 1|Zi = 1}=
∫

X
Pr{Wi = 1|Zi = 1,Xi−1, . . . ,X1}= 1.

1. Precisely we require that each of thebi were selected beforeXi are chosen
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By assumptionPi ≤ bi for all i simultaneously with probability of at least 1−δ/2. Therefore,Zi ≤Wi

simultaneously with probability of at least 1− δ/2. We now apply Lemma 5 on theWi . The proof
is then completed using the union bound.

Theorem 7 Let Sm be a sequence of m unlabeled samples drawn i.i.d. from an unknown distribution
P. Then with probability of at least1−δ over choices of Sm, the number of label requests k by the
CAL algorithm is bounded by

k≤ Ψ(H ,δ,m)+

√

2ln
2
δ

Ψ(H ,δ,m)+
2
3

ln
2
δ
,

where

Ψ(H ,δ,m),
m

∑
i=1

(

1−BΦ

(

H ,
δ

2log2(m)
,2⌊log2(i)⌋

))

and BΦ(H ,δ,m) is a coverage bound for perfect selective classification with respect to hypothesis
classH , confidenceδ and sample size m .

Proof According to CAL, the label of samplexi will be requested iffxi ∈ DIS(VSH ,Si−1
). For

i = 1, . . . ,m, let Zi be binary random variables such thatZi , 1 iff CAL requests a label for sample
xi . Applying Lemma 3 we get that for alli = 2, . . . ,m, with probability of at least 1−δ/2

Pr{Zi = 1|Si−1} = Pr
{

xi ∈ DIS(VSH ,Si−1
)|Si−1

}

≤ 1−BΦ

(

H ,
δ

2log2(m)
,2⌊log2(i−1)⌋

)

.

For i = 1, BΦ(H ,δ,1) = 0 and the above inequality trivially holds. An application of Lemma 6 on
the variablesZi completes the proof.

Theorem 7 states an upper bound on the label complexity expressed in termsof m, the size of
the sample provided to CAL. This upper bound is very convenient for directly analyzing the active
learning speedup relative to supervised learning. A standard label complexity upper bound, which
depends on 1/ε, can be extracted using the following simple observation.

Lemma 8 (Hanneke, 2009; Anthony and Bartlett, 1999)Let Sm be a sequence of m unlabeled
samples drawn i.i.d. from an unknown distribution P. LetH be a hypothesis class whose finite VC
dimension is d, and letε andδ be given. If

m≥ 4
ε

(

d ln
12
ε
+ ln

2
δ

)

,

then, with probability of at least1−δ, CAL will output a classifier whose true error is at mostε.

Proof Hanneke (2009) observed that since CAL requests a label wheneverthere is a disagreement
in the version space, it is guaranteed that after processingm examples, CAL will output a clas-
sifier that is consistent with all them examples introduced to it. Therefore, CAL is a consistent
learner. A classical result (Anthony and Bartlett, 1999, Theorem 4.8) isthat any consistent learner
will achieve, with probability of at least 1− δ, a true error not exceedingε after observing at most
4
ε
(

d ln 12
ε + ln 2

δ
)

labeled examples.
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Theorem 9 LetH be a hypothesis class whose finite VC dimension is d. If the rejection rate of CSS

(see definition in Section 2.3) is O

(

polylog(m
δ )

m

)

, then(H ,P) is actively learnable with exponential

label complexity speedup.

Proof Plugging this rejection rate intoΨ (defined in Theorem 7) we have,

Ψ(H ,δ,m),
m

∑
i=1

(

1−BΦ(H ,
δ

log2(m)
,2⌊log2(i)⌋)

)

=
m

∑
i=1

O





polylog
(

i log(m)
δ

)

i



 .

Applying Lemma 41 we get

Ψ(H ,δ,m) = O

(

polylog

(

mlog(m)

δ

))

.

By Theorem 7,k= O
(

polylog
(

m
δ
))

, and an application of Lemma 8 concludes the proof.

4. Label Complexity Bounding Technique and Its Applications

In this section we present a novel technique for deriving target-independent label complexity bounds
for active learning. The technique combines the reduction of Theorem 7 and a general data-
dependent coverage bound for selective classification from El-Yaniv and Wiener (2010). For some
learning problems it is a straightforward technical exercise, involving VC-dimension calculations,
to arrive with exponential label complexity bounds. We show a few applications of this technique
resulting in both reproductions of known label complexity exponential ratesas well as a new one.
The following definitions (El-Yaniv and Wiener, 2010) are required forintroducing the technique.

Definition 10 (Version space compression set)For any hypothesis classH , let Sm be a labeled
sample of m points inducing a version space VSH ,Sm

. Theversion space compression set, S′ ⊆ Sm,
is a smallest subset of Sm satisfying VSH ,Sm

=VSH ,S′ . The (unique) number̂n= n̂(H ,Sm) = |S′| is
called the version space compression setsize.

Remark 11 Our ”version space compression set” is precisely Hanneke’s ”minimumspecifying
set” (Hanneke, 2007b) for f on U with respect to V , where,

f = h∗, U = Sm, V =H [Sm] (see Definition 23).

Definition 12 (Characterizing hypothesis) For any subset of hypothesesG ⊆H , thecharacteriz-
ing hypothesisof G , denoted fG (x), is a binary hypothesis overX (not restricted toH ) obtaining
positive values over the agreement set AGR(G) (Definition 2), and zero otherwise.

Definition 13 (Order-n characterizing set) For each n, letΣn be the set of all possible labeled
samples of size n (all n-subsets, each with all2n possible labelings). The order-ncharacterizing set
ofH , denotedFn, is the set of all characterizing hypotheses fG (x), whereG ⊆H is a version space
induced by some member ofΣn.
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Definition 14 (Characterizing set complexity) LetFn be the order-n characterizing set ofH . The
order-ncharacterizing set complexityofH , denotedγ(H ,n), is the VC-dimension ofFn.

The following theorem, credited to (El-Yaniv and Wiener, 2010, Theorem21), is a powerful
data-dependent coverage bound for perfect selective learning, expressed in terms of the version
space compression set size and the characterizing set complexity.

Theorem 15 (Data-dependent coverage guarantee)For any m, let a1,a2, . . . ,am ∈ R be given,
such that ai ≥ 0 and ∑m

i=1ai ≤ 1. Let (h,g) be perfect selective classifier (CSS, see Section 2.3).
Then, R(h,g) = 0, and for any0≤ δ ≤ 1, with probability of at least1−δ,

Φ(h,g)≥ 1− 2
m

[

γ(H , n̂) ln+

(

2em
γ(H , n̂)

)

+ ln
2

an̂δ

]

,

wheren̂ is the size of the version space compression set andγ(H , n̂) is the order-̂n characterizing
set complexity ofH .

Given an hypothesis classH , our recipe to deriving active learning label complexity bounds
for H is: (i) calculate both ˆn andγ(H , n̂); (ii) apply Theorem 15, obtaining a boundBΦ for the
coverage; (iii) plugBΦ in Theorem 7 to get a label complexity bound expressed as a summation;
(iv) Apply Lemma 41 to obtain a label complexity bound in a closed form.

4.1 Examples

In the following example we derive a label complexity bound for the conceptclass of thresholds
(linear separators inR). Although this is a toy example (for which an exponential rate is well
known) it does exemplify the technique, and in many other cases the application of the technique
is not much harder. LetH be the class of thresholds. We first show that the corresponding version
space compression set size ˆn≤ 2. Assume w.l.o.g. thath∗(x) , I(x> w) for somew∈ (0,1). Let
x− , max{xi ∈ Sm|yi = −1} andx+ , min(xi ∈ Sm|yi = +1). At least one ofx− or x+ exist. Let
S′m = {(x−,−1),(x+,+1)}. ThenVSH ,Sm

=VSH ,S′m
, andn̂= |S′m| ≤ 2. Now,γ(H ,2) = 2, because

the order-2 characterizing set ofH is the class of intervals inR whose VC-dimension is 2. Plugging
these numbers in Theorem 15, and using the assignmenta1 = a2 = 1/2,

BΦ (H ,δ,m) = 1− 2
m

[

2ln(em)+ ln
4
δ

]

= 1−O

(

ln(m/δ)
m

)

.

Next we plugBΦ in Theorem 7 obtaining a raw label complexity

Ψ(H ,δ,m) =
m

∑
i=1

(

1−BΦ

(

H ,
δ

2log2(m)
,2⌊log2(i)⌋

))

=
m

∑
i=1

O

(

ln(log2(m) · i/δ)
i

)

.

Finally, by applying Lemma 41, witha= 1 andb= log2m/δ, we conclude that

Ψ(H ,δ,m) = O
(

ln2
(m

δ

))

.

Thus,H is actively learnable with exponential speedup, and this result applies to any distribution. In
Table 1 we summarize the ˆn andγ(H , n̂) values we calculated for four other hypothesis classes. The

264



ACTIVE LEARNING VIA PERFECTSELECTIVE CLASSIFICATION

Hypothesis class Distribution ˆn γ(H , n̂)

Linear separators inR any 2 2

Intervals inR any (target-dependent)2 4 4

Linear separators inR2 any distribution on the unit 4 4
circle (target-dependent)2

Linear separators inRd mixture of Gaussians O
(

(logm)d−1/δ
)

O
(

n̂d/2+1
)

Balanced axis-aligned product distribution O(log(dm/δ)) O(dn̂logn̂)
rectangles inRd

Table 1: The ˆn andγ of various hypothesis spaces achieving exponential rates.

last two cases are fully analyzed in Sections 4.2 and 6.1, respectively. For the other classes, whereγ
andn̂ are constants, it is clear (Theorem 15) that exponential rates are obtained. We emphasize that
the bounds for these two classes are target-dependent as they requirethat Sm include at least one
sample from each class.

4.2 Linear Separators inRd Under Mixture of Gaussians

In this section we state and prove our main example, an exponential label complexity bound for
linear classifiers inRd.

Theorem 16 LetH be the class of all linear binary classifiers inRd, and let the underlying distri-
bution be any mixture of a fixed number of Gaussians inR

d. Then, with probability of at least1−δ
over choices of Sm, the number of label requests k by CAL is bounded by

k= O

(

(logm)d2+1

δ(d+3)/2

)

.

Therefore by Lemma 8 we get k= O(poly(1/δ) · polylog(1/ε)) .

Proof The following is a coverage bound for linear classifiers ind dimensions that holds in our
setting with probability of at least 1−δ (El-Yaniv and Wiener, 2010, Corollary 33),3

Φ(h,g)≥ 1−O

(

(logm)d2

m
· 1

δ(d+3)/2

)

. (2)

2. Target-dependent with at least one sample in each class.
3. This bound uses the fact that for linear classifiers ind dimensions ˆn= O

(

(logm)d−1/δ
)

(El-Yaniv and Wiener, 2010,

Lemma 32), and thatγ(H , n̂) = O
(

n̂d/2+1
)

(El-Yaniv and Wiener, 2010, Lemma 27).
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Plugging this bound in Theorem 7 we obtain,

Ψ(H ,δ,m) =
m

∑
i=1

(

1−BΦ

(

H ,
δ

2log2(m)
,2⌊log2(i)⌋

))

=
m

∑
i=1

O

(

(logi)d2

i
·
(

log2(m)

δ

) d+3
2

)

= O

(

(

log2(m)

δ

) d+3
2

·
m

∑
i=1

(log(i))d2

i

)

.

Finally, an application of Lemma 41 witha= d2 andb= 1 completes the proof.

5. Lower Bound on Label Complexity

In the previous section we have derived an upper bound on the label complexity of CAL for various
classifiers and distributions. In the case of linear classifiers inR

d we have shown an exponential
speed up in terms of 1/ε but also an exponential slow down in terms of the dimensiond. In passive
learning there is a linear dependency in the dimension while in our case (active learning using
CAL) there is an exponential one. Is it an artifact of our bounding technique or a fundamental
phenomenon?

To answer this question we derive an asymptotic lower bound on the label complexity. We show
that the exponential dependency ind is unavoidable (at least asymptotically) for every bounding
technique when considering linear classifier even under a single Gaussian (isotropic) distribution.
The argument is obtained by the observation that CAL has to request a label to any point on the
convex hull of a sampleSm. The bound is obtained using known results from probabilistic geometry,
which bound the first two moments of the number of vertices of a random polytope under the
Gaussian distribution.

Definition 17 (Gaussian polytope)Let X1, ...,Xm be i.i.d. random points inRd with common stan-
dard normal distribution (with zero mean and covariance matrix1

2Id). A Gaussian polytope Pm is
the convex hull of these random points.

Denote byfk(Pm) the number ofk-faces in the Gaussian polytopePm. Note thatf0(Pm) is the number
of vertices inPm. The following two Theorems asymptotically bound the average and varianceof
fk(Pm).

Theorem 18 (Hug et al., 2004, Theorem 1.1)Let X1, ...,Xm be i.i.d. random points inRd with
common standard normal distribution. Then

E fk(Pm) = c(k,d) (logm)
d−1

2 · (1+o(1))

as m→ ∞, where c(k,d) is a constant depending only on k and d.
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Theorem 19 (Hug and Reitzner, 2005, Theorem 1.1)Let X1, ...,Xm be i.i.d. random points inRd

with common standard normal distribution. Then there exists a positive constant cd, depending only
on the dimension, such that

Var( fk(Pm))≤ cd (logm)
d−1

2

for all k ∈ {0, . . . ,d−1}.

We can now use Chebyshev’s inequality to lower bound the number of vertices inPm ( f0(Pm)) with
high probability.

Theorem 20 Let X1, ...,Xm be i.i.d. random points inRd with common standard normal distribution
andδ > 0 be given. Then with probability of at least1−δ,

f0(Pm)≥
(

cd (logm)
d−1

2 − c̃d√
δ
(logm)

d−1
4

)

· (1+o(1))

as m→ ∞, where cd andc̃d are constants depending only on d.

Proof Using Chebyshev’s inequality (in the second inequality), as well as Theorem 19 we get

Pr( f0(Pm)> E f0(Pm)− t) = 1−Pr( f0(Pm)≤ E f0(Pm)− t)

≥ 1−Pr(| f0(Pm)−E f0(Pm)| ≥ t)

≥ 1− Var( f0(Pm))

t2 ≥ 1− cd

t2 (logm)
d−1

2 .

Equating the RHS to 1−δ and solving fort we get

t =

√

cd
(logm)

d−1
2

δ
.

Applying Theorem 18 completes the proof.

Theorem 21 (Lower bound) Let H be the class of linear binary classifiers inRd, and let the
underlying distribution be standard normal distribution inRd. Then there exists a target hypothesis
such that, with probability of at least1− δ over choices of Sm, the number of label requests k by
CAL is bounded by

k≥ cd

2
(logm)

d−1
2 · (1+o(1)).

as m→ ∞, where cd is a constant depending only on d.

Proof Let us look at the Gaussian polytopePm induced by the random sampleSm. As long as all
labels requested by CAL have the same value (the case of minuscule minority class) we note that
every vertex ofPm falls in the region of disagreement with respect to any subset ofSm that do not
include that specific vertex. Therefore, CAL will request label at least for each vertex ofPm. For
sufficiently largem, in particular,

logm≥
(

2c̃d

cd

√
δ

) 4
d−1

,

we conclude the proof by applying Theorem 20.
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6. Relation to Existing Label Complexity Measures

A number of complexity measures to quantify the speedup in active learning have been proposed.
In this section we show interesting relations between our techniques and two well known measures,
namely the teaching dimension (Goldman and Kearns, 1995) and the disagreement coefficient (Han-
neke, 2009).

Considering first the teaching dimension, we prove in Lemma 26 that the version space compres-
sion set size is bounded above, with high probability, by the extended teaching dimension growth
function (introduced by Hanneke, 2007b). Consequently, it follows that perfect selective classifi-
cation with meaningful coverage can be achieved for the case of axis-aligned rectangles under a
product distribution.

We then focus on Hanneke’s disagreement coefficient and show in Theorem 34 that the coverage
of CSS can be bounded below using the disagreement coefficient. Conversely, in Corollary 39 we
show that the disagreement coefficient can be bounded above using any coverage bound for CSS.
Consequently, the results here imply that the disagreement coefficient,θ(ε) grows slowly with 1/ε
for the case of linear classifiers under a mixture of Gaussians.

6.1 Teaching Dimension

The teaching dimension is a label complexity measure proposed by Goldman and Kearns (1995).
The dimension of the hypothesis classH is the minimum number of examples required to present
to any consistent learner in order to uniquely identify any hypothesis in the class.

We now define the following variation of the extended teaching dimension (Heged̈us, 1995)
due to Hanneke. Throughout we use the notationh1(S) = h2(S) to denote the fact that the two
hypotheses agree on the classification of all instances inS.

Definition 22 (Extended Teaching Dimension, Heged̈us, 1995; Hanneke, 2007b)Let V⊆H , m≥
0, U ∈ Xm,

∀ f ∈H , XTD( f ,V,U) = inf {t |∃R⊆U : |{h∈V : h(R) = f (R)}| ≤ 1∧|R| ≤ t} .

Definition 23 (Hanneke, 2007b)For V ⊆H , V[Sm] denotes any subset of V such that

∀h∈V, |
{

h′ ∈V[Sm] : h′(Sm) = h(Sm)
}

|= 1.

Claim 24 Let Sm be a sample of size m,H an hypothesis class, and̂n= n(H ,Sm), the version space
compression set size. Then,

XTD(h∗,H [Sm],Sm) = n̂.

Proof Let Sn̂ ⊆ Sm be a version space compression set. Assume, by contradiction, that thereexist
two hypothesesh1,h2 ∈ H [Sm], each of which agrees on the given classifications of all examples
in Sn̂. Therefore,h1,h2 ∈ VSH ,Sn̂

, and by the definition of version space compression set, we get
h1,h2 ∈VSH ,Sm

. Hence,
|
{

h∈H [Sm] : h(Sm) = h∗(Sm)
}

| ≥ 2,

which contradicts definition 23. Therefore,

|
{

h∈H [Sm] : h(Sn̂) = h∗(Sn̂)
}

| ≤ 1,
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and
XTD(h∗,H [Sm],Sm)≤ |Sn̂|= n̂.

Let R⊂Sm be any subset of size|R|< n̂. Consequently,VSH ,Sm
⊂VSH ,R, and there exist hypothesis,

h′ ∈ VSH ,R, that agrees with all labeled examples inR, but disagrees with at least one example in
Sm. Thus,

h′(Sm) 6= h∗(Sm),

and according to definition 23, there exist hypothesesh1,h2 ∈ H [Sm] such thath1(Sm) = h′(Sm) 6=
h∗(Sm) = h2(Sm). But h1(R) = h2(R) = h∗(R), so

|{h∈V[Sm] : h(R) = h∗(R)}| ≥ 2.

It follows thatXTD(h∗,H [Sm],Sm)≥ n̂.

Definition 25 (XTD Growth Function, Hanneke, 2007b) For m≥ 0, V ⊆H , δ ∈ [0,1],

XTD(V,P,m,δ) = inf
{

t|∀h∈H ,Pr{XTD(h,V[Sm],Sm)> t} ≤ δ
}

.

Lemma 26 Let H be an hypothesis class, P an unknown distribution, andδ > 0. Then, with
probability of at least1−δ,

n̂≤ XTD(H ,P,m,δ).

Proof According to Definition 25, with probability of at least 1−δ,

XTD(h∗,H [Sm],Sm)≤ XTD(H ,P,m,δ).

Applying Claim 24 completes the proof.

Lemma 27 (Balanced Axis-Aligned Rectangles, Hanneke, 2007b, Lemma 4) If P is a product
distribution onRd with continuous CDF, andH is the set of axis-aligned rectangles such that
∀h∈H , PrX∼P{h(X) = +1} ≥ λ, then,

XTD(H ,P,m,δ)≤ O

(

d2

λ
log

dm
δ

)

.

Lemma 28 Blumer et al., 1989, Lemma 3.2.3Let F be a binary hypothesis class of finite VC
dimension d≥ 1. For all k ≥ 1, define the k-fold union,

Fk∪ ,

{

∪k
i=1 fi : fi ∈ F ,1≤ i ≤ k

}

.

Then, for all k≥ 1,
VC(Fk∪)≤ 2dklog2(3k).

Lemma 29 (order-n characterizing set complexity) LetH be the class of axis-aligned rectangles
in R

d. Then,
γ(H ,n)≤ O(dnlogn) .
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Proof Let Sn = S−k ∪S+n−k be a sample of sizen composed ofk negative examples,{x1,x2, . . .xk},
andn−k positive ones. LetH be the class of axis-aligned rectangles. We define,

∀1≤ i ≤ k, Ri , S+n−k∪{(xi ,−1)} .

Notice thatVSH ,Ri
includes all axis aligned rectangles that classify all samples inS+ as positive,

andxi as negative. Therefore, the agreement region ofVSH ,Ri
is composed of two components as

depicted in Figure 1. The first component is the smallest rectangle that bounds the positive samples,
and the second is an unbounded convex polytope defined by up tod hyperplanes intersecting atxi .
Let AGRi be the agreement region ofVSH ,Ri

andAGR the agreement region ofVSH ,Sn
. Clearly,

Ri ⊆ Sn, soVSH ,Sn
⊆VSH ,Ri

, andAGRi ⊆ AGR, and it follows that

k⋃
i=1

AGRi ⊆ AGR.

Assume, by contradiction, thatx∈ AGRbutx 6∈⋃k
i=1AGRi . Therefore, for any 1≤ i ≤ k, there exist

two hypothesesh(i)1 ,h(i)2 ∈ VSH ,Ri
, such that,h(i)1 (x) 6= h(i)2 (x). Assume, without loss of generality,

thath(i)1 (x) = 1. We define

h1 ,

k∧
i=1

h(i)1 and h2 ,

k∧
i=1

h(i)2 ,

meaning thath1 classifies a sample as positive if and only if all hypothesesh(i)1 classify it as positive.
Noting that the intersection of axis-aligned rectangles is itself an axis-alignedrectangle, we know
thath1,h2 ∈H . Moreover, for anyxi we have,h(i)1 (xi) = h(i)2 (xi) =−1, so alsoh1(xi) = h2(xi) =−1,
andh1,h2 ∈VSH ,Sn

. But h1(x) 6= h2(x). Contradiction. Therefore,

AGR=
k⋃

i=1

AGRi .

It is well known that the VC dimension of a hyper-rectangle inR
d is 2d. The VC dimension of

AGRi is bounded by the VC dimension of the union of two hyper-rectangles inR
d. Furthermore,

the VC dimension ofAGR is bounded by the VC dimension of the union of allAGRi . Applying
Lemma 28 twice we get,

VCdim{AGR} ≤ 42dklog2(3k)≤ 42dnlog2(3n).

If k= 0 then the entire sample is positive and the region of agreement is an hyper-rectangle. There-
fore,VCdim{AGR}= 2d. If k= n then the entire sample is negative and the region of agreement is
the points of the samples themselves. Hence,VCdim{AGR}= n. Overall we get that in all cases,

VCdim{AGR} ≤ 42dnlog2(3n) = O(dnlogn) .
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Figure 1: Agreement region ofVSH ,Ri
.

Corollary 30 (Balanced Axis-Aligned Rectangles)Under the same conditions of Lemma 27, the
class of balanced axis-aligned rectangles inR

d can be perfectly selectively learned with fast cover-
age rate.

Proof Applying Lemmas 26 and 27 we get that with probability of at least 1−δ,

n̂≤ O

(

d2

λ
log

dm
δ

)

.

Any balanced axis-aligned rectangle belongs to the class of all axis-aligned rectangles. Therefore,
the coverage of CSS for the class of balanced axis-aligned rectangles isbounded bellow by the
coverage of the class of axis-aligned rectangles. Applying Lemma 29, andassumingm≥ d, we
obtain,

γ(H , n̂) ≤ O

(

d
d2

λ
log

dm
δ

log

(

d2

λ
log

dm
δ

))

≤ O

(

d3

λ
log2 dm

λδ

)

.

Applying Theorem 15 completes the proof.

6.2 Disagreement Coefficient

In this section we show interesting relations between the disagreement coefficient and coverage
bounds in perfect selective classification. We begin by defining, for anhypothesish∈H , the set of
all hypotheses that arer-close toh.

Definition 31 (Hanneke, 2011b, p.337)For any hypothesis h∈H , distribution P overX , and r>
0, define the set B(h, r) of all hypotheses that reside in a ball of radius r around h,

B(h, r),
{

h′ ∈H : Pr
X∼P

{

h′(X) 6= h(X)
}

≤ r
}

.

Theorem 32 (Vapnik and Chervonenkis, 1971; Anthony and Bartlett, 1999, p.53)Let H be a
hypothesis class with VC-dimension d. For any probability distribution P onX ×{±1}, with prob-
ability of at least1−δ over the choice of Sm, any hypothesis h∈H consistent with Sm satisfies

R(h)≤ η(d,m,δ),
2
m

[

d ln
2em

d
+ ln

2
δ

]

.
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For anyG⊆H and distributionP we denote by∆G the volume of the disagreement region ofG,

∆G, Pr{DIS(G)} .

Definition 33 (Disagreement coefficient, Hanneke, 2009)Letε≥ 0. The disagreement coefficient
of the hypothesis classH with respect to the target distribution P is

θ(ε), θh∗(ε) = sup
r>ε

∆B(h∗, r)
r

.

The following theorem formulates an intimate relation between active learning (disagreement coef-
ficient) and selective classification.

Theorem 34 LetH be an hypothesis class with VC-dimension d, P an unknown distribution,ε ≥ 0,
and θ(ε), the corresponding disagreement coefficient. Let(h,g) be a perfect selective classifier
(CSS, see Section 2.3). Then, R(h,g) = 0, and for any0≤ δ ≤ 1, with probability of at least1−δ,

Φ(h,g)≥ 1−θ(ε) ·max{η(d,m,δ),ε} .

Proof Clearly, R(h,g) = 0, and it remains to prove the coverage bound. By Theorem 32, with
probability of at least 1−δ,

∀h∈VSH ,Sm
R(h)≤ η(d,m,δ)≤ max{η(d,m,δ),ε} .

Therefore,
VSH ,Sm

⊆ B(h∗,max{η(d,m,δ),ε}) ,
∆VSH ,Sm

≤ ∆B(h∗,max{η(d,m,δ),ε}) .
By Definition 33, for anyr ′ > ε,

∆B(h∗, r ′)≤ θ(ε)r ′.

Thus, the proof is complete by recalling that

Φ(h,g) = 1−∆VSH ,Sm
.

Theorem 34 tells us that whenever our learning problem (specified by thepair (H ,P)) has a
disagreement coefficient that grows slowly with respect to 1/ε , it can be (perfectly) selectively
learned with a “fast” coverage bound. Consequently, through Theorem 9 we also know that in each
case where there exists a disagreement coefficient that grows slowly withrespect to 1/ε, active
learning with a fast rate can also be deduced directly through a reduction from perfect selective
classification. It follows that as far as fast rates in active learning are concerned, whatever can be
accomplished by bounding the disagreement coefficient, can be accomplished also using perfect
selective classification. This result is summarized in the following corollary.

Corollary 35 LetH be an hypothesis class with VC-dimension d, P an unknown distribution, and
θ(ε), the corresponding disagreement coefficient. Ifθ(ε) = O(polylog(1/ε)), there exists a cov-
erage bound such that an application of Theorem 7 ensures that(H ,P) is actively learnable with
exponential label complexity speedup.
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Proof The proof is established by straightforward applications of Theorems 34 with ε = 1/mand 9.

The following result, due to Hanneke (2011a), implies a coverage upper bound for CSS.

Lemma 36 (Hanneke, 2011a, Proof of Lemma 47)LetH be an hypothesis class, P an unknown
distribution, and r∈ (0,1). Then,

EP∆Dm ≥ (1− r)m∆B(h∗, r) ,

where
Dm ,VSH ,Sm

∩B(h∗, r) . (3)

Theorem 37 (Coverage upper bound)LetH be an hypothesis class, P an unknown distribution,
andδ ∈ (0,1). Then, for any r∈ (0,1), 1> α > δ,

BΦ(H ,δ,m)≤ 1− (1− r)m−α
1−α

∆B(h∗, r) ,

where BΦ(H ,δ,m) is any coverage bound.

Proof Recalling the definition ofDm (3), clearlyDm⊆VSH ,Sm
andDm⊆ B(h∗, r). These inclusions

imply (respectively), by the definition of disagreement set,

∆Dm ≤ ∆VSH ,Sm
, and ∆Dm ≤ ∆B(h∗, r). (4)

Using Markov’s inequality (in inequality (5) of the following derivation) andapplying (4) (in equal-
ity (6)), we thus have,

Pr

{

∆VSH ,Sm
≤ (1− r)m−α

1−α
∆B(h∗, r)

}

≤ Pr

{

∆Dm ≤ (1− r)m−α
1−α

∆B(h∗, r)

}

= Pr

{

∆B(h∗, r)−∆Dm ≥ 1− (1− r)m

1−α
∆B(h∗, r)

}

≤ Pr

{

|∆B(h∗, r)−∆Dm| ≥
1− (1− r)m

1−α
∆B(h∗, r)

}

≤ (1−α) · E{|∆B(h∗, r)−∆Dm|}
(1− (1− r)m)∆B(h∗, r)

(5)

= (1−α) · ∆B(h∗, r)−E∆Dm

(1− (1− r)m)∆B(h∗, r)
. (6)

Applying Lemma 36 we therefore obtain,

≤ (1−α) · ∆B(h∗, r)− (1− r)m∆B(h∗, r)
(1− (1− r)m)∆B(h∗, r)

= 1−α < 1−δ.

Observing that for any coverage bound,

Pr
{

∆VSH ,Sm
≤ 1−BΦ(H ,δ,m)

}

≥ 1−δ,

completes the proof.
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Corollary 38 LetH be an hypothesis class, P an unknown distribution, andδ ∈ (0,1/8). Then for
any m≥ 2,

BΦ(H ,δ,m)≤ 1− 1
7

∆B

(

h∗,
1
m

)

,

where BΦ(H ,δ,m) is any coverage bound.

Proof The proof is established by a straightforward application of Theorem 37 with α = 1/8 and
r = 1/m.

With Corollary 38 we can bound the disagreement coefficient for settings whose coverage bound
is known.

Corollary 39 LetH be an hypothesis class, P an unknown distribution, and BΦ(H ,δ,m) a cover-
age bound. Then the disagreement coefficient is bounded by,

θ(ε)≤ max

{

sup
r∈(ε,1/2)

7· 1−BΦ(H ,1/9,⌊1/r⌋)
r

,2

}

.

Proof Applying Corollary 38 we get that for anyr ∈ (0,1/2),

∆B(h∗, r)
r

≤ ∆B(h∗,1/⌊1/r⌋)
r

≤ 7· 1−BΦ(H ,1/9,⌊1/r⌋)
r

.

Therefore,

θ(ε) = sup
r>ε

∆B(h∗, r)
r

≤ max

{

sup
r∈(ε,1/2)

7· 1−BΦ(H ,1/9,⌊1/r⌋)
r

,2

}

.

Corollary 40 LetH be the class of all linear binary classifiers inRd, and let the underlying distri-
bution be any mixture of a fixed number of Gaussians inR

d. Then

θ(ε)≤ O

(

polylog

(

1
ε

))

.

Proof Applying Corollary 39 together with inequality 2 we get that

θ(ε) ≤ max

{

sup
r∈(ε,1/2)

7· 1−BΦ(H ,1/9,⌊1/r⌋)
r

,2

}

≤ max

{

sup
r∈(ε,1/2)

7
r
·O
(

(log⌊1/r⌋)d2

⌊1/r⌋ ·9d+3
2

)

,2

}

≤ O

(

(

log
1
ε

)d2)

.
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7. Concluding Remarks

For quite a few years, since its inception, the theory of target-independent bounds for noise-free ac-
tive learning managed to handle relatively simple settings, mostly revolving around homogeneous
linear classifiers under the uniform distribution over the sphere. It is likelythat this distributional
uniformity assumption was often adapted to simplify analyses. However, it wasshown by Dasgupta
(2005) that under this distribution, exponential speed up cannot be achieved when considering gen-
eral (non homogeneous) linear classifiers.

The reason for this behavior is related to the two tasks that a good active learner should success-
fully accomplish:explorationandexploitation. Intuitively (and oversimplifying things) exploration
is the task of obtaining at least one sample in each class, and exploitation is the process of refin-
ing the decision boundary by requesting labels of points around the boundary. Dasgupta showed
that exploration cannot be achieved fast enough under the uniform distribution on the sphere. The
source of this difficulty is the fact that under this distribution all training pointsreside on their con-
vex hull. In general, the speed of exploration (using linear classifiers) depends on the size (number
of vertices) of the convex hull of the training set. When using homogeneous linear classifiers, explo-
ration is trivially achieved (under the uniform distribution) and exploitation can achieve exponential
speedup.

So why in thenon-verifiablemodel (Balcan et al., 2008) it is possible to achieve exponential
speedup even when using non homogeneous linear classifiers under theuniform distribution? The
answer is that in the non-verifiable model, label complexity attributed to exploration is encapsulated
in a target-dependent “constant.” Specifically, in Balcan et al. (2008) this constant is explicitly de-
fined to be the probability mass of the minority class. Indeed, in certain noise free settings using
linear classifiers, where the minority class is large enough, exploration is a non issue. In general,
however, exploration is a major bottleneck in practical active learning (Baram et al., 2004; Begleiter
et al., 2008). The present results show how exponential speedup canbe achieved, including explo-
ration, when using different (and perhaps more natural) distributions.

With these good news, a somewhat pessimistic picture arises from the lower bound we obtained
for the exponential dependency on the dimensiond. This negative result is not restricted to stream-
based active learning and readily applies also to the pool-based model. Whilethe bound is only
asymptotic, we conjecture that it also holds for finite samples. Moreover, webelieve that within the
stream- or pool-based settings a similar statement should hold true for any active learning method
(and not necessarily CAL-based querying strategies). This result indicates that when performing
noise free active learning of linear classifiers, aggressive feature selection is beneficial for explo-
ration speedup. We note, however, that it remains open whether a slowdown exponent ofd (rather
thand2) is achievable.

We have exposed interesting relations of the present technique to well known complexity mea-
sures for active learning, namely, the teaching dimension and the disagreement coefficient. These
developments were facilitated by observations made by Hanneke on the teaching dimension and the
disagreement coefficient. These relations gave rise to further observations on active learning, which
are discussed in Section 6 and include exponential speedup for balanced axis-aligned rectangles.
Finally, we note that the intimate relation between selective classification and the disagreement co-
efficient was recently exposed in another result for selective classification where the disagreement
coefficient emerged as a dominating factor in a coverage bound for agnostic selective classification
(El-Yaniv and Wiener, 2011).
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Appendix A.

Lemma 41 For any m≥ 3, a≥ 1, b≥ 1 we get

m

∑
i=1

(

lna(bi)
i

)

<
4
a

lna+1(b(m+1)).

Proof Setting f (x), lna (bx)
x , we have

d f
dx

= (a− lnbx) · lna−1(bx)
x2 .

Therefore,f is monotonically increasing whenx< ea/b, monotonically decreasing function when
x≥ ea/b and its attains its maximum atx= ea/b. Consequently, fori < ea/b−1, or i ≥ ea/b+1,

f (i)≤
∫ i+1

x=i−1
f (x)dx.

Forea/b−1≤ i < ea/b+1,

f (i)≤ f (ea/b) = b
(a

e

)a
≤ aa. (7)

Therefore, ifm< ea−1 we have,

m

∑
i=1

f (i) = lna(b)+
m

∑
i=2

f (i)< 2·
∫ m+1

x=1
f (x)dx≤ 2

a+1
lna+1(b(m+1)).

Otherwise,m≥ ea/b, in which case we overcome the change of slope by adding twice the (upper
bound on the) maximal value (7),

m

∑
i=1

f (i) <
2

a+1
lna+1(b(m+1))+2aa =

2
a+1

lna+1(b(m+1))+
2
a

aa+1

≤ 2
a+1

lna+1(b(m+1))+
2
a

lna+1bm≤ 4
a

lna+1(b(m+1)).
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Appendix B. Alternative Proof of Lemma 6 Using Super Martingales

DefineWk , ∑k
i=1(Zi −bi). We assume that with probability of at least 1−δ/2,

Pr{Zi |Z1, . . . ,Zi−1} ≤ bi , simultaneously for alli. SinceZi is a binary random variable it is easy to
see that (w.h.p.),

EZi{Wi |Z1, . . . ,Zi−1}= Pr{Zi |Z1, . . . ,Zi−1}−bi +Wi−1 ≤Wi−1,

and the sequenceWm
1 , W1, . . . ,Wm is a super-martingale with high probability. We apply the fol-

lowing theorem by McDiarmid that refers to martingales (but can be shown to apply to super-
martingales, by following its original proof).

Theorem 42 (McDiarmid, 1998, Theorem 3.12)Let Y1, . . . ,Yn be a martingale difference sequence
with −ak ≤Yk ≤ 1−ak for each k; let A= 1

n ∑ak. Then, for anyε > 0,

Pr
{

∑Yk ≥ Anε
}

≤ exp(−[(1+ ε) ln(1+ ε)− ε]An)≤ exp

(

− Anε2

2(1+ ε/3)

)

.

In our case,Yk =Wk−Wk−1 = Zk−bk ≤ 1−bk and we apply the (revised) theorem withak , bk

andAn, ∑bk , B. We thus obtain, for any 0< ε < 1,

Pr
{

∑Zk ≥ B+Bε
}

≤ exp

(

− Bε2

2(1+ ε/3)

)

.

Equating the right-hand side toδ/2, we obtain

ε =

(

2
3

ln
2
δ
±
√

4
9

ln2 2
δ
+8Bln

2
δ

)

/2B

≤
(

1
3

ln
2
δ
+

√

1
9

ln2 2
δ
+

√

2Bln
2
δ

)

/B

=

(

2
3

ln
2
δ
+

√

2Bln
2
δ

)

/B.

Applying the union bound completes the proof.
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Abstract

Grid search and manual search are the most widely used strategies for hyper-parameter optimiza-
tion. This paper shows empirically and theoretically that randomly chosen trials are more efficient
for hyper-parameter optimization than trials on a grid. Empirical evidence comes from a compar-
ison with a large previous study that used grid search and manual search to configure neural net-
works and deep belief networks. Compared with neural networks configured by a pure grid search,
we find that random search over the same domain is able to find models that are as good or better
within a small fraction of the computation time. Granting random search the same computational
budget, random search finds better models by effectively searching a larger, less promising con-
figuration space. Compared with deep belief networks configured by a thoughtful combination of
manual search and grid search, purely random search over thesame 32-dimensional configuration
space found statistically equal performance on four of seven data sets, and superior performance
on one of seven. A Gaussian process analysis of the function from hyper-parameters to validation
set performance reveals that for most data sets only a few of the hyper-parameters really matter,
but that different hyper-parameters are important on different data sets. This phenomenon makes
grid search a poor choice for configuring algorithms for new data sets. Our analysis casts some
light on why recent “High Throughput” methods achieve surprising success—they appear to search
through a large number of hyper-parameters because most hyper-parameters do not matter much.
We anticipate that growing interest in large hierarchical models will place an increasing burden on
techniques for hyper-parameter optimization; this work shows that random search is a natural base-
line against which to judge progress in the development of adaptive (sequential) hyper-parameter
optimization algorithms.

Keywords: global optimization, model selection, neural networks, deep learning, response surface
modeling

1. Introduction

The ultimate objective of a typical learning algorithmA is to find a functionf that minimizes some
expected lossL(x; f ) over i.i.d. samplesx from a natural (grand truth) distributionGx. A learning
algorithmA is a functional that maps a data setX (train) (a finite set of samples fromGx) to a function
f . Very often a learning algorithm producesf through the optimization of a training criterion with
respect to a set ofparametersθ. However, the learning algorithm itself often has bells and whistles
called hyper-parametersλ, and the actual learning algorithm is the one obtained after choosing
λ, which can be denotedAλ, and f = Aλ(X

(train)) for a training setX (train). For example, with a

c©2012 James Bergstra and Yoshua Bengio.
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Gaussian kernel SVM, one has to select a regularization penaltyC for the training criterion (which
controls the margin) and the bandwidthσ of the Gaussian kernel, that is,λ = (C,σ).

What we really need in practice is a way to chooseλ so as to minimize generalization error
Ex∼Gx[L(x;Aλ(X

(train)))]. Note that the computation performed byA itself often involves an inner
optimization problem, which is usually iterative and approximate. The problem ofidentifying a
good value for hyper-parametersλ is called the problem ofhyper-parameter optimization. This
paper takes a look at algorithms for this difficult outer-loop optimization problem, which is of great
practical importance in empirical machine learning work:

λ(∗) = argmin
λ∈Λ

Ex∼Gx[L
(

x;Aλ(X
(train))

)

]. (1)

In general, we do not have efficient algorithms for performing the optimization implied by Equa-
tion 1. Furthermore, we cannot even evaluate the expectation over the unknown natural distribution
Gx, the value we wish to optimize. Nevertheless, we must carry out this optimization as best we
can. With regards to the expectation overGx, we will employ the widely used technique ofcross-
validationto estimate it. Cross-validation is the technique of replacing the expectation with a mean
over avalidation setX (valid) whose elements are drawn i.i.dx ∼ Gx. Cross-validation is unbiased
as long asX (valid) is independent of any data used byAλ (see Bishop, 1995, pp. 32-33). We see in
Equations 2-4 the hyper-parameter optimization problem as it is addressed inpractice:

λ(∗) ≈ argmin
λ∈Λ

mean
x∈X (valid)

L
(

x;Aλ(X
(train))

)

. (2)

≡ argmin
λ∈Λ

Ψ(λ) (3)

≈ argmin
λ∈{λ(1)...λ(S)}

Ψ(λ)≡ λ̂ (4)

Equation 3 expresses the hyper-parameter optimization problem in terms of ahyper-parameter
response function, Ψ. Hyper-parameter optimization is the minimization ofΨ(λ) overλ ∈ Λ. This
function is sometimes called theresponse surfacein the experiment design literature. Different data
sets, tasks, and learning algorithm families give rise to different setsΛ and functionsΨ. Knowing
in general very little about the response surfaceΨ or the search spaceΛ, the dominant strategy for
finding a goodλ is to choose some number (S) of trial points{λ(1)...λ(S)}, to evaluateΨ(λ) for each
one, and return theλ(i) that worked the best asλ̂. This strategy is made explicit by Equation 4.

The critical step in hyper-parameter optimization is to choose the set of trials{λ(1)...λ(S)}.
The most widely used strategy is a combination of grid search and manual search (e.g., LeCun
et al., 1998b; Larochelle et al., 2007; Hinton, 2010), as well as machine learning software packages
such as libsvm (Chang and Lin, 2001) and scikits.learn.1 If Λ is a set indexed byK configuration
variables (e.g., for neural networks it would be the learning rate, the number of hidden units, the
strength of weight regularization, etc.), then grid search requires that we choose a set of values for
each variable (L(1)...L(K)). In grid search the set of trials is formed by assembling every possible
combination of values, so the number of trials in a grid search isS= ∏K

k=1 |L
(k)| elements. This

product overK sets makes grid search suffer from thecurse of dimensionalitybecause the number
of joint values grows exponentially with the number of hyper-parameters (Bellman, 1961). Manual

1. scikits.learn : Machine Learning in Python can be found athttp://scikit-learn.sourceforge.net .
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search is used to identify regions inΛ that are promising and to develop the intuition necessary to
choose the setsL(k). A major drawback of manual search is the difficulty inreproducing results.
This is important both for the progress of scientific research in machine learning as well as for ease
of application of learning algorithms by non-expert users. On the other hand, grid search alone does
very poorly in practice (as discussed here). We propose random search as a substitute and baseline
that is both reasonably efficient (roughly equivalent to or better than combinining manual search
and grid search, in our experiments) and keeping the advantages of implementation simplicity and
reproducibility of pure grid search. Random search is actually more practical than grid search
because it can be applied even when using a cluster of computers that canfail, and allows the
experimenter to change the “resolution” on the fly: adding new trials to the setor ignoring failed
trials are both feasible because the trials are i.i.d., which is not the case for a grid search. Of course,
random search can probably be improved by automating what manual search does, i.e., a sequential
optimization, but this is left to future work.

There are several reasons why manual search and grid search prevail as the state of the art despite
decades of research into global optimization (e.g., Nelder and Mead, 1965;Kirkpatrick et al., 1983;
Powell, 1994; Weise, 2009) and the publishing of several hyper-parameter optimization algorithms
(e.g., Nareyek, 2003; Czogiel et al., 2005; Hutter, 2009):

• Manual optimization gives researchers some degree of insight intoΨ;

• There is no technical overhead or barrier to manual optimization;

• Grid search is simple to implement and parallelization is trivial;

• Grid search (with access to a compute cluster) typically finds a betterλ̂ than purely manual
sequential optimization (in the same amount of time);

• Grid search is reliable in low dimensional spaces (e.g., 1-d, 2-d).

We will come back to the use of global optimization algorithms for hyper-parameter selection
in our discussion of future work (Section 6). In this paper, we focus onrandom search, that is, inde-
pendent draws from a uniform density from the same configuration space as would be spanned by a
regular grid, as an alternative strategy for producing a trial set{λ(1)...λ(S)}. We show that random
search has all the practical advantages of grid search (conceptual simplicity, ease of implementation,
trivial parallelism) and trades a small reduction in efficiency in low-dimensional spaces for a large
improvement in efficiency in high-dimensional search spaces.

In this work we show that random search is more efficient than grid search in high-dimensional
spaces because functionsΨ of interest have alow effective dimensionality; essentially,Ψ of interest
are more sensitive to changes in some dimensions than others (Caflisch et al.,1997). In particular, if
a functionf of two variables could be approximated by another function of one variable( f (x1,x2)≈
g(x1)), we could say thatf has alow effective dimension. Figure 1 illustrates how point grids
and uniformly random point sets differ in how they cope with low effective dimensionality, as in
the above example withf . A grid of points gives even coverage in the original 2-d space, but
projections onto either thex1 or x2 subspace produces an inefficient coverage of the subspace. In
contrast, random points are slightly less evenly distributed in the original space, but far more evenly
distributed in the subspaces.

If the researcher could know ahead of time which subspaces would be important, then he or she
could design an appropriate grid. However, we show the failings of this strategy in Section 2. For a
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Figure 1: Grid and random search of nine trials for optimizing a functionf (x,y) = g(x)+h(y) ≈
g(x) with low effective dimensionality. Above each squareg(x) is shown in green, and
left of each squareh(y) is shown in yellow. With grid search, nine trials only testg(x)
in three distinct places. With random search, all nine trials explore distinct values of
g. This failure of grid search is the rule rather than the exception in high dimensional
hyper-parameter optimization.

given learning algorithm, looking at several relatively similar data sets (from different distributions)
reveals that on different data sets, different subspaces are important, and to different degrees. A grid
with sufficient granularity to optimizing hyper-parameters for all data sets must consequently be
inefficient for each individual data set because of the curse of dimensionality: the number of wasted
grid search trials is exponential in the number of search dimensions that turnout to be irrelevant for
a particular data set. In contrast, random search thrives on low effective dimensionality. Random
search has the same efficiency in the relevant subspace as if it had beenused to search only the
relevant dimensions.

This paper is organized as follows. Section 2 looks at the efficiency of random search in practice
vs. grid search as a method for optimizing neural network hyper-parameters. We take the grid search
experiments of Larochelle et al. (2007) as a point of comparison, and repeat similar experiments
using random search. Section 3 uses Gaussian process regression (GPR) to analyze the results of
the neural network trials. The GPR lets us characterize whatΨ looks like for various data sets,
and establish an empirical link between the low effective dimensionality ofΨ and the efficiency
of random search. Section 4 compares random search and grid search with more sophisticated
point sets developed for Quasi Monte-Carlo numerical integration, and argues that in the regime of
interest for hyper-parameter selection grid search is inappropriate andmore sophisticated methods
bring little advantage over random search. Section 5 compares random search with the expert-
guided manual sequential optimization employed in Larochelle et al. (2007) to optimize Deep Belief
Networks. Section 6 comments on the role of global optimization algorithms in futurework. We
conclude in Section 7 that random search is generally superior to grid search for optimizing hyper-
parameters.
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2. Random vs. Grid for Optimizing Neural Networks

In this section we take a second look at several of the experiments of Larochelle et al. (2007) us-
ing random search, to compare with the grid searches done in that work. We begin with a look
at hyper-parameter optimization in neural networks, and then move on to hyper-parameter opti-
mization in Deep Belief Networks (DBNs). To characterize the efficiency ofrandom search, we
present two techniques in preliminary sections: Section 2.1 explains how we estimate the general-
ization performance of thebestmodel from a set of candidates, taking into account our uncertainty
in which model is actually best; Section 2.2 explains the random experiment efficiency curve that
we use to characterize the performance of random search experiments.With these preliminaries
out of the way, Section 2.3 describes the data sets from Larochelle et al. (2007) that we use in our
work. Section 2.4 presents our results optimizing neural networks, and Section 5 presents our results
optimizing DBNs.

2.1 Estimating Generalization

Because of finite data sets, test error is not monotone in validation error, and depending on the set
of particular hyper-parameter valuesλ evaluated, the test error of the best-validation error configu-
ration may vary. When reporting performance of learning algorithms, it canbe useful to take into
account the uncertainty due to the choice of hyper-parameters values. This section describes our
procedure for estimating test set accuracy, which takes into account any uncertainty in the choice
of which trial is actually the best-performing one. To explain this procedure, we must distinguish
between estimates of performanceΨ(valid) = Ψ and Ψ(test) based on the validation and test sets
respectively:

Ψ(valid)(λ) = meanx∈X (valid) L
(

x;Aλ(X
(train))

)

,

Ψ(test)(λ) = meanx∈X (test) L
(

x;Aλ(X
(train))

)

.

Likewise, we must define the estimated varianceV about these means on the validation and test sets,
for example, for the zero-one loss (Bernoulli variance):

V
(valid)(λ) =

Ψ(valid)(λ)
(

1−Ψ(valid)(λ)
)

|X (valid)|−1
, and

V
(test)(λ) =

Ψ(test)(λ)
(

1−Ψ(test)(λ)
)

|X (test)|−1
.

With other loss functions the estimator of variance will generally be different.
The standard practice for evaluating a model found by cross-validation isto reportΨ(test)(λ(s))

for the λ(s) that minimizesΨ(valid)(λ(s)). However, when different trials have nearly optimal val-
idation means, then it is not clear which test score to report, and a slightly different choice ofλ
could have yielded a different test error. To resolve the difficulty of choosing a winner, we report a
weighted average of all the test set scores, in which each one is weightedby the probability that its
particularλ(s) is in fact the best. In this view, the uncertainty arising fromX (valid) being a finite sam-
ple ofGx makes the test-set score of the best model amongλ(1), ...,λ(S) a random variable,z. This
scorez is modeled by a Gaussian mixture model whoseScomponents have meansµs= Ψ(test)(λ(s)),
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variancesσ2
s = V

(test)(λ(s)), and weightsws defined by

ws = P
(

Z(s) < Z(s′), ∀s′ 6= s
)

, where

Z(i) ∼N
(

Ψ(valid)(λ(i)),V(valid)(λ(i))
)

.

To summarize, the performancez of the best model in an experiment ofS trials has meanµz and
standard errorσ2

z,

µz =
S

∑
s=1

wsµs, and (5)

σ2
z =

S

∑
s=1

ws
(

µ2
s +σ2

s

)

−µ2
z. (6)

It is simple and practical to estimate weightsws by simulation. The procedure for doing so is to
repeatedly draw hypothetical validation scoresZ(s) from Normal distributions whose means are the
Ψ(valid)(λ(s)) and whose variances are the squared standard errorsV

(valid)(λ(s)), and to count how
often each trial generates a winning score. Since the test scores of the best validation scores are
typically relatively close,ws need not be estimated very precisely and a few tens of hypothetical
draws suffice.

In expectation, this technique for estimating generalization gives a higher estimate than the
traditional technique of reporting the test set error of the best model in validation. The difference is
related to the varianceΨ(valid) and the density of validation set scoresΨ(λ(i)) near the best value. To
the extent thatΨ(valid) casts doubt on which model was best, this technique averages the performance
of the best model together with the performance of models which were not thebest. The next section
(Random Experiment Efficieny Curve) illustrates this phenomenon and discusses it in more detail.

2.2 Random Experiment Efficiency Curve

Figure 2 illustrates the results of a random experiment: an experiment of 256trials training neural
networks to classify the rectangles data set. Since the trials of a random experiment are indepen-
dently identically distributed (i.i.d.), a random search experiment involvingS i.i.d. trials can also
be interpreted asN independent experiments ofs trials, as long assN≤ S. This interpretation al-
lows us to estimate statistics such as the minimum, maximum, median, and quantiles of any random
experiment of sizes, wheres is a divisor ofS.

There are two general trends in random experiment efficiency curves, such as the one in Figure 2:
a sharp upward slope of the lower extremes as experiments grow, and a gentle downward slope of
the upper extremes. The sharp upward slope occurs because when wetake the maximum over
larger subsets of theS trials, trials with poor performance are rarely the best within their subset. It
is natural that larger experiments find trials with better scores. The shape of this curve indicates
the frequency of good models under random search, and quantifies therelative volumes (in search
space) of the various levels of performance.

The gentle downward slope occurs because as we take the maximum over larger subsets of trials
(in Equation 6), we are less sure about which trial is actually the best. Large experiments average
together good validation trials with unusually high test scores with other good validation trials with
unusually low test scores to arrive at a more accurate estimate of generalization. For example,
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Figure 2: A random experiment efficiency curve. The trials of a randomexperiment are i.i.d, so
an experiment of many trials (here, 256 trials optimizing a neural network to classify the
rectangles basicdata set, Section 2.3) can be interpreted as several independent smaller
experiments. For example, at horizontal axis position 8, we consider our 256 trials to
be 32 experiments of 8 trials each. The vertical axis shows the test accuracy of the best
trial(s) from experiments of a given size, as determined by Equation 5. When there are
sufficiently many experiments of a given size (i.e., 10), the distribution of performance
is illustrated by a box plot whose boxed section spans the lower and upper quartiles and
includes a line at the median. The whiskers above and below each boxed section show
the position of the most extreme data point within 1.5 times the inter-quartile range ofthe
nearest quartile. Data points beyond the whiskers are plotted with ’+’ symbols. When
there are not enough experiments to support a box plot, as occurs herefor experiments of
32 trials or more, the best generalization score of each experiment is shown by a scatter
plot. The two thin black lines across the top of the figure mark the upper and lower
boundaries of a 95% confidence interval on the generalization of the best trial overall
(Equation 6).

consider what Figure 2 would look like if the experiment had includedlucky trial whose validation
score were around 77% as usual, but whose test score were 80%. Inthe bar plot for trials of size
1, we would see the top performer scoring 80%. In larger experiments, wewould average that 80%
performance together with other test set performances because 77% is not clearly the best validation
score; this averaging would make the upper envelope of the efficiency curve slope downward from
80% to a point very close to the current test set estimate of 76%.

Figure 2 characterizes the range of performance that is to be expected from experiments of vari-
ous sizes, which is valuable information to anyone trying to reproduce theseresults. For example, if
we try to repeat the experiment and our first four random trials fail to finda score better than 70%,
then the problem is likely not in hyper-parameter selection.
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Figure 3: From top to bottom, samples from themnist rotated, mnist background random, mnist
background images, mnist rotated background imagesdata sets. In all data sets the
task is to identify the digit (0 - 9) and ignore the various distracting factors ofvariation.

2.3 Data Sets

Following the work of Larochelle et al. (2007) and Vincent et al. (2008), we use a variety of classi-
fication data sets that include many factors of variation.2

Themnist basicdata set is a subset of the well-known MNIST handwritten digit data set (LeCun
et al., 1998a). This data set has 28x28 pixel grey-scale images of digits,each belonging to one of ten
classes. We chose a different train/test/validation splitting in order to have faster experiments and see
learning performance differences more clearly. We shuffled the original splits randomly, and used
10 000 training examples, 2000 validation examples, and 50 000 testing examples. These images
are presented as white (1.0-valued) foreground digits against a black (0.0-valued) background.

Themnist background imagesdata set is a variation onmnist basic in which the white fore-
ground digit has been composited on top of a 28x28 natural image patch. Technically this was done
by taking the maximum of the original MNIST image and the patch. Natural image patches with
very low pixel variance were rejected. As withmnist basic there are 10 classes, 10 000 training
examples, 2000 validation examples, and 50 000 test examples.

The mnist background random data set is a similar variation onmnist basic in which the
white foreground digit has been composited on top of random uniform (0,1) pixel values. As with
mnist basic there are 10 classes, 10 000 training examples, 2000 validation examples, and 50 000
test examples.

Themnist rotated data set is a variation onmnist basic in which the images have been rotated
by an amount chosen randomly between 0 and 2π radians. This data set included 10000 training
examples, 2000 validation examples, 50 000 test examples.

2. Data sets can be found athttp://www.iro.umontreal.ca/ ˜ lisa/twiki/bin/view.cgi/Public/
DeepVsShallowComparisonICML2007 .
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Figure 4: Top: Samples from therectanglesdata set.Middle: Samples from therectangles images
data set.Bottom:Samples from theconvexdata set. In rectangles data sets, the image is
formed by overlaying a small rectangle on a background. The task is to label the small
rectangle as being either tall or wide. Inconvex, the task is to identify whether the set of
white pixels is convex (images 1 and 4) or not convex (images 2 and 3).

Themnist rotated background imagesdata set is a variation onmnist rotated in which the
images have been rotated by an amount chosen randomly between 0 and 2π radians, and then sub-
sequently composited onto natural image patch backgrounds. This data setincluded 10000 training
examples, 2000 validation examples, 50 000 test examples.

The rectanglesdata set (Figure 4, top) is a simple synthetic data set of outlines of rectangles.
The images are 28x28, the outlines are white (1-valued) and the backgrounds are black (0-valued).
The height and width of the rectangles were sampled uniformly, but when their difference was
smaller than 3 pixels the samples were rejected. The top left corner of the rectangles was also
sampled uniformly, with the constraint that the whole rectangle fits in the image. Each image is
labelled as one of two classes: tall or wide. This task was easier than the MNIST digit classification,
so we only used 1000 training examples, and 200 validation examples, but westill used 50 000
testing examples.

The rectangles imagesdata set (Figure 4, middle) is a variation onrectangles in which the
foreground rectangles were filled with one natural image patch, and composited on top of a different
background natural image patch. The process for sampling rectangle shapes was similar to the one
used forrectangles, except a) the area covered by the rectangles was constrained to be between
25% and 75% of the total image, b) the length and width of the rectangles were forced to be of at
least 10 pixels, and c) their difference was forced to be of at least 5 pixels. This task was harder
thanrectangles, so we used 10000 training examples, 2000 validation examples, and 50 000testing
examples.

Theconvexdata set (Figure 4, bottom) is a binary image classification task. Each 28x28 image
consists entirely of 1-valued and 0-valued pixels. If the 1-valued pixels form a convex region in
image space, then the image is labelled as being convex, otherwise it is labelled as non-convex. The
convex sets consist of a single convex region with pixels of value 1.0. Candidate convex images
were constructed by taking the intersection of a number of half-planes whose location and orienta-
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tion were chosen uniformly at random. The number of intersecting half-planes was also sampled
randomly according to a geometric distribution with parameter 0.195. A candidateconvex image
was rejected if there were less than 19 pixels in the convex region. Candidatenon-convex images
were constructed by taking the union of a random number of convex sets generated as above, but
with the number of half-planes sampled from a geometric distribution with parameter 0.07 and with
a minimum number of 10 pixels. The number of convex sets was sampled uniformlyfrom 2 to
4. The candidate non-convex images were then tested by checking a convexity condition for every
pair of pixels in the non-convex set. Those sets that failed the convexity test were added to the data
set. The parameters for generating the convex and non-convex sets were balanced to ensure that the
conditional overall pixel mean is the same for both classes.

2.4 Case Study: Neural Networks

In Larochelle et al. (2007), the hyper-parameters of the neural network were optimized by search
over a grid of trials. We describe the hyper-parameter configuration space of our neural network
learning algorithm in terms of the distribution that we will use to randomly sample from that con-
figuration space. The first hyper-parameter in our configuration is the type of data preprocessing:
with equal probability, one of (a) none, (b) normalize (center each feature dimension and divide by
its standard deviation), or (c) PCA (after removing dimension-wise means, examples are projected
onto principle components of the data whose norms have been divided by their eigenvalues). Part
of PCA preprocessing is choosing how many components to keep. We choose a fraction of variance
to keep with a uniform distribution between 0.5 and 1.0. There have been several suggestions for
how the random weights of a neural network should be initialized (we will lookat unsupervised
learningpretrainingalgorithms later in Section 5). We experimented with two distributions and two
scaling heuristics. The possible distributions were (a) uniform on(−1,1), and (b) unit normal. The
two scaling heuristics were (a) a hyper-parameter multiplier between 0.1 and 10.0 divided by the
square root of the number of inputs (LeCun et al., 1998b), and (b) the square root of 6 divided by
the square root of the number of inputs plus hidden units (Bengio and Glorot, 2010). The weights
themselves were chosen using one of three random seeds to the Mersenne Twister pseudo-random
number generator. In the case of the first heuristic, we chose a multiplier uniformly from the range
(0.2,2.0). The number of hidden units was drawn geometrically3 from 18 to 1024. We selected
either a sigmoidal or tanh nonlinearity with equal probability. The output weights from hidden units
to prediction units were initialized to zero. The cost function was the mean error over minibatches
of either 20 or 100 (with equal probability) examples at a time: in expectation these give the same
gradient directions, but with more or less variance. The optimization algorithmwas stochastic gra-
dient descent with [initial] learning rateε0 drawn geometrically from 0.001 to 10.0. We offered the
possibility of an annealed learning rate via a time pointt0 drawn geometrically from 300 to 30000.
The effective learning rateεt aftert minibatch iterations was

εt =
t0ε0

max(t, t0)
. (7)

We permitted a minimum of 100 and a maximum of 1000 iterations over the training data,stopping
if ever, at iterationt, the best validation performance was observed before iterationt/2. With 50%

3. We will use the phrasedrawn geometricallyfrom A to B for 0< A< B to mean drawing uniformly in the log domain
between log(A) and log(B), exponentiating to get a number betweenA andB, and then rounding to the nearest integer.
The phrasedrawn exponentiallymeans the same thing but without rounding.
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probability, anℓ2 regularization penalty was applied, whose strength was drawn exponentially from
3.1×10−7 to 3.1×10−5. This sampling process covers roughly the same domain with the same
density as the grid used in Larochelle et al. (2007), except for the optional preprocessing steps. The
grid optimization of Larochelle et al. (2007) did not consider normalizing or keeping only leading
PCA dimensions of the inputs; we compare to random sampling with and without these restrictions.4

We formed experiments for each data set by drawingS= 256 trials from this distribution. The
results of these experiments are illustrated in Figures 5 and 6. Random sampling of trials is surpris-
ingly effective in these settings. Figure 5 shows that even among the fraction of jobs (71/256) that
used no preprocessing, the random search with 8 trials is better than the grid search employed in
Larochelle et al. (2007).

Typically, the extent of a grid search is determined by a computational budget. Figure 6 shows
what is possible if we use random search in a larger space that requiresmore trials to explore. The
larger search space includes the possibility of normalizing the input or applying PCA preprocessing.
In the larger space, 32 trials were necessary to consistently outperformgrid search rather than 8,
indicating that there are many harmful ways to preprocess the data. However, when we allowed
larger experiments of 64 trials or more, random search found superior results to those found more
quickly within the more restricted search. This tradeoff between exploration and exploitation is
central to the design of an effective random search.

The efficiency curves in Figures 5 and 6 reveal that different data sets give rise to functionsΨ
with different shapes. Themnist basic results converge very rapidly toward what appears to be a
global maximum. The fact that experiments of just 4 or 8 trials often have the same maximum as
much larger experiments indicates that the region ofΛ that gives rise to the best performance is
approximately a quarter or an eighth respectively of the entire configuration space. Assuming that
the random search has not missed a tiny region of significantly better performance, we can say that
random search has solved this problem in 4 or 8 guesses. It is hard to imagine any optimization
algorithm doing much better on a non-trivial 7-dimensional function. In contrast themnist rotated
background imagesandconvexcurves show that even with 16 or 32 random trials, there is consid-
erable variation in the generalization of the reportedly best model. This indicates that theΨ function
in these cases is more peaked, with small regions of good performance.

3. The Low Effective Dimension ofΨ

Section 2 showed that random sampling is more efficient than grid sampling foroptimizing func-
tions Ψ corresponding to several neural network families and classification tasks. In this section
we show that indeedΨ has a low effective dimension, which explains why randomly sampled trials
found better values. One simple way to characterize the shape of a high-dimensional function is
to look at how much it varies in each dimension. Gaussian process regression gives us the statis-
tical machinery to look atΨ and measure its effective dimensionality (Neal, 1998; Rasmussen and
Williams, 2006).

We estimated the sensitivity ofΨ to each hyper-parameter by fitting a Gaussian process (GP)
with squared exponential kernels to predictΨ(λ) from λ. The squared exponential kernel (or
Gaussian kernel) measures similarity between two real-valued hyper-parameter valuesa andb by

exp(−
(

a−b
l

)2
). The positive-valuedl governs the sensitivity of the GP to change in this hyper-

4. Source code for the simulations is available athttps://github.com/jaberg/hyperopt .
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Figure 5: Neural network performance without preprocessing. Random experiment efficiency
curves of a single-layer neural network for eight of the data sets usedin Larochelle et al.
(2007), looking only at trials with no preprocessing (7 hyper-parameters to optimize).
The vertical axis is test-set accuracy of the best model by cross-validation, the horizontal
axis is the experiment size (the number of models compared in cross-validation). The
dashed blue line represents grid search accuracy for neural network models based on a
selection by grids averaging 100 trials (Larochelle et al., 2007). Random searches of 8
trials match or outperform grid searches of (on average) 100 trials.

parameter. The kernels defined for each hyper-parameter were combined by multiplication (joint
Gaussian kernel). We fit a GP to samples ofΨ by finding thelength scale(l ) for each hyper-
parameter that maximized the marginal likelihood. To ensure relevance could be compared between
hyper-parameters, we shifted and scaled each one to the unit interval. For hyper-parameters that
were drawn geometrically or exponentially (e.g., learning rate, number of hidden units), kernel
calculations were based on the logarithm of the effective value.
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Figure 6: Neural network performance when standard preprocessing algorithms are considered (9
hyper-parameters). Dashed blue line represents grid search accuracy using (on average)
100 trials (Larochelle et al., 2007), in which no preprocessing was done. Often the extent
of a search is determined by a computational budget, and with random search 64 trials are
enough to find better models in a larger less promising space. Exploring just four PCA
variance levels by grid search would have required 5 times as many (average 500) trials
per data set.

Figure 7 shows the relevance of each component ofΛ in modellingΨ(λ). Finding the length
scales that maximize marginal likelihood is not a convex problem and many localminima exist. To
get a sense of what length scales were supported by the data, we fit each set of samples fromΨ
50 times, resampling different subsets of 80% of the observations every time, and reinitializing the
length scale estimates randomly between 0.1 and 2. Figure 7 reveals two important properties ofΨ
for neural networks that suggest why grid search performs so poorly relative to random experiments:

1. a small fraction of hyper-parameters matter for any one data set, but
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Figure 7: Automatic Relevance Determination (ARD) applied to hyper-parameters of neural net-
work experiments (with raw preprocessing). For each data set, a small number of hyper-
parameters dominate performance, but the relative importance of each hyper-parameter
varies from each data set to the next. Section 2.4 describes the seven hyper-parameters in
each panel. Boxplots are obtained by randomizing the subset of data usedto fit the length
scales, and randomizing the length scale initialization. (Best viewed in color.)
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2. different hyper-parameters matter on different data sets.

Even in this simple 7-d problem,Ψ has a much lower effective dimension of between 1 and 4,
depending on the data set. It would be impossible to cover just these few dimensions with a reli-
able grid however, because different data sets call for grids on different dimensions. The learning
rate is always important, but sometimes the learning rate annealing rate was important (rectangles
images), sometimes theℓ2-penalty was important (convex, mnist rotated), sometimes the number
of hidden units was important (rectangles), and so on. While random search optimized theseΨ
functions with 8 to 16 trials, a grid with, say, four values in each of these axes would already require
256 trials, and yet provide no guarantee thatΨ for a new data set would be well optimized.

Figure 7 also allows us to establish a correlation between effective dimensionality and ease of
optimization. The data sets for which the effective dimensionality was lowest (1or 2) weremnist
basic, mnist background images, mnist background random, andrectangles images. Looking
back at the corresponding efficiency curves (Figure 5) we find that these are also the data sets
whose curves plateau most sharply, indicating that these functions are theeasiest to optimize. They
are often optimized reasonably well by just 2 random trials. Looking to Figure 7 at the data sets with
largest effective dimensionality (3 or 4), we identifyconvex, mnist rotated, rectangles. Looking
at their efficiency curves in Figure 5 reveals that they consistently required at least 8 random trials.
This correlation offers another piece of evidence that the effective dimensionality ofΨ is playing a
strong role in determining the difficulty of hyper-parameter optimization.

4. Grid Search and Sets with Low Effective Dimensionality

It is an interesting mathematical challenge to choose a set of trials for sampling functions of un-
known, but low effective dimensionality. We would like it to be true that no matterwhich dimen-
sions turn out to be important, our trials sample the important dimensions evenly. Sets of points with
this property are well studied in the literature of Quasi-Random methods for numerical integration,
where they are known aslow-discrepancy setsbecause they try to match (minimize discrepancy
with) the uniform distribution. Although there are several formal definitionsof low discrepancy,
they all capture the intuition that the points should be roughly equidistant fromone another, in order
that there be no “clumps” or “holes” in the point set.

Several procedures for constructing low-discrepancy point sets in multiple dimensions also try
to ensure as much as possible that subspace projections remain low-discrepancy sets in the subspace.
For example, the Sobol (Antonov and Saleev, 1979), Halton (Halton, 1960), and Niederreiter (Brat-
ley et al., 1992) sequences, as well as latin hypercube sampling (McKay et al., 1979) are all more
or less deterministic schemes for getting point sets that are more representative of random uniform
draws than actual random uniform draws. In Quasi Monte-Carlo integration, such point sets are
shown to asymptotically minimize the variance of finite integrals faster than true random uniform
samples, but in this section, we will look at these point sets in the setting of relatively small sample
sizes, to see if they can be used for more efficient search than random draws.

Rather than repeat the very computationally expensive experiments conducted in Section 2,
we used an artificial simulation to compare the efficiency of grids, random draws, and the four
low-discrepancy point sets mentioned in the previous paragraph. The artificial search problem was
to find a uniformly randomly placed multi-dimensional target interval, which occupies 1% of the
volume of the unit hyper-cube. We looked at four variants of the searchproblem, in which the target
was
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1. a cube in a 3-dimensional space,

2. a hyper-rectangle in a 3-dimensional space,

3. a hyper-cube in a 5-dimensional space,

4. a hyper-rectangle in a 5-dimensional space.

The shape of the target rectangle in variants (2) and (4) was determined by sampling side lengths
uniformly from the unit interval, and then scaling the rectangle to have a volumeof 1%. This
process gave the rectangles a shape that was often wide or tall - much longer along some axes than
others. The position of the target was drawn uniformly among the positions totally inside the unit
hyper-cube. In the case of tall or wide targets (2) and (4), the indicatorfunction [of the target] had
a lower effective dimension than the dimensionality of the overall space because the dimensions in
which the target is elongated can be almost ignored.

The simulation experiment began with the generation of 100 random search problems. Then for
each experiment design method (random, Sobol, latin hypercube, grid) wecreated experiments of
1, 2, 3, and so on up to 512 trials.5 The Sobol, Niederreiter, and Halton sequences yielded similar
results, so we used the Sobol sequence to represent the performanceof these low-discepancy set
construction methods. There are many possible grid experiments of any sizein multiple dimensions
(at least for non-prime experiment sizes). We did not test every possible grid, instead we tested
every grid with a monotonic resolution. For example, for experiments of size 16 in 5 dimensions
we tried the five grids with resolutions (1, 1, 1, 1, 16), (1, 1, 1, 2, 8), (1, 1, 2, 2, 4), (1, 1, 1, 4,
4), (1, 2, 2, 2, 2); for experiments of some prime sizeP in 3 dimensions we tried one grid with
resolution (1, 1,P). Since the target intervals were generated in such a way that rectanglesidentical
up to a permutation of side lengths have equal probability, grids with monotonic resolution are
representative of all grids. The score of an experiment design method for each experiment size was
the fraction of the 100 targets that it found.

To characterize the performance of random search, we used the analytic form of the expectation.
The expected probability of finding the target is 1.0 minus the probability of missing the target
with every single one ofT trials in the experiment. If the volume of the target relative to the unit
hypercube is (v/V = 0.01) and there areT trials, then this probability of finding the target is

1− (1−
v
V
)T = 1−0.99T .

Figure 8 illustrates the efficiency of each kind of point set at finding the multidimensional in-
tervals. There were some grids that were best at finding cubes and hyper-cubes in 3-d and 5-d, but
most grids were the worst performers. No grid was competitive with the othermethods at finding
the rectangular-shaped intervals, which had low effective dimension (cases 2 and 4; Figure 8, right
panels). Latin hypercubes, commonly used to initialize experiments in Bayesianoptimization, were
no more efficient than the expected performance of random search. Interestingly, the Sobol se-
quence was consistently best by a few percentage points. The low-discrepancy property that makes
the Sobol useful in integration helps here, where it has the effect of minimizing the size of holes
where the target might pass undetected. The advantage of the Sobol sequence is most pronounced in
experiments of 100-300 trials, where there are sufficiently many trials for the structure in the Sobol

5. Samples from the Sobol sequence were provided by the GNU ScientificLibrary (M. Galassi et al., 2009).
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Figure 8: The efficiency in simulation of low-discrepancy sequences relative to grid and pseudo-
random experiments. The simulation tested how reliably various experiment design meth-
ods locate a multidimensional interval occupying 1% of a unit hyper-cube. There is one
grey dot in each sub-plot for every grid of every experiment size thathas at least two ticks
in each dimension. The black dots indicate near-perfect grids whose finest and coarsest
dimensional resolutions differ by either 0 or 1. Hyper-parameter searchis most typi-
cally like the bottom-right scenario. Grid search experiments are inefficientfor finding
axis-aligned elongated regions in high dimensions (i.e., bottom-right). Pseudo-random
samples are as efficient as latin hypercube samples, and slightly less efficient than the
Sobol sequence.

depart significantly from i.i.d points, but not sufficiently many trials for random search to succeed
with high probability.

A thought experiment gives some intuition for why grid search fails in the case of rectangles.
Long thin rectangles tend to intersect with several points if they intersect withany, reducing the
effective sample size of the search. If the rectangles had been rotated away from the axes used to
build the grid, then depending on the angle the efficiency of grid could approach the efficiency of
random or low-discrepancy trials. More generally, if the target manifold were not systematically
aligned with subsets of trial points, then grid search would be as efficient as the random and quasi-
random searches.
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5. Random Search vs. Sequential Manual Optimization

To see how random search compares with a careful combination of grid search and hand-tuning
in the context of a model with many hyper-parameters, we performed experiments with the Deep
Belief Network (DBN) model (Hinton et al., 2006). A DBN is a multi-layer graphical model with
directed and undirected components. It is parameterized similarly to a multilayer neural network for
classification, and it has been argued thatpretraininga multilayer neural network by unsupervised
learning as a DBN acts both to regularize the neural network toward better generalization, and to
ease the optimization associated withfinetuningthe neural network for a classification task (Erhan
et al., 2010).

A DBN classifier has many more hyper-parameters than a neural network.Firstly, there is the
number of units and the parameters of random initialization for each layer. Secondly, there are
hyper-parameters governing the unsupervised pretraining algorithm for each layer. Finally, there
are hyper-parameters governing the global finetuning of the whole modelfor classification. For the
details of how DBN models are trained (stacking restricted Boltzmann machines trained by con-
trastive divergence), the reader is referred to Larochelle et al. (2007), Hinton et al. (2006) or Bengio
(2009). We evaluated random search by training 1-layer, 2-layer and3-layer DBNs, sampling from
the following distribution:

• We chose 1, 2, or 3 layers with equal probability.

• For each layer, we chose:

– a number of hidden units (log-uniformly between 128 and 4000),

– a weight initialization heuristic that followed from a distribution (uniform or normal),
a multiplier (uniformly between 0.2 and 2), a decision to divide by the fan-out (true or
false),

– a number of iterations of contrastive divergence to perform for pretraining (log-uniformly
from 1 to 10000),

– whether to treat the real-valued examples used for unsupervised pretraining as Bernoulli
means (from which to draw binary-valued training samples) or as a samples themselves
(even though they are not binary),

– an initial learning rate for contrastive divergence (log-uniformly between 0.0001 and
1.0),

– a time point at which to start annealing the contrastive divergence learningrate as in
Equation 7 (log-uniformly from 10 to 10 000).

• There was also the choice of how to preprocess the data. Either we used the raw pixels or
we removed some of the variance using a ZCA transform (in which examples are projected
onto principle components, and then multiplied by the transpose of the principle components
to place them back in the inputs space).

• If using ZCA preprocessing, we kept an amount of variance drawn uniformly from 0.5 to 1.0.

• We chose to seed our random number generator with one of 2, 3, or 4.

• We chose a learning rate for finetuning of the final classifier log-uniformlyfrom 0.001 to 10.
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• We chose an anneal start time for finetuning log-uniformly from 100 to 10000.

• We choseℓ2 regularization of the weight matrices at each layer during finetuning to be either
0 (with probability 0.5), or log-uniformly from 10−7 to 10−4.

This hyper-parameter space includes 8 global hyper-parameters and 8hyper-parameters for each
layer, for a total of 32 hyper-parameters for 3-layer models.

A grid search is not practical for the 32-dimensional search problem ofDBN model selection,
because even just 2 possible values for each of 32 hyper-parameterswould yield more trials than
we could conduct (232 > 109 trials and each can take hours). For many of the hyper-parameters,
especially real valued ones, we would really like to try more than two values. The approach taken
in Larochelle et al. (2007) was a combination of manual search, multi-resolution grid search and
coordinate descent. The algorithm (including manual steps) is somewhat elaborate, but sensible,
and we believe that it is representative of how model search is typically done in several research
groups, if not the community at large. Larochelle et al. (2007) describe itas follows:

“The hyper-parameter search procedure we used alternates betweenfixing a neural net-
work architecture and searching for good optimization hyper-parameterssimilarly to
coordinate descent. More time would usually be spent on finding good optimization
parameters, given some empirical evidence that we found indicating that thechoice of
the optimization hyper-parameters (mostly the learning rates) has much more influence
on the obtained performance than the size of the network. We used the same procedure
to find the hyper-parameters for DBN-1, which are the same as those of DBN-3 except
the second hidden layer and third hidden layer sizes. We also allowed ourselves to
test for much larger first-hidden layer sizes, in order to make the comparison between
DBN-1 and DBN-3 fairer.

“We usually started by testing a relatively small architecture (between 500 and 700
units in the first and second hidden layer, and between 1000 and 2000 hidden units
in the last layer). Given the results obtained on the validation set (comparedto those
of NNet for instance) after selecting appropriate optimization parameters, we would
then consider growing the number of units in all layers simultaneously. The biggest
networks we eventually tested had up to 3000, 4000 and 6000 hidden units in the first,
second and third hidden layers respectively.

“As for the optimization hyper-parameters, we would proceed by first trying a few com-
binations of values for the stochastic gradient descent learning rate of the supervised
and unsupervised phases (usually between 0.1 and 0.0001). We then refine the choice of
tested values for these hyper-parameters. The first trials would simply give us a trend on
the validation set error for these parameters (is a change in the hyper-parameter making
things worse of better) and we would then consider that information in selecting ap-
propriate additional trials. One could choose to use learning rate adaptationtechniques
(e.g., slowly decreasing the learning rate or using momentum) but we did not find these
techniques to be crucial.

There was large variation in the number of trials used in Larochelle et al. (2007) to optimize the
DBN-3. One data set (mnist background images) benefited from 102 trials, while another (mnist
background random) only 13 because a good result was found more quickly. The average number
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Figure 9: Deep Belief Network (DBN) performance according to randomsearch. Here random
search is used to explore up to 32 hyper-parameters. Results obtained bygrid-assisted
manual search using an average of 41 trials are marked in finely-dashedgreen (1-layer
DBN) and coarsely-dashed red (3-layer DBN). Random experiments of 128 random trials
found an inferior best model for three data sets, a competitive model in four, and superior
model in one (convex). (Best viewed in color.)

of trials across data sets for the DBN-3 model was 41. In considering the number of trials per data
set, it is important to bear in mind that the experiments on different data sets were not performed
independently. Rather, later experiments benefited from the experience the authors had drawn from
earlier ones. Although grid search was part of the optimization loop, the manual intervention turns
the overall optimization process into something with more resemblance to an adaptive sequential
algorithm.

Random search versions of the DBN experiments from Larochelle et al. (2007) are shown in
Figure 9. In this more challenging optimization problem random search is still effective, but not
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superior as it was as in the case of neural network optimization. Comparing tothe 3-layer DBN
results in Larochelle et al. (2007), random search found a better modelthan the manual search in
one data set (convex), an equally good model in four (mnist basic, mnist rotated, rectangles, and
rectangles images), and an inferior model in three (mnist background images, mnist background
random, mnist rotated background images). Comparing to the 1-layer DBN results, random
search of the 1-layer, 2-layer and 3-layer configuration space found at least a good a model in all
cases. In comparing these scores, the reader should bear in mind that thescores in the original
experiments were not computed using the same score-averaging techniquethat we described in
Section 2.1, and our averaging technique is slightly biased toward underestimation. In the DBN
efficiency curves we see that even experiments with larger numbers of trials (64 and larger) feature
significant variability. This indicates that the regions of the search space with the best performance
are small, and randomly chosen i.i.d. trials do not reliably find them.

6. Future Work

Our result on the multidimensional interval task, together with the GPR characterization of the shape
of Ψ, together with the computational constraint that hyper-parameter searches only draw on a few
hundred trials, all suggest that pseudo-random or quasi-random trials are optimal for non-adaptive
hyper-parameter search. There is still work to be done for each model family, to establish how it
should be parametrized for i.i.d. random search to be as reliable as possible, but the most promising
and interesting direction for future work is certainly in adaptive algorithms.

There is a large body of literature on global optimization, a great deal of which bears on the ap-
plication of hyper-parameter optimization. General numeric methods such as simplex optimization
(Nelder and Mead, 1965), constrained optimization by linear approximation (Powell, 1994; Weise,
2009), finite difference stochastic approximation and simultaneous prediction stochastic approxi-
mation (Kleinman et al., 1999) could be useful, as well as methods for searchin discrete spaces
such as simulated annealing (Kirkpatrick et al., 1983) and evolutionary algorithms (Rechenberg,
1973; Hansen et al., 2003). Drew and de Mello (2006) have already proposed an optimization al-
gorithm that identifies effective dimensions, for more efficient search. They present an algorithm
that distinguishes between important and unimportant dimensions: a low-discrepancy point set is
used to choose points in the important dimensions, and unimportant dimensions are “padded” with
thinner coverage and cheaper samples. Their algorithm’s success hinges on the rapid and successful
identification of important dimensions. Sequential model-based optimization methods and partic-
ularly Bayesian optimization methods are perhaps more promising because theyoffer principled
approaches to weighting the importance of each dimension (Hutter, 2009; Hutter et al., 2011; Srini-
vasan and Ramakrishnan, 2011).

With so many sophisticated algorithms to draw on, it may seem strange that grid search is still
widely used, and, with straight faces, we now suggest using random search instead. We believe the
reason for this state of affairs is a technical one. Manual optimization followed by grid search is
easy to implement: grid search requires very little code infrastructure beyond access to a cluster
of computers. Random search is just as simple to carry out, uses the same tools, and fits in the
same workflow. Adaptive search algorithms on the other hand require more code complexity. They
require client-server architectures in which a master process keeps track of the trials that have com-
pleted, the trials that are in progress, the trials that were started but failed tocomplete. Some kind
of shared database and inter-process communication mechanisms are required. Trials in an adaptive
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experiment cannot be queued up all at once; the master process must beinvolved somehow in the
scheduling and timing of jobs on the cluster. These technical hurdles are not easy to jump with the
standard tools of the trade such as MATLAB or Python; significant software engineering is required.
Until that engineering is done and adopted by a community of researchers,progress on the study of
sophisticated hyper-parameter optimization algorithms will be slow.

7. Conclusion

Grid search experiments are common in the literature of empirical machine learning, where they are
used to optimize the hyper-parameters of learning algorithms. It is also common toperform multi-
stage, multi-resolution grid experiments that are more or less automated, because a grid experiment
with a fine-enough resolution for optimization would be prohibitively expensive. We have shown
that random experiments are more efficient than grid experiments for hyper-parameter optimization
in the case of several learning algorithms on several data sets. Our analysis of the hyper-parameter
response surface (Ψ) suggests that random experiments are more efficient because not all hyper-
parameters are equally important to tune. Grid search experiments allocate toomany trials to the
exploration of dimensions that do not matter and suffer from poor coverage in dimensions that are
important. Compared with the grid search experiments of Larochelle et al. (2007), random search
found better models in most cases and required less computational time.

Random experiments are also easier to carry out than grid experiments forpractical reasons
related to the statistical independence of every trial.

• The experiment can be stopped any time and the trials form a complete experiment.

• If extra computers become available, new trials can be added to an experiment without having
to adjust the grid and commit to a much larger experiment.

• Every trial can be carried out asynchronously.

• If the computer carrying out a trial fails for any reason, its trial can be either abandoned or
restarted without jeopardizing the experiment.

Random search is not incompatible with a controlled experiment. To investigate the effect
of one hyper-parameter of interest X, we recommend random search (instead of grid search) for
optimizing over other hyper-parameters. Choose one set of random values for these remaining
hyper-parameters and use that same set for each value of X.

Random experiments with large numbers of trials also bring attention to the question of how
to measure test error of an experiment when many trials have some claim to being best. When
using a relatively small validation set, the uncertainty involved in selecting the best model by cross-
validation can be larger than the uncertainty in measuring the test set performance of any one model.
It is important to take both of these sources of uncertainty into account when reporting the uncer-
tainty around the best model found by a model search algorithm. This technique is useful to all
experiments (including both random and grid) in which multiple models achieve approximately the
best validation set performance.

Low-discrepancy sequences developed for QMC integration are also good alternatives to grid-
based experiments. In low dimensions (e.g., 1-5) our simulated results suggest that they can hold
some advantage over pseudo-random experiments in terms of search efficiency. However, the trials
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of a low-discrepancy experiment are not i.i.d. which makes it inappropriateto analyze performance
with the random efficiency curve. It is also more difficult in practice to conduct a quasi-random
experiment because like a grid experiment, the omission of a single point can be more severe.
Finally, when there are many hyper-parameter dimensions relative to the computational budget for
the experiment, a low-discrepancy trial set is not expected to behave very differently from a pseudo-
random one.

Finally, the hyper-parameter optimization strategies considered here are non-adaptive: they do
not vary the course of the experiment by considering any results that are already available. Random
search was not generally as good as the sequential combination of manualand grid search from
an expert (Larochelle et al., 2007) in the case of the 32-dimensional search problem of DBN op-
timization, because the efficiency of sequential optimization overcame the inefficiency of the grid
search employed at each step of the procedure. Future work should consider sequential, adaptive
search/optimization algorithms in settings where many hyper-parameters of an expensive function
must be optimized jointly and the effective dimensionality is high. We hope that future work in that
direction will consider random search of the form studied here as a baseline for performance, rather
than grid search.
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Abstract

We consider the task of estimating, from observed data, a probabilistic model that is parameterized
by a finite number of parameters. In particular, we are considering the situation where the model
probability density function is unnormalized. That is, themodel is only specified up to the partition
function. The partition function normalizes a model so thatit integrates to one for any choice of
the parameters. However, it is often impossible to obtain itin closed form. Gibbs distributions,
Markov and multi-layer networks are examples of models where analytical normalization is often
impossible. Maximum likelihood estimation can then not be used without resorting to numerical
approximations which are often computationally expensive. We propose here a new objective func-
tion for the estimation of both normalized and unnormalizedmodels. The basic idea is to perform
nonlinear logistic regression to discriminate between theobserved data and some artificially gener-
ated noise. With this approach, the normalizing partition function can be estimated like any other
parameter. We prove that the new estimation method leads to aconsistent (convergent) estimator
of the parameters. For large noise sample sizes, the new estimator is furthermore shown to be-
have like the maximum likelihood estimator. In the estimation of unnormalized models, there is a
trade-off between statistical and computational performance. We show that the new method strikes
a competitive trade-off in comparison to other estimation methods for unnormalized models. As an
application to real data, we estimate novel two-layer models of natural image statistics with spline
nonlinearities.

Keywords: unnormalized models, partition function, computation, estimation, natural image
statistics

1. Introduction

This paper is about parametric density estimation, where the general setup isas follows. A sample
X = (x1, . . . ,xTd

) of a random vectorx ∈ R
n is observed which follows an unknown probabil-

ity density function (pdf)pd. The data-pdfpd is modeled by a parameterized family of functions
{pm(.;θ)}θ whereθ is a vector of parameters. It is commonly assumed thatpd belongs to this
family. In other words,pd(.) = pm(.;θ⋆) for some parameterθ⋆. The parametric density estimation
problem is then about findingθ⋆ from the observed sampleX. Any estimatêθ must yield a properly

c©2012 Michael U. Gutmann and Aapo Hyvärinen.
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normalized pdfpm(.; θ̂) which satisfies
∫

pm(u; θ̂)du = 1, pm(.; θ̂) ≥ 0. (1)

These are two constraints in the estimation.
If the modelpm(.;θ) is such that the constraints hold for allθ, and not onlŷθ, we say that the

model is normalized. The maximum likelihood principle can then be used to estimateθ. If the model
is specified such that the positivity constraint but not the normalization constraint is satisfied for all
parameters, we say that the model is unnormalized. By assumption there is, however, at least one
value of the parameters for which an unnormalized model integrates to one, namelyθ⋆. In order
to highlight that a model, parameterized by someα, is unnormalized, we denote it byp0

m(.;α).
Unnormalized models are easy to specify by taking, for example, the exponential transform of a
suitable function.

The partition functionZ(α),

Z(α) =

∫

p0
m(u;α)du, (2)

can be used to convert an unnormalized modelp0
m(.;α) into a normalized one:p0

m(.;α)/Z(α) inte-
grates to one for every value ofα. Examples of distributions which are often specified by means of
an unnormalized model and the partition function are Gibbs distributions, Markov networks or mul-
tilayer networks. The functionα 7→ Z(α) is, however, defined via an integral. Unlessp0

m(.;α) has
some particularly convenient form, the integral cannot be computed analytically so that the function
Z(α) is not available in closed form. For low-dimensional problems, numerical integration can be
used to approximate the functionZ(α) to a very high accuracy but for high-dimensional problems
this is computationally expensive. Our paper deals with density estimation in this case, that is, with
density estimation when the computation of the partition function is analytically intractable and
computationally expensive.

Several solutions for the estimation of unnormalized models which cannot be normalized in
closed form have been suggested so far. Geyer (1994) proposed toapproximate the calculation of
the partition function by means of importance sampling and then to maximize the approximate log-
likelihood (Monte Carlo maximum likelihood). Approximation of the gradient of thelog-likelihood
led to another estimation method (contrastive divergence by Hinton, 2002).Estimation of the pa-
rameterα directly from an unnormalized modelp0

m(.;α) has been proposed by Hyvärinen (2005).
This approach, called score matching, avoids the problematic integration to obtain the partition
function altogether. All these methods need to balance the accuracy of the estimate and the time to
compute the estimate.

In this paper,1 we propose a new estimation method for unnormalized models. The idea is to
considerZ, or c = ln1/Z, not any more as a function ofα but as an additional parameter of the
model. That is, we extend the unnormalized modelp0

m(.;α) to include a normalizing parameterc
and estimate

lnpm(.;θ) = lnp0
m(.;α)+ c,

with parameter vectorθ = (α, c). The estimatêθ = (α̂, ĉ) is then such that the unnormalized model
p0

m(.;α̂) matches the shape ofpd, while ĉ provides the proper scaling so that Equation(1) holds.

1. Preliminary versions were presented at AISTATS (Gutmann and Hyvärinen, 2010) and ICANN (Gutmann and
Hyvärinen, 2009).
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Unlike in the approach based on the partition function, we aim not at normalizing p0
m(.;α) for all

α but only forα̂. This avoids the problematic integration in the definition of the partition function
α 7→ Z(α). Such a separate estimation of shape and scale is, however, not possiblefor maximum
likelihood estimation (MLE). The reason is that the likelihood can be made arbitrarily large by
setting the normalizing parameterc to larger and larger numbers. The new estimation method
which we propose here is based on the maximization of a well defined objective function. There
are no constraints in the optimization so that powerful optimization techniques can be employed.
The intuition behind the new objective function is to learn to classify between theobserved data
and some artificially generated noise. We approach thus the density estimation problem, which is
an unsupervised learning problem, via supervised learning. The new method relies on noise which
the data is contrasted to, so that we will refer to it as “noise-contrastive estimation”.

The paper is organized in four main sections. In Section 2, we present noise-contrastive estima-
tion and prove fundamental statistical properties such as consistency. InSection 3, we validate and
illustrate the derived properties on artificial data. We use artificial data alsoin Section 4 in order to
compare the new method to the aforementioned estimation methods with respect to their statistical
and computational efficiency. In Section 5, we apply noise-contrastive estimation to real data. We
estimate two-layer models of natural images and also learn the nonlinearities from the data. This
section is fairly independent from the other ones. The reader who wantsto focus on natural image
statistics may not need to go first through the previous sections. On the otherhand, the reader whose
interest is in estimation theory only can skip this section without missing pieces of the theory al-
though the section provides, using real data, a further illustration of the workings of unnormalized
models and the new estimation method. Section 6 concludes the paper.

2. Noise-Contrastive Estimation

This section presents the theory of noise-contrastive estimation. In Section 2.1, we motivate noise-
contrastive estimation and relate it to supervised learning. The definition of noise-contrastive es-
timation is given in Section 2.2. In Section 2.3, we prove that the estimator is consistent for both
normalized and unnormalized models, and derive its asymptotic distribution. In Section 2.4, we dis-
cuss practical aspects of the estimator and show that, in some limiting case, the estimator performs
as well as MLE.

2.1 Density Estimation by Comparison

Density estimation is much about characterizing properties of the observed dataX. A convenient
way to describe properties is to describe them relative to the properties of some reference dataY .
Let us assume that the reference (noise) dataY is an i.i.d. sample(y1, . . .yTn

) of a random variable
y ∈ R

n with pdf pn. A relative description of the dataX is then given by the ratiopd/pn of the two
density functions. If the reference distributionpn is known, one can, of course, obtainpd from the
ratiopd/pn. In other words, if one knows the differences betweenX andY , and also the properties
of Y , one can deduce from the differences the properties ofX.

Comparison between two data sets can be performed via classification: In order to discriminate
between two data sets, the classifier needs to compare their properties. In the following, we show
that training a classifier based on logistic regression provides a relative description ofX in the form
of an estimate of the ratiopd/pn.
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Denote byU = (u1, . . . ,uTd+Tn
) the union of the two setsX andY , and assign to each data

point ut a binary class labelCt: Ct = 1 if ut ∈ X andCt = 0 if ut ∈ Y . In logistic regression,
the posterior probabilities of the classes given the data are estimated. As the pdf pd of the data
x is unknown, we model the class-conditional probabilityp(.|C = 1) with pm(.;θ).2 The class-
conditional probability densities are thus

p(u|C = 1;θ) = pm(u;θ), p(u|C = 0) = pn(u).

The prior probabilities areP (C = 1) = Td/(Td +Tn) andP (C = 0) = Tn/(Td +Tn). The posterior
probabilities for the classes are therefore

P (C = 1|u;θ) =
pm(u;θ)

pm(u;θ)+νpn(u)
, P (C = 0|u;θ) =

νpn(u)

pm(u;θ)+νpn(u)
, (3)

whereν is the ratioP (C = 0)/P (C = 1) = Tn/Td. In the following, we denoteP (C = 1|u;θ) by
h(u;θ). Introducing the log-ratioG(.;θ) betweenpm(.;θ) andpn,

G(u;θ) = lnpm(u;θ)− lnpn(u), (4)

h(u;θ) can be written as

h(u;θ) = rν (G(u;θ)) , (5)

where

rν(u) =
1

1+ν exp(−u)
(6)

is the logistic function parameterized byν.
The class labelsCt are assumed Bernoulli distributed and independent. The conditional log-

likelihood is given by

ℓ(θ) =
Td+Tn
∑

t=1

Ct lnP (Ct = 1|ut;θ)+(1−Ct) lnP (Ct = 0|ut;θ)

=
Td
∑

t=1

ln [h(xt;θ)]+
Tn
∑

t=1

ln [1−h(yt;θ)] . (7)

Optimizingℓ(θ) with respect toθ leads to an estimateG(.; θ̂) of the log-ratioln(pd/pn). That is,
an approximate description ofX relative toY can be obtained by optimization of Equation(7). The
sign-flipped objective function,−ℓ(θ), is also known as the cross-entropy error function (Bishop,
1995).

Thus, density estimation, which is an unsupervised learning problem, can beperformed by
logistic regression, that is, supervised learning. While this connection hasbeen discussed earlier
by Hastie et al. (2009, Chapter 14.2.4, pp. 495–497), in the next sections, we will prove that even
unnormalized models can be estimated with the same principle.

2. Classically,pm(.;θ) would, in the context of this section, be a normalized pdf. In our paper, however,θ may include
a parameter for the normalization of the model.
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2.2 Definition of the Estimator

Given an unnormalized statistical modelp0
m(.;α), we include for normalization an additional pa-

rameterc into the model. That is, we define the model as

lnpm(.;θ) = lnp0
m(.;α)+ c,

whereθ = (α, c). The parameterc scales the unnormalized modelp0
m(.;α) so that Equation(1) can

be fulfilled. After learning,̂c provides an estimate forln1/Z(α̂). If the initial model is normalized
in the first place, no such inclusion of a normalizing parameterc is needed.

In line with the notation so far, we denote byX = (x1, . . . ,xTd
) the observed data set that

consists ofTd independent observations ofx ∈ R
n. We denote byY = (y1, . . . ,yTn

) an artificially
generated data set that consists ofTn = νTd independent observations of noisey ∈ R

n with known
distributionpn. The estimator is defined to be the argumentθ̂T which maximizes

JT (θ) =
1

Td







Td
∑

t=1

ln [h(xt;θ)]+
Tn
∑

t=1

ln [1−h(yt;θ)]







, (8)

where the nonlinearityh(.;θ) was defined in Equation(5). The objective functionJT is, up to the
division byTd, the log-likelihood in Equation(7). It can also be written as

JT (θ) =
1

Td

Td
∑

t=1

ln [h(xt;θ)]+ν
1

Tn

Tn
∑

t=1

ln [1−h(yt;θ)] . (9)

Note thath(.;θ) ∈ (0 1), where zero is obtained in the limit ofG(.;θ) → −∞ and one in the limit
of G(.;θ) → ∞. Zero is an upper bound forJT , which is reached if, for allt, h(xt;θ) andh(yt;θ)
tend to one and zero, respectively. Therefore, the optimal parameterθ̂T is such thatG(ut; θ̂T ) is as
large as possible forut ∈ X and as small as possible forut ∈ Y . Intuitively, this means that logistic
regression has learned to discriminate between the two sets as well as possible.

2.3 Properties of the Estimator

We characterize here the behavior of the estimatorθ̂T for large sample sizesTd and fixed ratioν.
Sinceν is kept fixed,Tn = νTd will also increase asTd increases. The weak law of large numbers
shows that asTd increases the objective functionJT (θ) converges in probability toJ ,

J(θ) = E{ln [h(x;θ)]}+ν E{ln [1−h(y;θ)]} . (10)

Let us denote bỹJ the objectiveJ seen as a function offm(.) = lnpm(.;θ),

J̃(fm) = E{ln [rν (fm(x)− lnpn(x))]}+ν E{ln [1− rν (fm(y)− lnpn(y))]} . (11)

We start the characterization of the estimatorθ̂T by describing the optimization landscape forfm.
The following theorem shows that the data-pdfpd can be found by maximization of̃J , that is by
learning a nonparametric classifier under the ideal situation of an infinite amount of data.

Theorem 1 (Nonparametric estimation) J̃ attains a maximum atfm = lnpd. There are no other
extrema if the noise densitypn is chosen such that it is nonzero wheneverpd is nonzero.
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The proof is given in Appendix A.2. A fundamental point in the theorem is that the maximization
is performed without any normalization constraint forfm. This is in stark contrast to MLE, where
exp(fm) must integrate to one. With our objective function, no such constraints are necessary. The
maximizing pdf is found to have unit integral automatically.

The positivity condition forpn in the theorem tells us that the data-pdfpd cannot be inferred at
regions in the data space where there are no contrastive noise samples. For example, the estimation
of a pdfpd which is nonzero only on the positive real line by means of a noise distributionpn that
has its support on the negative real line is impossible. The positivity conditioncan be easily fulfilled
by taking, for example, a Gaussian as contrastive noise distribution.

In practice, the amount of data is limited and a finite number of parametersθ ∈ R
m specify

pm(.;θ). This has two consequences for any estimation method that is based on optimization: First,
it restricts the space where the data-pdfpd is searched for. Second, it may introduce local maxima
into the optimization landscape. For the characterization of the estimator in this situation, it is
normally assumed thatpd follows the model, so that there is aθ⋆ with pd(.) = pm(.;θ⋆). In the
following, we make this assumption.

Our second theorem shows thatθ̂T , the value ofθ which (globally) maximizesJT , converges
to θ⋆. The correct estimate ofpd is thus obtained as the sample sizeTd increases. For unnormalized
models, the conclusion of the theorem is that maximization ofJT leads to the correct estimates for
both the parameterα in the unnormalized pdfp0

m(.;α) and the normalizing parameterc.

Theorem 2 (Consistency)If conditions (a) to (c) are fulfilled then̂θT converges in probability to

θ⋆, θ̂T
P→ θ⋆.

(a) pn is nonzero wheneverpd is nonzero

(b) supθ |JT (θ)−J(θ)| P→ 0

(c) The matrixIν =
∫

g(u)g(u)T Pν(u)pd(u)du has full rank, where

g(u) = ∇θ lnpm(u;θ)|θ⋆ , Pν(u) =
νpn(u)

pd(u)+νpn(u)
.

The proof is given in Appendix A.3. Condition (a) is inherited from Theorem 1. Conditions (b)
and (c) have their counterparts in MLE (see for example Wasserman, 2004, Theorem 9.13): We
need in (b) uniform convergence in probability ofJT to J ; in MLE, uniform convergence of the
log-likelihood to the Kullback-Leibler divergence is required likewise. Condition (c) assures that
for large sample sizes, the objective functionJT becomes peaked enough around the true valueθ⋆.
This imposes a constraint on the modelpm(.;θ) via the vectorg. A similar constraint is required in
MLE.

The next theorem describes the distribution of the estimation error(θ̂T − θ⋆) for large sample
sizes. The proof is given in Appendix A.4.

Theorem 3 (Asymptotic normality)
√

Td(θ̂T − θ⋆) is asymptotically normal with mean zero and
covariance matrixΣ,

Σ = I
−1
ν −

(

1+
1

ν

)

I
−1
ν E(Pνg)E(Pνg)T

I
−1
ν ,

whereE(Pνg) =
∫

Pν(u)g(u)pd(u)du.
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From the distribution of
√

Td(θ̂T − θ⋆), we can easily evaluate the asymptotic mean squared error
(MSE) of the estimator.

Corollary 4 For large sample sizesTd, the mean squared errorE
(

||θ̂T −θ⋆||2
)

equalstr(Σ)/Td.

Proof Using that for any vectorv, ||v||2 = tr(vvT ), the corollary follows directly from the defini-
tion of the MSE and Theorem 3.

2.4 Choosing the Noise

Theorem 3 shows that the noise distributionpn and the ratioν = Tn/Td have an influence on the
accuracy of the estimatêθT . A natural question to ask is what, from a statistical standpoint, the best
choice ofpn andν is. Our result on consistency (Theorem 2) also includes a technical constraint
for pn but this one is so mild that many distributions will satisfy it.

Theorem 2 shows that, for a given samples sizeTd, Pν tends to one as the sizeTn of the
contrastive noise sample is made larger and larger. This implies that for largeν, the covariance
matrix Σ does not depend on the choice of the noise distributionpn. We have thus the following
corollary.

Corollary 5 For ν → ∞, Σ is independent of the choice ofpn and equals

Σ = I
−1 −I

−1 E(g)E(g)T
I

−1,

whereE(g) =
∫

g(u)pd(u)du andI =
∫

g(u)g(u)T pd(u)du.

The asymptotic distribution of the estimation error becomes thus independent from pn. Hence, as
the size of the contrastive-noise sampleY increases, the choice of the contrastive-noise distribution
becomes less and less important. Moreover, for normalized models, we havethe result that the
estimation error has the same distribution as the estimation error in MLE.

Corollary 6 For normalized models, noise-contrastive estimation is, in the limit ofν → ∞, asymp-
totically Fisher-efficient for all choices ofpn.

Proof For normalized models, no normalizing parameterc is needed. In Corollary 5, the function
g is then the score function as in MLE, and the matrixI is the Fisher information matrix. Since the
expectationE(g) is zero, the covariance matrixΣ is the inverse of the Fisher information matrix.

The corollaries above give one answer to the question on how to choose the noise distributionpn and
the ratioν: If ν is made large enough, the actual choice ofpn is not of great importance. Note that
this answer considers only estimation accuracy and ignores the computational load associated with
the processing of noise. In Section 4, we will analyze the trade-off between estimation accuracy and
computation time.

For any givenν, one could try to find the noise distribution which minimizes the MSEE ||θ̂T −
θ⋆||2. However, this minimization turns out to be quite difficult. Intuitively, one could think that a
good candidate for the noise distributionpn is a distribution which is close to the data distribution
pd. If pn is too different frompd, the classification problem might be too easy and would not require
the system to learn much about the structure of the data. This intuition is partly justified by the
following theoretical result:

313



GUTMANN AND HYV ÄRINEN

Corollary 7 If pn = pd thenΣ =
(

1+ 1

ν

)(

I−1 −I−1 E(g)E(g)T I−1
)

.

Proof The corollary follows from Theorem 3 and the fact thatPν equalsν/(1+ν) for pn = pd.

For normalized models, we see that forν = 1, Σ is two times the inverse of the Fisher information
matrix, and that forν = 10, the ratio is already down to 1.1. For a noise distribution that is close to
the data distribution, we have thus even for moderate values ofν some guarantee that the MSE is
reasonably close to the theoretical optimum.

To get estimates with a small estimation error, the foregoing discussion suggeststhe following

1. Choose noise for which an analytical expression forlnpn is available.

2. Choose noise that can be sampled easily.

3. Choose noise that is in some aspect, for example with respect to its covariance structure,
similar to the data.

4. Make the noise sample size as large as computationally possible.

Some examples for suitable noise distributions are Gaussian distributions, Gaussian mixture dis-
tributions, or ICA distributions. Uniform distributions are also suitable as longas their support
includes the support of the data distribution so that condition (a) in Theorem2 holds.

3. Simulations to Validate and Illustrate the Theory

In this section,3 we validate and illustrate the theoretical properties of noise-contrastive estimation.
In Section 3.1, we focus on the consistency of the estimator. In Section 3.2, we validate our theoret-
ical results on the distribution of the estimation error, and investigate its dependency on the ratioν
between noise and data sample size. In Section 3.3, we study how the performance of the estimator
scales with the dimension of the data.

3.1 Consistency

For the illustration of consistency, we estimate here the parameters of a zero mean multivariate
Gaussian. Its log-pdf is

lnpd(x) = −1

2
xT Λ⋆x + c⋆, c⋆ =

(

−1

2
ln |detΛ⋆|− n

2
ln(2π)

)

, (12)

wherec⋆ does not depend onx and normalizespd to integrate to one. The precision matrixΛ⋆ is the
inverse of the covariance matrix. It is thus a symmetric matrix. The dimension ofx is heren = 5.

As we are mostly interested in the estimation of unnormalized models, we consider here the
hypothetical situation where we want to estimate the model

lnp0
m(x;α) = −1

2
xT Λx

without knowing how to normalize it in closed form. This unnormalized model is a pairwise Markov
network with quadratic node and edge potentials (see for example Koller andFriedman, 2009, Chap-
ter 7). The parameter vectorα ∈R

15 contains the coefficients of the lower-triangular part ofΛ as the

3. Matlab code for this and the other sections can be downloaded from the homepage of the first author.
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matrix is symmetric. For noise-contrastive estimation, we add an additional normalizing parameter
c to the model. The model that we estimate is thus

lnpm(x;θ) = lnp0
m(x;α)+ c.

The model has 16 parameters given byθ = (α, c). They are estimated by maximization of the
objective functionJT (θ) in Equation(8). We used a standard normal distribution forpn. The
optimization was performed with the nonlinear conjugate gradient algorithm of Rasmussen (2006).

3.1.1 RESULTS

The presented results are an average over 500 estimation problems wherethe true precision matrix
Λ⋆ was drawn at random with the condition number being controlled to be smaller than ten. The
sampling ofΛ⋆ was performed by randomly sampling its eigenvalues and eigenvectors: We drew
the eigenvalues from an uniform distribution on the interval[0.1 0.9]. The orthonormal matrix
E with the eigenvectors was created by orthogonally projecting a matrixM with elements drawn
independently from a standard Gaussian onto the set of orthonormal matrices:E = (MMT )−1/2M.

Figure 1(a) and (b) show the mean squared error (MSE) forα, which contains the elements of
the precision matrixΛ, and the normalizing parameterc, respectively. The MSE as a function of
the data sample sizeTd decays linearly on a log-log scale. This illustrates our result of consistency
of the estimator, stated as Theorem 2, as convergence in quadratic mean implies convergence in
probability. The plots also show that taking more noise samplesTn than data samplesTd leads
to more and more accurate estimates. The performance for noise-contrastive estimation withν =
Tn/Td equal to one is shown in blue with circles as markers. For that value ofν, there is a clear
difference compared to MLE (black triangles in Figure 1(a)). However,the accuracy of the estimate
improves strongly forν = 5 (green squares) orν = 10 (red diamonds) where the performance is
rather close to the performance of MLE.

Another way to visualize the results is by showing the Kullback-Leibler divergences between
the 500 true and estimated distributions. Figure 2 shows boxplots of the divergences forν = 1
(blue) andν = 10 (red). The results for MLE are shown in black. In line with the visualization
in Figure 1, the estimated distribution becomes closer to the true distribution as the sample size
increases. Moreover, the divergences become clearly smaller asν is increased from one to ten.

For unnormalized models, there is a subtlety in the computation of the divergence. With a
validation set of sizeTv, a sample versionDKL of the Kullback-Leibler divergence is given by the
difference

DKL =
1

Tv

Tv
∑

t=1

lnpd(xt)−
(

1

Tv

Tv
∑

t=1

lnp0
m(xt;α̂)+ ln1/Z(α̂)

)

.

The first term is the rescaled log-likelihood (average, sign-inverted log-loss) for the true distribution.
The term in parentheses is the rescaled log-likelihoodL of the estimated model. In the estimation
of unnormalized models, we do not assume to know the mappingα → Z(α) so thatL cannot be
computed. With noise-contrastive estimation, we can obtain an estimateL̂,

L̂ =
1

Tv

Tv
∑

t=1

lnp0
m(xt;α̂)+ ĉ, (13)

by using ĉ in lieu of ln1/Z(α̂), see Section 2.2. Figure 2(a) shows that the estimatedDKL is
sometimes negative which means thatL̂ is sometimes larger than the rescaled log-likelihood of
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Figure 1: Validation of the theory of noise-contrastive estimation: Estimation errors for a 5 dimen-
sional Gaussian distribution. Figures (a) and (b) show the mean squarederror for the
precision matrixΛ and the normalizing parameterc, respectively. The performance of
noise-contrastive estimation (NCE) approaches the performance of maximum likelihood
estimation (MLE, black triangles) as the ratioν = Tn/Td increases: the case ofν = 1 is
shown with blue circles,ν = 5 with green squares, andν = 10 with red diamonds. The
thicker curves are the median of the performance for 500 random precision matrices with
condition number smaller than ten. The finer curves show the 0.9 and 0.1 quantiles of the
logarithm of the squared estimation error.

the true distribution. This happens becauseĉ can be an over or underestimate ofln1/Z(α̂). This
result follows from Figure 2(b) where we have computedDKL with the analytical expression for
ln1/Z(α̂), which is available for the Gaussian model considered here, see Equation(12).

3.2 Distribution of the Estimation Error

We validate and illustrate further properties of our estimator using the ICA model (see for example
Hyvärinen et al., 2001b)

x = As. (14)

In this subsection,n = 4, that isx ∈ R
4, andA = (a1, . . . ,a4) is a4×4 mixing matrix. The sources

in the vectors ∈ R
4 are identically distributed and independent from each other so that the data

log-pdf lnpd is

lnpd(x) =
n
∑

i=1

f(b⋆
i x)+ c⋆. (15)

Thei-th row of the matrixB⋆ = A−1 is denoted byb⋆
i . We consider here Laplacian sources of unit

variance and zero mean. The nonlinearityf and the constantc⋆, which normalizespd to integrate
to one, are in this case given by

f(u) = −
√

2|u|, c⋆ = ln |detB⋆|− n

2
ln2. (16)

316



NOISE-CONTRASTIVE ESTIMATION

−0.15

−0.1

−0.05

0

0.05

0.1

0.15

Sample size T
d

500 1000 5000 10000 20000 40000

D
iff

er
en

ce
 in

 lo
g−

lik
el

ih
oo

d

MLE

NCE,ν=10
NCE,ν=1

(a) Estimated normalization

0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

Sample size T
d

500 1000 5000 10000 20000 40000

D
iff

er
en

ce
 in

 lo
g−

lik
el

ih
oo

d,
w

ith
 c

or
re

ct
 n

or
m

al
iz

at
io

n 
  

(b) Analytical normalization

Figure 2: Validation of the theory of noise-contrastive estimation: Distributions of the Kullback-
Leibler divergences between the true and estimated 5 dimensional Gaussians. For each
sample size, from left to right, the results for maximum likelihood estimation (MLE) are
shown in black, the results for noise-contrastive estimation (NCE) withν = 10 in red, and
the results forν = 1 in blue. The sizeTv of the validation set was100000. For MLE, the
results shown in Figures (a) and (b) are the same. For NCE, the divergences in Figure (a)
were computed using the estimateĉ of ln1/Z(α̂). In Figure (b), the analytical expression
for ln1/Z(α̂) was used.

As in Section 3.1, we apply noise-contrastive estimation to the hypothetical situation where we
want to estimate the unnormalized model

lnp0
m(x;α) =

n
∑

i=1

f(bix) (17)

without knowing how to normalize it in closed form. The parameter vectorα ∈ R
16 contains the

elements of the row vectorsbi. For noise-contrastive estimation, we add an additional normalizing
parameterc and estimate the model

lnpm(x;θ) = lnp0
m(x;α)+ c,

with θ = (α, c). As for the Gaussian case, we estimateθ by maximizingJT (θ) in Equation(8)
with the nonlinear conjugate gradient algorithm of Rasmussen (2006). Forthe noise distributionpn,
we used a Gaussian distribution with covariance matrix given by the sample covariance of the data.

3.2.1 RESULTS

In Figures 3 and 4, we illustrate Theorem 2 on consistency and Theorem 3on the asymptotic dis-
tribution of the estimator, as well as its corollaries. The results are averagesover 500 random
estimation problems. The mixing matricesA were drawn at random by drawing their elements in-
dependently from a standard Gaussian and only accepting matrices which had a condition number
smaller than ten.
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Figure 3(a) and (b) show the mean squared error (MSE) forα, corresponding to the mixing ma-
trix, and the normalizing parameterc, respectively. As illustrated for the Gaussian case in Figure 1,
this figure visualizes the consistency of noise-contrastive estimation. Furthermore, we see again
that makingν = Tn/Td larger leads to a reduction of the error. The reduction gets, however, smaller
asν increases. On average, changingν from one (red curve with asterisks as markers) to ten (light
blue squares) reduces the MSE for the mixing matrix by 53%; relative toν = 10, ν = 100 (magenta
diamonds) leads to a reduction of 18%. Forc, the relative decrease in the MSE is 60% and 17%,
respectively.

In Figure 4(a), we test the theoretical prediction of Corollary 4 that, for large samples sizesTd,
the MSE decays liketrΣ/Td. The covariance matrixΣ can be numerically evaluated according to
its definition in Theorem 3.4 This allows for a prediction of the MSE that can be compared to the
MSE obtained in the simulations. The figure shows that the MSE from the simulations (labelled
“sim” in the figure) matches the prediction (“pred”) for largeTd. Furthermore, we see again that
for largeν, the performance of noise-contrastive estimation is close to the performance of MLE.
In other words, the trace ofΣ is close to the trace of the Fisher information matrix. Note that for
clarity, we only show the curves forν ∈ {0.1,1,100}. The curve forν = 10 was, as in Figure 3(a)
and (b), very close to the curve forν = 100.

In Figure 4(b), we investigate how the value oftrΣ (the asymptotic variance) depends on the
ratio ν. Note that the covariance matrixΣ includes terms related to the parameterc. The Fisher
information matrix includes, in contrast toΣ, only terms related to the mixing matrix. For better
comparison with MLE, we show thus in the figure the trace ofΣ both with the contribution of the
normalizing parameterc (blue squares) and without (red circles). For the latter case, the reduced
trace ofΣ, which we will denote bytrΣB, approaches the trace of the Fisher information matrix.
Corollary 6 stated that noise-contrastive estimation is asymptotically Fisher-efficient for large values
of ν if the normalizing constant is not estimated. Here, we see that this result also approximately
holds for our unnormalized model where the normalizing constant needs to be estimated.

Figure 4(c) gives further details to which extent the estimation becomes more difficult if the
model is unnormalized. We computed numerically the asymptotic variancetrΣ̃ if the model is
correctly normalized, and compared it to the asymptotic variancetrΣB for the unnormalized model.
The figure shows the distribution of the ratiotrΣB/trΣ̃ for different values ofν. Interestingly, the
ratio is almost equal to one for all tested values ofν. Hence, additional estimation of the normalizing
constant does not really seem to have had a negative effect on the accuracy of the estimates for the
mixing matrix.

In Corollary 7, we have considered the hypothetical case where the noise distributionpn is the
same as the data distributionpd. In Figure 4(d), we plot for that situation the asymptotic variance as
a function ofν (green curve). For reference, we plot again the curve for Gaussian contrastive noise
(red circles, same as in Figure 4(b)). In both cases, we only show the asymptotic variancetrΣB

for the parameters that correspond to the mixing matrix. The asymptotic variance for pn = pd is,
for a given value ofν, always smaller than the asymptotic variance for the case where the noise is
Gaussian. However, by choosingν large enough for the case of Gaussian noise, it is possible to
get estimates which are as accurate as those obtained in the hypothetical situation wherepn = pd.
Moreover, for largerν, the performance is the same for both cases: both converge to the performance
of MLE.

4. See Appendix B.1 for the calculations in the special case of orthogonal mixing matrices.
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Figure 3: Validation of the theory of noise-contrastive estimation: Estimation errors for an ICA
model with four sources. Figures (a) and (b) show the mean squared error for the mix-
ing matrixB and the normalizing parameterc, respectively. The performance of noise-
contrastive estimation (NCE) approaches the performance of maximum likelihood esti-
mation (MLE, black triangles) as the ratioν = Tn/Td increases: the case ofν = 0.01
is shown with blue circles,ν = 0.1 with green crosses,ν = 1 with red asterisks,ν = 10
with light blue squares, andν = 100 with magenta diamonds. The thicker curves are
the median of the performance for 500 random precision matrices with condition number
smaller than ten. The finer curves show the 0.9 and 0.1 quantiles of the logarithm of the
squared estimation error. To increase readability of the plots, the quantiles for ν = 0.1
andν = 10 are not shown.

3.3 Scaling Properties

We use the ICA model from the previous subsection to study the behavior ofnoise-contrastive
estimation as the dimensionn of the data increases. As before, we estimate the parameters by
maximizingJT (θ) in Equation(8) with the nonlinear conjugate gradient algorithm of Rasmussen
(2006). Again, we use a Gaussian with the same covariance structure as the data as noise distribution
pn.

The randomly chosenn × n mixing matricesA are restricted to be orthogonal. Orthogonality
is only used to set up the estimation problem; in the estimation, the orthogonality property is not
used. A reason for this restriction is that drawing mixing matrices at random as in the previous
subsection leads more and more often to badly conditioned matrices as the dimension increases.
Another reason is that the estimation error for orthogonal mixing matrices depends only on the
dimensionn and not on the particular mixing matrix chosen, see Appendix B.1 for a proof. Hence,
this restriction allows us to isolate the effect of dimensionn on the estimation accuracy.
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Figure 4: Validation of the theory of noise-contrastive estimation: Estimation error for large sample
sizes. Figure (a) shows that Corollary 4 correctly predicts the MSE for large samples sizes
Td. Figure (b) shows the asymptotic variancetrΣ as a function ofν. Figure (c) shows
a boxplot of the ratio between the asymptotic variance when the model is unnormalized
and the asymptotic variance when the model is normalized. Figure (d) compares noise-
contrastive estimation with Gaussian noise to the hypothetical case wherepn equals the
data distributionpd. As in Figure 3, the curves in all figures but in Figure (c) are the
median of the results for 500 random mixing matrices. The boxplot in Figure (c) shows
the distribution for all the 500 matrices.

3.3.1 RESULTS

Figure 5(a) shows the asymptotic variancetrΣB related to the mixing matrix as a function of the
dimensionn. Noise-contrastive estimation (NCE) withν = Tn/Td =1 is shown in red with asterisks
as markers, maximum likelihood estimation (MLE) in black using triangles as markers. The markers
show the theoretical prediction based on Corollary 4; the boxplots the simulation results for ten
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Figure 5: Investigating how noise-contrastive estimation (NCE) scales with the dimension of the
data. Figure (a) shows the logarithm of the asymptotic variance for NCE (ν = Tn/Td = 1,
in red) and MLE (in black). The boxplots show simulation results; the asterisks and
triangles theoretical predictions for NCE and MLE, respectively. The same figure shows
the ratio of the two asymptotic variances (blue circles, right scale). Figure (b) plots the
ratio of the mean squared errors of the two estimators as a function ofν per dimensionn.
The value ofν needs to be increased as the dimensions increases; a linear increase leads
to acceptable results.

random mixing matrices withTd = 80000. The simulation results match the predictions well, which
validates the theory of noise-contrastive estimation in large dimensions.

Since the number of parameters increases with largern, it is natural thattrΣB increases with
n. However, for noise-contrastive estimation, the increase is larger than for MLE. This is more
clearly visible by considering the blue curve in Figure 5(a) (circles as markers, scale on the right
axis). The curve shows the ratio between the asymptotic variance for noise-contrastive estimation
and for MLE. By definition of the asymptotic variance, this ratio is equal to the ratio of the two
estimation errors obtained with the two different methods. The ratio does not depend on the number
of parameters and the sample sizeTd. It is hence a suitable performance indicator to investigate
how noise-contrastive estimation scales with the dimensionn of the data. The plot shows that for
fixedν, the performance deteriorates as the dimension increases. In order to counteract this decline
in performance, the parameterν needs to be increased as the dimension increases.

Figure 5(b) shows the ratio of the squared errors as a function ofν/n where we variedn from ten
to eighty dimensions as in Figure 5(a). Importantly, both theoretical results, where we numerically
calculated the asymptotic variances, and simulation results show that for a reasonable performance
in comparison to MLE,ν does not need to be increased exponentially as the dimensionn increases;
a linear increase with, for instance,ν ∈ [n/2 n] suffices to lead to estimation errors of about 2-4
times of those that are obtained by estimating normalized models with MLE.
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4. Investigating the Trade-Off between Statistical and Computational Performance

We have seen that for large ratiosν of noise sample sizeTn to data sample sizeTd, the estimation
error for noise-contrastive estimation behaves like the error in MLE. Forlargeν, however, the com-
putational load becomes also heavier because more noise samples need to beprocessed. There is
thus a trade-off between statistical and computational performance. Sucha trade-off exists also in
other estimation methods for unnormalized models. In this section, we investigate the trade-off in
noise-contrastive estimation, and compare it to the trade-off in Monte Carlo maximum likelihood
estimation (Geyer, 1994), contrastive divergence (Hinton, 2002) andpersistent contrastive diver-
gence5 (Younes, 1989; Tieleman, 2008), as well as score matching (Hyvärinen, 2005).

In Section 4.1, we comment on the data which we use in the comparison. In Section 4.2, we
review the different estimation methods with focus on the trade-off between statistical and computa-
tional performance. In Section 4.3, we point out the limitations of our comparison before presenting
the simulation results in Section 4.4.

4.1 Data Used in the Comparison

For the comparison, we use artificial data which follows the ICA model in Equation (14) with the
data log-pdflnpd being given by Equation(15). We set the dimensionn to ten and useTd = 8000
observations to estimate the parameters. In a first comparison, we assume Laplacian sources in the
ICA model. The log-pdflnpd is then specified with Equation(16). Note that this log-pdf has a
sharp peak around zero where it is not continuously differentiable. Ina second comparison, we
use sources that follow the smoother logistic density. The nonlinearityf and the log normalizing
constantc∗ in Equation(15) are in that case

f(u) = −2lncosh

(

π

2
√

3
u

)

, c∗ = ln |detB⋆|+n ln

(

π

4
√

3

)

,

respectively. We are thus making the comparison for a relatively nonsmoothand smooth den-
sity. Both comparisons are based on 100 randomly chosen mixing matrices with condition number
smaller than 10.

4.2 Estimation Methods Used in the Comparison

We introduce here briefly the different methods and comment on our implementation and choices
of parameters.

4.2.1 NOISE-CONTRASTIVE ESTIMATION

To estimate the parameters, we maximizeJT in Equation(8). We use here a Gaussian noise density
pn with a covariance matrix equal to the sample covariance of the data. As before,JT is maximized
using the nonlinear conjugate gradient method of Rasmussen (2006). To map out the trade-off
between statistical and computational performance, we measured the estimationerror and the time
needed to optimizeJT for ν ∈ {1,2,5,10,20,50,100,200,400,1000}.

5. Persistent contrastive divergence is also known under the name stochastic MLE.
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4.2.2 MONTE CARLO MAXIMUM L IKELIHOOD ESTIMATION

For normalized models, an estimate for the parametersα can be obtained by choosing them such
that the probability of the observed data is maximized. This is done by maximization of

JMLE(α) =
1

Td

Td
∑

t=1

lnp0
m(xt;α)− lnZ(α). (18)

If no analytical expression for the partition functionZ(α) is available, importance sampling can be
used to numerically approximateZ(α) via its definition in Equation(2), that is

Z(α) ≈ 1

Tn

Tn
∑

t=1

p0
m(nt;α)

pIS(nt)
.

Thent are independent observations of “noise” with distributionpIS. Note that more sophisticated
ways exist to numerically calculate the value ofZ at a givenα (see for example Robert and Casella,
2004, in particular Chapter 3 and Chapter 4). The simple approach aboveleads to the objective
functionJIS(α) known as Monte Carlo maximum likelihood (Geyer, 1994),

JIS(α) =
1

Td

Td
∑

t=1

lnp0
m(xt;α)− ln

(

1

Tn

Tn
∑

t=1

p0
m(nt;α)

pIS(nt)

)

.

We maximizedJIS(α) with the nonlinear conjugate gradient algorithm of Rasmussen (2006).
Like in noise-contrastive estimation, there is a trade-off between statistical performance and

running time: The largerTn gets the better the approximation of the log-likelihood. Hence, the
estimates become more accurate but the optimization ofJIS takes also more time. To map out the
trade-off curve, we used the same values ofTn = νTd as in noise-contrastive estimation, and also
the same noise distribution, that ispIS = pn.

4.2.3 CONTRASTIVE DIVERGENCE

If JMLE is maximized with a steepest ascent algorithm, the update rule forα is

αk+1 = αk +µk∇αJMLE(α)|αk
, (19)

whereµk is the step-size. For the calculation of∇αJMLE , the gradient of the log partition function
lnZ(α) is needed, see Equation(18). Above, importance sampling was used to evaluatelnZ(α)
and its gradient∇α lnZ(α). The gradient of the log partition function can, however, also be ex-
pressed as

∇α lnZ(α) =
∇αZ(α)

Z(α)
=

∫

p0
m(n;α)

Z(α)
∇α lnp0

m(n;α)dn. (20)

If we had datant at hand which follows the normalized model densityp0
m(.;α)/Z(α), the last

equation could be evaluated by taking the sample average. The parameter vector α could then
be learned based on Equation(19). In general, sampling from the model density is, however, only
possible by means of Markov chain Monte Carlo methods. In contrastive divergence (Hinton, 2002),
to computeαk+1, Markov chains are started at the data pointsxt and stopped after a few Monte
Carlo steps before they actually reach the stationary distributionp0

m(.;αk)/Z(αk). The data points
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nt that are created in that way follow thus only approximatelyp0
m(.;αk)/Z(αk). For every update

of α the Markov chains are restarted from thext. Note that this update rule forα is not directly
optimizing a known objective function.

In our implementation, we used Hamiltonian Monte Carlo (see for example Neal, 2010) with a
rejection ratio of 10% for the sampling (like in Teh et al., 2004; Ranzato and Hinton, 2010). There
are then four tuning parameters for contrastive divergence: The number of Monte Carlo steps, the
number of “leapfrog” steps in Hamiltonian Monte Carlo, the choice of the step sizesµk, as well as
the number of data pointsxt and noise pointsnt used in each update step ofα. The choice of the
tuning parameters will affect the estimation error and the computation time. For our comparison
here, we used contrastive divergence with one and three Monte Carlo steps (denoted by CD1 and
CD3 in the figures below), together with either three or twenty leapfrog steps. Ranzato and Hinton
(2010) used CD1 with twenty leapfrog steps (below denoted by CD1 20), while Teh et al. (2004)
used CD1 30 to estimate unnormalized models from natural image data. For theµk, we considered
constant step sizes, as well as linearly and exponentially decaying step sizes.6 For each update step,
we chose an equal number of data and noise points. We considered the case of using all data in each
update step, and the case of using minibatches of only 100 randomly chosendata points.

We selected the step sizeµk and the number of data points used in each update by means of
preliminary simulations on five data sets. We limited ourselves to contrastive divergence with one
Monte Carlo and three leapfrog steps (CD1 3). For both Laplacian and logistic sources, using mini-
batches with an exponential decaying step size gave the best results. Theresults are reported below
in Section 4.4. The use of minibatches led to faster estimation results without affecting their accu-
racy. Exponentially decaying step sizes are advocated by the theory of stochastic approximation; in
some cases, however, linear decay was found to be more appropriate (Tieleman, 2008, Section 4.5).
For Laplacian sources, the initial step sizeµ0 was 0.005; for logistic sources, it wasµ0 = 0.01.
Note that in this selection of the tuning parameters, we used the true parametersto compute the
estimation error. Clearly, this cannot be done in real applications since the true parameter values are
not known. The choice of the tuning parameters must then solely be based on experience, as well
as trial and error.

4.2.4 PERSISTENTCONTRASTIVE DIVERGENCE

As contrastive divergence, persistent contrastive divergence (Younes, 1989; Tieleman, 2008) uses
the update rule in Equation(19) together with an approximative evaluation of the integral in Equa-
tion (20) to learn the parametersα. The integral is also computed based on Markov chain Monte
Carlo sampling. Unlike contrastive divergence, however, the Markov chains are not restarted at
the data pointsxt. For the computation ofαk+1, the Markov chains are initialized with the
samplesnt that were obtained in the previous iteration by running Markov chains converging to
p0

m(.;αk−1)/Z(αk−1). As in contrastive divergence, the Markov chains are only run for a short
time and stopped before having actually converged.

Since persistent contrastive divergence differs from contrastive divergence only by the initial-
ization of the Markov chains, it has the same tuning parameters. As in contrastive divergence, we
used preliminary simulations to select suitable parameters: again, exponentiallydecaying step sizes
µk together with minibatches of size 100 gave the best performance. The preliminary simulations
yielded also the same initial step sizesµ0 as in contrastive divergence. It turned out, however,

6. Linear decay:µk = µ0(1 − k/maxIteration), exponential decay:µk = µ0C/(C + k) with C = 5000.
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that the number of leapfrog steps in persistent contrastive divergenceneeds to be larger than in
contrastive divergence: using, for example, only three leapfrog steps as in contrastive divergence
resulted in a poor performance in terms of estimation accuracy. For the results reported below in
Section 4.4, we used 20 and 40 leapfrog steps, together with one and threeMonte Carlo steps.

4.2.5 SCOREMATCHING

In score matching (Hyv̈arinen, 2005), the parameter vectorα is estimated by minimization of the
cost functionJSM,

JSM(α) =
1

Td

Td
∑

t=1

n
∑

i=1

1

2
Ψ2

i (xt;α)+Ψ′
i(xt;α).

The termΨi(x;α) is the derivative of the unnormalized model with respect tox(i), thei-th element
of the vectorx,

Ψi(x;α) =
∂ lnp0

m(x;α)

∂x(i)
.

The termΨ′
i(x;α) denotes the derivative ofΨi(x;α) with respect tox(i). The presence of this

derivative may make the objective function and its gradient algebraically rather complicated if a
sophisticated model is estimated. For the ICA model with Laplacian sources,Ψi(x;α) equals

Ψi(x;α) =
n
∑

j=1

−
√

2sign(bjx)Bji (21)

which is not smooth enough to be used in score matching. Using the smooth approximation
sign(u) ≈ tanh(10u) is a way to obtain a smooth enoughΨi(x;α) andΨ′

i(x;α). The optimiza-
tion of JSM is done by the nonlinear conjugate gradient algorithm of Rasmussen (2006). Note that,
unlike the estimation methods considered above, score matching does not have a tuning parameter
which controls the trade-off between statistical and computational performance. Moreover, score
matching does not rely on sampling.

4.3 Limitations of the Comparison

For all considered methods but contrastive and persistent contrastivedivergence, the algorithm
which is used to optimize the given objectives can be rather freely chosen.This choice will influence
the trade-off between statistical and computational performance. Here, we use the optimization al-
gorithm by Rasmussen (2006). Our results below show thus the trade-offof the different estimation
methods in combination with this particular optimization algorithm. With this optimization algo-
rithm, we used for each update all data. The algorithm is not suitable for stochastic optimization
with minibatches (see for example Schraudolph and Graepel, 2002). Optimization based on mini-
batches may well lead not only for (persistent) contrastive divergenceto gains in speed but also for
the other estimation methods, including noise-contrastive estimation.

It is well known that a Gaussian as noise (proposal) distribution is not the optimal choice for
importance sampling if the data has heavy tails (see for example Wasserman, 2004, Chapter 24).
Gaussian noise is not the optimal choice for noise-contrastive estimation either. The presented
results should thus not be considered as a general comparison of the twoestimation methods per
se. Importantly, however, the chosen setup allows one to assess how noise-contrastive estimation
behaves when the data has heavier tails than the noise, which is often the case in practice.
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Finally, the reader may want to keep in mind that for other kinds of data, in particular also in
very high dimensions, differences may occur.

4.4 Results

We first compare noise-contrastive estimation with the methods for which we use the same opti-
mization algorithm, that is Monte Carlo maximum likelihood estimation and score matching.Then,
we compare it with contrastive and persistent contrastive divergence.

4.4.1 COMPARISON WITH MONTE CARLO MLE AND SCOREMATCHING

Figure 6 shows the comparison of noise-contrastive estimation (NCE, red squares), Monte Carlo
maximum likelihood (IS, blue circles) and score matching (SM, black triangles). The left panels
show the simulation results in form of “result points” where the x-coordinaterepresents the time
till the algorithm converged and the y-coordinate the estimation error at convergence. Convergence
in the employed nonlinear conjugate gradient algorithm by Rasmussen (2006) means that the line
search procedure failed twice in a row to meet the strong Wolfe-Powell conditions (see for example
Sun and Yuan, 2006, Chapter 2.5.2). For score matching, 100 result points corresponding to 100
different random mixing matrices are shown in each figure. For noise-contrastive estimation and
Monte Carlo maximum likelihood, we used ten different values ofν so that for these methods,
each figure shows 1000 result points. The panels on the right presentthe simulation result in a
more schematic way. For noise-contrastive estimation and Monte Carlo maximum likelihood, the
different ellipses represent the outcomes for different values ofν. Each ellipse contains 90% of
the result points. We can see that increasingν reduces the estimation error but it also increases the
running time. For score matching, there is no such trade-off.

Figure 6(a) shows that for Laplacian sources, noise-contrastive estimation outperforms the other
methods in terms of the trade-off between statistical and computational performance. The large
estimation error of score matching is likely to be due to the smooth approximation of the sign
function in Equation(21). The figure also shows that noise-contrastive estimation handles noise that
has lighter tails than the data more gracefully than Monte Carlo maximum likelihood estimation.
The reason is that the nonlinearityh(u;θ) in the objective function in Equation(8) is bounded even
if data and noise distribution do not match well (see also Pihlaja et al., 2010).

For logistic sources, shown in Figure 6(b), noise-contrastive estimation and Monte Carlo max-
imum likelihood perform equally. Score matching reaches its level of accuracy about 20 times
faster than the other methods. Noise-contrastive estimation and Monte Carlo maximum likelihood
can, however, have a higher estimation accuracy than score matching ifν is large enough. Score
matching can thus be considered to have a built-in trade-off between estimationperformance and
computation time: Computations are fast but the speed comes at the cost of notbeing able to reach
an estimation accuracy as high as, for instance, noise-contrastive estimation.

4.4.2 COMPARISON WITH CONTRASTIVE AND PERSISTENTCONTRASTIVE DIVERGENCE

Since contrastive and persistent contrastive divergence do not have an objective function and given
the randomness that is introduced by the minibatches, it is difficult to choose areliable stopping
criterion. Hence, we did not impose any stopping criterion but the maximal number of iterations.
The two algorithms had always converged before this maximal number of iterations was reached in
the sense that the estimation error did not visibly decrease any more.
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We base our comparison on the estimation error as a function of the running timeof the algo-
rithm. This makes the comparison independent from the stopping criterion thatis used in noise-
contrastive estimation. For noise-contrastive estimation, the parameterν controls the trade-off be-
tween computational and statistical performance; for contrastive and persistent contrastive diver-
gence, it is the number of leapfrog steps and the number of Markov steps taken in each update. We
compiled a trade-off curve for each of the one hundred estimation problemsby taking at any time
point the minimum estimation error over the various estimation errors that are obtained for different
values of the trade-off parameters.7 Figure 7 shows an example for noise-contrastive estimation
and contrastive divergence. The distribution of the trade-off curvesis shown in Figure 8. For large
running times, the distribution of the estimation error is for all estimation methods similarto the
one for maximum likelihood estimation. For shorter running times, noise-contrastive estimation is
seen to have for Laplacian sources a better trade-off than the other methods. For logistic sources,
however, the situation is reversed.

4.4.3 SUMMARY

The foregoing simulation results and discussion suggest that all estimation methods trade, in one
form or the other, estimation accuracy against computation speed. In terms of this trade-off, noise-
contrastive estimation is particularly well suited for the estimation of data distributions with heavy
tails. In case of thin tails, noise-contrastive estimation performs similarly to MonteCarlo maximum
likelihood, and contrastive or persistent contrastive divergence hasa better trade-off. If the data
distribution is particularly smooth and the model algebraically not too complicated,score matching
may, depending on the required estimation accuracy, be the best option.

5. Simulations with Natural Images

In this section, we estimate with our new estimation method models of natural images. In the
theory of noise-contrastive estimation, we have assumed that all variablescan be observed. Noise-
contrastive estimation can thus not be used for models with latent variables which cannot be inte-
grated out analytically. Such models occur for example in the work by Olshausen and Field (1996),
Hyvärinen et al. (2001a), Karklin and Lewicki (2005), Lücke and Sahani (2008) and Osindero and
Hinton (2008). We are here considering models which avoid latent variables. Recent models which
are related to the models that we are considering here can be found in the work by Osindero et al.
(2006), K̈oster and Hyv̈arinen (2010) and Ranzato and Hinton (2010). For a comprehensive intro-
duction to natural image statistics, see for example the textbook by Hyvärinen et al. (2009).

The presented models will consist of two processing layers, like in a multilayerneural network.
The output of the network for a given input image gives the value of the model-pdf at that image.
Because of the two processing layers, we call the models “two-layer models”.

We start with giving some preliminaries in Section 5.1. In Section 5.2, we present the settings
of noise-contrastive estimation. In Section 5.3, we properly define the two-layer model and estimate
a version with more than 50000 parameters. In Section 5.4, we present an extension of the model
where the learned output nonlinearity of the network belongs to the flexible family of splines. The
different models are compared in Section 5.5.

7. A comparison of CD and PCD for different settings can be found in Appendix C.1.
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(a) Sources following a Laplacian density
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(b) Sources following a logistic density

Figure 6: Trade-off between statistical and computational performance for noise-contrastive es-
timation (NCE, red squares), Monte Carlo maximum likelihood (IS, blue circles) and
score matching (SM, black triangles). Each point represents the result of one simula-
tion. Performing local linear kernel smoothing regression on the result points yields
the thick curves. For noise-contrastive estimation and Monte Carlo maximum like-
lihood, the ten ellipses represent the outcomes for the ten different valuesof ν ∈
{1,2,5,10,20,50,100,200,400,1000}. The ellipses were obtained by fitting a Gaussian
to the distribution of the result points, each one contains 90% of the results points for
a givenν. The asterisks mark their center. For an ICA model with Laplacian sources,
NCE has the best trade-off between statistical and computational performance. For lo-
gistic sources, NCE and IS perform equally well. For medium estimation accuracy, score
matching outperforms the other two estimation methods.

5.1 Data, Preprocessing and Modeling Goal

Our basic data are a random sample of25px× 25px image patches that we extracted from a subset
of van Hateren’s image database (van Hateren and van der Schaaf, 1998). The images in the subset
showed wildlife scenes only. The sample sizeTd is 160000.
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(b) Contrastive divergence

Figure 7: Example of a trade-off curve for noise-contrastive estimation and contrastive divergence.
(a) The different curves in blue show the estimation error which is obtainedfor the various
values ofν. The thicker curve in black shows the trade-off curve. It is is obtained by
taking at any time point the minimum estimation error. (b) The trade-off curve, shown in
black, is similarly obtained by taking the minimum over the estimation errors which are
obtained with different settings of contrastive divergence.

As preprocessing, we removed from each image patch its average value (local mean, DC com-
ponent), whitened the data and reduced the dimension fromd = 25 · 25 = 625 to n = 160. This
retains93% of the variance of the image patches. After dimension reduction, we additionally cen-
tered each data point and rescaled it to unit variance. In order to avoid division by small numbers,
we avoided taking small variance patches. This gave our dataX = (x1, . . . ,xTd

). Because of the
centering and rescaling, each data pointxt satisfies

n
∑

k=1

xt(k) = 0,
1

n−1

n
∑

k=1

xt(k)2 = 1. (22)

This means that each data point lies on the surface of an−1 dimensional sphereS.
This kind of preprocessing is a form of luminance and contrast gain control which aim at can-

celing out the effects of the lighting conditions (see for example Hyvärinen et al., 2009, Chapter 9,
where also the statistical effects of such a preprocessing are analyzed). Centering and rescaling to
unit variance has also been used in image quality assessment in order to access the structural com-
ponent of an image, which is related to the reflectance of the depicted objects(Wang et al., 2004, in
particular Section III.B). By modeling the dataX, we are thus modeling the structure in the image
patches.

Given a data pointxt, we can reconstruct the original (vectorized) image patch via

it = V−xt, V− = ED1/2, (23)

whereE is thed × n matrix formed by the leadingn eigenvectors of the covariance matrix of the
image patches. The diagonaln × n matrix D contains the corresponding eigenvalues. The matrix
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Figure 8: Distribution of the trade-off curves for contrastive divergence (CD, green), persistent con-
trastive divergence (PCD, cyan), and noise-contrastive estimation (NCE, red). The distri-
bution of the estimation error for maximum likelihood estimation is shown in black. The
thick curves show the median, the finer curves the 0.9 and 0.1 quantiles.

V− defined above is the pseudoinverse of the whitening matrixV = D−1/2ET . Since the column
vectors ofV− form a basis for an dimensional subspace ofRd, x is the coordinate vector ofi with
respect to that basis. The dimension reduction implies that the reconstructioncannot be perfect; the
reconstruction can also only performed up to the scale and average valueof the patch because of
the the luminance and contrast gain control. Figure 9(a) shows examples ofnatural image patches
after extraction from the data base; Figure 9(b) shows the corresponding reconstructionsi. Since
all image patches in Figure 9 were rescaled to use the full colormap, the effects of luminance and
contrast gain control are not visible. The effect of the dimension reduction is low-pass filtering.

5.2 Settings for Noise-Contrastive Estimation

Matlab code for the simulations is available from the authors’ homepage so thatour description here
will not be exhaustive. All the models considered in the next subsections are estimated with noise-
contrastive estimation. We learn the parameters by optimization of the objectiveJT in Equation(8).
The two-layer models are estimated by first estimating one-layer models. The learned parameters
are used as initial values for the first layer in the estimation of the complete two-layer model. The
second layer is initialized to small random values.

For the contrastive noise distributionpn, we take a uniform distribution on the surface of the
n − 1 dimensional sphereS on whichx is defined.8 Examples of image patches with coordinates
following pn are shown in Figure 9(c). Samples frompn can easily be created by sampling from
a standard normal distribution, followed by centering and rescaling such that Equation(22) holds.
Sincepn is a constant, the log-ratioG(.;θ) in Equation(4) is up to an additive constant equal to

8. lnpn = − ln(2) −
n−1

2
ln(π) − (n − 2) ln(r) + lnΓ

(

n−1

2

)

with r =
√

n − 1.
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(a) Image patches (b) Reconstructions (c) Noise

Figure 9: (a) Natural image patches of size25px×25px. (b) Reconstructed image patches after pre-
processing. These are examples of the image patches denoted byi in Equation(23) with
coordinate vectorsx ∈R

160. (c) Noise images which are obtained via Equation(23) if the
coordinates are uniformly distributed on the sphereS. Comparison with Figure (b) shows
that the coordinate vectorsx for natural images are clearly not uniformly distributed on
the sphere. In the next subsections, we model their distribution.

lnpm(.;θ),
G(.;θ) = lnpm(.;θ)+constant.

As pointed out in Section 2.2,θ evolves in the maximization ofJT such thatG(u; θ̂T ) is as large as
possible foru ∈ X (natural images) but as small as possible foru ∈ Y (noise). For uniform noise,
the same must thus also hold forlnpm(u; θ̂T ). This observation will be a useful guiding tool for
the interpretation of the models below.

The factorν = Tn/Td was set to 10. We found that an iterative optimization procedure where
we separate the data into subsets and optimizeJT for increasingly larger values ofν reduced com-
putation time. The optimization for eachν is done with the nonlinear conjugate gradient method
of Rasmussen (2006). The size of the subsets is rather large, for example 80000 in the simulation
of the next subsection.9 A more detailed discussion of this optimization procedure can be found in
Appendix C.2.

5.3 Two-Layer Model with Thresholding Nonlinearities

The first model that we consider is

lnpm(x;θ) =
n
∑

k=1

f(yk;ak, bk)+ c, yk =
n
∑

i=1

Qki(w
T
i x)2, (24)

wheref is a smooth, compressive thresholding function that is parameterized byak andbk. See
Figure 10 for details regarding the parameterization and the formula forf . The parametersθ of

9. As pointed out in Section 4.3, the used nonlinear conjugate gradient algorithm is not suitable for stochastic optimiza-
tion with small minibatches.
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the model are the second-layer weightsQki ≥ 0, the first-layer weightswi ∈ R
n, the normalizing

parameterc ∈ R, as well asak > 0 andbk ∈ R for the nonlinearityf . The definition ofyk shows
that multiplyingQki by a factorγ2

i andwi at the same time by the factor1/γi does not change
the value ofyk. There is thus some ambiguity in the parameterization which could be resolved
by imposing a norm constraint either on thewi or on the columns of the matrixQ formed by the
weightsQki. It turned out that for the estimation of the model such constraints were notnecessary.
For the visualization and interpretation of the results, we choseγi such that all thewi had norm one.

The motivation for the thresholding property off is that, in line with Section 5.2,lnpm(.;θ) can
easily be made large for natural images and small for noise. Theyk must just be above the thresh-
olds for natural image input and below for noise. This occurs when the vectorswi detect features
(regularities) in the input which are specific to natural images, and when, inturn, the second-layer
weightsQki detect characteristic regularities in the squared first-layer feature outputs wT

i x. The
squaring implements the assumption that the regularities inx and(−x) are the same so that the
pdf of x should be an even function of thewT

i x. Another property of the nonlinearity is its com-
pressive log-like behavior for inputs above the threshold. The motivationfor this is to “counteract”
the squaring in the computation ofyk. The compression of large values ofyk leads to numerical
robustness in the computation oflnpm.

A model like the one in Equation(24) has been studied before by Osindero et al. (2006) and
Köster and Hyv̈arinen (2010). There are, however, a number of differences. Themain difference
is that in our casex lies on a sphere while in the cited work,x was defined in the whole space
R

n. This difference allows us to use nonlinearities that do not decay asymptotically to −∞ which
is necessary ifx is defined inRn. A smaller difference is that we do not need to impose norm
constraints to facilitate the learning of the parameters.

5.3.1 RESULTS

For the visualization of the first-layer feature detectorswi, note that the inner productwT
i x equals

(wT
i V)i = w̃T

i i. Thewi ∈ R
n are coordinate vectors with respect to the basis given by the columns

of V−, see Section 5.1, while thẽwi ∈ R
d are the coordinate vectors with respect to the pixel basis.

The latter vectors can thus be visualized as images. This is done in Figure 11(a). Another way to
visualize the first-layer feature detectorswi is to show the images which yield the largest feature
output while satisfying the constraints in Equation(22). These optimal stimuli are proportional
to V−(wi − 〈wi〉), where〈wi〉 ∈ R is the average value of the elements in the vectorwi, see
Appendix B.2 for a proof. The optimal stimuli are shown in Figure 11(b). Both visualizations show
that the first layer computes “Gabor-like” features, which is in line with previous research on natural
image statistics.

Figure 12 shows a random selection of the learned second-layer weightsQik. Figure 12(a)
shows that the weights are extremely sparse. The optimization started with the weights being
randomly assigned to small values, with the optimization most of them shrank to zero; few se-
lected ones, however, increased in magnitude. Note that this result was obtained without any norm
constraints onQ. From Figure 12(b), we see that the learned second-layer weightsQik are such
that they combine first-layer features of similar orientation, which are centered at nearby locations
(“complex cells”). The same figure shows also a condensed representation of the feature detectors
using icons. This form of visualization is used in Figure 13 to visualize all the second-layer feature
detectors.
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Figure 10: Two-layer model with thresholding nonlinearities. The family of nonlinearities used
in the modeling isf(y;a,b) = fth(ln(ay + 1) + b), y ≥ 0. The parameterized func-
tion is composed of a compressive nonlinearityln(ay + 1), shown in Figure (a), and a
smooth rectification functionfth(u + b) shown in Figure (b). Figure (c) shows exam-
ples off(y;a,b) for different values ofa and b. Parameterb sets the threshold, and
parametera controls the steepness of the function. Since the scale of the weights in
Equation(24) is not restrained, the parametersak do not need to be learned explicitly.
After learning, they can be identified by dividingyk in Equation(24) by ak so that
its expectation is one for natural images. The formula for the thresholding function is
fth(u) = 0.25ln(cosh(2u))+0.5u+0.17. The curves shown in blue are forb = −3 and
a ∈ {1,50,100,200, . . . ,500}. For the dashed curves in red,b = −5. The small squares
in Figure (c) indicate wheref changes from convex to concave.

Figure 14(a) shows the learned nonlinearitiesf(.;ak, bk). Note that we incorporated the learned
normalizing parameterc as an offsetc/n for each nonlinearity. The learned thresholding is similar
for feature outputs of mid- and high-frequency feature detectors (black, solid curves). For the feature
detectors tuned to low frequencies, the thresholds tend to be smaller (green, dashed curves). The
nonlinearities in black are convex for argumentsy smaller than two (see red rectangle in the figure).
That is, they show a squashing behavior fory < 2. Looking at the distribution of the second-layer
outputsyk in Figure 14(b), we see that it is more likely that noise rather than natural images was the
input when the second-layer feature outputsyk are approximately between 0.5 and 2. In this regime,
the squashing nonlinearities map thus more often the noise input to small values than natural images
so thatlnpm(u; θ̂T ) tends to be larger when inputu is a natural image than when it is noise (see
Section 5.2). One could, however, think that the thresholding nonlinearitiesare suboptimal because
they ignore the fact that natural images lead, compared to the noise, ratheroften toyk which are close
to zero, see Figure 14(b). An optimal nonlinearity should, unlike the thresholding nonlinearities,
assign a large value to both large and smallyk while mapping intermediate values ofyk to small
numbers. The next subsection shows that such kinds of mappings emergenaturally when splines
are used to learn the nonlinearities from the data.

5.4 Two-Layer Model with Spline Nonlinearities

In the previous subsection, the family of nonlinearitiesf in Equation(24) was rather limited. Here,
we look forf in the larger family of cubic splines where we consider the location of the knotsto
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(a) Feature detectors (b) Optimal stimuli

Figure 11: Two-layer model with thresholding nonlinearities: Visualization ofthe learned first-
layer feature detectorswi. (a) The feature detectors in the pixel basis. (b) The corre-
sponding optimal stimuli. The feature detectors in the first layer are “Gabor-like” (lo-
calized, oriented, bandpass). Comparison of the two figures shows thatfeature detectors
which appear noisy in the pixel basis are tuned to low-frequency input.
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Figure 12: Two-layer model with thresholding nonlinearities: Random selection of second layer
units. (a) Second-layer weightsQki for five differentk (five different rows of the matrix
Q) are shown. The weights are extremely sparse so that in the sum

∑n
i=1 Qki(w

T
i x)2

only few selected squared first-layer outputs are added together. (b) Every row shows
one second-layer feature detector. The first-layer feature detectorswi are shown as
image patches like in Figure 11, and the black bar under each patch indicatesthe strength
Qki by which a certainwi is pooled by thek-th second-layer feature detector. The
numerical valuesQki for the first five rows are shown in Figure (a). The right-most
column shows a condensed visualization. The icons were created by representing each
first-layer feature by a bar of the same orientation and similar length as the feature, and
then superimposing them with weights given byQki.
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Figure 13: Two-layer model with thresholding nonlinearities: Visualization ofthe first- and second-
layer feature detectors with icons. In the second layer, first-layer features of similar
orientations are pooled together. See Figure 12 for details of how the iconswere created.
The feature detectors marked with a green frame are tuned to low frequencies.
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(b) Distribution of second-layer outputsyk

Figure 14: Two-layer model with thresholding nonlinearities: Learned nonlinearities and interpre-
tation. Natural images tend to have larger second-layer outputsyk than noise input since
the two processing layers, visualized in Figures 11 to 13, detect structureinherent to
natural images. Thresholding theyk provides a way to assign to natural images large
values in the model-pdf and to noise small values. In Figure (a), the nonlinearities act-
ing on pooled low-frequency feature detectors are shown in green (dashed lines), those
for medium and high frequency feature detectors in black (solid lines). The bold curves
in Figure (b) show the median, the other curves the 5% and 95% quantiles. The solid
curves in blue relate to natural images, the dashed curves in red to noise. As explained
in Figure 10, theyk have expectation one for natural images.
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be fixed (regression splines represented with B-spline basis functions,see for example Hastie et al.,
2009, Chapter 5).

The model that we consider here is

lnpm(x;θ) =
n
∑

k=1

f(yk;a1,a2, . . .)+ c, yk =
n
∑

i=1

Qki(w
T
i x)2. (25)

The difference between this and the model of the previous subsection is that the output nonlinearity
f is a cubic spline. Part of the parametersθ are thus as previously thewi ∈ R

n, Qki ≥ 0, andc ∈ R.
Additional parameters are theai ∈ R which are the coefficients of the B-spline basis functions of
the cubic splinef . As before, we denote the matrix formed by theQki by Q.

For the modeling of the nonlinearityf , we must define its domain, which is the range of its
argumentsyk. A way to control the range ofyk is to constrain the norm of the columns ofQ and
also to constrain the vectorswk such that

max
i

E
{

(wT
i x)2

}

= 1, (26)

where the expectation is taken over the natural images.
We estimated the model in Equation(25) by first estimating a spline-based one-layer model

which is presented in Appendix C.3. In brief, in this model, we did not squarethe first-layer feature
outputswT

i x and the matrixQ was the identity. The arguments of the spline nonlinearityf were
thus the feature outputswT

i x without additional processing. The learned nonlinearity is shown in
Figure 16(a). In the following, we denote it byf1. In Appendix C.3, we point out that the shape of
f1 is closely related to the sparsity of the feature outputs when natural images arethe input. Because
f1 is an even function, and because of the squaring in the definition ofyk, we initializedf for the
estimation of the two-layer model asf(u) = f1(

√
u). This function is shown in Figure 16(b) (blue,

dashes). The learnedwi of the one-layer model were used as initial points for the estimation of the
two-layer model. TheQki were randomly initialized to small values. It turned out that imposing
Equation(26) was enough for the learning to work and no norm constraint for the columns of Q

was necessary. The results were very similar whether there were norm constraints or not. In the
following, we report the results without any norm constraints.

5.4.1 RESULTS

Figure 15 visualizes the learned parameterswi andQki in the same way as in Figures 12 and 13
for the two-layer model with thresholding nonlinearities. The learned feature extraction stage is
qualitatively very similar, up to two differences. The first difference is that many second-layer
weightsQki shrank to zero: 66 out of 160 rows of the matrixQ had so small values that we could
omit them while accounting for 99.9% of the sum

∑

ki Qki. The second difference is that the pooling
in the second layer is sometimes less sparse. In that case, the second layerstill combines first-layer
feature detectors of the same orientation but they are not all centered at the same location.

The learned nonlinearityf is shown in Figure 16(b) (black, solid). The nonlinearity from the
one-layer model, shown in blue as a dashed curve, is altered so that small and large inputs are
assigned to larger numbers while intermediate inputs are mapped to smaller numbers. Compared
to the thresholding nonlinearities from the previous subsection, the learnednonlinearity has also
for small inputs large outputs. Since the second-layer feature outputsyk are sparser (that is, more
often very small or large) for natural images than for the noise, the shapeof the learned nonlinearity
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Icons

(a) Pooling in the second layer (b) Representation with icons

Figure 15: Two-layer model with spline nonlinearities. (a) Random selectionof the learned second-
layer units. (b) Representation of all the learned second-layer featuredetectors as iconic
images.
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Figure 16: Two-layer model with spline nonlinearities. (a) Learned nonlinearity (black, solid) and
its random initialization (blue, dashes) for the one-layer model. The learnednonlinearity
is used as starting point in the learning of the two-layer model. (b) Learned nonlinearity
(black, solid) and its initialization (blue, dashes) for the two-layer model. Thedashed
vertical lines indicate the 99% quantile for all the feature outputs for naturalimages.
Due to the lack of training examples, the nonlinearities should not be considered valid
beyond these lines.

implies that the estimated model assigns more often a higher probability density to natural images
than to the noise.
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5.5 Model Comparison

We have estimated models for natural images, both with thresholding nonlinearities and with splines.
We make here a simple model comparison.

A quantitative comparison is done by calculating for ten validation sets the valueof the objective
functionJT of noise-contrastive estimation (see Equation(8) for the definition). The sample size
of each validation set wasTv = 100000, andν was set to 10, as in the estimation of the models. For
the same validation data, we also computed the performance measureL̂ = 1/Tv

∑

t lnpm(xt; θ̂T ),
which is an estimate for the rescaled log-likelihood, see Equation(13) in Section 3.1. As pointed
out there,L̂ is only an estimate of the rescaled log-likelihood becauseĉ, which is an element of
the parameter vector̂θT , is used instead of the correct normalizing constant. BothJT and the
log-likelihood have the property that models which fit the data better have a higher score.

Comparing the structure of data points which are considered likely by the different models is
a way to make a qualitative model comparison. Another approach would be to sample from the
models, which we do in Appendix C.5. In order to get the likely points, we drewrandom samples
that followed the noise distributionpn (uniform on the sphere), and used them as initial points in
the optimization of the various log-densitieslnpm(x; θ̂T ) with respect tox under the constraint of
Equation(22). We used the same initial points for all models and visualized the likely pointsx̂ via
Equation(23) as imageŝi = V−x̂.

The ICA model with Laplacian sources is a simple model for natural images. Ithas previously
also been used to model natural images after they have been projected on asphere (Hyv̈arinen et al.,
2009, Chapter 9). The unnormalized model has been defined in Section 3.2in Equation(17) and
consists of one processing layer with the fixed nonlinearityf(u) = −

√
2|u|. We include it in our

comparison and refer to it as one-layer model with “Laplacian nonlinearity”.

5.5.1 RESULTS

Table 1 shows that the spline-based two-layer model of Section 5.4 gives,on average, the largest
value of the objective functionJT , and alsoLT . To investigate the merits of the spline output-
nonlinearity, we fixed the feature extraction stage of the thresholding modelin Section 5.3 and
learned only the nonlinearityf using splines (for details, see Appendix C.4). The resulting model,
labeled “refinement” in the table, performs nearly as good as the best model. The one-layer models
with thresholding or Laplacian nonlinearities have the smallest objectivesJT and LT . The two
models achieve the objectives in different, complimentary ways. For the thresholding model, the
absolute value of the feature outputswT

i x must be large to yield a large objective while for the
model with the Laplacian nonlinearityf(wT

i x) = −
√

2|wT
i x|, the feature outputs must have small

absolute values. The two models consider thus different aspects of the, for natural images, typically
sparse feature outputswT

i x. The one-layer model with spline nonlinearity combines both aspects,
see Figure 16(a), and yields also a higher score in the comparison. The same reason explains why
spline-based two-layer models have higher scores than the two-layer modelwith the thresholding
nonlinearity.

Figure 17 shows the likely data points from the various modelspm. The models with large
objectives in Table 1 lead to image patches with particularly clear structure. The emergence of
structure can be explained in terms of sparse coding since image patches which lead to sparse
activations of the feature detectors are typically highly structured. Sparseness of the feature outputs
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One-layer model Two-layer model
Thresholding Laplacian Spline Thresholding Refinement Spline

JT , av -1.871 -1.518 -1.062 -0.8739 -0.6248 -0.6139
JT , std 0.0022 0.0035 0.0030 0.0029 0.0030 0.0037

LT , av -223.280 -222.714 -219,786 -220.739 -213.303 -212.598
LT , std 0.0029 0.0077 0.0137 0.0088 0.0282 0.0273

Table 1: Quantitative model comparison. The objectiveJT of noise-contrastive estimation, see
Equation(8), and the estimatêL of the (rescaled) log-likelihood, see Equation(13), are
used to measure the performance. Larger values indicate better performance. The table
gives the average (av) and the standard deviation (std) for ten validationsets. All models
are defined on a sphere and learned with noise-contrastive estimation. The features for
the one-layer models with thresholding and Laplacian nonlinearity are not shown in the
paper. The “one-layer, thresholding” model is identical to the “two-layer, thresholding”
model when the second layer is fixed to the identity matrix. With Laplacian nonlinearity
we mean the functionf(u) = −

√
2|u|. The “two-layer, thresholding” model has been

presented in Section 5.3, and the “two-layer, spline” model in Section 5.4. The “one-layer,
spline” and “two-layer, refinement” models are presented in the Appendix C.3 and C.4,
respectively.

is facilitated by the nonlinearities in the models, and through the competition betweenthe features
by means of the sphere-constraint on the coordinatesx, as specified in Equation(22).

6. Conclusions

In this paper, we have considered the problem of estimating unnormalized statistical models for
which the normalizing partition function cannot be computed in closed form. Such models cannot be
estimated by maximization of the likelihood without resorting to numerical approximations which
are often computationally expensive. The main contribution of the paper is a new estimation method
for unnormalized models. A further contribution is made in the modeling of natural image statistics.

We have proven that our new estimation method, noise-contrastive estimation,provides a con-
sistent estimator for both normalized and unnormalized statistical models. The assumptions that
must be fulfilled to have consistency are not stronger than the assumptions that are needed in max-
imum likelihood estimation. We have further derived the asymptotic distribution of the estimation
error which shows that, in the limit of arbitrarily many contrastive noise samples, the estimator per-
forms like the maximum likelihood estimator. The new method has a very intuitive interpretation in
terms of supervised learning: The estimation is performed by discriminating between the observed
data and some artificially generated noise by means of logistic regression.

All theoretical results were illustrated and validated on artificial data where ground truth is
known. We have also used artificial data to assess the balance between statistical and computational
performance. In particular, we have compared the new estimation method to a number of other es-
timation methods for unnormalized models: Simulations suggest that noise-contrastive estimation
strikes a highly competitive trade-off. We have used the mean squared error of the estimated param-
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(a) One-layer, thresholding (b) One-layer, Laplacian (c) One-layer, spline

(d) Two-layer, thresholding (e) Two-layer, refinement (f) Two-layer, spline

Figure 17: Likely points under the learned models for natural images. See caption of Table 1 for
information on the models.

eters as statistical performance measure. It should be noted that this is onlyone possible criterion
among many (see Hyvärinen, 2008, for a recently proposed alternative measure of performance).

Noise-contrastive estimation as presented here extends the previous definition given by Gut-
mann and Hyv̈arinen (2010) since it allows for more noise samples than data points. We have also
previously considered such a generalization (Pihlaja et al., 2010). Unlikein that preliminary ver-
sion, our method here is asymptotically Fisher-efficient for all admissible noise densities when the
number of noise samples becomes arbitrarily large. Pihlaja et al. (2010) hasestablished links of
noise-contrastive estimation to importance sampling which remain valid for this paper.

We applied noise-contrastive estimation to the modeling of natural images. Besides validating
the method on a large two-layer model, we have, as a new contribution to the understanding of nat-
ural image statistics, presented spline-based extensions: In previous models, the output nonlinearity
in the pdf was hand-picked. Here, we have parameterized it as a spline and learned it from the data.
The statistical models were all unnormalized and had several ten-thousands of parameters which
demonstrates that our new method can handle demanding estimation problems.
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Appendix A. Proofs of the Theorems

We give here detailed proofs for Theorem 1, 2 and 3 on nonparametric estimation, consistency and
the asymptotic distribution of the estimator, respectively.

A.1 Preliminaries

In the proofs, we often use the following properties of the functionrν(u),

rν(u) =
1

1+ν exp(−u)
,

which was introduced in Equation(6):

1− rν(u) = r 1

ν

(−u)

∂rν(u)

∂u
= r 1

ν

(−u)rν(u)

∂

∂u
lnrν(u) = r 1

ν

(−u)

∂2

∂u2
lnrν(u) = −r 1

ν

(−u)rν(u)

∂

∂u
ln[1− rν(u)] = −rν(u)

∂2

∂u2
ln[1− rν(u)] = −r 1

ν

(−u)rν(u)

The functionsh(u;θ) = rν (G(u;θ)) and1−h(u;θ) = r 1

ν

(−G(u;θ)) are equal to

h(u;θ) =
pm(u;θ)

pm(u;θ)+νpn(u)
, 1−h(u;θ) =

νpn(u)

pm(u;θ)+νpn(u)
, (27)

see Equation(3). It follows that

νpn(u)rν (G(u;θ)) =
νpn(u)pm(u;θ)

pm(u;θ)+νpn(u)
, , (28)

pd(u)r 1

ν

(−G(u;θ)) =
νpn(u)pd(u)

pm(u;θ)+νpn(u)
, (29)

which are key properties for the proofs below.
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The first and second order derivatives are used in the following Taylor expansions

lnrν(u+ ǫu1 + ǫ2u2) = lnrν(u)+ ǫr 1

ν

(−u)u1 +

ǫ2

[

r 1

ν

(−u)u2 − 1

2
r 1

ν

(−u)rν(u)u2
1

]

+

O(ǫ3), (30)

ln
[

1− rν(u+ ǫu1 + ǫ2u2)
]

= ln[1− rν(u)]− ǫrν(u)u1 +

ǫ2

[

−rν(u)u2 − 1

2
r 1

ν

(−u)rν(u)u2
1

]

+

O(ǫ3). (31)

A.2 Proof of Theorem 1 (Nonparametric Estimation)

For clarity of the proof, we state an important stepping stone as a lemma.

A.2.1 LEMMA

The Taylor expansions in Equation(30) and Equation(31) are used to prove the following lemma.

Lemma 8 For ǫ > 0 andφ(x) a perturbation of the log-pdffm(x) = lnpm(x),

J̃(fm + ǫφ) = J̃(fm)+ ǫ

∫

[pd(u)r 1

ν

(−fm(u)+ lnpn(u))−

νpn(u)rν(fm(u)− lnpn(u))]φ(u)du −
ǫ2

2

∫

r 1

ν

(−fm(u)+ lnpn(u))rν(fm(u)− lnpn(u))

(pd(u)+νpn(u))φ(u)2du +O(ǫ3).

Proof The proof is obtained by evaluating the objective functionJ̃ in Equation(11) at fm + ǫφ,
and making then use of the Taylor expansions in Equation(30) and Equation(31) with u =
fm(x)− lnpn(x), u1 = φ(x) andu2 = 0.

A.2.2 PROOF OF THETHEOREM

Proof A necessary condition for optimality is that in the expansion ofJ̃(fm +ǫφ), the term of order
ǫ is zero for any perturbationφ. This happens if and only if

pd(u)r 1

ν

(−fm(u)+ lnpn(u)) = νpn(u)rν(fm(u)− lnpn(u)).

With Equation(28) and Equation(29), this implies thatJ̃ has an extremum atpm if and only if

νpn(u)pd(u)

pm(u)+νpn(u)
=

νpn(u)pm(u)

pm(u)+νpn(u)
.

That is, asν > 0, pm(u) = pd(u) at all pointsu wherepn(u) 6= 0. At points wherepn(u) = 0, the
equation is trivially fulfilled. Hence,pm = pd, or fm = lnpd, leads to an extremum of̃J .
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Insertingfm = lnpd into J̃ in Lemma 8 leads to

J̃(lnpd + ǫφ) = J̃(lnpd)− ǫ2

2

{
∫

νpn(u)pd(u)

pd(u)+νpn(u)
φ(u)2du

}

+O(ǫ3).

Since the term of orderǫ2 is negative for all choices ofφ, the extremum is a maximum. The assump-
tion thatpn(u) 6= 0 wheneverpd(u) 6= 0 shows thatfm = lnpd is the only extremum and completes
the proof.

A.3 Proof of Theorem 2 (Consistency)

For clarity of the proof, we state important stepping stones as lemmata.

A.3.1 LEMMATA

The Taylor expansions in Equation(30) and Equation(31) are used to prove the following lemma
which is like Lemma 8 forJ̃ but for the objective functionJ in Equation(10).

Lemma 9 For ǫ > 0 andϕ ∈ R
m,

J(θ + ǫϕ) = J(θ)+ ǫ

∫

u1 [pd(u)(1−h(u;θ))−νpn(u)h(u;θ)]du +

ǫ2

{
∫

−1

2
u2

1(1−h(u;θ))h(u;θ)(pd(u)+νpn(u))du+

∫

u2 (pd(u)(1−h(u;θ))−νpn(u)h(u;θ))du

}

+O(ǫ3),

where

u1 = ϕT g(u;θ),

u2 =
1

2
ϕT HG(u;θ)ϕ.

The termg(u;θ) is ∇G(u;θ), andHG denotes the Hessian matrix ofG(u;θ) where the derivatives
are taken with respect toθ.

Proof With the definition ofJ in Equation(10), we have

J(θ + ǫϕ) =

∫

ln [rν (G(u;θ + ǫϕ))]pd(u)du +

ν

∫

ln [1− rν (G(u;θ + ǫϕ))]pn(u)du.

DevelopingG(u;θ + ǫϕ) till terms of orderǫ2 yields

G(u;θ + ǫϕ) = G(u;θ)+ ǫϕT g(u;θ)+ ǫ2 1

2
ϕT HG(u;θ)ϕ+O(ǫ3).

Definingu1 andu2 as in the lemma, we obtain

lnrν (G(u;θ + ǫν)) = lnrν

(

G(u;θ)+ ǫu1 + ǫ2u2 +O(ǫ3)
)

.
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Using now the Taylor expansions in Equation(30) and Equation(31) for u = G(u;θ), and the
identitiesh(u;θ) = rν (G(u;θ)) as well as1−h(u;θ) = r 1

ν

(−G(u;θ)) proves the lemma.

Lemma 10 If pn(u) 6= 0 wheneverpd(u) 6= 0 and if

Iν =

∫

g(u)g(u)T Pν(u)pd(u)du

is full rank, where

Pν(u) =
νpn(u)

pd(u)+νpn(u)
,

g(u) = ∇θ lnpm(u;θ)|θ=θ⋆ ,

then
J(θ⋆) > J(θ⋆ +ϕ) ∀ϕ 6= 0.

Proof A necessary condition for optimality is that in the expansion ofJ(θ + ǫϕ) in Lemma 9, the
term of orderǫ is zero for anyϕ. This happens if

pd(u)(1−h(u;θ)) = νpn(u)h(u;θ),

that is, if
νpn(u)pd(u)

pm(u;θ)+νpn(u)
=

νpn(u)pm(u;θ)

pm(u;θ)+νpn(u)
,

where we have used Equation(28) and Equation(29) as in the proof for Lemma 8. The assumption
thatν > 0 andpd(.) = pm(.;θ⋆) implies together with the above equation that the term of orderǫ is
zero ifθ = θ⋆.

The objective functionJ(θ⋆ + ǫϕ) becomes thus

J(θ⋆ + ǫϕ) = J(θ⋆)− ǫ2

2

∫

u2
1(1−h(u;θ⋆))h(u;θ⋆)

(pd(u)+νpn(u))du +O(ǫ3).

The termsh(u;θ⋆) and1−h(u;θ⋆) are with Equation(27)

h(u;θ⋆) =
pd(u)

pd(u)+νpn(u)
, 1−h(u;θ⋆) =

νpn(u)

pd(u)+νpn(u)
.

The expression forJ(θ⋆ + ǫϕ) becomes then

J(θ⋆ + ǫϕ) = J(θ⋆)− ǫ2

2
ϕT

[
∫

g(u)g(u)T Pν(u)pd(u)du

]

ϕ+O(ǫ3)

by inserting the definition ofu1 evaluated atθ⋆, and making use of the definitions forPν(u) and
g(u) in the statement of the lemma. The term of orderǫ2 defines the nature of the extremum at
θ⋆. If Iν is positive definite,J(θ⋆) is a maximum. AsIν is a positive semi-definite matrix, it is
positive definite if it is full rank.

Depending on the parameterization, there might be other valuesθ̌ which make the term of order
ǫ zero. Note that, by definition,J(θ) = J̃(lnpm(.;θ)) for anyθ so thatJ(θ̌) = J̃(lnpm(.; θ̌)) and
J(θ⋆) = J̃(lnpm(.;θ⋆)) = J̃(lnpd). Now, by Theorem 1,J(θ̌) < J(θ⋆) for a suitable noise density
pn so thatJ attains a global maximum atθ⋆.
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A.3.2 PROOF OF THETHEOREM

The proof of consistency goes along the same lines as the proof of consistency for MLE (see for
example Wasserman, 2004, Chapter 9).
Proof To prove consistency, we have to show that givenǫ > 0, P (||θ̂T − θ⋆|| > ǫ) tends to zero as
Td → ∞. In what follows, it is sometimes useful to make the underlying probability space explicit
and writeP (||θ̂T −θ⋆|| > ǫ) asP ({ω : ||θ̂T (ω)−θ⋆|| > ǫ}).

Since, by Lemma 10,J(θ⋆) is a global maximum,||θ −θ⋆|| > ǫ implies that there is aδ(ǫ) such
thatJ(θ) < J(θ⋆)− δ(ǫ). Hence,

{ω : ||θ̂T (ω)−θ⋆|| > ǫ} ⊂ {ω : J(θ̂T (ω)) < J(θ⋆)− δ(ǫ)}

and thus
P (||θ̂T −θ⋆|| > ǫ) < P (J(θ̂T ) < J(θ⋆)− δ(ǫ)). (32)

Next, we investigate what happens toP (J(θ̂T ) < J(θ⋆)− δ(ǫ)) whenTd goes to infinity. We have

J(θ⋆)−J(θ̂T ) = J(θ⋆)−JT (θ⋆)+JT (θ⋆)−J(θ̂T )

≤ J(θ⋆)−JT (θ⋆)+JT (θ̂T )−J(θ̂T )

as θ̂T has been defined as the argument which maximizesJT . Using the triangle inequality we
obtain further

|J(θ⋆)−J(θ̂T )| ≤ |J(θ⋆)−JT (θ⋆)|+ |JT (θ̂T )−J(θ̂T )|,

and
|J(θ⋆)−J(θ̂T )| ≤ 2sup

θ

|J(θ)−JT (θ)|,

from which follows that

P (|J(θ⋆)−J(θ̂T )| > δ(ǫ)) ≤ P (2sup
θ

|J(θ)−JT (θ)| > δ(ǫ)).

Using the assumption thatJT (θ) converges in probability uniformly overθ to J(θ), we obtain
that for sufficiently largeTd

P (|J(θ⋆)−J(θ̂T )| > δ(ǫ)) < ǫ2

for anyǫ2 > 0. As J(θ⋆) > J(θ) for anyθ, we have thus the result that

P (J(θ̂T ) < J(θ⋆)− δ(ǫ)) < ǫ2

for any ǫ2 > 0. The probabilityP (J(θ̂T ) < J(θ⋆) − δ(ǫ)) can thus be made arbitrarily small by
choosingTd large enough. Combining this result with Equation(32), we conclude thatP (||θ̂T −
θ⋆|| > ǫ) tends to zero asTd → ∞.

A.4 Proof of Theorem 3 (Asymptotic Normality)

For clarity of the proof, we state important stepping stones as lemmata.
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A.4.1 LEMMATA

In the following lemma, we use the definitions of the score functiong(x;θ) andg(x) = g(x;θ⋆),
as well as the definition of the HessianHG, which were given in Lemma 9 and Lemma 10.

Lemma 11

0 = ∇θJT (θ⋆)+HJ(θ⋆)(θ̂T −θ⋆)+O(||θ̂T −θ⋆||2)

where

∇θJT (θ⋆) =
1

Td

Td
∑

t=1

(1−h(xt;θ
⋆))g(xt)−ν

1

Tn

Tn
∑

t=1

h(yt;θ
⋆)g(yt),

HJ(θ⋆) =
1

Td

Td
∑

t=1

{

−(1−h(xt;θ
⋆))h(xt;θ

⋆)g(xt)g(xt)
T +

(1−h(xt;θ
⋆))HG(xt;θ

⋆)}−

ν
1

Tn

Tn
∑

t=1

{

(1−h(yt;θ
⋆))h(yt;θ

⋆)g(yt)g(yt)
T +

h(yt;θ
⋆)HG(yt;θ

⋆)} .

Proof Using the chain rule, it follows from the relations in Section A.1 that

∇θ lnh(xt;θ) = (1−h(xt;θ))g(xt;θ)

∇θ ln [1−h(yt;θ)] = −h(yt;θ)g(yt;θ).

The derivative∇θJT (θ) of JT (θ), defined in Equation(9) as

JT (θ) =
1

Td

Td
∑

t=1

lnh(xt;θ)+ν
1

Tn

Tn
∑

t=1

ln [1−h(yt;θ)] ,

is

∇θJT (θ) =
1

Td

Td
∑

t=1

(1−h(xt;θ))g(x;θ)−ν
1

Tn

Tn
∑

t=1

h(yt;θ)g(yt;θ).

As θ̂T is the value ofθ which maximizesJT (θ), we must have∇θJT (θ̂T ) = 0. Doing a Taylor
series around̂θT , we have

0 = ∇θJT (θ⋆)+HJ(θ⋆)(θ̂T −θ⋆)+O((||θ̂T −θ⋆||2).

Half of the lemma is proved when∇θJT is evaluated atθ⋆. To prove the other half, we need to
calculate the HessianHJ at θ⋆. Thek-th row of the HessianHJ(θ) is ∇θFk(θ)T whereFk is the
k-th element of the vector∇θJT . Denoting bygk thek-th element of the score functiong, we have

∇θFk(θ) =
1

Td

Td
∑

t=1

{−∇θh(xt;θ)gk(xt;θ)+(1−h(xt;θ))∇θgk(xt;θ)}

−ν
1

Tn

Tn
∑

t=1

{∇θh(yt;θ)gk(yt;θ)+h(yt;θ)∇θgk(xt;θ)} .
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Using the chain rule, it follows from the relations in Section A.1 that

∇θh(u;θ) = (1−h(u;θ))h(u;θ)g(u;θ).

Hence,

∇θFk(θ) =
1

Td

Td
∑

t=1

{−(1−h(xt;θ))h(xt;θ)g(xt;θ)gk(xt;θ)+

(1−h(xt;θ))∇θgk(xt;θ)}−

ν
1

Tn

Tn
∑

t=1

{(1−h(yt;θ))h(yt;θ)g(yt;θ)gk(yt;θ)+

h(yt;θ)∇θgk(yt;θ)} ,

which proves the lemma.

For the next lemma, recall the definition ofIν given in Lemma 10 or Theorem 2.

Lemma 12 HJ(θ⋆) converges in probability to−Iν as the sample sizeTd tends to infinity.

Proof As Tn = νTd, Tn also tends to infinity whenTd tends to infinity. As the sample sizes become
arbitrarily large, the sample averages become integration over the corresponding densities so that

lim
Td→∞

HJ(θ⋆)
P→

∫

−(1−h(x;θ⋆))h(x;θ⋆)g(x)g(x)T pd(x)dx +
∫

(1−h(x;θ⋆))HG(x;θ⋆)pd(x)dx −
∫

(1−h(y;θ⋆))h(y;θ⋆)g(y)g(y)T νpn(y)dy−
∫

h(y;θ⋆)HG(y;θ⋆)νpn(y)dy.

Reordering of the terms and changing the names of the integration variables tou gives

lim
Td→∞

HJ(θ⋆)
P→ −

∫

(1−h(u;θ⋆))h(u;θ⋆)g(u)g(u)T (pd(u)+νpn(u))du +
∫

((1−h(u;θ⋆))pd(u)−h(u;θ⋆)νpn(u))HG(u;θ⋆)du.

With Equation(28) and Equation(29), we have

(1−h(u;θ⋆))pd(u) = h(u;θ⋆)νpn(u), (33)

(1−h(u;θ⋆))h(u;θ⋆)(pd(u)+νpn(u)) =
νpn(u)pd(u)

pd(u)+νpn(u)
.

Hence,

lim
Td→∞

HJ(θ⋆)
P→ −

∫

νpn(u)pd(u)

pd(u)+νpn(u)
g(u)g(u)T du,

which is−Iν .
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Lemma 13 The expectationE∇θJT (θ⋆) is zero.

Proof We calculate

E∇θJT (θ⋆) =
1

Td

Td
∑

t=1

Eg(xt)(1−h(xt;θ
⋆))−

ν
1

Tn

Tn
∑

t=1

Eg(yt)h(yt;θ
⋆)

= Eg(x)(1−h(x;θ⋆))−ν Eg(y)h(y;θ⋆)

=

∫

g(u)(1−h(u;θ⋆))pd(u)du −

ν

∫

g(u)h(u;θ⋆)pn(u)du,

where the second equality follows from the i.i.d. assumption of the sampleX andY , respectively.
Reordering leads to

E∇θJT (θ⋆) =

∫

g(u)((1−h(u;θ⋆))pd(u)−h(u;θ⋆)νpn(u))du,

which is, with Equation(33), zero.

Lemma 14 The varianceVar∇θJT (θ⋆) is

1

Td

(

Iν −
(

1+
1

ν

)

E(Pνg)E(Pνg)T
)

,

whereIν , Pν andg were defined in Lemma 10, and the expectation is taken over the data-pdfpd.

Proof As the expectationE∇θJT (θ⋆) is zero, the variance is given byE∇θJT (θ⋆)∇θJT (θ⋆)T .
Multiplying out gives

Var∇θJT (θ⋆) =
1

T 2
d

E





Td
∑

t=1

(1−h(xt;θ
⋆))g(xt)

Td
∑

t=1

(1−h(xt;θ
⋆))g(xt)

T



−

1

T 2
d

E





Td
∑

t=1

(1−h(xt;θ
⋆))g(xt)

Tn
∑

t=1

h(yt;θ
⋆)g(yt)

T



−

1

T 2
d

E





Tn
∑

t=1

h(yt;θ
⋆)g(yt)

Td
∑

t=1

(1−h(xt;θ
⋆))g(xt)

T



+

1

T 2
d

E

[

Tn
∑

t=1

h(yt;θ
⋆)g(yt)

Tn
∑

t=1

h(yt;θ
⋆)g(yt)

T

]

.
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Since the samples are all independent from each other, we have

Var∇θJT (θ⋆) =
1

T 2
d

Td
∑

t=1

E
[

(1−h(xt;θ
⋆))2g(xt)g(xt)

T
]

+

1

T 2
d

Td
∑

t,τ=1

t6=τ

E[(1−h(xt;θ
⋆))g(xt)]E

[

(1−h(xτ ;θ⋆))g(xτ )T
]

−

1

T 2
d

Td
∑

t=1

Tn
∑

τ=1

E[(1−h(xt;θ
⋆))g(xt)]E

[

h(yτ ;θ⋆)g(yτ )T
]

−

1

T 2
d

Tn
∑

t=1

Td
∑

τ=1

E[h(yt;θ
⋆)g(yt)]E

[

(1−h(xτ ;θ⋆))g(xτ )T
]

+

1

T 2
d

Tn
∑

t,τ=1

t6=τ

E[h(yt;θ
⋆)g(yt)]E

[

h(yτ ;θ⋆)g(yτ )T
]

+

1

T 2
d

Tn
∑

t=1

E
[

h(yt;θ
⋆)2g(yt)g(yt)

T
]

.

As we assume that allxt, and alsoyt, are identically distributed, the above expression simplifies to

Var∇θJT (θ⋆) =
1

Td

∫

(1−h(u;θ⋆))2g(u)g(u)T pd(u)du +

T 2
d −Td

T 2
d

mxmT
x − TdTn

T 2
d

mxmT
y −

TdTn

T 2
d

mymT
x +

T 2
n −Tn

T 2
d

mymT
y +

Tn

T 2
d

∫

h(u;θ⋆)2g(u)g(u)T pn(u)du, (34)

where

mx =

∫

(1−h(u;θ⋆))g(u)pd(u)du,

my =

∫

h(u;θ⋆)g(u)pn(u)du.

Denoting byA the sum of the first and last line of Equation(34), we have

A =
1

Td

∫

g(u)g(u)T
[

(1−h(u;θ⋆))2pd(u)+h(u;θ⋆)2νpn(u)
]

du

sinceTn = νTd. Now, Equation(27) andpm(u;θ⋆) = pd(u) imply that

(1−h(u;θ⋆))2pd(u)+h(u;θ⋆)2νpn(u) =
νpn(u)pd(u)

pd(u)+νpn(u)

= Pνpd(u),
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so that

A =
1

Td

∫

g(u)g(u)T Pνpd(u)du

=
1

Td
Iν .

Denote byB the second line of Equation(34). Rearranging the terms, we have

B = mx

∫

[(1−h(u;θ⋆))pd(u)−h(u;θ⋆)νpn(u)]g(u)T du −
1

Td
mxmT

x . (35)

Again, Equation(27) andpm(u;θ⋆) = pd(u) imply that

(1−h(u;θ⋆))pd(u) = h(u;θ⋆)νpn(u)

=
νpn(u)pd(u)

pd(u)+νpn(u)

= Pνpd(u),

so that the first line in Equation(35) is zero and

mx =

∫

Pνg(u)pd(u)du.

The termB is thus

B = − 1

Td

∫

Pνg(u)pd(u)du

∫

Pνg(u)T pd(u)du.

Denote byC the third line of Equation(34). Rearranging the terms, we have withTn = νTd

C = − ν

Td
mymT

y +νmy(νmT
y −mT

x ).

The termνmy is with Equation(27) andpm(u;θ⋆) = pd(u)

νmy =

∫

Pνg(u)pd(u)du,

so thatνmy = mx, and hence

C = − 1

νTd
(νmy)(νmT

y )

=
1

ν
B.

All in all, the varianceVar∇θJT (θ⋆) is thus

Var∇θJT (θ⋆) = A+B +C

=
1

Td

(

Iν −
(

1+
1

ν

)

E(Pνg)E
(

PνgT
)

)

,

where
E(Pνg) =

∫

Pνg(u)pd(u)du.

350



NOISE-CONTRASTIVE ESTIMATION

A.4.2 PROOF OF THETHEOREM

We are now ready to give the proof of Theorem 3.
Proof Up to terms of orderO(||θ̂T −θ⋆||2), we have with Lemma 11

√

Td(θ̂T −θ⋆) = −H−1

J

√

Td∇θJT (θ⋆).

By Lemma 12,HJ
P→ −Iν for large sample sizesTd. Using Lemma 13 and Lemma 14, we see that

√

Td∇θJT (θ⋆)

converges in distribution to a normal distribution of mean zero and covariance matrix

Iν −
(

1+
1

ν

)

E(Pνg)E(Pνg)T ,

which implies that
√

Td(θ̂T − θ⋆) converges in distribution to a normal distribution of mean zero
and covariance matrixΣ,

Σ = I
−1
ν −

(

1+
1

ν

)

I
−1
ν E(Pνg)E(Pνg)T

I
−1
ν .

Appendix B. Calculations

The following sections contain calculations needed in Section 3.3 and Section 5.3.

B.1 Theory, Section 3.3: Asymptotic Variance for Orthogonal ICA Model

We calculate here the asymptotic covariance matrix of the estimation error for anorthogonal ICA
model when a Gaussian distribution is used as noise distribution in noise-contrastive estimation.
This result is used to make the predictions about the estimation error in Section 3.3. The calculations
show that the asymptotic variance does not depend on the mixing matrix but onlyon the dimension
of the data. Similar calculations can be used to show that this also holds for maximum likelihood
estimation.

A random variablex following an ICA model with orthogonal mixing matrixA = (a1 . . .an)
has the distribution

pd(x) =
1

Z

n
∏

i=1

f(aT
i x),

whereZ is the partition function. By orthogonality ofA,

pd(Ax) =
1

Z

n
∏

i=1

f(xi),

which equalsps(x) whereps is the distribution of the sourcess of the ICA model. Also by or-
thogonality ofA, the noise distributionpn with the same covariance asx is the standard normal
distribution. In particular,pn(Ax) = pn(x).
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For the calculation of the asymptotic variance, we need to compute the matrixIν which occurs
in Theorem 2,Iν =

∫

g(u)g(u)T Pν(u)pd(u)du . With the above data and noise distribution,
Pν(u) has the property that

Pν(Au) =
νpn(Au)

pd(Au)+νpn(Au)

=
νpn(u)

ps(u)+νpn(u)
.

HencePν(Au) does not depend onA. Below, we will denotePν(Au) by P̃ν(u). For the ICA
model, the vectorg(u) has the form

g(u) = (g1(u), . . . ,gn(u),gc(u))T

wheregi(u) = ∇ai
lnpm(u) = f ′(aT

i u)u andgc(u) = ∂c lnpm(u) = 1. By orthogonality ofA, we
have

gi(Au) = Af ′(ui)u.

We denote the vectorf ′(ui)u by g̃i(u) so thatgi(Au) = Ag̃i(u). Hence,

g(Au) = A(g̃1(u), . . . , g̃n(u),1)T

whereA is a block-diagonal matrix withn matricesA on the diagonal and a single 1 in the(n+1)-
th slot. As a shorthand, we will denoteg(Au) by Ag̃(u).

With these preliminaries, using the change of variablesu = Av,

Iν =

∫

pd(u)g(u)g(u)T Pν(u)du

=

∫

ps(v)Ag̃(v)g̃(v)T
A

T P̃ν(v)dv

= AĨνA
T ,

where the matrix
Ĩν =

∫

ps(v)g̃(v)g̃(v)T P̃ν(v)dv

does not depend on the mixing matrixA but only on the distribution of the sourcess, the noise
distributionpn, andν. Moreover, by orthogonality ofA, the inverse ofIν is given by

I
−1
ν = AĨ

−1

ν A
T .

The same reasoning shows that
∫

pd(u)Pν(u)g(u)du = A

∫

ps(v)g̃(v)P̃ν(v)dv,

which we will denote below byAm̃. Again, m̃ does not depend onA. Hence, the asymptotic
covariance matrixΣ,

Σ = I
−1
ν −

(

1+
1

ν

)

I
−1
ν E(Pνg)E(Pνg)T

I
−1
ν ,
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in Theorem 3 is for the ICA model with orthogonal mixing matrixA given by

ΣortICA = A

[

Ĩ
−1

ν −
(

1+
1

ν

)

Ĩ
−1

ν m̃m̃T
Ĩ

−1

ν

]

A
T .

The block matrixA is orthogonal sinceA is orthogonal. The asymptotic variance, that is the trace
of ΣortICA, does hence not depend onA.

B.2 Natural Images, Section 5.3: Optimal Stimuli

We show here that the optimal stimulus, namely the image which yields the largest feature output for
featurew while satisfying the sphere constraints in Equation(22), is proportional toV−(w−〈w〉).
The term〈w〉 denotes the average value of the elements in the vectorw.

Each coordinate vectorx defines an imagei = V−x, see Equation(23). The optimal image is
thusi∗ = V−x∗ wherex∗ is the solution to the optimization problem

max
x

wT x

subject to
∑n

k=1 x(k) = 0 and1/(n−1)
∑n

k=1 x(k)2 = 1, which are the constraints in Equation(22).
The Lagrangian associated with this constrained optimization problem is

L(x,λ,ω) = wT x −λ

(

1

n−1

n
∑

k=1

x(k)2 −1

)

−ω
n
∑

k=1

x(k)

The maximizingx∗ is x∗ = (n−1)/(2λ)(w−ω). Takingω such that the constraint
∑n

k=1 x∗(k) = 0
is fulfilled gives

x∗ =
n−1

2λ
(w −〈w〉).

Hence, the optimal imagei∗ is proportional toV−(w −〈w〉).
Note that if we had a norm constraint oni instead of the constraints in Equation(22), the

Lagrangian would be

L̃(x,λ) = wT x −λ

(

n
∑

k=1

x(k)2dk −1

)

where we have used thatiT i = xT V−T
V−x = xT Dx. Then × n matrix D is diagonal with the

eigenvaluedk of the covariance matrix of the natural image patches ask-th element. The opti-
mal x would thus bẽx∗ = 1/(2λ)D−1w so that the optimal imagẽi∗ would be proportional to
V−D−1w = ED−1/2w = VT w, for which we have used the notatioñw in Section 5.3. Since the
eigenvaluesdk fall off with the spatial frequencyf (like 1/f2, see for example Hyv̈arinen et al.,
2009, Chapter 5.6) the norm constraint oni punishes low frequencies more heavily than the con-
straints in Equation(22). As a consequence, thẽw, which are shown in Figure 11(a), are tuned to
high frequencies while the optimal stimulii∗, shown in Figure 11(b), contain more low frequency
components.

Appendix C. Further Simulation Results

The following sections contain additional simulation results related to Section 4 and Section 5.
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Figure 18: Trade-off between statistical and computational performancefor contrastive divergence
(CD).While the algorithms were running, measurements of the estimation error ata
given time were made. The time variable indicates thus the time since the algorithm
was started. Note the difference to Figure 6 where the time indicates the time-till-
convergence. The plots show the median performance over the 100 estimation problems.
CDx y refers to contrastive divergence withx Monte Carlo steps, each usingy leapfrog
steps.

C.1 Trade-Off, Section 4: Comparison of the Different Settings of Contrastive and Persistent
Contrastive Divergence

We compare here the different settings of contrastive and persistent contrastive divergence. Since
the two estimations methods do not have an objective function, and given the randomness that is
introduced by the minibatches, choosing a reliable stopping criterion is difficult. Hence, we did not
impose any stopping criterion but the maximal number of iterations. The algorithmshad always
converged before this maximal number of iterations was reached, in the sense that the estimation
error did not visibly decrease any more. In real applications, where thetrue parameters are not
known, assessing convergence based on the estimation error is, however, clearly not possible.

C.1.1 RESULTS

Figure 18 shows that for contrastive divergence, using 20 leapfrogsteps gives better results than
using only three leapfrog steps. A trade-off between computation time and accuracy is visible:
running the Markov chains for three Markov steps (CD3 20, in dark green) yields more accurate
estimates than running them for one Markov step (CD1 20, in cyan) but the computations take also
longer.

Figure 19 shows that for the tested schemes of persistent contrastive divergence, using one
Markov step together with 40 leapfrog steps (PCD1 40, in cyan) is the preferred choice for Laplacian
sources; for logistic sources, it is PCD1 20 (shown in light green).
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Figure 19: Trade-off between statistical and computational performancefor persistent contrastive
divergence (PCD). The results are plotted in the same way as for contrastive divergence
in Figure 18.

C.2 Natural Images, Section 5: Reducing Computation Time in the Optimization

The objective functionJT in Equation(8) is defined through an sample average. In an iterative
optimization scheme, not all the data may be used to compute the average. The reason for using a
smaller subset of the data can lie in memory considerations or in the desire to speed up the compu-
tations. We analyze here what statistical cost (reduction of estimation accuracy) such a optimization
scheme implies. Furthermore, we show that optimizingJT for increasingly larger values ofν re-
duces computation time without affecting estimation accuracy. The presented results were obtained
by using the the nonlinear conjugate gradient algorithm of Rasmussen (2006) for the optimization.

As working example, we consider the unnormalized Gaussian distribution of Section 3.1 for
n = 40. Estimating the precision matrix and the normalizing parameter means estimating 821 pa-
rameters. We useTd = 50000, andν = 10. We assume further that, for whatever reason, it is
not feasible to work with all the data points at the same time but only withT̃d = 25000 samples
(although for the present example, it is of course possible to use all the data).

C.2.1 RESULTS

The lower black curve in Figure 20(a) shows the performance for the hypothetical situation where
we could use all the data. The mean squared error (MSE) reaches the level which Corollary 4
predicts (dashed horizontal line). This is the smallest error which can be obtained with noise-
contrastive estimation forν = 10 andTd = 50000. The upper black curve in the same figure shows
the MSE when only a fixed subset with̃Td = 25000 data points is used in the optimization. This
clearly leads to less precise estimates. The performance can, however, be improved by randomly
choosing a new subset of sizẽTd after two updates of the parameters (red curve). The improved
performance comes, however, at the cost of slowing down convergence. If the resampling of the
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Figure 20: Analysis of the optimization strategy in Section 5. See Section C.2 fordetails.

subset is switched at a lower rate, for example, after 10 updates, the speed of convergence stays the
same but the accuracy does not improve (blue curve).

Figure 20(b) shows the proposed optimization strategy, which we also use inSection 5 for the
simulations with natural image data: We iteratively optimizeJT for increasingly larger values ofν.
Whenever we increaseν to ν + 1, we also take a new subset. Whenν reaches its maximal value,
which is hereν = 10, we switch the subset after two parameter updates. For the other values of
ν, we switch the subsets at a lower rate of 50 iterations. The results for this optimization strategy
are shown in green (curve labelled “iterative optim”). It speeds up convergence while achieving the
same precision as in the optimization with resampled subsets of sizeT̃d alone (red curve in Figures
(a) and (b)). By resampling new subsets, all the data are actually used in the optimization. However,
the estimation accuracy is clearly worse than when all the data are used at once (as in the lower black
curve). Hence, there is room for improvement in the way the optimization is performed.

C.3 Natural Images, Section 5.4: Details for the Spline-Based One-Layer Model

The one-layer model that we consider here is

lnpm(x;θ) =
n
∑

k=1

f(wT
k x;a1,a2, . . .)+ c,

where the nonlinearityf is a cubic spline. While the two-layer models in Section 5.3 and Section 5.4
were hardcoded to assign the same value tox and−x, here, no symmetry assumption is made. The
parameters are the feature weightswk ∈ R

n, c ∈ R for the normalization of the pdf, as well as
theai ∈ R for the parameterization of the nonlinearityf . For the modeling of the nonlinearity, its
domain needs to be defined. Its domain is related to the range of its argumentswT

k x. To avoid
ambiguities in the model specification, we constrain the vectors as in Equation(26). Definingf as
a cubic spline on the whole real line is impossible since the number of parametersai would become
intractable. With the constraint in Equation(26), it is enough to definef only on the interval
[−10 10] as a cubic spline. For that, we use a knot sequence with an equal spacingof 0.1. Outside
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the interval, we definef to stay constant. With these specifications, we can writef in terms of
B-spline basis functions with 203 coefficientsa1, . . . ,a203.

C.3.1 RESULTS

The learned features are “Gabor-like” (results not shown). We observed, however, a smaller number
of feature detectors that are tuned to low frequencies. Figure 16(a) in Section 5.4 shows the learned
nonlinearityf (black solid curve) and the random initialization (blue dashed curve). Thedashed
vertical lines indicate the interval where 99% of the feature outputs occur for natural image input.
The learned nonlinearity should thus only be considered valid on that interval. The nonlinearity has
two striking properties: First, it is an even function. Note that no such constraint was imposed, so
the symmetry of the nonlinearity is due to the symmetry in the natural images. This result validates
the symmetry assumption inherent in the two-layer models. It also updates a previous result of ours
where we have searched forf in a more restrictive space of functions and no symmetric nonlinearity
emerged (Gutmann and Hyvärinen, 2009). Second,f is not monotonic. The shape off is closely
related to the sparsity of the feature outputswT

k x. Since the absolute values of the feature outputs
are often very large or very small in natural images,f tends to map natural images to larger numbers
than the noise input. This means that the model assigns more often a higher probability density to
natural images than to the noise.

C.4 Natural Images, Section 5.5: Refinement of the Thresholding Model

We are taking here a simple approach to the estimation of a two-layer model with spline nonlinearity
f : We leave the feature extraction layers that were obtained for the thresholding model in Section 5.3
fixed, and learn only the cubic splinef . The model is thus

lnpm(x;θ) =
n
∑

k=1

f(yk;a1,a2, . . .)+ c, yk =
n
∑

i=1

Qki(w
T
i x)2,

where the vectorθ contains the parametersai for f and the normalizing parameterc. The knots of
the spline are set to have an equal spacing of 0.1 on the interval[0 20]. Outside that interval, we
definef to stay constant. With that specification, we can writef in terms of 203 B-spline basis
functions. The parameter vectorθ ∈ R

204 contains then the 203 coefficients for the basis functions
and the parameterc.

C.4.1 RESULTS

Figure 21(a) shows the learned nonlinearity (black solid curve) and its random initialization (blue
dashed curve). The dashed vertical line aroundy = 4 indicates the border of validity of the nonlin-
earity since 99% of theyk fall, for natural image input, to the left of the dashed line. The salient
property of the emerging nonlinearity is the “dip” after zero which makesf non-monotonic, as the
nonlinearity which emerged in Section 5.4. Figure 21(b) shows the effective nonlinearitiesfk when
the different scales of the second layer outputsyk and the normalizing parameterc are taken into
account, as we have done in Figure 14(a). We calculated the scaleσk by taking the average value
of yk over the natural images. The different scalesσk then define different nonlinearities. Incorpo-
rating the normalizing parameterc into the nonlinearity, we obtain the set of effective nonlinearities
fk(y),

fk(y) = f(σky)+ c/n, k = 1, . . .n. (36)
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0 2 4 6 8 10 12 14 16 18 20
−0.5

0

0.5

1

1.5

2

2.5

y

f(
y)

 

 

Initialization

After learning

(a) Learned nonlinearity

0 1 2 3 4 5 6

−1.5

−1

−0.5

0

0.5

1

y

f k(y
)

 

 

Mid−high freq.

Low frequency

(b) Learned effective nonlinearities

Figure 21: Refinement of the thresholding model of Section 5.3. Only the nonlinearity was learned,
the features were kept fixed. The features are shown in Figures 11 to 13. (a) Learned
spline (black solid curve) and the initialization (blue dashed curve). The dashed vertical
line indicates the border of validity of the learned nonlinearity since 99% of theyk fall,
for natural image input, to the left of it. (b) The different scales of theyk give rise to a
set of effective nonlinearitiesfk, as defined in Equation(36). Nonlinearities acting on
low-frequency feature detectors are shown in green (dashed lines),the others in black
(solid lines), as in Figure 14(a).

For the nonlinearitiesfk, the dip occurs between zero and two. Inspection of Figure 14(b) shows
that the optimal nonlinearitiesfk take, unlike the thresholding nonlinearities, the distribution of the
second-layer outputsyk fully into account. The region where the dip occurs is just the region where
noise input is more likely than natural image input. This means that the model is assigning more
often a higher probability density to natural images than to the noise.

C.5 Natural Images, Section 5.5: Samples from the Different Models

In Figure 17, we compared images which are considered likely by the different models. In Figure 22,
we show samples that we drew from the models using Markov chains (Hamiltonian Monte Carlo).
Since the models are defined on a sphere, we constrained the Hamilitonian dynamics by projecting
the states after each leapfrog step back onto the sphere. The number of leapfrog steps was set to 100,
and the rejection rate to 0.35 (Neal, 2010, Section 4.4, p.30). The top row shows the most likely
samples while the bottom row show the least likely ones. The least likely samples appear similar
for all models. For the more probable ones, however, the two-layer modelslead to more structured
samples than the one-layer models.
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LaplacianThresholding Spline

(a) One-layer models

Refinement SplineThresholding

(b) Two-layer models

Figure 22: Sampling from the learned models of natural images. Figure (a) shows samples from the
one-layer models, Figure (b) shows samples from the two-layer models. The samples
are sorted so that the top ones are the most likely ones while those at the bottomare the
least probable ones. See caption of Table 1 in Section 5.5 for information onthe models
used. Samples of the training data and the noise are shown in Figure 9 in Section 5.1.
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Abstract

We consider a model for which it is important, early in processing, to estimate some variables
with high precision, but perhaps at relatively low recall. If some variables can be identified with
near certainty, they can be conditioned upon, allowing further inference to be done efficiently.
Specifically, we consider optical character recognition (OCR) systems that can be bootstrapped
by identifying a subset of correctly translated document words with very high precision. This
“clean set” is subsequently used as document-specific training data. While OCR systems produce
confidence measures for the identity of each letter or word, thresholding these values still produces
a significant number of errors.

We introduce a novel technique for identifying a set of correct words with very high precision.
Rather than estimating posterior probabilities, webound the probability that any given word is
incorrect using an approximate worst case analysis. We giveempirical results on a data set of
difficult historical newspaper scans, demonstrating that our method for identifying correct words
makes only two errors in 56 documents. Using document-specific character models generated from
this data, we are able to reduce the error over properly segmented characters by 34.1% from an
initial OCR system’s translation.1

Keywords: optical character recognition, probability bounding, document-specific modeling,
computer vision
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1. Introduction

A long-standing desire in classification has been the ability to adapt a model specifically to a given
test instance. For instance, if one had a reliable method for gauging the probability of correctness
of an initial set of predictions, then one could iteratively use the predictionslikely to be correct to
refine the classification model and adapt to the specific test distribution. Thisgeneral strategy has
been considered in the past (Ho, 1998; Hong and Hull, 1995b,c), but particularly within the domain
of computer vision, it has not had much success. We believe that this lack ofsuccess stems from
the difficulty of reliably estimating probabilities in the high dimensional vector spaces common in
computer vision. Rather than attempting to reliably estimate probabilities for all predictions, we
instead propose a shift in perspective, focusing on identifying cases where we can reliably bound
probabilities.

We show that this old idea of using a first pass system to identify some reliable samples, which
are then used in turn to train a second pass system, can be quite powerful when the method of
selecting reliable samples is appropriate. In particular, by formally upper bounding the probability
of error in a first pass system, we can select results whose probability oferror is not greater than
some very small threshold, leading to the automatic selection of a subset of results of the first
pass system with very low error rate. These results can be considered highly reliable “training
data”, specific to the test distribution, for a second pass system. Using this test-specific training
data, we demonstrate significant error reductions on some difficult OCR problems. Thus, the main
contribution of our paper is the combination of standard bounding techniqueswith the idea of multi-
pass test-specific classification systems. To our knowledge, there is no preceding work which does
this.

We first describe why adapting a model to a specific test distribution is an important goal, and
in Section 2, discuss our rationale for bounding rather than estimating probabilities.

1.1 Adapting to the Test Distribution

In supervised learning, we are given training data{(xi ,yi)} to learn a model capable of predicting
variablesy from observationsx, and apply this model at test time to new, previously unseen obser-
vationsx′. An important implicit assumption in this framework is that the training instances(xi ,yi)
are drawn from the same distribution as the test instances(x′,y′). Unfortunately, however, this is
often not the case, and when this assumption is violated, the performance of supervised learning
techniques can decay rapidly.

One natural setting in which this scenario arises is text recognition. In everyday life, we en-
counter a variety of fonts and character appearances that differ widely from each other and may be
entirely new to us, such as in outdoor signs, graffiti, and handwritten messages. Despite not having
appropriate labeled training examples, as humans we would be able to quickly adapt and recognize
such text, whereas a machine learning algorithm would not.

There are several methods of addressing this problem. We may attempt to leverage knowledge
from a closely related task and apply that knowledge to solve the new test problem, as in transfer
learning. Alternatively, we may attempt to explicitly parameterize and model the manner in which
the data varies, as in a hierarchical Bayes model. Instead, we argue fora third, non-parametric
option, inspired by human behavior.

When presented with text in an unusual font, or with a new situation in general, we argue that
humans will first identify elements that they are very confident in their understanding of, based on
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previous experience. For instance, they may be able to identify a particularletter based on similarity
to previously seen fonts or by the occurrence statistics. Once they have done this, they will condition
on this information and use it as an aid to understanding the remaining elements.

Similarly, we argue that a machine learning algorithm could benefit by first understanding, with
very low probability of being incorrect, some subset of the new test instance, and conditioning on
this information as training data specific to the test case.

Ideally, rather than making a hard decision and potentially throwing away useful information,
we would like to maintain a distribution over the possible interpretations, such as adistribution over
the possible characters a particular letter could be. We could then reason probabilistically over the
different joint labelings of all characters to determine a maximum a posterioriestimate. In practice,
however, we believe this has two pitfalls. The first is the difficulty in obtaining accurate distribu-
tions over labels, especially when dealing with very high dimensional data, aswe describe later.
These initial errors can then propagate as we do further reasoning. The second is the computational
complexity of performing learning and inference on such distributions overlabelings. Instead, by
making a hard decision, we can make learning and inference much more efficient, and make use of
the conditioned information as test-case specific training data with minor modifications to standard
algorithms. In essence, by making hard decisions only where we are veryconfident of the labeling,
we gain the computational efficiencies associated with making such decisions without the common
risk of making unrecoverable errors.

1.2 Document-Specific OCR

In this paper, we focus on the problem of improving optical character recognition (OCR) perfor-
mance on difficult test cases. In these instances, the non-stationarity between the distribution in the
training examples and distribution in the test cases arises due to factors suchas non-standard fonts
and corruption from noise and low resolution.

Applying the reasoning above, we would like to obtain training data from the test documents
themselves. In this paper, we use the output from an OCR program and identify a list of words which
the program got correct. We can then use these correct words to build new,document-specificOCR
models.

While identifying correct words in OCR program output may seem like an easy thing to do, to
our knowledge, there are no existing techniques to perform this task with very high accuracy. There
are many methods that could be used to produce lists of words that are mostly correct, but contain
some errors. Unfortunately, such lists are not much good as training data for document-specific
models since they contain errors, and these errors in training propagate tocreate more errors later.

Although some classifiers may be robust to errors in the training data, this will be very dependent
on the number of training examples available. For characters such as ’j’ that appear less frequently,
having even a few errors may mean that more than half of the training examplesare incorrect. While
we can tolerate some errors in character sets such as ’e’, we cannot tolerate them everywhere.

Thus, it is essential that our error rate be very low in the list of words we choose as correct. As
described below, our error rate is less than 0.002, as predicted by our theoretical bounds, making
our generated lists appropriate for training document-specific models.

We first give some background on why we believe this problem of bounding probabilities to
achieve high-precision, document-specific training data is interesting. In Section 3, we present the
specifics of our method for creating nearly error-free training sets, and give theoretical bounds on the
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probability of error in these sets in Section 4. We then describe how we use the document-specific
model to reduce the error rate in Section 5, and give experimental set-up and results in Section 6.
Finally, we conclude with directions for future research in OCR, as well aspotential applications of
our method to other problem domains, in Section 8.

2. Background

Humans and machines both make lots of errors in recognition problems. However, one of the most
interesting differences between people and machines is that, for some inputs,humans are extremely
confident of their results and appear to be well-justified in this confidence.Machines, on the other
hand, while producing numbers such as posterior probabilities, which aresupposed to represent
confidences, are often wrong even when posterior probabilities are extremely close to 1.

This is a particularly vexing problem when using generative models in areaslike computer
vision and pattern recognition. For example, consider a two class problem inwhich we are dis-
criminating between two similar image classes,A andB. Because images are so high-dimensional,
likelihood exponents are frequently very small, and small percentage errors in these exponents can
render the posteriors meaningless. For example, suppose thatPr(image|A) = exp(−1000+εA) and
Pr(image|B) = exp(−1005+ εB), whereεA andεB represent errors in the estimates of the image
distributions.2 Assuming a roughly equal prior onA andB, if εA andεB are Gaussian distributed
with standard deviation a small proportion (for instance, around 1%) of themagnitude of the expo-
nents, the estimate of the posterior will be extremely sensitive to the error. In particular, we will
frequently conclude, incorrectly, thatPr(B|image) ≈ 1 andPr(A|image) ≈ 0. This phenomenon,
which is quite common in computer vision, makes it quite difficult to assess confidence values in
recognition problems.

Rather than estimating posterior probabilities very accurately in order to be sure of certain re-
sults, we suggest an alternative. We formulate our confidence estimate as an hypothesis test that a
certain result isincorrect, and if there is sufficient evidence, we reject the hypothesis that the re-
sult is incorrect. As we shall see, this comes closer toboundingthe probabilities of certain results,
which can be done with greater confidence, thanestimatingthe probability of results, which is much
more difficult. A critical aspect of our approach is that if there is insufficient evidence to reject a
hypothesis, then we make no judgment on the correctness of the result. Ourprocess only makes
decisions when there is enough evidence, and avoids making decisions when there is not.

One interesting aspect of our work is that we make use of our bounding result as an important
intermediate step in our overall system. In general, bounds given in machinelearning are used to
give theoretical justification for pursuing a particular algorithm and to gain insights on why they
work. For instance, variational mean field inference can be viewed as optimizing a lower bound on
the log partition function (Koller and Friedman, 2009).

In contrast, we make active use of our bound to guarantee that our document-specific training
data will be nearly error-free. In this way, our bound plays in an integral role in the system itself,
rather than as an analysis of the system.

2. Such errors are extremely difficult to avoid in high-dimensional estimation problems, since there is simply not enough
data to estimate the exponents accurately.
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2.1 OCR and Document-Specific Modeling

Despite claims to the contrary, getting OCR systems to obtain very high accuracyrates on mod-
erately degraded documents continues to be a challenging problem (Nagy,2000). One promising
approach to achieving very high OCR accuracy rates is to incorporatedocument-specific model-
ing (Ho, 1998; Hong and Hull, 1995b,c). This set of approaches attempts to refine OCR models to
specifically model the document currently being processed by adapting to the fonts in the document,
adapting to the noise model in the document, or adapting to the lexicon in the document.

If one had some method for finding a sample of words in a document that wereknown to be
correct with high confidence, one could effectively use the characters in such words as training data
with which to build document-specific models of the fonts in a document. Resolvingthis circular-
dependency problem is not easy, however.

To tackle this problem of producing “clean word lists” for document-specific modeling, we
consider a somewhat different approach. Rather than trying to estimate theprobability that an inter-
mediate output of an OCR system (like an HMM or CRF) is correct and then thresholding this prob-
ability, we instead form a set of hypotheses about each word in the document. Each hypothesis poses
that one particular word of the first-pass OCR system is incorrect. We thensearch for hypotheses
that we can reject with high confidence. More formally, we treat a third party OCR system (in this
case, the open source OCR program Tesseract (http://code.google.com/p/tesseract-ocr/)
as a null hypothesis generator, in which each attempted transcriptionT produced by the OCR sys-
tem is treated as the basis for a separate null hypothesis. The null hypothesis for wordT is simply
“Transcription T is incorrect.”. Letting W be the true identity of a transcriptionT, we notate this as

T 6=W.

Our goal is to find as many hypotheses as possible that can be rejectedwith high confidence.
In this paper, we take high confidence to mean with fewer than 1 error in a thousand rejected
hypotheses. As we mention later, we only make 2 errors in 4465 words in ourclean word lists, even
when they come from quite challenging documents.

Before proceeding, we stress that the following arenot goals of this paper:

• to present a complete end-to-end system for OCR,

• to produce accurate estimates of the probability of error of particular words in OCR.

Once again, our goal is to produce large lists of clean words from OCR output and demonstrate
how they can be used for document-specific modeling. After presenting our method for produc-
ing clean word lists, we provide a formal analysis of the bounds on the probability of incorrectly
including a word in our clean word list, under certain assumptions. When ourassumptions hold,
our error bound is very loose, meaning our true probability of error is muchlower. However, some
documents do in fact violate our assumptions.

We analyze this approach, and find that, with modest assumptions, we can bound the probability
that our method produces an error at less than 0.002. Moreover, as a first-step validation of our
general approach, we give a simple method for building a model from the document-specific data
that significantly reduces the character error on a difficult, real-world data set.

We also compare our method with using the built-in confidence measure of a public domain
OCR system, and thresholding this value to produce document-specific training data. We find that
this method produces results that are less consistent and worse at reducing character error than our
method.
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2.2 Related Work

Our approach has ties with both prior work in OCR as well as methods outside of OCR, such as in
image retrieval. We give a survey of related work below.

2.2.1 IN OCR

There has been significant work done in making use of the output of OCR inan iterative fashion,
although all different from the work we present here. Kukich (1992)surveyed various methods
to correct words, either in isolation or with context, using natural languageprocessing techniques.
Isolated-word error correction methods analyze spelling error patterns, for example, by deriving
heuristics for common errors or by examining phonetic errors, and attemptingto fix these errors
through techniques such as minimum edit distance,n-gram statistics, and neural networks. Context-
dependent word correction methods include using statistical language modelssuch as wordn-gram
probabilities to correct errors using neighboring words.

Kolak (2003) developed a generative model to estimate the true word sequence from noisy OCR
output. They assume a generative process that produces words, characters, and word boundaries,
in order to model segmentation and character recognition errors of an OCRsystem. The model
can be trained on OCR output paired with ground truth and then used to post-process and correct
additional OCR output by finding the set of words, characters, and word boundaries that maximize
the probability of the observed labeling.

Our work is distinguished from the above mentioned methods in that we examine the document
images themselves to build document-specific models of the characters. A similar idea was used
by Hong and Hull (1995a), who examined the inter-word relationships of character patches to help
constrain possible interpretations. Specifically, they cluster whole word images and use majority
voting of the associated OCR labels to decide on the correct output and create character image
prototypes. This information is then used to correct additional errors by examining sub-patterns
(e.g., a word is a prefix of another word) and decompositions of unknownwords into known word
patterns using the document images. Our work extends these ideas to produce clean, document-
specific training data that can then be used in other methods, rather than onlyusing potentially
noisy labels through sub-pattern and decomposition analysis.

Our work is also related to a variety of approaches that leverage inter-character similarity in
documents in order to reduce the dependence upon a priori character models. One method for
making use of such information is to treat OCR as a cryptogram decoding problem, which dates
back to Casey (1986) and Nagy (1986). After performing character clustering, decoding can be
performed by a lexicon-based method (Ho and Nagy, 2000) or using hidden Markov models (Lee,
2002); however, such methods are limited by the assumption that characterscan be clustered cleanly
into pure clusters consisting of only one character. This particular problem can be overcome by
solving the decoding problem iteratively, using word and character statistics to first decode least
ambiguous characters, then to iteratively decode progressively more difficult characters (Kae and
Learned-Miller, 2009).

An alternative approach to obtaining document-specific character models is presented by Ed-
wards and Forsyth (2005), using an iterative algorithm to extract character templates from high
confidence regions. One major difference is that we provide a theoretical bound on the number of
errors expected using our algorithm to identify highly confident words. Another significant differ-
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ence is that the authors provide a small amount of manually defined training data in their application,
whereas we provide none.

Another method for leveraging inter-character similarity is to perform some typeof charac-
ter clustering. Hobby and Ho (1997) perform clustering in order to replace individual, potentially
degraded character images, with a smoothed image over the cluster. Breuel(2003) learns a proba-
bilistic similarity function to perform nearest-neighbor classification of characters.

The inability to attain high confidence in either the identity or equivalence of characters in these
papers has hindered their use in subsequent OCR developments. We hope that the high confidence
values we obtain will spur the use of these techniques for document-specific modeling.

2.2.2 OTHER WORK

Outside of OCR, our work is similar to Leisink and Kappen (2003), which deals with inference in
graphical models for which exact inference is intractable. As an alternative to approximate inference
techniques (which may bound a different quantity, the log partition function), they directly bound the
marginal probabilities at each node in an iterative process called bound propagation. Each iteration
consists of solving a linear program, where some of the constraints are dueto bounds computed by
previous iterations.

The end product of bound propagation is an upper and lower bound for each of the marginal
probabilities of the nodes in the graphical model, with no guarantee on the tightness of any particular
bound. In contrast, our work focuses on finding the subset of wordsfor which we can put a very
tight bound on the probability of error, and thus is a different approachunder the general idea of
bounding probabilities.

Our work is also related to the problem of covariate shift (Shimodaira, 2000), in which it is
assumed that the conditional distributionsp(y|x) remain the same for both the training and test
distributions, but the distribution on the observationsp(x) may differ. In this case, lettingp0(x) be
the distribution for the training set, andp1(x) be the distribution for a test set, one can reweight the
log likelihood of the training instances withp1(x)

p0(x)
. The principal difficulty is estimating this ratio.

In particular, in OCR, test documents may have a range of degradation andnoise, and potentially
unseen font models, and thus the support ofp0(x) may potentially not contain the support ofp1(x),
in which case a re-weighting approach could not be applied. Moreover,noise and font appearance
specific to the test document may also lead to a change inp(y|x) for ambiguous or noisyx. Instead,
our work attempts to identify highly confident labelings (x’,y’) in order to characterize the test-
specific distribution over appearance and labels.

Another area closely related to the method presented in this paper is the meta-recognition work
of Scheirer et al. (2011). They consider the problem of multiclass recognition, such as object or face
recognition. A given test image produces a set of scores indicating how well the test image matched
each class. Since the test image can belong to at most one class, all but the highest returned score
can be used to model the distribution of non-matching scores, specific to the single test image. The
authors use some fraction of the top non-matching scores produced for atest image to model the
tail of the non-matching distribution using extreme value theory, and then use this distribution to
normalize the top matching score.

Similar to our work, the tail distribution that is modeled can be used to attempt to reject the null
hypothesis that the top matching score belongs to the non-matching distribution.Our work differs
in that we specifically focus only on cases where we can reject this null hypothesis with very high
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confidence. To do so, we leverage the appearance of the entire document, which allows us to be
more robust to cases where the test distribution differs substantially from the training distribution.

The idea of identifying objects which can confidently be given a particular label is also an
important component of query expansion in the information retrieval field. Query expansion is a
technique used to add terms to an initial query based on the highly ranking documents of the initial
query. In Chum et al. (2007), query expansion is used for image retrieval where the initial results of
an image query are processed to find resulting images that the system is confident match the initial
query. The confidence in a particular match is evaluated using a spatial verification scheme that is
similar to our consistency check presented below. This verification is criticalto query expansion, as
false positives can lead to drift, causing irrelevant features to be addedto the expanded query. Later,
we propose a possible extension to see whether our bound analysis can be applied to give a bound
on the probability of a false match passing the spatial verification.

Building models specific to a test image has also been applied in other areas of computer vision.
In work by Nilsback and Zisserman (2007), an initial, general flower model is applied to an image to
segment a flower from the background. This initial segmentation is used to build an image-specific
color model of the foreground flower, and this process of segmentation and color estimation is
iterated until convergence.

Berg et al. (2007) follow a similar approach to image parsing, first extracting a per pixel segmen-
tation of the image, then using pixels with high confidence to learn an image-specific color model
of sky and building. Ramanan (2006) uses an initial edge model to infer the pose of a person in the
image, then uses this to build an image-specific color model, and iterates until convergence. These
methods can be sensitive to the initial steps, underscoring the need for highprecision in construct-
ing image-specific models. Sapp et al. (2010) take a slightly different approach by using similarity
between a test image and a set of training exemplars and kernel regression to learn image-specific
model parameters, and then performing inference with the image-specific model.

3. Method for Producing Clean Word Lists

In this section, we present our method for examining a document bitmap and theoutput of an OCR
system for that document to produce a so-calledclean word list, that is, a list of words which we
believe to be correct, with high confidence. Our success will be measuredby the number of words
that can be produced, and whether we achieve a very low error rate in the clean list. Ideally, we must
produce a clean word list which is large enough to provide sufficient training data for document-
specific modeling.

We assume the following setup.

• We are provided with a documentD in the form of a grayscale image.

• We are provided with an OCR system.

• We further assume that the OCR system provides anattemptedsegmentation of the docu-
ment D into words, and that the words are segmented into characters. It is not necessary
that the segmentation be entirely correct, but merely that the system produces an attempted
segmentation.

• In addition to a segmentation of words and letters, the system should producea best guess
for every character it has segmented, and hence, by extension, of every word (or string) it has
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segmented. Of course, we do not expect all of the characters or words to be correct, as that
would make our exercise pointless.

• Using the segmentations provided by the OCR system, we assume we can extract the gray-
valued bitmaps representing each guessed character from the original document image.

• Finally, we assume we are given a lexicon. Our method is relatively robust tothe choice of
lexicon, and assumes there will be a significant number of non-lexicon words in the document.

We define a few terms before proceeding. TheHamming distancebetween two strings of the
same number of characters is the number of character substitutions necessary to convert one string to
the other. TheHamming ballof radiusr for a wordW, Hr(W), is the set of strings whose Hamming
distance toW is less than or equal tor. Later, after defining certain equivalence relationships among
highly confusable characters such as ’o’ and ’c’, we define apseudo-Hamming distancewhich is
equivalent to the Hamming distance except that it ignores substitutions among characters in the
same equivalence class. We also use the notions of edit distance, which extends Hamming distance
by including joins and splits of characters, and pseudo-edit distance, which is edit distance using
the aforementioned equivalence classes.

Our method for identifying words in the clean list has three basic steps. We consider each word
T output by the initial OCR system.

1. If T is not in the lexicon, we discard it and make no attempt to classify whether it is correct.
That is, we do not put it on the clean word list.3

2. Given thatT is a lexicon word, we evaluate whetherH1(T) is non-empty, that is, whether
there are any lexicon words for which a single change of a letter can produceT. If H1(T) is
non-empty, we discardT and again make no attempt to classify whether it is correct.

3. Assuming we have passed the first two tests, we now perform aconsistency check(described
below) of each character in the word. If the consistency check is passed, we declare the word
to be correctly recognized and include it in the clean list.

3. Why is it not trivial to simply declare any output of an OCR system that is alexicon word to be highly confident?
The reason is that OCR systems frequently use language models to project uncertain words onto nearby lexicon
words. For example, suppose the original string was “Rumpledpigskin”, and the OCR system, confused by its initial
interpretation, projected “Rumpledpigskin” onto the nearest lexicon word“Rumplestiltskin”. A declaration that this
word is correct would then be wrong. However, our method will not failin this way because if the true string were
in fact “Rumpledpigskin”, the character consistency check would never pass. It is for this reason that our method is
highly non-trivial, and represents a significant advance in the creation of highly accurate clean word lists.

We could potentially restrict our attention to OCR systems that did not project onto lexicon words, or for which
it is possible to access intermediate results prior to such projection. For such results, it is much more likely that a
word labeled as a lexicon word with an empty Hamming ball of some radius is,in fact, correctly labeled. We choose
not to make such a restriction, both so that our method is more general, and because projecting uncertain words to
nearby lexicon words can often substantially increase the labeling accuracy. In other words, by only considering
labelings obtained without such projection, we may find far fewer words that we can confidently classify as being
correctly labeled, due to the lower accuracy of the initial OCR system. The benefit of using a lexicon is evident in the
scene text recognition work of Weinman et al. (2009). In this work, simply forcing all predicted words to be lexicon
words led to a 3 percentage point increase in word accuracy, and incorporating factors with lexicon information into
the probability model led to an additional 5 percentage point increase in word accuracy. By performing a more robust
analysis than accepting lexicon words, our method is equally applicable to sophisticated OCR systems that make use
of lexicon information.
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3.1 Consistency Check

In the following discussion, we use the termglyphto refer to a rectangular portion of an image that
is likely to be a single character, but may be only a portion of a character, multiple characters, or a
stray mark. LetWj be the true character class of thejth glyph of a wordW, and letTj be the initial
OCR system’s interpretation of the same glyph. The goal of a consistency check is to ensure that the
OCR system’s interpretation of a glyph is reliable. We will assess reliability by checking whether
other similar-looking glyphs are usually interpreted the same by the OCR system.

To understand the purpose of the consistency check, consider the following situation. Imagine
that a document contains a stray mark that does not look like any characterat all, but was interpreted
by the initial OCR system as a character. If the OCR system thought that the stray mark was a
character, it would have to assign it to a character class like ’t’. We would like to detect that this
character is unreliable. Our scheme for doing this is to find other characters that are similar to this
glyph, and to check the identity assigned to those characters by the initial OCRsystem. If a large
majority of those characters are given the same interpretation by the OCR system, then we consider
the original character to be reliable. Since it is unlikely that the characters closest to the stray mark
are clustered tightly around the true character ’t’, we hope to detect that the stray mark is atypical,
and hence unreliable.

More formally, to test a glyphg for reliability, we first find theM glyphs in the document that
are most similar tog (using normalized correlation as the similarity measure). If a fractionθ of the
M glyphs most similar tog have the character labelc, then we say that the glyphg is θ-dominated
by c. More precisely, we run the following procedure:

// n : vector storing the counts for each character c.
// L : set of character labels.
// M : number of glyphs to compare to.
n[c]← 0, ∀c∈ L
for i← 1 to M do

c← label of characterith most similar tog
n[c] = n[c]+1
if n[c]

i+1 > θ then
return g is θ-dominated byc

end
end
return g is undominated

Algorithm 1 : Consistency check algorithm.

There are three possible outcomes of the consistency check. The first isthat the glyphg is dominated
by the same classc as the OCR system’s interpretation ofg, namelyTj . The second outcome is thatg
is dominated by some other class that does not matchTj . The third outcome is thatg is undominated,
meaning that the neighbors ofg are relatively inconsistent. In the latter two cases, we declare the
glyphg to beunreliable. The interpretation of glyphg is reliable only ifg is dominated by the same
class as the original OCR system. Furthermore, a word is included in the cleanlist only if all of the
characters in the word are reliable.

The constants used in our experiments wereM = 20 andθ = 0.66. That is, we compared
each glyph against a maximum of 20 other glyphs in our reliability check, and we insisted that a
“smoothed” estimate of the number of similarly interpreted glyphs was at least 0.66 before declaring
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a character to be reliable. We now analyze the probability of making an errorin the clean set, under
a specific set of assumptions.

4. Theoretical Bound

For a word in a document, letW be the ground truth label of the word andT be the initial OCR
system’s labeling of the word. Consider the problem of trying to estimate the probability that the
labeling was correct,P(W = wt |T = wt). It is difficult to formulate a bound or performance guaran-
tee on such an estimate, due to the non-stationarity in the sequence of words.The distribution and
appearance of words is dependent on the topics and fonts present in the document containing the
words, and any noise in the document, which may range from local, such asstray marks, to global,
such as low contrast. Therefore, we would not be able to rely on a general i.i.d. assumption on the
words.

Rather than attempting to estimate the probability that the labeling was correct, we circumvent
the above problems by focusing on bounding the probability for a subset of words. LetC be a
binary indicator equal to 1 if the word passed the consistency check. We want to upper bound the
probability Pr(W 6= wt |T = wt ,C = 1) whenwt is a lexicon word and has an empty Hamming ball
of size 1. We decompose the probability into three terms:

Pr(W 6= wt |T = wt ,C= 1) = ∑
w6=wt

Pr(W = w|T = wt ,C= 1)

= ∑
w6=wt ,w∈Lex

Pr(W = w|T = wt ,C= 1)

+ ∑
w6=wt ,w/∈Lex

Pr(W = w|T = wt ,C= 1)

= ∑
w6=wt ,w∈Lex,|w|=|wt |

Pr(W = w|T = wt ,C= 1) (1)

+ ∑
w6=wt ,w∈Lex,|w|6=|wt |

Pr(W = w|T = wt ,C= 1)

+ ∑
w6=wt ,w/∈Lex

Pr(W = w|T = wt ,C= 1).

Our approach for bounding this probability will be to individually bound the three terms in
Equation 1. The first term considers all words in the lexicon with the same length aswt , and
accounts for the most likely type of error. The second term considers allwords in the lexicon,
but with a different length fromwt , and so considers many more possible words resulting from
segmentation errors, but each of which is much less likely to occur. Finally thethird term considers
words not in the lexicon, each of which occurs even less frequently.

To bound the first term, we can consider all words of a given Hamming distance i from wt . Our
strategy will then be to bound the contribution to the error from all words of Hamming distancei,
enabling us to bound the total error as the sum of a geometric series. We canthen follow the same
approach to bound the next two terms, where we will instead need to consider edit distance rather
than Hamming distance.

In order to bound these terms using a geometric series, we will need two initial steps. We will
need an upper bound on the probability of the consistency check passingfor a specific character
when the label is incorrect (2ε), and a lower bound on the probability of the consistency check
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passing when the label is correct (δ). We explain these quantities in the next section. Next, we will
need to relate these bounds on the character consistency check, Pr(C = 1|T = wt ,W), to the terms
in the geometric series, Pr(W = w|T = wt ,C= 1), which we do in Section 4.2.

4.1 Bounding the Character Consistency Check

We will rewrite the Pr(W = w|T = wt ,C= 1) terms as bounds involving Pr(C= 1|T = wt ,W = w)
using Bayes’ rule. We will make the assumption that the individual characterconsistency checks are
independent, although this is not exactly true, since there may be local noisethat degrades characters
in a word in the same way.

Assume that each character is formed on the page by taking a single true, latent appearance
based on the font and the particular character class and adding some amount of noise. Letε be
an upper bound on the probability that noise has caused a character of any given class to look like
it belongs to another specific class other than its own class. More formally, letting pc(a) be the
probability of a character appearancea for a given classc under the noise model,ε satisfies, for all
character classesc1,c2,c1 6= c2,

ε >
∫

a|pc1(a)<pc2(a)
pc1(a)da. (2)

In order to obtain a small value forε, and hence later a small probability of error, we revise
Equation 2 to be a bound only onnon-confusablecharacter classes. In other words, since some
character classes are highly confusable, such as ’o’, ’ c’, and ’e’, we ignore such substitutions when
computing Hamming and edit distance. We’ll refer to these distances as pseudo distances, so “mode”
and “mere” have a true Hamming distance of 2 but a pseudo-Hamming distance of 1.

This is similar to defining an equivalence relation where confusable characters belong to the
same equivalence class, and computing distance over the quotient set, butwithout transitivity, as,
for example, ’h’ may be confusable with ’n’, and ’n’ may be confusable with ’u’, but ’h’ may not
necessarily be confusable with ’u’.

For a character to pass a consistency check with the labelc2 when the true underlying label is
c1, roughly one of two things must happen: (a) either the character was corrupted and looked more
like c2 thanc1, or (b) some number of other characters with labelc2 were corrupted and looked like
c1’s.

The probability (a) is clearly upper bounded byε, since it requires both the corruption and most
of its neighbors to have the same labelc2. Sinceε≪ 1 and (b) requires several other characters
with labelc2 to be corrupted to look likec1, the probability of (b) should be bounded by (a), and
thusε, as well. Therefore the probability of the consistency check giving a label c2 when the true
underlying label isc1 is less than 2ε, for any classesc1,c2.

We will also need a lower bound on the probability that a character consistency check will
succeed if the OCR system’s label of the character matches the ground truthlabel. Letδ be a lower
bound on this quantity, which is dependent on both the amount of noise in the document and the
length of the document. (The latter condition is due to the fact that the character consistency check
requires a character to match to at least a certain number of other similarly labeled characters, so,
for example, if that number is not present in the document to begin with, then thecheck will fail
with certainty.)
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4.2 Bounding One Term

Consider bounding Pr(W = w|T = wt ,C= 1):

Pr(W = w|T = wt ,C= 1)

=
Pr(C= 1|T = wt ,W = w)Pr(W = w|T = wt)

∑w′ Pr(C= 1|T = wt ,W = w′)Pr(W = w′|T = wt)

=
Pr(C= 1|T = wt ,W = w)Pr(T = wt |W = w)Pr(W = w)

∑w′ Pr(C= 1|T = wt ,W = w′)Pr(T = wt |W = w′)Pr(W = w′)

≤
Pr(C= 1|T = wt ,W = w)Pr(T = wt |W = w)Pr(W = w)

Pr(C= 1|T = wt ,W = wt)Pr(T = wt |W = wt)Pr(W = wt)
. (3)

Here the inequality follows from the fact thatwt is one of the words being summed over in the
denominator, and hence replacing the sum with only thewt component will make the denominator
less than or equal to the sum.

4.3 Bounding the Probability of Lexicon Words

Recall thatwt , the initial OCR system’s word labeling, is a lexicon word with empty pseudo-
Hamming ball of size 1. For lexicon wordsw, we will assume that

Pr(T = wt |W = w)Pr(W = w)
Pr(T = wt |W = wt)Pr(W = wt)

< 1,

or, equivalently,

Pr(W = w|T = wt)

Pr(W = wt |T = wt)
< 1. (4)

One way to view this is to think ofT = wt as a feature. Then, for a reasonable classifier, this
assumption should hold for any document in the training set, as this is simply the Bayes decision
rule. (If the assumption did not hold, then we could increase the training accuracy by predictingw
whenever we saw the featureT = wt .)

Thus, we are assuming that a test document does not differ from the training documents used
to train the initial OCR system so much as to change the most probable word conditioned on the
featureT = wt , as suggested by Equation 4.4 Note thatwt has an empty Hamming ball of size 1, so
w differs fromwt by at least two letters. For this assumption to be violated, either the document must
be such that at least one letter is consistently interpreted as another, or has an extremely different
prior distribution on words than that of the training set, both of which are unlikely. As we discuss
later, the first case is also problematic for the character consistency check as well, and so falls
outside the scope of documents for which our method will be applicable.

It is important to note that this does not imply that the word accuracy need be particularly high,
for example, if all the words have the same prior probability of occurring, then the assumption could
hold for a classifier with accuracy simply better than the chance accuracy of 1

|Lex| , where|Lex| is the
size of the lexicon.

Applying this to Equation 3, we get

Pr(W = w|T = wt ,C= 1) ≤
Pr(C= 1|T = wt ,W = w)
Pr(C= 1|T = wt ,W = wt)

. (5)

4. This assumption is similar to, but slightly weaker than, the assumption madeunder covariate shift (Shimodaira, 2000).
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4.3.1 BOUNDING THE PROBABILITY OF LEXICON HAMMING WORDS

Consider a lexicon wordw that is a pseudo-Hamming distancei from wt . We can then simplify
Equation 5 to

Pr(W = w|T = wt ,C= 1) ≤
(2ε)i

δi

by making use of the assumption that the character consistency checks areindependent, and thatw
andwt only differ in i characters. For thosei characters,w does not match the OCR system’s label
andwt does match the OCR system’s label, so we use the bounds 2ε andδ.

Now let Di be the number of lexicon words of pseudo-Hamming distancei away fromwt . Let
rD be the rate of growth ofDi as a function ofi, that is,Di+2 ≤ r i

DD2. Assume, sinceε≪ 1, that
rD(

2ε
δ ) <

1
2.5 (To produce a final number for our theoretical bound, we later assume that ε < 10−3

andδ2 > 10−1. Given these numbers, our assumption becomesrd < 79, which is a very conservative
bound as experiments on the lexicon used in our main experiments showed thatrD is generally
bounded by 5.)

To get the total contribution to the error from all lexicon Hamming words, we sum overDi for
all i > 1,

∑
w6=wt ,w∈Lex,|w|=|wt |

Pr(W = w|T = wt ,C= 1) ≤ ∑
i=2

Di
(2ε)i

δi

= D2
(2ε)2

δ2 +D2
(2ε)2

δ2 ∑
i=1

(2rD
ε
δ
)i

≤ 8D2
ε2

δ2 .

4.3.2 BOUNDING LEXICON EDIT WORDS

Traditionally, edit distance is computed in terms of number of substitutions, insertions, and deletions
necessary to convert one string to another string. In our context, a morenatural notion may be splits
and joins rather than insertions and deletions. For example, the interpretationof an ’m’ may be split
into an ’r’ and an ’n’, or vice-versa for a join.

The probability that a split or a join passes the consistency check is upper bounded by(2ε)2.
We can see this from two perspectives. First, a split or join has traditional edit distance of 2, since it
requires an insertion or deletion and a substitution (“m” to “ mn” insertion followed by “mn” to “ rn”
substitution).

A more intuitive explanation is that, for a split, one character must be corrupted to look like the
left hand side of the resulting character and another character corrupted to look like the right hand
side, and for a join, the left hand side of a character must be corrupted tolook like one character and
the right hand side corrupted to look like another.

Similar to the case of confusable characters for substitutions, we also ignore confusable charac-
ters for splits and joins, namely ’r’ followed by ’n’ with ’ m’, and ’v’ followed by ’v’ with ’ w’. Thus,
“corn” and “comb” have an edit distance of 2 but a pseudo-edit distance of 1.

5. Recall thatδ, as defined earlier, is a lower bound on the probability that a character consistency check will succeed if
the OCR system’s label of the character is correct.

376



BOUNDING THE PROBABILITY OF ERROR FORHIGH PRECISIONOCR

Consider a lexicon wordw with pseudo-edit distancei from wt , and involving at least one inser-
tion or deletion (so|w| 6= |wt |). Similar to the lexicon Hamming words, we can simplify Equation 5
for w as

Pr(W = w|T = wt ,C= 1) ≤
(2ε)i+1

δi ,

since each substitution contributes a2ε
δ and each insertion or deletion, of which there is at least one,

contributes a(2ε)2

δ .
Let Ei be the number of lexicon wordsw with a pseudo-edit distancei away fromwt and|w| 6=

|wt |. Again, also assume thatrE, the rate of growth ofEi , satisfiesrE(
2ε
δ ) <

1
2. Summing the total

contribution to the error from lexicon edit words,

∑
w6=wt ,w∈Lex,|w|6=|wt |

Pr(W = w|T = wt ,C= 1) ≤ ∑
i=1

Ei
(2ε)i+1

δi

= E1
(2ε)2

δ
+E1

(2ε)2

δ ∑
i=1

(2rE
ε
δ
)i

≤ 8E1
ε2

δ

≤ 8E1
ε2

δ2 .

4.4 Bounding Non-Lexicon Words

Let Ni be the set of non-lexicon words with a pseudo-edit distancei from wt , and let pi =
Pr(T=wt |W∈Ni)Pr(W∈Ni)
Pr(T=wt |W=wt)Pr(W=wt)

. Assume the rate of growth ofrN of pi satisfiesrN(
2ε
δ )<

1
2.

Rearranging Equation 3 and summing over all non-lexicon words:

∑
w6=wt ,w/∈Lex

Pr(W = w|T = wt ,C= 1)

≤∑
i=1

∑
w∈Ni

Pr(C= 1|T = wt ,W = w)Pr(W = w|T = wt)

Pr(C= 1|T = wt ,W = wt)Pr(W = wt |T = wt)

≤∑
i=1

∑
w∈Ni

(2ε)i

δi

Pr(W = w|T = wt)

Pr(W = wt |T = wt)

= ∑
i=1

(2ε)i

δi

Pr(W ∈ Ni |T = wt)

Pr(W = wt |T = wt)

= ∑
i=1

(2ε)i

δi pi

≤ p1
2ε
δ
+ p1

2ε
δ ∑

i=1

(2rN
ε
δ
)i

≤ 4p1
ε
δ2 .
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4.5 Final Bound

Combining each of the individual bounds derived above, we have

Pr(W 6= wt |T = wt ,C= 1) ≤
(8D2+8E1)ε2+4p1ε

δ2 .

To use this in practice, we need to set some realistic (but conservative) values for the remaining
constants. Forε < 10−3, 8D2+8E1 < 102, 4p1 < 10−1, δ2 > 10−1,

Pr(W 6= wt |T = wt ,C= 1) ≤ 2·10−3.

The bounds for the constants chosen above were selected conservatively to hold for a large range
of documents, from very clean to moderately noisy. Not all documents will necessarily satisfy
these bounds. In a sense, these inequalities define the set of documents for which our algorithm
is expected to work, and for heavily degraded documents that fall outsidethis set, the character
consistency checks may no longer be robust enough to guarantee a very low probability of error.

Our final bound on the probability of error, 0.002, is the result of aworst case analysisunder
our assumptions. If our assumptions hold, the probability of error will likely be much lower for the
following reasons. For most pairs of letters,ε = 10−3 is not a tight upper bound. The quantity on
the right of Equation 4 is typically much lower than 1. The rate of growthsrD, rE, rN are typically
much lower than assumed. The bound onp1, the non-lexicon word probabilities, is not a tight upper
bound, as non-lexicon words mislabeled as lexicon words are rare. Finally, the number of Hamming
and edit distance neighborsD2 andE1 will typically be less than assumed.

On the other hand, for sufficiently noisy documents, and certain types of errors, our assumptions
do not hold. Some of the problematic cases include the following. As discussed, the assumption that
the individual character consistency checks are independent is not true. If a document is degraded or
has a font such that one letter is consistently interpreted as another,6 then that error will likely pass
the consistency check (i.e.,ε will be very large). If a document is degraded or is very short, thenδ
may be much smaller than 10−

1
2 . (The character consistency check requires a character to match to

at least a certain number of other similarly labeled characters, so, for example, if that number isn’t
present in the document to begin with, then the check will fail with certainty.) Finally, if the lexicon
is not appropriate for the document then 4p1 < 10−1 may not hold. This problem is compounded if
the OCR system projects to lexicon words. Still these assumptions appear to hold for a wide range
of documents.

5. Character Recognition

To validate the utility of our clean word lists, we implemented a simple technique for constructing
document-specific character appearance models, using SIFT features(Lowe, 2004),7 and demon-
strated that this model can be used to significantly reduce character error inthe remainder of the
document. We refer to our algorithm as SIFTAlign. In the future, we believe these clean word
lists can be incorporated into more sophisticated document-specific OCR modelsto obtain further
improvements in recognition accuracy, as we discuss in future work.

6. It should be noted that the probability of such an error (consistently interpreting one letter as another) is substantially
reduced by using a language model, for example, projecting uncertain words to nearby lexicon words.

7. A SIFT feature is essentially computed by dividing the image into a set of non-overlapping patches, and computing
a histogram over edge orientations weighted by edge strength, for each patch.
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We use the traditional SIFT descriptor without applying the Gaussian weighting because we did
not want to weight the center of an image more highly than the rest. In addition,we fix the scale to
be 1 and orientation to be 0 at all times. The SIFTAlign procedure is presented below:

1. Compute the SIFT descriptor for each character image in the clean list, at the center of the
image.

2. Compute the component-wise arithmetic mean of all SIFT descriptors for each character class
in the clean list. These mean descriptors are the “representations” (or character models) of
the respective classes.

3. For each character image in the clean list, compute a SIFT descriptor for each point in a
window in the center of the image (we use a 5x5 window) and select the descriptor with
smallest L2 distance to the mean SIFT descriptor for this character class. This aligns each
character’s descriptor to the mean class descriptor.

4. Test images are defined as follows. We start by collecting all characterimages that arenot
in the clean list (since we do not want to test on images we trained on). We alsofilter the
test images as follows. If Tesseract gives a label to an image that isnot a label for any of the
clean set characters, then we do not include this character in our test set. The rationale for
this is the following. Since our method will only assign to a character a label thatappears in
the clean set, then if the character was originally correct, we will definitely introduce an error
by attempting to correct it. Furthermore, we have no direct information aboutthe appearance
of characters whose labels arenot in the clean set, so it is relatively difficult to assess if the
original label is unreasonable. For these reasons, we only attempt to correct characters whose
Tesseract label appears as one of the clean set labels.

5. For each test image, again compute a 5x5 window of 25 SIFT descriptors, and select the
descriptor which has minimum L2 distance toany of the mean descriptors. This aligned
descriptor is the final descriptor for the test image.

6. Pass the SIFT descriptors for the training/test images found in the previous steps to a multi-
class SVM.

In summary, this classifier can be described as simply using an SVM with SIFT descriptors, except
that care is taken to align characters as well as possible for both training and testing. We use
theSVMmulticlass implementation8 of multiclass SVM (Tsochantaridis et al., 2004) and use a high
C value of 5,000,000, which was selected through cross-validation. This makes sense since we
generally do not have many instances of each character class in the cleanlist, and so we want a
minimum of slack, which a high C value enforces.

6. Experiments

In this section, we describe three types of experiments. First, we show thatour procedure for
generating clean sets achieves the very low error rate predicted by our bounds. Next, we show that
for a collection of 56 documents, using the clean sets to train new, document-specific classifiers

8. SVM implementation can be found athttp://svmlight.joachims.org/.
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Figure 1: Thick blue boxes indicate clean list words. Dashed red boxes indicate Tesseract’s confi-
dent word list. Thin green boxes indicate words in both lists. Despite being in Tesseract’s
list of high confidence words, “timber” is misrecognized by Tesseract as“timhcr”. All
other words in boxes were correctly translated by Tesseract. (Best viewed in color.)

significantly reduces OCR errors over the initial OCR system used. Finally,we show what happens
if a traditional measure of confidence is used to select a document-specifictraining set. In particular,
we show that our clean sets have far fewer errors and result in document-specific models that can
correct a much larger number of errors in the original OCR output.

6.1 Initial Clean Set Experiments

We experimented with two sets of documents. The first set consists of 10 documents from the
JSTOR archive9 and Project Gutenberg.10 This initial set of documents was used to evaluate our
clean list generation algorithm and develop our algorithm for producing character models from the
clean lists (Kae et al., 2009). In this work, our clean lists selected an average of 6% of the words
from each document.These clean lists did not contain a single error, that is, the precision of our
clean lists was 100%. This strongly supports our theoretical bounds established in Section 4.

9. JSTOR can be found athttp://www.jstor.org.
10. Project Gutenberg can be found athttp://www.gutenberg.org/.
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Figure 2: Character error reduction rates for SIFTAlign using the clean list (SIFTAlign Clean)
and Tesseract’s confident word list (SIFTAlign Tess) on the test sets of 56 documents.
SIFT Align Clean increases the error rate in 10 documents whereas SIFTAlign Tess
increases the error rate in 21 documents.

6.2 Correcting OCR Errors

After establishing the basic viability of the clean set procedure, we selectedanother set of documents
on which to test our end-to-end system of generating clean sets, using them to build document-
specific models, and using these models, in turn, to correct errors made bythe original OCR system.

The second set of documents, used for performance evaluation of the SIFT Align algorithm, are
56 documents taken from the Chronicling America11 archive of historical newspapers. Since our
initial OCR system (Tesseract) can only accept blocks of text and does not perform layout analysis,
we manually cropped out single columns of text from these newspaper pages. Other than cropping
and converting to the TIFF image format for Tesseract, the documents werenot modified in any
way. There are on average 1204 words per document. The clean list contains 2 errors out of a total
of 4465 words, within the theoretical bound of 0.002 mentioned earlier.

In an effort to increase the size of the clean lists beyond 6% per document,we experimented with
relaxing some of the criteria used to select the clean lists. In particular, we allowed the Hamming
ball of radius 1 for a word to be non-empty as long as the words within the balldid not appear within
the original OCR system’s translation. By making this small change, we were able to increase the
size of the clean lists to an average of 18% per document while introducing atmost one error per
document. We refer to the original clean lists asconservative clean listsand to the modified, larger,

11. Documents can be found athttp://chroniclingamerica.loc.gov/.
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Figure 3: Sample of results from two documents. A thin green box indicates both the initial OCR
system (Tesseract) and SIFTAlign correctly classified the character. A dashed red box
indicates both systems misclassified the character, and a thick blue box indicates that
SIFT Align classified the character correctly and Tesseract misclassified it. In this ex-
ample, there are no cases shown where Tesseract correctly classifieda character and
SIFT Align misclassifies it. (Best viewed in color.)

and slightly less accurate clean lists asaggressive clean lists. We decided to use the aggressive clean
lists for our experiments because they contain few errors and there are more character instances.12

From this point, our use of “clean list” refers to the aggressive clean list.
We then ran Tesseract on all documents, obtaining character bounding boxes13 and guesses

for each character. Next, we used Mechanical Turk14 to label all character bounding boxes to
produce a ground truth labeling. We instructed annotators to only label bounding boxes for which a
single character is clearly visible. Other cases (multiple characters in the bounding box or a partial
character) were discarded.

After the initial OCR system was used to make an initial pass at each document, the clean
list for that document was extracted. Character recognition was then performed as described in
Section 5. Even though many of the characters were already recognizedcorrectly by the original

12. To account for the looser criteria of the aggressive set, we would need to add a term to the theoretical bound that
considers the probability of error due to the true labeling of the word being aneighbor of Hamming distance 1 from
the OCR system’s interpretation. This term would beD1q2ε

δ , whereD1 is the number of neighbors of Hamming
distance 1, andq is the probability that a word that was not detected anywhere in the document actually appears in
the document. Given our assumed bounds ofε < 10−3, δ2 > 10−1, if we further assumeD1q to be conservatively
bounded by 0.3, then using the aggressive criteria doubles the probability of error to 0.004.

We note that the assumptions we make to produce the theoretical bound arevery conservative. This leaves
room for some experimentation to find the optimal balance between probability of error and clean set size, while still
maintaining an empirical error close to the predicted bound of 0.002.

13. This feature is not available out of the box; we edited the source code.
14. Mechanical Turk can be found athttps://www.mturk.com/mturk/welcome.
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OCR system, our approach improves the recognition to produce an even higher accuracy than the
original OCR system’s accuracy, on average. As shown in the next section, in most cases, this
resulted in correcting a significant portion of the characters in the documents.

6.3 Comparison to Another Confidence Measure

In order to judge the effectiveness of using our clean list, we also generated another confident word
list using Tesseract’s own measure of confidence.15 To generate the confident word list, we sort
Tesseract’s recognized words by their measure of confidence and take the topn words that result in
the same number of characters as our clean list.

In Figure 1, we show a portion of a document and the corresponding subset of clean list words
(generated by our process) and highly confident Tesseract words. All of the words in our clean list
were, in fact, correctly labeled by the initial Tesseract pass. In other words, our clean list for this
example was error free. But Tesseract’s high confidence word list includes “timber” which was
mistranslated by Tesseract.

We refer to the SIFTAlign algorithm using our clean list as SIFTAlign Clean and the SIFTAlign
algorithm using Tesseract’s confidences as SIFTAlign Tess. In Figure 2, we show the charac-
ter error reduction rates for both SIFTAlign Clean and SIFTAlign Tess. In 46 of the 56 docu-
ments, SIFTAlign Clean results in a reduction of errors whereas SIFTAlign Tess reduces error
in 35 documents. Note this figure shows percent error reduction, not theraw number of errors.
SIFT Align Clean made a total of 2487 character errors (44.4 errors per document)on the test set
compared to 7745 errors (138.3 errors per document) originally made by Tesseract on those same
characters. For the 10 cases where SIFTAlign Clean increased error, SIFTAlign Clean made 356
character errors and Tesseract made 263 errors. Thus, overall, the error reductions achieved by
SIFT Align Clean were much greater than the errors introduced.

SIFT Align Clean outperforms SiftAlign Tess. Average error reduction for
SIFT Align Clean is 34.1% compared to 9.5% for SiftAlign Tess. Error reduction is calculated as
(TT−ST)/TD whereTT is # Tesseract errors in the test set,ST is # SIFTAlign errors in the test
set andTD is # Tesseract errors in the document. SIFTAlign Clean also reduces the character error
in more documents than does SiftAlign Tess.

Our test cases only consider properly segmented characters which account for about half of
all the errors in these documents. The error reduction for SIFTAlign Clean over all characters
(segmented properly or not) is 20.3%.

Our experiments have shown that, on two separate sets of documents, our conservative clean
sets have very low error rates, meeting the theoretical bounds presented, and that by relaxing the
criteria slightly, we can get significantly larger sets while maintaining a low errorrate. We have
shown that using these clean sets to build document-specific models can significantly reduce OCR
errors, and that traditional confidence measures do not result in the same benefits.

7. Applications to Other Domains

We believe that our method of identifying subsets of results for which we canachieve a very high
bound of being correct can also be applied to other domains outside of OCR.

15. There are two measures of word confidence in Tesseract, described in the Tesseract documentation as “rating” and
“certainty”. We use “certainty”.
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One such domain is speech recognition. Here, our consistency check would be over acoustic
signals rather than a patch of pixels from a scanned document. This checkwould be similar to
Algorithm 1 except that we now apply the check to a segment of speech signal. In this speech
recognition context, the segment is now the “glyph”g and we want to check whether the label
assigned tog is reliable by comparingg with other segments from the same recording that are most
similar tog. Acoustic segmentg should be given the same label (in our terminology, dominated by
that label) as its most similar segments. We can then form equivalence classesof easily confusable
phonemes, and perform consistency checks on segments of speech that have been labeled as a word
with an empty pseudo-Hamming distance of 1. We could then follow a proceduresimilar to the
proof presented in Section 4 to bound the probability that segments of speech that pass such a
consistency check were incorrectly labeled.

By using this framework for speech recognition, we can potentially obtain theequivalent of
clean lists: portions of speech for which we are very confident the initial labeling was correct. This
may allow us to refine the speech recognition model to be specific to the recording, for instance,
allowing for a model that is specific to a particular individual’s accent.

The application of our idea to speech recognition may involve a slightly different set of difficul-
ties than when applied to OCR. For instance, identifying word segmentations maybe more difficult.
However, when training speech recognition systems, we may have accessto an additional source of
information in the form of closed captions. We can model the closed captions as a noisy signal of
the ground truth, independent of the speech recognizer. Taking a conservative estimate of the closed
captioning error rate, we can use the closed captions to reduce our bound on the probability of error
by requiring that the closed captioning match the labeling given by the speechrecognition system.

In Lamel et al. (2002), audio with closed captions is used to generate additional labeled training
data for a speech recognizer, by aligning the speech recognizer output to the closed captioning and
accepting segments where the two agree. Given the large amount of closedcaptioning data available,
this scenario is particularly amenable to our method of generating high precision training data (at
some cost to recall). Additionally, using a consistency check approach aspresented in Algorithm 1
can yield advantages over using an ad-hoc check such as directly accepting segments where the
speech recognizer and closed captioning agree. For instance, we may find it necessary to throw out
words where the two agree if the word has many nearby phonemic neighborswith which it may be
confused, and thereby likely reduce the error rate of the labelings usedas training data.

Another potential application for our bound analysis is in the area of information retrieval using
query expansion. As mentioned earlier in Section 2.2.2, query expansion isa technique used in
information retrieval to add terms to an initial query based on the highly rankeddocuments of the
initial query. One issue when performing query expansion is that matching withfalse positives can
quickly lead to errors due to drift in the query. For image retrieval, Chum etal. (2007) give a method
of spatial verification to eliminate false matches. In this context, queries are objects in images and
images are represented using a bag-of-visual-words.

Let the original query image beQ, and let the set of images returned initially by the search
engine beR. The goal is to identify returned images{Ri} that we believe contain the same object as
Q with very high confidence. We can then add these images{Ri} to the query and repeat the search
procedure with this expanded query set, ideally increasing the number of relevant images returned
by the search engine.

To reduce the possibility of adding a false matchRi to the query set, Chum et al. (2007) apply
a spatial verification procedure as follows. A feature point inRi matching a feature point inQ
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generates a hypothesized transformation that would put the object inRi in correspondence with the
object inQ. If this hypothesis leads to at least a certain number of matching feature pointsin Ri and
Q (same visual word and location after transformation), thenRi is spatially verified and added to the
query set.

We could estimate a bound on the probability of a false match passing spatial verification by
assuming a feature in a random, non-matching returned image matches a feature in the query image
Q with probability p. If we further assume that the probability of two features matching is indepen-
dent of the other features inQ and returned imageRi , then the number of features in correspondence
between theQ and non-matching resultRi is a binomial distribution with parametersn, the number
of features in the query image, andp.

A result imageRi passes the spatial verification if, for at least one hypothesized transformation
for puttingQ in correspondence withRi , at least 20 features are in correspondence. With the number
of hypotheses being approximately 103, n also being approximately 103, and a conservatively high
estimate ofp as 10−3 (given a visual dictionary of size 106), we find that even with a requirement
of just at least 12 features being in correspondence, the probability ofa false match being spatially
verified is less than 103 · (1−∑11

i=0

(n
i

)

pi(1− p)n−i)< 10−6.

However, spatial verification will likely result in more errors than predictedby this analysis,
due to the overly restrictive assumption that the probability of features matching in a result image
Ri is independent of the other features. One potential method for removing thisassumption is to
analyze the error in terms of common substructures: features belonging to similar substructures are
more likely to match, but the probability of one feature matching is independent of the features in
different substructures of the same image. This analysis may suggest ways of improving the spatial
verification, such as requiring that the matching features not be closely clustered in only one section
of the image.

8. Conclusions and Future Work

In this paper, we advocate dealing with the problem of non-stationarity between the training and test
distributions by identifying a subset of information whose interpretation we can be confident of, and
using this information as test-specific training data. We have applied this approach to the problem
of OCR, demonstrating that we can produce high-precision document-specific training data. Under
modest assumptions, we show the error rate of this labeled data to be bounded by 0.002, and give
empirical results consistent with this theoretical bound.

By combining this document-specific training data with simple appearance-based character
recognition techniques, we are able to achieve significant reductions in average character error.
We believe that further improvements can be achieved by using the clean lists inconjunction with
more sophisticated models, such as document-specific language models, as suggested by Wick et al.
(2007). In addition, while our work has taken the character segmentationsproduced by the initial
OCR system as fixed, we believe that the clean lists can also be used to re-segment and fix the large
percentage of initial errors that result from incorrect character segmentation.

Lastly, we also show potential applications to problems in other domains such asspeech recog-
nition and query expansion. While many of the techniques used in this work are specific to an OCR
application, we believe that the principles are quite general, and that the search for more formal
bounds on probabilities of error will lead toward a variety of new applications.
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Abstract
Sparse additive models are families ofd-variate functions with the additive decomposition
f ∗ = ∑ j∈S f ∗j , whereS is an unknown subset of cardinalitys≪ d. In this paper, we consider
the case where each univariate component functionf ∗j lies in a reproducing kernel Hilbert space
(RKHS), and analyze a method for estimating the unknown function f ∗ based on kernels combined
with ℓ1-type convex regularization. Working within a high-dimensional framework that allows
both the dimensiond and sparsitys to increase withn, we derive convergence rates in theL2(P)
andL2(Pn) norms over the classFd,s,H of sparse additive models with each univariate functionf ∗j
in the unit ball of a univariate RKHS with bounded kernel function. We complement our upper
bounds by deriving minimax lower bounds on theL2(P) error, thereby showing the optimality of
our method. Thus, we obtain optimal minimax rates for many interesting classes of sparse additive
models, including polynomials, splines, and Sobolev classes. We also show that if, in contrast to
our univariate conditions, thed-variate function class is assumed to be globally bounded, then much
faster estimation rates are possible for any sparsitys= Ω(

√
n), showing that global boundedness

is a significant restriction in the high-dimensional setting.

Keywords: sparsity, kernel, non-parametric, convex, minimax

1. Introduction

The past decade has witnessed a flurry of research on sparsity constraints in statistical models.
Sparsity is an attractive assumption for both practical and theoretical reasons: it leads to more
interpretable models, reduces computational cost, and allows for model identifiability even under
high-dimensional scaling, where the dimensiond exceeds the sample sizen. While a large body of
work has focused on sparse linear models, many applications call for the additional flexibility pro-
vided by non-parametric models. In the general setting, a non-parametric regression model takes the
form y= f ∗(x1, . . . ,xd)+w, wheref ∗ : Rd →R is the unknown regression function, andw is scalar
observation noise. Unfortunately, this general non-parametric model is known to suffer severely
from the so-called “curse of dimensionality”, in that for most natural function classes (e.g., twice
differentiable functions), the sample sizen required to achieve any given error grows exponentially
in the dimensiond. Given this curse of dimensionality, it is essential to further constrain the com-
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plexity of possible functionsf ∗. One attractive candidate is the class ofadditive non-parametric
models(see Hastie and Tibshirani, 1986), in which the functionf ∗ has an additive decomposition
of the form

f ∗(x1,x2, . . . ,xd) =
d

∑
j=1

f ∗j (x j), (1)

where each component functionf ∗j is univariate. Given this additive form, this function class no
longer suffers from the exponential explosion in sample size of the general non-parametric model.
Nonetheless, one still requires a sample sizen≫ d for consistent estimation; note that this is true
even for the linear model, which is a special case of Equation (1).

A natural extension of sparse linear models is the class ofsparse additive models, in which the
unknown regression function is assumed to have a decomposition of the form

f ∗(x1,x2 . . . ,xd) = ∑
j∈S

f ∗j (x j), (2)

whereS⊆ {1,2, . . . ,d} is some unknown subset of cardinality|S| = s. Of primary interest is the
case when the decomposition is genuinely sparse, so thats≪ d. To the best of our knowledge, this
model class was first introduced by Lin and Zhang (2006), and has since been studied by various
researchers (e.g., Koltchinskii and Yuan, 2010; Meier et al., 2009; Ravikumar et al., 2009; Yuan,
2007). Note that the sparse additive model (2) is a natural generalizationof the sparse linear model,
to which it reduces when each univariate function is constrained to be linear.

In past work, several groups have proposed computationally efficient methods for estimating
sparse additive models (2). Just asℓ1-based relaxations such as the Lasso have desirable properties
for sparse parametric models, more generalℓ1-based approaches have proven to be successful in
this setting. Lin and Zhang (2006) proposed the COSSO method, which extends the Lasso to cases
where the component functionsf ∗j lie in a reproducing kernel Hilbert space (RKHS); see also Yuan
(2007) for a similar extension of the non-negative garrote (Breiman, 1995). Bach (2008) analyzes
a closely related method for the RKHS setting, in which least-squares loss is penalized by anℓ1-
sum of Hilbert norms, and establishes consistency results in the classical (fixed d) setting. Other
relatedℓ1-based methods have been proposed in independent work by Koltchinskii and Yuan (2008),
Ravikumar et al. (2009) and Meier et al. (2009), and analyzed under high-dimensional scaling (d ≫
n). As we describe in more detail in Section 3.4, each of the above papers establish consistency and
convergence rates for the prediction error under certain conditions onthe covariates as well as the
sparsitys and dimensiond. However, it is not clear whether the rates obtained in these papers are
sharp for the given methods, nor whether the rates are minimax-optimal. Pastwork by Koltchinskii
and Yuan (2010) establishes rates for sparse additive models with an additional global boundedness
condition, but as will be discussed at more length in the sequel, these rates are not minimax optimal
in general.

This paper makes three main contributions to this line of research. Our first contribution is to
analyze a simple polynomial-time method for estimating sparse additive models and provide upper
bounds on the error in theL2(P) andL2(Pn) norms. The estimator1 that we analyze is based on a
combination of least-squares loss with twoℓ1-based sparsity penalty terms, one corresponding to

1. The same estimator was proposed concurrently by Koltchinskii and Yuan (2010); we discuss connections to this work
in the sequel.
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anℓ1/L2(Pn) norm and the other anℓ1/‖ · ‖H norm. Our first main result (Theorem 1) shows that
with high probability, if we assume the univariate functions are bounded andindependent, the error
of our procedure in the squaredL2(Pn) andL2(P) norms is bounded byO

( slogd
n + sν2

n

)
, where the

quantityν2
n corresponds to the optimal rate for estimating a single univariate function. Importantly,

our analysis doesnot require a global boundedness condition on the classFd,s,H of all s-sparse
models, an assumption that is often imposed in classical non-parametric analysis. Indeed, as we
discuss below, when such a condition is imposed, then significantly faster rates of estimation are
possible. The proof of Theorem 1 involves a combination of techniques for analyzingM-estimators
with decomposable regularizers (Negahban et al., 2009), combined with various techniques in em-
pirical process theory for analyzing kernel classes (e.g., Bartlett et al., 2005; Mendelson, 2002;
van de Geer, 2000). Our second contribution is complementary in nature, inthat it establishes
algorithm-independent minimax lower bounds onL2(P) error. These minimax lower bounds, stated
in Theorem 2, are specified in terms of the metric entropy of the underlying univariate function
classes. For both finite-rank kernel classes and Sobolev-type classes, these lower bounds match our
achievable results, as stated in Corollaries 1 and 2, up to constant factorsin the regime of sub-linear
sparsity (s= o(d)). Thus, for these function classes, we have a sharp characterizationof the asso-
ciated minimax rates. The lower bounds derived in this paper initially appearedin the Proceedings
of the NIPS Conference (December 2009). The proofs of Theorem 2is based on characterizing
the packing entropies of the class of sparse additive models, combined with classical information
theoretic techniques involving Fano’s inequality and variants (e.g., Has’minskii, 1978; Yang and
Barron, 1999; Yu, 1996).

Our third contribution is to determine upper bounds on minimaxL2(P) andL2(Pn) error when
we impose a global boundedness assumption on the classFd,s,H . More precisely, a global bound-
edness condition means that the quantityB(Fd,s,H ) = supf∈Fd,s,H

supx |∑d
j=1 f j(x j)| is assumed to be

bounded independently of(s,d). As mentioned earlier, our upper bound in Theorem 1 doesnot
impose a global boundedness condition, whereas in contrast, the analysisof Koltchinskii and Yuan
(2010), or KY for short, does impose such a global boundedness condition. Under global bound-
edness, their work provides rates on theL2(P) andL2(Pn) norm that are of the same order as the
results presented here. It is natural to wonder whether or not this difference is actually significant—
that is, do the minimax rates for the class of sparse additive models depend onwhether or not global
boundedness is imposed? In Section 3.5, we answer this question in the affirmative. In particular,
Theorem 3 and Corollary 3 provide upper bounds on the minimax rates, as measured in either the
L2(P) andL2(Pn)-norms, under a global boundedness condition. These rates are faster than those
of Theorem 3 in the KY paper, in particular showing that the KY rates are not optimal for problems
with s= Ω(

√
n). In this way, we see that the assumption of global boundedness, though relatively

innocuous for classical (low-dimensional) non-parametric problems, canbe quite limiting in high
dimensions.

The remainder of the paper is organized as follows. In Section 2, we provide background on
kernel spaces and the class of sparse additive models considered in thispaper. Section 3 is devoted
to the statement of our main results and discussion of their consequences; itincludes description
of our method, the upper bounds on the convergence rate that it achieves, and a matching set of
minimax lower bounds. Section 3.5 investigates the restrictiveness of the global uniform bounded-
ness assumption and in particular, Theorem 3 and Corollary 3 demonstrate that there are classes of
globally bounded functions for which faster rates are possible. Section 4is devoted to the proofs of
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our three main theorems, with the more technical details deferred to the Appendices. We conclude
with a discussion in Section 5.

2. Background and Problem Set-up

We begin with some background on reproducing kernel Hilbert spaces,before providing a precise
definition of the class of sparse additive models studied in this paper.

2.1 Reproducing Kernel Hilbert Spaces

Given a subsetX ⊂ R and a probability measureQ onX , we consider a Hilbert spaceH ⊂ L2(Q),
meaning a family of functionsg :X →R, with ‖g‖L2(Q) <∞, and an associated inner product〈·, ·〉H
under whichH is complete. The spaceH is a reproducing kernel Hilbert space (RKHS) if there
exists a symmetric functionK : X ×X → R+ such that for eachx ∈ X : (a) the functionK(·,x)
belongs to the Hilbert spaceH , and (b) we have the reproducing relationf (x) = 〈 f ,K(·,x)〉H
for all f ∈ H . Any such kernel function must be positive semidefinite; under suitable regularity
conditions, Mercer’s theorem (1909) guarantees that the kernel hasan eigen-expansion of the form

K(x,x′) =
∞

∑
k=1

µkφk(x)φℓ(x
′), (3)

whereµ1 ≥ µ2 ≥ µ3 ≥ . . . ≥ 0 are a non-negative sequence of eigenvalues, and{φk}∞
k=1 are the

associated eigenfunctions, taken to be orthonormal inL2(Q). The decay rate of these eigenvalues
will play a crucial role in our analysis, since they ultimately determine the rateνn for the univariate
RKHS’s in our function classes.

Since the eigenfunctions{φk}∞
k=1 form an orthonormal basis, any functionf ∈ H has an ex-

pansion of thef (x) = ∑∞
k=1akφk(x), whereak = 〈 f , φk〉L2(Q) =

∫
X f (x)φk(x)dQ(x) are (gener-

alized) Fourier coefficients. Associated with any two functions inH —say f = ∑∞
k=1akφk and

g= ∑∞
k=1bkφk—are two distinct inner products. The first is the usual inner product inL2(Q),

〈 f , g〉L2(Q) :=
∫
X f (x)g(x)dQ(x). By Parseval’s theorem, it has an equivalent representation in

terms of the expansion coefficients—namely

〈 f , g〉L2(Q) =
∞

∑
k=1

akbk.

The second inner product, denoted〈 f , g〉H , is the one that defines the Hilbert space; it can be written
in terms of the kernel eigenvalues and generalized Fourier coefficients as

〈 f , g〉H =
∞

∑
k=1

akbk

µk
.

Using this definition, the Hilbert ball of unit radius for a kernel with eigenvalues{µk}∞
k=1 and eigen-

functions{φk}∞
k=1 is given by

BH (1) :=
{

f =
∞

∑
k=1

akφk |
∞

∑
k=1

a2
k

µk
≤ 1

}
.

For more background on reproducing kernel Hilbert spaces, we refer the reader to various standard
references (e.g., Aronszajn, 1950; Saitoh, 1988; Schölkopf and Smola, 2002; Wahba, 1990).
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2.2 Sparse Additive Models Over RKHS

For eachj = 1, . . . ,d, letH j ⊂ L2(Q) be a reproducing kernel Hilbert space of univariate functions
on the domainX ⊂ R. We assume that

E[ f j(x)] =
∫
X

f j(x)dQ(x) = 0 for all f j ∈H j , and for eachj = 1,2, . . . ,d.

As will be clarified momentarily, our observation model (5) allows for the possibility of a non-zero
meanf , so that there is no loss of generality in this assumption. For a given subsetS⊂ {1,2, . . . ,d},
we define

H (S) :=
{

f = ∑
j∈S

f j | f j ∈H j , and f j ∈ BH j
(1) ∀ j ∈ S

}
,

corresponding to the class of functionsf : X d → R that decompose as sums of univariate functions
on co-ordinates lying within the setS. Note thatH (S) is also (a subset of) a reproducing kernel
Hilbert space, in particular with the norm

‖ f‖2
H (S) = ∑

j∈S

‖ f j‖2
H j
,

where‖ ·‖H j
denotes the norm on the univariate Hilbert spaceH j . Finally, fors∈ {1,2, . . . ,⌊d/2⌋},

we define the function class

Fd,s,H :=
⋃

S⊂{1,2,...,d}
|S|=s

H (S). (4)

To ease notation, we frequently adopt the shorthandF = Fd,s,H , but the reader should recall that
F depends on the choice of Hilbert spaces{H j}d

j=1, and moreover, that we are actually studying a
sequence of function classesindexed by(d,s).

Now letP=Qd denote the product measure on the spaceX d ⊆ Rd. Given an arbitraryf ∗ ∈ F ,
we consider the observation model

yi = f + f ∗(xi)+wi , for i = 1,2, . . . ,n, (5)

where{wi}n
i=1 is an i.i.d. sequence of standard normal variates, and{xi}n

i=1 is a sequence of design
points inRd, sampled in an i.i.d. manner fromP.

Given an estimatêf , our goal is to bound the error̂f − f ∗ under two norms. The first is the
usual L2(P) normon the spaceF ; given the product structure ofP and the additive nature of any
f ∈ F , it has the additive decomposition‖ f‖2

L2(P)
= ∑d

j=1‖ f j‖2
L2(Q)

. In addition, we consider the

error in theempirical L2(Pn)-normdefined by the sample{xi}n
i=1, defined as

‖ f‖2
L2(Pn)

:=
1
n

n

∑
i=1

f 2(xi).

Unlike theL2(P) norm, this norm does not decouple across the dimensions, but part of our anal-
ysis will establish an approximate form of such decoupling. For shorthand, we frequently use the
notation‖ f‖2 = ‖ f‖L2(P) and‖ f‖n = ‖ f‖L2(Pn) for ad-variate functionf ∈ F . With a minor abuse
of notation, for a univariate functionf j ∈ H j , we also use the shorthands‖ f j‖2 = ‖ f j‖L2(Q) and
‖ f j‖n = ‖ f j‖L2(Qn).
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3. Main Results and Their Consequences

This section is devoted to the statement of our three main results, and discussion of some of their
consequences. We begin in Section 3.1 by describing a regularizedM-estimator for sparse additive
models, and we state our upper bounds for this estimator in Section 3.2. We illustrate our upper
bounds for various concrete instances of kernel classes. In Section3.3, we state minimax lower
bounds on theL2(P) error over the classFd,s,H , which establish the optimality of our procedure. In
Section 3.4, we provide a detailed comparison between our results to past work, and in Section 3.5
we discuss the effect of global boundedness conditions on optimal rates.

3.1 A Regularized M-Estimator For Sparse Additive Models

For any function of the formf = ∑d
j=1 f j , the(L2(Qn),1) and(H ,1)-norms are given by

‖ f‖n,1 :=
d

∑
j=1

‖ f j‖n, and ‖ f‖H ,1 :=
d

∑
j=1

‖ f j‖H ,

respectively. Using this notation and defining the sample mean ¯yn =
1
n ∑n

i=1yi , we define the cost
functional

L( f ) =
1
2n

n

∑
i=1

(
yi − ȳn− f (xi)

)2
+λn‖ f‖n,1+ρn‖ f‖H ,1.

The cost functionalL( f ) is least-squares loss with a sparsity penalty‖ f‖n,1 and a smoothness
penalty‖ f‖H ,1. Here(λn,ρn) are a pair of positive regularization parameters whose choice will be
specified by our theory. Given this cost functional, we then consider theM-estimator

f̂ ∈ argmin
f
L( f ) subject tof = ∑d

j=1 f j and‖ f j‖H ≤ 1 for all j = 1,2, . . . ,d. (6)

In this formulation (6), the problem is infinite-dimensional in nature, since it involves optimization
over Hilbert spaces. However, an attractive feature of thisM-estimator is that, as a consequence of
the representer theorem (Kimeldorf and Wahba, 1971), it can be reduced to an equivalent convex
program inRn×Rd. In particular, for eachj = 1,2, . . . ,d, let K j denote the kernel function for
co-ordinatej. Using the notationxi = (xi1,xi2, . . . ,xid) for the ith sample, we define the collection
of empirical kernel matricesK j ∈Rn×n, with entriesK j

iℓ =K j(xi j ,xℓ j). By the representer theorem,
any solutionf̂ to the variational problem (6) can be written in the form

f̂ (z1, . . . ,zd) =
n

∑
i=1

d

∑
j=1

α̂i jK
j(zj ,xi j ),

for a collection of weights
{

α̂ j ∈ Rn, j = 1, . . . ,d
}

. The optimal weights(α̂1, . . . , α̂d) are any
minimizer to the following convex program:

arg min
α j∈Rn

αT
j K j α j≤1

{
1
2n

‖y− ȳn−
d

∑
j=1

K jα j‖2
2+λn

d

∑
j=1

√
1
n
‖K jα j‖2

2+ρn

d

∑
j=1

√
αT

j K jα j

}
. (7)
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This problem is a second-order cone program (SOCP), and there arevarious algorithms for finding
a solution to arbitrary accuracy in time polynomial in(n,d), among them interior point methods
(e.g., see §11 in Boyd and Vandenberghe 2004).

Various combinations of sparsity and smoothness penalties have been usedin past work on
sparse additive models. For instance, the method of Ravikumar et al. (2009) is based on least-
squares loss regularized with single sparsity constraint, and separate smoothness constraints for
each univariate function. They solve the resulting optimization problem usinga back-fitting pro-
cedure. Koltchinskii and Yuan (2008) develop a method based on least-squares loss combined
with a single penalty term∑d

j=1‖ f j‖H . Their method also leads to an SOCP ifH is a repro-
ducing kernel Hilbert space, but differs from the program (7) in lacking the additional sparsity
penalties. Meier et al. (2009) analyzed least-squares regularized with apenalty term of the form

∑d
j=1

√
λ1‖ f j‖2

n+λ2‖ f j‖2
H

, whereλ1 and λ2 are a pair of regularization parameters. In their

method,λ1 controls the sparsity whileλ2 controls the smoothness. IfH is an RKHS, the method
in Meier et al. (2009) reduces to an ordinary group Lasso problem on adifferent set of variables,
which can be cast as a quadratic program. The more recent work of Koltchinskii and Yuan (2010)
is based on essentially the same estimator as problem (6), except that we allowfor a non-zero mean
for the function, and estimate it as well. In addition, the KY analysis involves a stronger condition
of global boundedness. We provide a more in-depth comparison of our analysis and results with the
past work listed above in Sections 3.4 and 3.5.

3.2 Upper Bound

We now state a result that provides upper bounds on the estimation error achieved by the estima-
tor (6), or equivalently (7). To simplify presentation, we state our result inthe special case that
the univariate Hilbert spaceH j , j = 1, . . . ,d are all identical, denoted byH . However, the analysis
and results extend in a straightforward manner to the general setting of distinct univariate Hilbert
spaces, as we discuss following the statement of Theorem 1.

Let µ1 ≥ µ2 ≥ . . . ≥ 0 denote the non-negative eigenvalues of the kernel operator definingthe
univariate Hilbert spaceH , as defined in Equation (3), and define the function

Qσ,n(t) :=
1√
n

[ ∞

∑
ℓ=1

min{t2,µℓ}
]1/2

.

Let νn > 0 be the smallest positive solution to the inequality

40ν2
n ≥ Qσ,n(νn), (8)

where the 40 is simply used for technical convenience. We refer toνn as thecritical univariate rate,
as it is the minimax-optimal rate forL2(P)-estimation of a single univariate function in the Hilbert
spaceH (e.g., Mendelson, 2002; van de Geer, 2000). This quantity will be referred to throughout
the remainder of the paper.

Our choices of regularization parameters are specified in terms of the quantity

γn := κmax
{

νn,

√
logd

n

}
, (9)
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whereκ is a fixed constant that we choose later. We assume that each function withinthe unit ball of
the univariate Hilbert space is uniformly bounded by a constant multiple of its Hilbert norm—that
is, for eachj = 1, . . . ,d and eachf j ∈H ,

‖ f j‖∞ := sup
x j

| f j(x j)| ≤ c ‖ f j‖H . (10)

This condition is satisfied for many kernel classes including Sobolev spaces, and any univariate
RKHS in which the kernel function2 bounded uniformly byc. Such a condition is routinely imposed
for proving upper bounds on rates of convergence for non-parametric least squares in the univariate
cased = 1 (see, e.g., Stone, 1985; van de Geer, 2000). Note that this univariateboundedness does
not imply that the multivariate functionsf = ∑ j∈S f j in F are uniformly bounded independently of
(d,s); rather, since such functions are the sum ofs terms, they can take on values of the order

√
s.

The following result applies to any classFd,s,H of sparse additive models based on a univariate
Hilbert space satisfying condition (10), and to the estimator (6) based onn i.i.d. samples(xi ,yi)

n
i=1

from the observation model (5).

Theorem 1 Let f̂ be any minimizer of the convex program(6) with regularization parameters
λn ≥ 16γn and ρn ≥ 16γ2

n. Then provided that nγ2
n = Ω(log(1/γn)), there are universal constants

(C,c1,c2) such that

P

[
max{‖ f̂ − f ∗‖2

2, ‖ f̂ − f ∗‖2
n} ≥C

{
sλ2

n+sρn
}]

≤ c1exp(−c2nγ2
n).

We provide the proof of Theorem 1 in Section 4.1.

3.2.1 REMARKS

First, the technical conditionnγ2
n=Ω(log(1/γn)) is quite mild, and satisfied in most cases of interest,

among them the kernels considered below in Corollaries 1 and 2.
Second, note that settingλn = cγn andρn = cγ2

n for some constantc ∈ [16,∞) yields the rate
Θ(sγ2

n+ sρn) = Θ( slogd
n + sν2

n). This rate may be interpreted as the sum of a subset selection term

( slogd
n ) and ans-dimensional estimation term (sν2

n). Note that the subset selection term (slogd
n )

is independent of the choice of Hilbert spaceH , whereas thes-dimensional estimation term is
independent of the ambient dimensiond. Depending on the scaling of the triple(n,d,s) and the
smoothness of the univariate RKHSH , either the subset selection term or function estimation term
may dominate. In general, iflogd

n = o(ν2
n), thes-dimensional estimation term dominates, and vice

versa otherwise. At the boundary, the scalings of the two terms are equivalent.
Finally, for clarity, we have stated our result in the case where the univariate Hilbert spaceH

is identical across all co-ordinates. However, our proof extends with only notational changes to the
general setting, in which each co-ordinatej is endowed with a (possibly distinct) Hilbert spaceH j .
In this case, theM-estimator returns a function̂f such that (with high probability)

max
{
‖ f̂ − f ∗‖2

n, ‖ f̂ − f ∗‖2
2

}
≤ C

{
slogd

n
+ ∑

j∈S

ν2
n, j

}
,

2. Indeed, we have

sup
x j

| f j (x j )|= sup
x j

|〈 f j (.),K(.,x j)〉H | ≤ sup
x j

√
K(x j ,x j )‖ f j‖H .
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whereνn, j is the critical univariate rate associated with the Hilbert spaceH j , andS is the subset on
which f ∗ is supported.

Theorem 1 has a number of corollaries, obtained by specifying particularchoices of kernels.
First, we discussm-rank operators, meaning that the kernel functionK can be expanded in terms
of m eigenfunctions. This class includes linear functions, polynomial functions, as well as any
function class based on finite dictionary expansions. First we present acorollary for finite-rank
kernel classes.

Corollary 1 Under the same conditions as Theorem 1, consider an univariate kernelwith finite
rank m. Then any solution̂f to the problem(6) with λn = cγn andρn = cγ2

n with 16≤ c< ∞ satisfies

P

[
max

{
‖ f̂ − f ∗‖2

n,‖ f̂ − f ∗‖2
2

}
≥C

{slogd
n

+s
m
n

}]
≤ c1exp

(
−c2(m+ logd)

)
.

Proof : It suffices to show that the critical univariate rate (8) satisfies the scaling ν2
n = O(m/n). For

a finite-rank kernel and anyt > 0, we have

Qσ,n(t) =
1√
n

√
m

∑
j=1

min{t2,µj} ≤ t

√
m
n
,

from which the claim follows by the definition (8).

Next, we present a result for the RKHS’s with infinitely many eigenvalues, but whose eigenval-
ues decay at a rateµk ≃ (1/k)2α for some parameterα > 1/2. Among other examples, this type
of scaling covers the case of Sobolev spaces, say consisting of functions with α derivatives (e.g.,
Birman and Solomjak, 1967; Gu, 2002).

Corollary 2 Under the same conditions as Theorem 1, consider an univariate kernelwith eigen-
value decay µk ≃ (1/k)2α for someα > 1/2. Then the kernel estimator defined in(6) with λn = cγn

andρn = cγ2
n with 16≤ c< ∞ satisfies

P

[
max

{
‖ f̂ − f ∗‖2

n,‖ f̂ − f ∗‖2
2

}
≥C

{slogd
n

+s
(1

n

) 2α
2α+1

}]
≤ c1exp

(
−c2(n

1
2α+1 + logd)

)
.

Proof : As in the previous corollary, we need to compute the critical univariate rateνn. Given the

assumption of polynomial eigenvalue decay, a truncation argument shows thatQσ,n(t) = O
(

t1− 1
2α√
n

)
.

Consequently, the critical univariate rate (8) satisfies the scalingν2
n ≍ ν1− 1

2α
n /

√
n, or equivalently,

ν2
n ≍ n−

2α
2α+1 .

3.3 Minimax Lower Bounds

In this section, we derive lower bounds on the minimax error in theL2(P)-norm that complement
the achievability results derived in Theorem 1. Given the function classF , we define the minimax
L2(P)-errorMP(Fd,s,H ) to be the largest quantity such that

inf
f̂n

sup
f ∗∈F

P f ∗ [‖ f̂n− f ∗‖2
2 ≥MP(Fd,s,H )]≥ 1/2, (11)
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where the infimum is taken over all measurable functions of then samples{(xi ,yi)}n
i=1, andP f ∗

denotes the data distribution when the unknown function isf ∗. Given this definition, note that
Markov’s inequality implies that

inf
f̂n

sup
f ∗∈F

E‖ f̂n− f ∗‖2
2 ≥

MP(Fd,s,H )

2
.

Central to our proof of the lower bounds is the metric entropy structure of the univariate re-
producing kernel Hilbert spaces. More precisely, our lower boundsdepend on thepacking entropy,
defined as follows. Let(G ,ρ) be a totally bounded metric space, consisting of a setG and a metric
ρ : G ×G → R+. An ε-packing ofG is a collection{ f 1, . . . , f M} ⊂ G such thatρ( f i , f j) ≥ ε for
all i 6= j. Theε-packing numberM(ε;G ,ρ) is the cardinality of the largestε-packing. The packing
entropy is the simply the logarithm of the packing number, namely the quantity logM(ε;G ,ρ), to
which we also refer as the metric entropy. In this paper, we derive explicitminimax lower bounds
for two different scalings of the univariate metric entropy.

3.3.1 LOGARITHMIC METRIC ENTROPY

There exists somem> 0 such that

logM(ε;BH (1),L2(P))≃ m log(1/ε) for all ε ∈ (0,1). (12)

Function classes with metric entropy of this type include linear functions (for which m= k), uni-
variate polynomials of degreek (for which m= k+ 1), and more generally, any function space
with finite VC-dimension (van der Vaart and Wellner, 1996). This type of scaling also holds for any
RKHS based on a kernel with rankm (e.g., see Carl and Triebel, 1980), and these finite-rank kernels
include both linear and polynomial functions as special cases.

3.3.2 POLYNOMIAL METRIC ENTROPY

There exists someα > 0 such that

logM(ε;BH (1),L2(P))≃ (1/ε)1/α for all ε ∈ (0,1). (13)

Various types of Sobolev/Besov classes exhibit this type of metric entropy decay (e.g., Birman and
Solomjak, 1967; Gu, 2002). In fact, any RKHS in which the kernel eigenvalues decay at a ratek−2α

have a metric entropy with this scaling (Carl and Stephani, 1990; Carl and Triebel, 1980).
We are now equipped to state our lower bounds on the minimax risk (11):

Theorem 2 Given n i.i.d. samples from the sparse additive model(5) with sparsity s≤ d/4, there
is an universal constant C> 0 such that:

(a) For a univariate classH with logarithmic metric entropy(12) indexed by parameter m, we
have

MP(Fd,s,H ) ≥ C

{
slog(d/s)

n
+ s

m
n

}
.
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(b) For a univariate classH with polynomial metric entropy(13) indexed byα, we have

MP(Fd,s,H ) ≥ C

{
slog(d/s)

n
+ s

(1
n

) 2α
2α+1

}
.

The proof of Theorem 2 is provided in Section 4.2. The most important consequence of Theorem 2 is
in establishing the minimax-optimality of the results given in Corollary 1 and 2; in particular, in the
regime of sub-linear sparsity (i.e., for which logd = O(log(d/s))), the combination of Theorem 2
with these corollaries identifies the minimax rates up to constant factors.

3.4 Comparison With Other Estimators

It is interesting to compare these convergence rates inL2(Pn) error with those established in the past
work. Ravikumar et al. (2009) show that any solution to their back-fitting method is consistent in
terms of mean-squared error risk (see Theorem 3 in their paper), but their analysis does not allow
s→∞. The method of Koltchinskii and Yuan (2008) is based regularizing the least-squares loss with
the(H ,1)-norm penalty—that is, the regularizer∑d

j=1‖ f j‖H ; Theorem 2 in their paper provides a
rate that holds for the triple(n,d,s) tending to infinity. In quantitative terms, however, their rates are

looser than those given here; in particular, their bound includes a term ofthe orders
3 logd

n , which is
larger than the bound in Theorem 1. Meier et al. (2009) analyze a differentM-estimator to the one
we analyze in this paper. Rather than adding two separate(H ,1)-norm and an(‖.‖n,1)-norm penal-
ties, they combine the two terms into a single sparsity and smoothness penalty. Fortheir estimator,
Meier et al. (2009) establish a convergence rate of the formO(s( logd

n )
2α

2α+1
)

in the case ofα-smooth
Sobolev spaces (see Theorem 1 in their paper). Note that relative to optimal rates given here in The-
orem 2(b), this scaling is sub-optimal: more precisely, we either havelogd

n < ( logd
n )

2α
2α+1 , when the

subset selection term dominates, or(1
n)

2α
2α+1 < ( logd

n )
2α

2α+1 , when thes-dimensional estimation term
dominates. In all of the above-mentioned methods, it is unclear whether or not a sharper analysis
would yield better rates. Finally, Koltchinskii and Yuan (2010) analyze the same estimator as the
M-estimator (6), and for the case of polynomial metric entropy, establish the same rates Theorem 1,
albeit under a global boundedness condition. In the following section, westudy the implications of
this assumption.

3.5 Upper Bounds Under A Global Boundedness Assumption

As discussed previously in the introduction, the paper of Koltchinskii and Yuan (2010), referred
to as KY for short, is based on theM-estimator (6). In terms of rates obtained, they establish a
convergence rate based on two terms as in Theorem 1, but with a pre-factor that depends on the
global quantity

B= sup
f∈Fd,s,H

‖ f‖∞ = sup
f∈Fd,s,H

sup
x

| f (x)|,

assumed to be bounded independently of dimension and sparsity. Such types of global boundedness
conditions are fairly standard in classical non-parametric estimation, wherethey have no effect on
minimax rates. In sharp contrast, the analysis of this section shows that for sparse additive models in
the regimes= Ω(

√
n), such global boundedness cansubstantially speed upminimax rates, showing

that the rates proven in KY are not minimax optimal for these classes. The underlying insight is as
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follows: when the sparsity grows, imposing global boundedness overs-variate functions substan-
tially reduces the effective dimension from its original sizes to a lower dimensional quantity, which
we denote bysKB(s,n), and moreover, the quantityKB(s,n) → 0 whens= Ω(

√
n) as described

below.
Recall the definition (4) of the function classFd,s,H . The model considered in the KY paper is

the smaller function class

F ∗
d,s,H (B) :=

⋃
S⊂{1,2,...,d}

|S|=s

H (S,B),

whereH (S,B) :=
{

f = ∑ j∈S f j | f j ∈H , and f j ∈ BH (1) ∀ j ∈ Sand‖ f‖∞ ≤ B
}

.
The following theorem provides sharper rates for the Sobolev case, in which each univariate

Hilbert space has eigenvalues decaying asµk ≃ k−2α for some smoothness parameterα > 1/2. Our
probabilistic bounds involve the quantity

δn := max
(
√

slog(d/s)
n

,B(
s

1
α logs

n
)1/4), (14)

and our rates are stated in terms of the function

KB(s,n) := B
√

logs(s−1/2αn1/(4α+2))2α−1,

where it should be noted thatKB(s,n)→ 0 if s= Ω(
√

n).
With this notation, we have the followingupper boundon the minimax risk over the function

classF ∗
d,s,H (B).

Theorem 3 Consider any RKHSH with eigenvalue decay k−2α, and uniformly bounded eigenfunc-
tions (i.e.,‖φk‖∞ ≤ C < ∞ for all k). Then there are universal constants(c1,c2,κ) such that with
probability greater than1−2exp

(
−c1nδ2

n

)
, we have

min
f̂

max
f ∗∈F ∗

d,s,H (B)
‖ f̂ − f ∗‖2

2 ≤ κ2(1+B)Csn−
2α

2α+1

(
KB(s,n)+n−1/(2α+1) log(d/s)

)

︸ ︷︷ ︸
MP(F

∗
d,s,H (B))

, (15)

as long as nδ2
n = Ω(log(1/δn)).

We provide the proof of Theorem 3 in Section 4.3; it is based on analyzing directly the least-
squares estimator overF ∗

d,s,H (B). The assumption that‖φk‖∞ ≤C < ∞ for all k includes the usual
Sobolev spaces in whichφk are (rescaled) Fourier basis functions. An immediate consequence of
Theorem 3 is that the minimax rates over the function classF ∗

d,s,H (B) can be strictly faster than
minimax rates for the classFd,s,H , which does not impose global boundedness. Recall that the
minimax lower bound from Theorem 2 (b) is based on the quantity

MP(Fd,s,H ) := C1
{

s
(1

n

) 2α
2α+1 +

slog(d/s)
n

}
= C1sn−

2α
2α+1

(
1+n−1/(2α+1) log(d/s)

)
,

for a universal constantC1. Note that up to constant factors, the achievable rate (15) from Theorem 3
is the same except that the term 1 is replaced by the functionKB(s,n). Consequently, for scalings of
(s,n) such thatKB(s,n)→ 0, global boundedness conditions lead to strictly faster rates.
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Corollary 3 Under the conditions of Theorem 3, we have

MP(Fd,s,H )

MP(F ∗
d,s,H (B))

≥ C1(1+n−1/(2α+1) log(d/s))

Cκ2(1+B)(KB(s,n)+n−1/(2α+1) log(d/s))
→+∞

whenever B= O(1) and KB(s,n)→ 0.

3.5.1 REMARKS

The quantityKB(s,n) is guaranteed to decay to zero as long as the sparsity indexs grows in a non-
trivial way with the sample size. For instance, if we haves= Ω(

√
n) for a problem of dimension

d = O(nβ) for any β ≥ 1/2, then it can be verified thatKB(s,n) = o(1). As an alternative view
of the differences, it can be noted that there are scalings of(n,s,d) for which the minimax rate
MP(Fd,s,H ) overFd,s,H is constant—that is, does not vanish asn→ +∞—while the minimax rate
MP(F

∗
d,s,H (B)) does vanish. As an example, consider the Sobolev class with smoothnessα = 2,

corresponding to twice-differentiable functions. For a sparsity indexs=Θ(n4/5), then Theorem 2(b)
implies thatMP(Fd,s,H ) = Ω(1), so that the minimax rate overFd,s,H is strictly bounded away from
zero for all sample sizes. In contrast, under a global boundedness condition, Theorem 3 shows that
the minimax rate is upper bounded asMP(F

∗
d,s,H (B)) = O

(
n−1/5√logn

)
, which tends to zero.

In summary, Theorem 3 and Theorem 2(b) together show that the minimax rates overFd,s,H

andF ∗
d,s,H (B) can be drastically different. Thus, global boundedness is a stringent condition in

the high-dimensional setting; in particular, the rates given in Theorem 3 of Koltchinskii and Yuan
(2010) are not minimax optimal whens= Ω(

√
n).

4. Proofs

In this section, we provide the proofs of our three main theorems. For clarityin presentation, we
split the proofs up into a series of lemmas, with the bulk of the more technical arguments deferred
to the appendices. This splitting allows our presentation in Section 4 to be relatively streamlined.

4.1 Proof of Theorem 1

At a high-level, Theorem 1 is based on an appropriate adaptation to the non-parametric setting of
various techniques that have been developed for sparse linear regression (e.g., Bickel et al., 2009;
Negahban et al., 2009). In contrast to the parametric setting where classical tail bounds are suf-
ficient, controlling the error terms in the non-parametric case requires more advanced techniques
from empirical process theory. In particular, we make use of various concentration theorems for
Gaussian and empirical processes (e.g., Ledoux, 2001; Massart, 2000; Pisier, 1989; van de Geer,
2000), as well as results on the Rademacher complexity of kernel classes(Bartlett et al., 2005;
Mendelson, 2002).

At the core of the proof are three technical lemmas. First, Lemma 1 provides an upper bound
on the Gaussian complexity of any function of the formf = ∑d

j=1 f j in terms of the norms‖ · ‖H ,1
and‖ · ‖n,1 previously defined. Lemma 2 exploits the notion of decomposability (Negahbanet al.,
2009), as applied to these norms, in order to show that the error function belongs to a particular
cone-shaped set. Finally, Lemma 3 establishes an upper bound on theL2(P) error of our estimator
in terms of theL2(Pn) error. The latter lemma can be interpreted as proving that our problem
satisfies non-parametric analog of a restricted eigenvalue condition (Bickel et al., 2009), or more
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generally, of a restricted strong convexity condition (Negahban et al., 2009). The proof of Lemma 3
involves a new approach that combines the Sudakov minoration (Pisier, 1989) with a one-sided tail
bound for non-negative random variables (Chung and Lu, 2006; Einmahl and Mason, 1996).

Throughout the proof, we useC andci , i = 1,2,3,4 to denote universal constants, independent
of (n,d,s). Note that the precise numerical values of these constants may change from line to line.
The reader should recall the definitions ofνn andγn from Equations (8) and (9) respectively. For a
subsetA⊆ {1,2, . . . ,d} and a function of the formf = ∑d

j=1 f j , we adopt the convenient notation

‖ fA‖n,1 := ∑
j∈A

‖ f j‖n, and ‖ fA‖H ,1 := ∑
j∈A

‖ f j‖H . (16)

We begin by establishing an inequality on the error function∆̂ := f̂ − f ∗. Since f̂ and f ∗ are,
respectively, optimal and feasible for the problem (6), we are guaranteed thatL( f̂ ) ≤ L( f ∗), and
hence that the error function̂∆ satisfies the bound

1
2n

n

∑
i=1

(wi + f − ȳn− ∆̂(xi))
2+λn‖ f̂‖n,1+ρn‖ f̂‖H ,1≤

1
2n

n

∑
i=1

(wi + f − ȳn)
2+λn‖ f ∗‖n,1+ρn‖ f ∗‖H ,1.

Some simple algebra yields the bound

1
2
‖∆̂‖2

n ≤
∣∣1
n

n

∑
i=1

wi∆̂(xi)
∣∣+ |ȳn− f |

∣∣1
n

n

∑
i=1

∆̂(xi)
∣∣+λn‖∆̂‖n,1+ρn‖∆̂‖H ,1. (17)

Following the terminology of van de Geer (2000), we refer to this bound as our basic inequality.

4.1.1 CONTROLLING DEVIATION FROM THE MEAN

Our next step is to control the error due to estimating the mean|ȳn − f |. We begin by observ-
ing that this error term can be written as ¯yn− f = 1

n ∑n
i=1(yi − f ). Next we observe thatyi − f =

∑ j∈S f ∗j (xi j )+wi is the sum of thes independent random variablesf ∗j (xi j ), each bounded in ab-
solute value by one, along with the independent sub-Gaussian noise termwi ; consequently, the
variableyi − f is sub-Gaussian with parameter at most

√
s+1. (See, for instance, Lemma 1.4

in Buldygin and Kozachenko 2000). By applying standard sub-Gaussian tail bounds, we have
P(|ȳn − f | > t) ≤ 2exp(− nt2

2(s+1)), and hence, if we define the eventC (γn) = {|ȳn − f | ≤ √
sγn},

we are guaranteed

P[C (γn)]≥ 1−2exp(−nγ2
n

4
).

For the remainder of the proof, we condition on the eventC (γn). Under this conditioning, the
bound (17) simplifies to:

1
2
‖∆̂‖2

n ≤
∣∣1
n

n

∑
i=1

wi∆̂(xi)
∣∣+

√
sγn‖∆̂‖n+λn‖∆̂‖n,1+ρn‖∆̂‖H ,1,

where we have applied the Cauchy-Schwarz inequality to write
∣∣1

n ∑n
i=1 ∆̂(xi)

∣∣≤ ‖∆̂‖n.
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4.1.2 CONTROLLING THE GAUSSIAN COMPLEXITY TERM

The following lemma provides control the Gaussian complexity term on the right-hand side of
inequality (17) by bounding the Gaussian complexity for the univariate functions∆̂ j , j = 1,2, . . . ,d

in terms of their‖ · ‖n and‖ · ‖H norms. In particular, recalling thatγn = κmax{
√

logd
n , νn}, we

have the following lemma.

Lemma 1 Define the event

T (γn) :=

{
∀ j = 1,2, . . . ,d,

∣∣1
n

n

∑
i=1

wi∆̂ j(xi j )
∣∣≤ 8γ2

n ‖∆̂ j‖H +8γn ‖∆̂ j‖n

}
.

Then under the condition nγ2
n = Ω(log(1/γn)), we have

P(T (γn))≥ 1−c1exp(−c2nγ2
n).

The proof of this lemma, provided in Appendix B, uses concentration of measure for Lipschitz
functions of Gaussian random variables (e.g., Ledoux, 2001), combined with peeling and weighting
arguments from empirical process theory (Alexander, 1987; van de Geer, 2000). In particular, the
subset selection term( slogd

n ) in Theorem 1 arises from taking the maximum over alld components.
The remainder of our analysis involves conditioning on the eventT (γn)∩C (γn). Using Lemma 1,

when conditioned on the eventT (γn)∩C (γn) we have:

‖∆̂‖2
n ≤ 2

√
sγn‖∆̂‖n+(16γn+2λn)‖∆̂‖n,1+(16γ2

n+2ρn)‖∆̂‖H ,1. (18)

4.1.3 EXPLOITING DECOMPOSABILITY

Recall thatSdenotes the true support of the unknown functionf ∗. By the definition (16), we can
write ‖∆̂‖n,1 = ‖∆̂S‖n,1+‖∆̂Sc‖n,1, where∆̂S := ∑ j∈S∆̂ j and∆̂Sc := ∑ j∈Sc ∆̂ j . Similarly, we have an

analogous representation for‖∆̂‖H ,1. The next lemma shows that conditioned on the eventT (γn),

the quantities‖∆̂‖H ,1 and‖∆̂‖n,1 are not significantly larger than the corresponding norms as applied

to the function̂∆S.

Lemma 2 Conditioned on the eventsT (γn) andC (γn), and with the choicesλn ≥ 16γn and ρn ≥
16γ2

n, we have

λn‖∆̂‖n,1+ρn‖∆̂‖H ,1 ≤ 4λn‖∆̂S‖n,1+4ρn‖∆̂S‖H ,1+
1
2

sγ2
n. (19)

The proof of this lemma, provided in Appendix C, is based on the decomposability (see Negahban
et al. 2009) of the‖·‖H ,1 and‖·‖n,1 norms. This lemma allows us to exploit the sparsity assumption,
since in conjunction with Lemma 1, we have now bounded the right-hand side ofthe inequality (18)
by terms involving onlŷ∆S.

For the remainder of the proof of Theorem 1, we assumeλn ≥ 16γn andρn ≥ 16γ2
n. In particular,

still conditioning onC (γn)∩T (γn) and applying Lemma 2 to inequality (18), we obtain

‖∆̂‖2
n ≤ 2

√
sγn‖∆̂‖n+3λn‖∆̂‖n,1+3ρn‖∆̂‖H ,1

≤ 2
√

sλn‖∆̂‖n+12λn‖∆̂S‖n,1+12ρn‖∆̂S‖H ,1+
3
32

sρn,
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Finally, since botĥf j and f ∗j belong toBH (1), we have‖∆̂ j‖H ≤‖ f̂ j‖H +‖ f ∗j ‖H ≤ 2, which implies

that‖∆̂S‖H ,1 ≤ 2s, and hence

‖∆̂‖2
n ≤ 2

√
sλn‖∆̂‖n+12λn‖∆̂S‖n,1+25sρn. (20)

4.1.4 UPPERBOUNDING ‖∆̂S‖n,1

The next step is to control the term‖∆̂S‖n,1 = ∑ j∈S‖∆̂ j‖n that appears in the upper bound (20).

Ideally, we would like to upper bound it by a quantity of the order
√

s‖∆̂S‖2 =
√

s
√

∑ j∈S‖∆̂ j‖2
2.

Such an upper bound would follow immediately if it were phrased in terms of the population‖ · ‖2-
norm rather than the empirical-‖ · ‖n norm, but there are additional cross-terms with the empirical
norm. Accordingly, a somewhat more delicate argument is required, which we provide here. First
define the events

A j(λn) := {‖∆̂ j‖n ≤ 2‖∆̂ j‖2+λn},

andA(λn)=∩d
j=1A j(λn). By applying Lemma 7 from Appendix A witht = λn≥16γn andb=2, we

conclude that‖∆̂ j‖n ≤ 2‖∆̂ j‖2+λn with probability greater than 1−c1exp(−c2nλ2
n). Consequently,

if we define the eventA(λn) = ∩ j∈SA j(λn), then this tail bound together with the union bound
implies that

P[Ac(λn)]≤ s c1exp(−c2nλ2
n) ≤ c1exp(−c′2nλ2

n), (21)

where we have used the fact thatλn = Ω(
√

logs
n ). Now, conditioned on the eventA(λn), we have

‖∆̂S‖n,1 = ∑
j∈S

‖∆̂ j‖n ≤ 2∑
j∈S

‖∆̂ j‖2+sλn (22)

≤ 2
√

s‖∆̂S‖2+sλn ≤ 2
√

s‖∆̂‖2+sλn.

Substituting this upper bound (22) on‖∆̂S‖n,1 into our earlier inequality (20) yields

‖∆̂‖2
n ≤ 2

√
sλn‖∆̂‖n+24

√
sλn‖∆̂‖2+12sλ2

n+25sρn. (23)

At this point, we encounter a challenge due to the unbounded nature of ourfunction class. In
particular, if‖∆̂‖2 were upper bounded byCmax(‖∆̂‖n,

√
sλn,

√
sρn), then the upper bound (23)

would immediately imply the claim of Theorem 1. If one were to assume global boundedness of
the multivariate functionŝf and f ∗, as done in past work of Koltchinskii and Yuan (2010), then an
upper bound on‖∆̂‖2 of this form would directly follow from known results (e.g., Theorem 2.1 in
Bartlett et al. 2005.) However, since we do not impose global boundedness, we need to develop a
novel approach to this final hurdle.

4.1.5 CONTROLLING ‖∆̂‖2 FOR UNBOUNDED CLASSES

For the remainder of the proof, we condition on the eventA(λn)∩ T (γn)∩ C (γn). We split our
analysis into three cases. Throughout the proof, we make use of the quantity

δ̃n := Bmax(
√

sλn,
√

sρn), (24)
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whereB∈ (1,∞) is a constant to be chosen later in the argument.
Case 1:If ‖∆̂‖2 < ‖∆̂‖n, then combined with inequality (23), we conclude that

‖∆̂‖2
n ≤ 2

√
sλn‖∆̂‖n+24

√
sλn‖∆̂‖n+12sλ2

n+25sρn.

This is a quadratic inequality in terms of the quantity‖∆̂‖n, and some algebra shows that it implies
the bound‖∆̂‖n ≤ 15max(

√
sλn,

√
sρn). By assumption, we then have‖∆̂‖2 ≤ 15max(

√
sλn,

√
sρn)

as well, thereby completing the proof of Theorem 1.
Case 2:If ‖∆̂‖2 < δ̃n, then together with the bound (23), we conclude that

‖∆̂‖2
n ≤ 2

√
sλn‖∆̂‖n+24

√
sλnδ̃n+12sλ2

n+25sρn.

This inequality is again a quadratic in‖∆̂‖n; moreover, note that by definition (24) ofδ̃n, we have
sλ2

n+sρn =O(δ̃2
n). Consequently, this inequality implies that‖∆̂‖n ≤Cδ̃n for some constantC. Our

starting assumption implies that‖∆̂‖2 ≤ δ̃n, so that the claim of Theorem 1 follows in this case.
Case 3:Otherwise, we may assume that‖∆̂‖2 ≥ δ̃n and‖∆̂‖2 ≥ ‖∆̂‖n. In this case, the inequal-

ity (23) together with the bound‖∆̂‖2 ≥ ‖∆̂‖n implies that

‖∆̂‖2
n ≤ 2

√
sλn‖∆̂‖2+24

√
sλn‖∆̂‖2+12sλ2

n+25sρn. (25)

Our goal is to establish a lower bound on the left-hand-side—namely, the quantity ‖∆̂‖2
n—in terms

of ‖∆̂‖2
2. In order to do so, we consider the function classG(λn,ρn) defined by functions of the form

g= ∑d
j=1g j , and such that

λn‖g‖n,1+ρn‖g‖H ,1 ≤ 4λn‖gS‖n,1+4ρn‖gS‖H ,1+
1
32

sρn, (26)

‖gS‖1,n ≤ 2
√

s‖gS‖2+sλn and (27)

‖g‖n ≤ ‖g‖2. (28)

Conditioned on the eventsA(γn), T (γn) andC (γn), and with our choices of regularization parameter,
we are guaranteed that the error function∆̂ satisfies all three of these constraints, and hence that
∆̂ ∈ G(λn,ρn). Consequently, it suffices to establish a lower bound on‖g‖n that holds uniformly
over the classG(λn,ρn). In particular, define the event

B(λn,ρn) :=

{
‖g‖2

n ≥ ‖g‖2
2/2 for all g∈ G(λn,ρn) such that ‖g‖2 ≥ δ̃n

}
.

The following lemma shows that this event holds with high probability.

Lemma 3 Under the conditions of Theorem 1, there are universal constants ci such that

P[B(λn,ρn)]≥ 1−c1exp(−c2nγ2
n).

We note that this lemma can be interpreted as guaranteeing a version of restricted strong convex-
ity (see Negahban et al., 2009) for the least-squares loss function, suitably adapted to the non-
parametric setting. Since we do not assume global boundedness, the proof of this lemma requires
a novel technical argument, one which combines a one-sided tail bound for non-negative random
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variables (Chung and Lu, 2006; Einmahl and Mason, 1996) with the Sudakov minoration (Pisier,
1989) for the Gaussian complexity. We refer the reader to Appendix D forthe details of the proof.

Using Lemma 3 and conditioning on the eventB(λn,ρn), we are guaranteed that‖∆̂‖2
n≥‖∆̂‖2

2/2,
and hence, combined with our earlier bound (25), we conclude that

‖∆̂‖2
2 ≤ 4

√
sλn‖∆̂‖2+48

√
sλn‖∆̂‖2+24sλ2

n+50sρn.

Hence‖∆̂‖n ≤ ‖∆̂‖2 ≤Cmax(
√

sλn,
√

sρn), completing the proof of the claim in the third case.

In summary, the entire proof is based on conditioning on the three eventsT (γn), A(λn) and
B(λn,ρn). From the bound (21) as well as Lemmas 1 and 3, we have

P
[
T (γn)∩A(λn)∩B(λn,ρn)∩C (γn)

]
≥ 1−c1exp

(
−c2nγ2

n

)
,

thereby showing that max{‖ f̂ − f ∗‖2
n,‖ f̂ − f ∗‖2

2} ≤ Cmax(sλ2
n,sρn) with the claimed probability.

This completes the proof of Theorem 1.

4.2 Proof of Theorem 2

We now turn to the proof of the minimax lower bounds stated in Theorem 2. For both parts (a) and
(b), the first step is to follow a standard reduction to testing (see, e.g., Has’minskii, 1978; Yang and
Barron, 1999; Yu, 1996) so as to obtain a lower bound on the minimax errorMP(Fd,s,H ) in terms of
the probability of error in a multi-way hypothesis testing. We then apply different forms of the Fano
inequality (see Yang and Barron, 1999; Yu, 1996) in order to lower bound the probability of error
in this testing problem. Obtaining useful bounds requires a precise characterization of the metric
entropy structure ofFd,s,H , as stated in Lemma 4.

4.2.1 REDUCTION TO TESTING

We begin with the reduction to a testing problem. Let{ f 1, . . . , f M} be aδn-packing ofF in the‖·‖2-
norm, and letΘ be a random variable uniformly distributed over the index set[M] := {1,2, . . . ,M}.
Note that we are usingM as a shorthand for the packing numberM(δn;F ,‖ · ‖2). A standard
argument (e.g., Has’minskii, 1978; Yang and Barron, 1999; Yu, 1996)then yields the lower bound

inf
f̂

sup
f ∗∈F

P
[
‖ f̂ − f ∗‖2

2 ≥ δ2
n/2

]
≥ inf

Θ̂
P[Θ̂ 6= Θ],

where the infimum on the right-hand side is taken over all estimatorsΘ̂ that are measurable functions
of the data, and take values in the index set[M].

Note thatP[Θ̂ 6= Θ] corresponds to the error probability in a multi-way hypothesis test, where
the probability is taken over the random choice ofΘ, the randomness of the design pointsXn

1 :=
{xi}n

i=1, and the randomness of the observationsYn
1 := {yi}n

i=1. Our initial analysis is performed
conditionally on the design points, so that the only remaining randomness in the observationsYn

1
comes from the observation noise{wi}n

i=1. From Fano’s inequality (Cover and Thomas, 1991), for

any estimator̂Θ, we haveP
[
Θ̂ 6= Θ | Xn

1

]
≥ 1−

IXn
1
(Θ;Yn

1 )+log2

logM , whereIXn
1
(Θ;Yn

1 ) denotes the mutual
information betweenΘ andYn

1 with Xn
1 fixed. Taking expectations overXn

1 , we obtain the lower
bound

P
[
Θ̂ 6= Θ

]
≥ 1−

EXn
1

[
IXn

1
(Θ;Yn

1 )
]
+ log2

logM
. (29)
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The remainder of the proof consists of constructing appropriate packingsets ofF , and obtaining
good upper bounds on the mutual information term in the lower bound (29).

4.2.2 CONSTRUCTINGAPPROPRIATEPACKINGS

We begin with results on packing numbers. Recall that logM(δ;F ,‖ · ‖2) denotes theδ-packing
entropy ofF in the‖ · ‖2 norm.

Lemma 4 (a) For all δ ∈ (0,1) and s≤ d/4, we have

logM(δ;F ,‖ · ‖2) = O
(
s logM(

δ√
s
;BH (1),‖ · ‖2)+slog

d
s

)
.

(b) For a Hilbert class with logarithmic metric entropy(12) and such that‖ f‖2 ≤ ‖ f‖H , there
exists set{ f 1, . . . , f M} with logM ≥ C

{
slog(d/s)+sm

}
, and

δ ≤ ‖ f k− f ℓ‖2 ≤ 8δ for all k 6= ℓ ∈ {1,2, . . . ,M}.

The proof, provided in Appendix E, is combinatorial in nature. We now turnto the proofs of parts
(a) and (b) of Theorem 2.

4.2.3 PROOF OFTHEOREM 2(A)

In order to prove this claim, it remains to exploit Lemma 4 in an appropriate way, and to upper
bound the resulting mutual information. For the latter step, we make use of the generalized Fano
approach (e.g., Yu, 1996).

From Lemma 4, we can find a set{ f 1, . . . , f M} that is aδ-packing ofF in ℓ2-norm, and such
that‖ f k− f ℓ‖2 ≤ 8δ for all k, ℓ ∈ [M]. Fork = 1, . . . ,M, letQk denote the conditional distribution
of Yn

1 conditioned onXn
1 and the event{Θ = k}, and letD(Qk‖Qℓ) denote the Kullback-Leibler

divergence. From the convexity of mutual information (Cover and Thomas, 1991), we have the
upper boundIXn

1
(Θ;Yn

1 )≤ 1
(M

2)
∑M

k,ℓ=1D(Qk‖Qℓ). Given our linear observation model (5), we have

D(Qk‖Qℓ) =
1

2σ2

n

∑
i=1

(
f k(xi)− f ℓ(xi)

)2
=

n ‖ f k− f ℓ‖2
n

2
,

and hence

EXn
1

[
IXn

1
(Yn

1 ;Θ)
]
≤ n

2
1(M
2

) ∑
k6=ℓ

EXn
1
[‖ f k− f ℓ‖2

n] =
n
2

1(M
2

) ∑
k6=ℓ

‖ f k− f ℓ‖2
2.

Since our packing satisfies‖ f k− f ℓ‖2
2 ≤ 64δ2, we conclude that

EXn
1

[
IXn

1
(Yn

1 ;Θ)
]
≤ 32nδ2.

From the Fano bound (29), for anyδ > 0 such that32nδ2+log2
logM < 1

4, then we are guaranteed that

P[Θ̂ 6= Θ]≥ 3
4. From Lemma 4(b), our packing set satisfies logM ≥C

{
sm+slog(d/s)

}
, so that so

that the choiceδ2 = C′{ sm
n + slog(d/s)

n

}
, for a suitably smallC′ > 0, can be used to guarantee the

error boundP[Θ̂ 6= Θ]≥ 3
4.
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4.2.4 PROOF OFTHEOREM 2(B)

In this case, we use an upper bounding technique due to Yang and Barron (1999) in order to upper
bound the mutual information. Although the argument is essentially the same, it does not fol-
low verbatim from their claims—in particular, there are some slight differences due to our initial
conditioning—so that we provide the details here. By definition of the mutual information, we have

IXn
1
(Θ;Yn

1 ) =
1
M

M

∑
k=1

D(Qk‖PY),

whereQk denotes the conditional distribution ofYn
1 givenΘ = k and still withXn

1 fixed, whereasPY

denotes the marginal distribution ofPY.
Let us define the notion of a covering number, in particular for a totally bounded metric space

(G ,ρ), consisting of a setG and a metricρ : G ×G → R+. An ε-covering set ofG is a collection
{ f 1, . . . , f N} of functions such that for allf ∈G there existsk∈ {1,2, ...,N} such thatρ( f , f k)≤ ε.
Theε-covering numberN(ε;G ,ρ) is the cardinality of the smallestε-covering set.

Now let {g1, . . . ,gN} be anε-cover ofF in the‖ · ‖2 norm, for a toleranceε to be chosen. As
argued in Yang and Barron (1999), we have

IXn
1
(Θ;Yn

1 ) =
1
M

M

∑
j=1

D(Q j ‖PY)≤ D(Qk‖ 1
N

N

∑
k=1

Pk),

wherePℓ denotes the conditional distribution ofYn
1 givengℓ andXn

1 . For eachℓ, let us choosegℓ
∗(k)

as follows:ℓ∗(k) ∈ argminℓ=1,...,N ‖gℓ− f k‖2. We then have the upper bound

IXn
1
(Θ;Yn

1 )≤
1
M

M

∑
k=1

{
logN+

n
2
‖gℓ

∗(k)− f k‖2
n

}
.

Taking expectations overXn
1 , we obtain

EXn
1
[IXn

1
(Θ;Yn

1 )]≤
1
M

M

∑
k=1

{
logN+

n
2
EXn

1
[‖gℓ

∗(k)− f k‖2
n]
}

≤ logN+
n
2

ε2,

where the final inequality follows from the choice of our covering set.
From this point, we can follow the same steps as Yang and Barron (1999). The polynomial

scaling (13) of the metric entropy guarantees that their conditions are satisfied, and we conclude
that the minimax error is lower bounded by anyδn > 0 such thatnδ2

n ≥ C logN(δn;F ,‖ ·‖2). From
Lemma 4 and the assumed scaling (13), it is equivalent to solve the equation

nδ2
n ≥ C

{
slog(d/s)+s(

√
s/δn)

1/α
}
,

from which some algebra yieldsδ2
n =C

{ slog(d/s)
n +s

(
1
n

) 2α
2α+1

}
as a suitable choice.
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4.3 Proof of Theorem 3

Recall the definition ofF ∗
d,s,H (B) andH (S,B) from Section 3.5; note that it guarantees that‖ f ∗‖∞ ≤

B. In order to establish upper bounds on the minimax rate inL2(P)-error overF ∗
d,s,H (B), we ana-

lyze a least-squares estimator—albeitnot the same as the original M-estimator (6)—constrained to
F ∗

d,s,H (B), namely

f̂ ∈ arg min
f∈F ∗

d,s,H (B)

n

∑
i=1

(yi − ȳn− f (xi))
2. (30)

Since our goal is to upper bound the minimax rate inL2(P) error, it is sufficient to upper bound
theL2(P)-norm of f̂ − f ∗ where f̂ is any solution to (30). The proof shares many steps with the
proof of Theorem 1. First, the same reasoning shows that the error∆̂ := f̂ − f ∗ satisfies the basic
inequality

1
n

n

∑
i=1

∆̂2(xi)≤
2
n
|

n

∑
i=1

wi∆̂(xi)|+ |ȳn− f |
∣∣1
n

n

∑
i=1

∆̂(xi)
∣∣.

Recall the definition (14) of the critical rateδn. Once again, we first control the term error due
to estimating the mean|ȳn− f | = |1

n ∑n
i=1(yi − f )|. Since| f ∗(xi)| is at mostB andwi is standard

Gaussian and independent, the random variableyi − f = f ∗(xi)+wi is sub-Gaussian with parameter√
B2+1. The samples are all i.i.d., so that by standard sub-Gaussian tail bounds,we have

P[|ȳn− f |> t]≤ 2exp(− nt2

2(B2+1)
).

SettingA(δn) = {|ȳn− f | ≤ Bδn}, it is clear that

P[A(δn)]≥ 1−2exp(−nδ2
n

4
).

For the remainder of the proof, we condition on the eventA(δn), in which case Equation (17)
simplifies to

1
2
‖∆̂‖2

n ≤
∣∣1
n

n

∑
i=1

wi∆̂(xi)
∣∣+Bδn‖∆̂‖n. (31)

Here we have used the fact that
∣∣1

n ∑n
i=1 ∆̂(xi)

∣∣≤ ‖∆̂‖n, by the Cauchy-Schwartz inequality.

Now we control the Gaussian complexity term
∣∣1

n ∑n
i=1wi∆̂(xi)

∣∣. For any fixed subsetS, define
the random variable

Ẑn(w, t;H (S,2B)) := sup
∆∈H (S,2B)
‖∆‖n≤t

∣∣1
n

n

∑
i=1

wi∆(xi)
∣∣. (32)

We first bound this random variable for a fixed subsetSof size 2s, and then take the union bound
over all

( d
2s

)
possible subsets.
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Lemma 5 Assume that the RKHSH has eigenvalues(µk)
∞
k=1 that satisfy µk ≃ k−2α and eigenfunc-

tions such that‖φk‖∞ ≤C. Then we have

P
[
∃t > 0 such that̂Zn(w, t;H (S,2B))≥ 16BC

√
s1/α logs

n
+3tδn

]
≤ c1exp(−9nδ2

n).

The proof of Lemma 5 is provided Appendix F.1. Returning to inequality (31),we note that by
definition,

2
n
|

n

∑
i=1

wi∆̂(xi)| ≤ max
|S|=2s

Ẑn(w,‖∆̂‖n;H (S,2B)).

Lemma 5 combined with the union bound implies that

max
|S|=2s

Ẑn(w,‖∆̂‖n;H (S,2B))≤ 16BC

√
s1/α logs

n
+3δn‖∆̂‖n

with probability at least 1−c1
( d

2s

)
exp(−3nδ2

n). Our choice (14) ofδn ensures that this probability
is at least 1−c1exp(−c2nδ2

n). Combined with the basic inequality (31), we conclude that

‖∆̂‖2
n ≤ 32BC

√
s1/α logs

n
+7Bδn‖∆̂‖n (33)

with probability 1−c1exp(−c2nδ2
n).

By definition (14) ofδn, the bound (33) implies that‖∆̂‖n = O(δn) with high probability. In
order to translate this claim into a bound on‖∆̂‖2, we require the following result:

Lemma 6 There exist universal constants(c,c1,c2) such that for all t≥ cδn, we have

‖g‖2

2
≤ ‖g‖n ≤ 3

2
‖g‖2 for all g ∈H (S,2B) with ‖g‖2 ≥ t (34)

with probability at least1−c1exp(−c2nt2).

Proof The bound (34) follows by applying Lemma 7 in Appendix A withG =H (S,2B) andb= 2B.

The critical radius from equation (35) needs to satisfy the relationQw,n(εn;H (S,2B)) ≤ ε2
n

40. From

Lemma 11, the choiceε2
n = 320BC

√
s1/α logs

n satisfies this relation. By definition (14) ofδn, we have
δn ≥ cεn for some universal constantc, which completes the proof.

This lemma implies that with probability at least 1−c1exp(−c2Bnδ2
n), we have‖∆̂‖2 ≤ 2‖∆̂‖n+

Cδn. Combined with our earlier upper bound on‖∆̂‖n, this completes the proof of Theorem 3.

5. Discussion

In this paper, we have studied estimation in the class of sparse additive modelsin which each uni-
variate function lies within a reproducing kernel Hilbert space. In conjunction, Theorems 1 and 2
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provide a precise characterization of the minimax-optimal rates for estimatingf ∗ in theL2(P)-norm
for various kernel classes with bounded univariate functions. Theseclasses include finite-rank ker-
nels (with logarithmic metric entropy), as well as kernels with polynomially decaying eigenvalues
(and hence polynomial metric entropy). In order to establish achievable rates, we analyzed a sim-
pleM-estimator based on regularizing the least-squares loss with two kinds ofℓ1-based norms, one
defined by the univariate Hilbert norm and the other by the univariate empirical norm. On the other
hand, we obtained our lower bounds by a combination of approximation-theoretic and information-
theoretic techniques.

An important feature of our analysis is we assume only that each univariatefunction is bounded,
but do not assume that the multivariate function class is bounded. As discussed in Section 3.5,
imposing a global boundedness condition in the high-dimensional setting can lead to a substantially
smaller function classes; for instance, for Sobolev classes and sparsitys=Ω(

√
n), Theorem 3 shows

that it is possible to obtain much faster rates than the optimal rates for the class of sparse additive
models with univariate functions bounded. Theorem 3 in our paper showsthat the rates obtained
under global boundedness conditions are not minimax optimal for Sobolev spaces in the regime
s= Ω(

√
n).

There are a number of ways in which this work could be extended. Our work considered only
a hard sparsity model, in which at mosts co-ordinate functions were non-zero, whereas it could
be realistic to use a “soft” sparsity model involvingℓq-norms. Some recent work by Suzuki and
Sugiyama (2012) has studied some extensions of this type. In addition, the analysis here was based
on assuming independence of the covariatesx j , j = 1,2, . . .d; it would be interesting to investigate
the case when the random variables are endowed with some correlation structure. One might expect
some changes in the optimal rates, particularly if many of the variables are strongly dependent.
Finally, this work considered only the function class consisting of sums of co-ordinate functions,
whereas a natural extension would be to consider nested non-parametricclasses formed of sums
over hierarchies of subsets of variables.
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Appendix A. A General Result On Equivalence Of L2(P) And L2(Pn) Norms

Since it is required in a number of our proofs, we begin by stating and proving a general result that
provides uniform control on the difference between the empirical‖ · ‖n and population‖ · ‖2 norms
over a uniformly bounded function classG . We impose two conditions on this class:

(a) it is uniformly bounded, meaning that there is someb≥ 1 such that‖g‖∞ ≤ b for all g∈ G .

(b) it is star-shaped, meaning that ifg∈ G , thenλg∈ G for all λ ∈ [0,1].
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For each co-ordinate, the Hilbert ballBH (2) satisfies both of these conditions; we useG = BH (2).
(To be clear, we cannot apply this result to the multivariate function classFd,s,H , since it is not
uniformly bounded.)

Let {σi}n
i=1 be an i.i.d. sequence of Rademacher variables, and let{xi}n

i=1 be an i.i.d. sequence
of variables fromX , drawn according to some distributionQ. For eacht > 0, we define the local
Rademacher complexity

Qσ,n(t,G) := Ex,σ
[

sup
‖g‖2≤t
g∈G

1
n

n

∑
i=1

σig(xi)
]

We letεn denote the smallest solution (of size at least 1/
√

n) to the inequality

Qσ,n(εn,G) =
ε2

n

40
, (35)

where our scaling by the constant 40 is for later theoretical convenience. Such anεn exists, because
the star-shaped property implies that the functionQσ,n(t,G)/t is non-increasing int. This quantity
corresponds to the critical rate associated with the population Rademacher complexity. For any
t ≥ εn, we define the eventE(t) :=

{
sup g∈G

‖g‖2≤t

∣∣‖g‖n−‖g‖2
∣∣≥ bt

2

}
.

Lemma 7 Suppose that‖g‖∞ ≤ b for all g∈ G . Then there exist universal constants(c1,c2) such
that for any t≥ εn,

P
[
E(t)

]
≤ c1exp(−c2nt2).

In addition, for any g∈G with ‖g‖2 ≥ t, we have‖g‖n ≤ ‖g‖2(1+ b
2), and moreover, for all g∈G

with ‖g‖2 ≥ bt, we have
1
2
‖g‖2 ≤ ‖g‖n ≤ 3

2
‖g‖2, (36)

both with probability at least1−c1exp(−c2nt2).

Lemma 7 follows from a relatively straightforward adaptation of known results (e.g., Lemma 5.16
in van de Geer, 2000 and Theorem 2.1 in Bartlett et al., 2005), so we omit theproof details here.

Appendix B. Proof of Lemma 1

The proof of this lemma is based on peeling and weighting techniques from empirical process theory
(Alexander, 1987; van de Geer, 2000) combined with results on the localRademacher and Gaussian
complexities of kernel classes (Bartlett et al., 2005; Mendelson, 2002).For each univariate Hilbert
spaceH j =H , let us introduce the random variables

Ẑn(w, t;H ) := sup
‖g j‖H≤1
‖g j‖n≤t

∣∣1
n

n

∑
i=1

wig j(xi j )
∣∣, and Zn(w, t;H ) := Ex

[
sup

‖g j‖H≤1
‖g j‖2≤t

∣∣1
n

n

∑
i=1

wig j(xi j )
∣∣
]
,

(37)
wherewi ∼ N(0,1) are i.i.d. standard normal. The empirical and population Gaussian complexities
are given by

Q̂w,n(t,H ) := Ew
[
Ẑn(w; t,H )

]
and Qw,n(t,H ) := Ew

[
Zn(w; t,H )

]
.
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For future reference, we note that in the case of a univariate Hilbert spaceH with eigenvalues
{µk}∞

k=1, results in Mendelson (2002) imply that there are universal constantscℓ ≤ cu such that for
all t2 ≥ 1/n, we have

cℓ√
n

[ ∞

∑
k=1

min{t2,µk}
]1/2 ≤ Qw,n(t,H ) ≤ cu√

n

[ ∞

∑
k=1

min{t2,µk}
]1/2

, (38)

for all j. The same bounds hold for the local Rademacher complexity in our special case of repro-
ducing kernel Hilbert spaces.

Let ν̂n, j > 0 denote the smallest positive solutionr of the inequality

Q̂w,n(r,H )≤ 4r2. (39)

The functionQ̂w,n(r,H ) defines the local Gaussian complexity of the kernel class in co-ordinate
j. Recall the bounds (38) that apply to both the empirical and population Gaussian complexities.
Recall that the critical univariate rateνn is defined in terms of the population Gaussian complexity
(see Equation (8)).

B.1 Some Auxiliary Results

In order to prove Lemma 1, we also need some auxiliary results, stated below as Lemmas 8 and 9.

Lemma 8 For any function classG and all δ ≥ 0, we have

P
[
|Ẑn(w, t,G)− Q̂w,n(t,G)| ≥ δt

]
≤ 2exp

(
− nδ2

2

)
, and (40)

P
[
|Zn(w, t,G)−Qw,n(t,G)| ≥ δt

]
≤ 2exp

(
− nδ2

2

)
. (41)

Proof We have

|Ẑn(w, t,G)− Ẑn(w
′, t,G)| ≤ sup

g∈G
‖g‖n≤t

1
n
|

n

∑
i=1

(wi −w′
i)g(xi)| ≤

t√
n
‖w−w′‖2,

showing that̂Zn(w, t,G) is t√
n-Lipschitz with respect to theℓ2 norm. Consequently, concentration

for Lipschitz functions of Gaussian random variables (see Ledoux, 2001) yields the tail bound (40).
Turning to the quantityZn(w, t,H ), a similar argument yields that

|Zn(w, t,G)−Zn(w
′, t,G)| ≤ Ex

[
sup
g∈G

‖g‖2≤t

1
n
|

n

∑
i=1

(wi −w′
i)g(xi)|

]

≤ sup
g∈G

‖g‖2≤t

Ex
[(1

n

n

∑
i=1

g2(xi))
1/2] ‖w−w′‖2 ≤ t√

n
‖w−w′‖2,

where the final step uses Jensen’s inequality and the fact thatEx[g2(xi)]≤ t2 for all i = 1, . . . ,n. The
same reasoning then yields the tail bound (41).
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Our second lemma involves the eventD(γn) :=
{

ν̂n, j ≤ γn, for all j = 1,2, . . . ,d
}

, where we

recall the definition (39) of̂νn, j , and thatγn := κmax
{

νn,
√

logd
n

}
.

Lemma 9 For all 1≤ j ≤ d, we have

P
[
ν̂n, j ≤ γn

]
≥ 1−c1exp(−c2nγ2

n).

Proof
We first bound the probability of the event{ν̂n, j > γn} for a fixedH j . Let g ∈ BH j

(1) be any
function such that‖g‖2 > t ≥ νn. Then conditioned on the sandwich relation (36) withb= 1, we are
guaranteed that‖g‖n >

t
2. Taking the contrapositive, we conclude that‖g‖n ≤ t

2 implies‖g‖2 ≤ t,
and hence that̂Zn(w, t/2,H )≤ Zn(w, t,H ) for all t ≥ νn, under the stated conditioning.

For any t ≥ νn, the inequalities (36), (40) and (41) hold with probability at least
1−c1exp(−c2nt2). Conditioning on these inequalities, we can sett = γn > νn, and thereby obtain

Q̂w,n(γn,H )
(a)
≤ Ẑn(w,γn,H )+ γ2

n

(b)
≤ Zn(w,2γn,H )+ γ2

n

(c)
≤ Qw,n(2γn,H )+2γ2

n

(d)
≤ 4γ2

n,

where inequality (a) follows from the bound (40), inequality (b) follows theinitial argument, in-
equality (c) follows from the bound (41), and inequality (d) follows since 2γn > εn and the definition
of εn.

By the definition ofν̂n, j as the minimalt such thatQ̂w,n(t,H ) ≤ 4t2, we conclude that for
each fixedj = 1, . . . ,n, we havêνn, j ≤ γn with probability at least 1−c1exp(−c2nγ2

n). Finally, the

uniformity over j = 1,2, . . . ,d follows from the union bound and our choice ofγn ≥ κ
√

logd
n .

B.2 Main Argument To Prove Lemma 1

We can now proceed with the proof of Lemma 1. Combining Lemma 9 with the union bound over
j = 1,2, . . . ,d, we conclude that that

P[D(γn)]≥ 1−c1exp(−c2nγ2
n),

as long asc2 ≥ 1. For the remainder of our proofs, we condition on the eventD(γn). In particular,
our goal is to prove that

∣∣1
n

n

∑
i=1

wi f j(xi j )
∣∣≤C

{
γ2

n ‖ f j‖H + γn ‖ f j‖n
}

for all f j ∈H (42)
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with probability greater than 1− c1exp(−c2nγ2
n). By combining this result with our choice ofγn

and the union bound, the claimed bound then follows onP[T (γn)].
If f j = 0, then the claim (42) is trivial. Otherwise we renormalizef j by definingg j := f j/‖ f j‖H ,

and we write

1
n

n

∑
i=1

wi f j(xi j ) = ‖ f j‖H
1
n

n

∑
i=1

wig j(xi j ) ≤ ‖ f j‖H Ẑn
(
w;‖g j‖n,H

)
,

where the final inequality uses the definition (37), and the fact that‖g j‖H = 1. We now split the
analysis into two cases: (1)‖g j‖n ≤ γn, and (2)‖g j‖n > γn.

Case 1:‖g j‖n ≤ γn. In this case, it suffices to upper bound the quantityẐn(w;γn,H ). Note that
‖g j‖H = 1 and recall definition (37) of the random variableẐn. On one hand, sinceγn ≥ ν̂n, j by
Lemma 9, the definition of̂νn, j implies thatQ̂w,n(γn,H ) ≤ 4γ2

n, and hence

E[Ẑn(w;γn;H )] = Q̂w,n(γn;H )≤ 4γ2
n.

Applying the bound (40) from Lemma 8 withδ = γn = t, we conclude that̂Zn(w;γn;H )≤C γ2
n with

probability at least 1−c1exp
{
−c2nγ2

n

}
, which completes the proof in the case where‖g‖n ≤ γn.

Case 2:‖g j‖n > γn. In this case, we study the random variableẐn(w; r j ;H ) for somer j > γn.
Our intermediate goal is to prove the bound

P

[
Ẑn(w; r j ;H )≥Cr j γn

]
≤ c1exp

{
−c2nγ2

n

}
. (43)

Applying the bound (40) witht = r j andδ = γn, we are guaranteed an upper bound of the form
Ẑn(w; r j ;H )≤ Q̂w,n(r j ,H )+ r j γn with probability at least 1− c1exp

(
− c2nγ2

n). In order to com-

plete the proof, we need to show thatQ̂w,n(r j ,H )≤ r j γn. Sincer j > γn > ν̂n, j , we have

Q̂w,n(r j ,H ) =
r j

ν̂n, j
Ew

[
sup

‖g j‖n≤ν̂n, j

‖g j‖H≤ ν̂n, j
r j

∣∣1
n

n

∑
i=1

wig j(xi j )
∣∣] ≤ r j

ν̂n, j
Q̂w,n(ν̂n, j ,H ) ≤ 4r j ν̂n, j ,

where the final inequality uses the fact thatQ̂w,n(ν̂n, j ,H )≤ 4ν̂2
n, j . On the eventD(γn) from Lemma 9,

we havêνn, j ≤ γn, from which the claim (43) follows.
We now use the bound (43) to prove the bound (42), in particular via a “peeling” operation

over all choices ofr j = ‖ f j‖n/‖ f j‖H . (See van de Geer, 2000 for more details on these peeling
arguments.) We claim that it suffices to considerr j ≤ 1. It is equivalent to show that‖g j‖n ≤ 1 for
anyg j ∈ BH (1). Since‖g j‖∞ ≤ ‖g j‖H ≤ 1, we have‖g j‖2

n =
1
n ∑n

i=1g2
j (xi j ) ≤ 1, as required. Now

define the event

T j(γn) :=

{
∃ f j ∈ BH (1) |

∣∣1
n

n

∑
i=1

wi f j(xi j )
∣∣> 8 ‖ f j‖H γn

‖ f j‖n

‖ f j‖H
, and

‖ f j‖n

‖ f j‖H
∈ (γn,1]

}
.

and the setsSm :=
{

2m−1γn ≤ ‖ f j‖n

‖ f j‖H ≤ 2mγn
}

for m= 1,2, . . . ,M. By choosingM = 2log2(1/γn),

we ensure that 2Mγn ≥ 1, and hence that if the eventT j(γn) occurs, then it must occur for function
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f j belonging to someSm, so that we have a functionf j such that‖ f j‖n

‖ f j‖H ≤ tm := 2mγn, and

∣∣1
n

n

∑
i=1

wi f j(xi j )
∣∣> 8 ‖ f j‖H γn

‖ f j‖n

‖ f j‖H
≥C ‖ f j‖H tm,

which implies that̂Zn(w; tm,H ) ≥ 4tm. Consequently, by union bound and the tail bound (43), we
have

P[T j(γn)]≤ M c1exp
{
−c2nγ2

n

}
≤ c1exp

{
−c′2nγ2

n

}

by the conditionnγ2
n = Ω(log(1/γn)), which completes the proof.

Appendix C. Proof of Lemma 2

Define the function

L̃(∆) :=
1
2n

n

∑
i=1

(
wi + f + ȳn−∆(xi)

)2
+λn‖ f ∗+∆‖n,1+ρn‖ f ∗+∆‖H ,1

and note that by definition of ourM-estimator, the error function̂∆ := f̂ − f ∗ minimizesL̃ . From
the inequalityL̃(∆̂)≤ L̃(0), we obtain the upper bound12‖∆̂‖2

n ≤ T1+T2, where

T1 :=
∣∣1
n

n

∑
i=1

wi∆̂(xi)
∣∣+ |ȳn− f |

∣∣1
n

n

∑
i=1

∆̂(xi)
∣∣, and

T2 := λn

d

∑
j=1

{
‖ f ∗j ‖n−‖ f ∗j + ∆̂ j‖n

}
+ρn

d

∑
j=1

{
‖ f ∗j ‖H −‖ f ∗j + ∆̂ j‖H

}
.

Conditioned on the eventC (γn), we have the bound|ȳn− f |
∣∣1

n ∑n
i=1 ∆̂(xi)

∣∣ ≤√
sγn‖∆̂‖n, and hence

1
2‖∆̂‖2

n ≤ T2+
∣∣1

n ∑n
i=1wi∆̂(xi)

∣∣+√
sγn‖∆̂‖n, or equivalently

0 ≤ 1
2

(
‖∆̂‖n−

√
sγn

)2 ≤ T2+
∣∣1
n

n

∑
i=1

wi∆̂(xi)
∣∣+ 1

2
sγ2

n. (44)

It remains to control the termT2. On one hand, for anyj ∈ Sc, we have

‖ f ∗j ‖n−‖ f ∗j + ∆̂ j‖n = −‖∆̂ j‖n, and ‖ f ∗j ‖H −‖ f ∗j + ∆̂ j‖H = −‖∆̂ j‖H .

On the other hand, for anyj ∈ S, the triangle inequality yields‖ f ∗j ‖n−‖ f ∗j + ∆̂ j‖n ≤ ‖∆̂ j‖n, with a
similar inequality for the terms involving‖ · ‖H . Combined with the bound (44), we conclude that

0≤ 1
n

n

∑
i=1

wi∆̂(xi)+λn
{
‖∆̂S‖n,1−‖∆̂Sc‖n,1

}
+ρn

{
‖∆̂S‖H ,1−‖∆̂Sc‖H ,1

}
+

1
2

sγ2
n. (45)

Recalling our conditioning on the eventT (γn), by Lemma 1, we have the upper bound

∣∣1
n

n

∑
i=1

wi∆̂(xi)| ≤ 8
{

γn‖∆̂‖n,1+ γ2
n‖∆̂‖H ,1

}
.
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Combining with the inequality (45) yields

0≤ 8
{

γn‖∆̂‖n,1+ γ2
n‖∆̂‖H ,1

}
+λn

{
‖∆̂S‖n,1−‖∆̂Sc‖n,1

}
+ρn

{
‖∆̂S‖H ,1−‖∆̂Sc‖H ,1

}
+

1
2

sγ2
n

≤ λn

2
‖∆̂‖n,1+

ρn

2
‖∆̂‖H ,1+λn

{
‖∆̂S‖n,1−‖∆̂Sc‖n,1

}
+ρn

{
‖∆̂S‖H ,1−‖∆̂Sc‖H ,1

}
+

1
2

sγ2
n,

where we have recalled our choices of(λn,ρn). Finally, re-arranging terms yields the claim (19).

Appendix D. Proof of Lemma 3

Recalling the definitions (26), (27) and (28) of the function classG(λn,ρn) and the critical radius
δ̃n from Equation (24), we define the function classG ′(λn,ρn, δ̃n) :=

{
h∈ G(λn,ρn) | ‖h‖2 = δ̃n

}
,

and the alternative event

B ′(λn,ρn) :=
{
‖h‖2

n ≥ δ̃2
n/2 for all h∈ G ′(λn,ρn, δ̃n)

}
.

We claim that it suffices to show thatB ′(λn,ρn) holds with probability at least 1−c1exp(−c2nγ2
n).

Indeed, given an arbitrary non-zero functiong∈G(λn,ρn), consider the rescaled functionh= δ̃n
‖g‖2

g.

Sinceg ∈ G(λn,ρn) andG(λn,ρn) is star-shaped, we haveh ∈ G(λn,ρn), and also‖h‖2 = δ̃n by
construction. Consequently, when the eventB ′(λn,ρn) holds, we have‖h‖2

n ≥ δ̃2
n/2, or equivalently

‖g‖2
n ≥ ‖g‖2

2/2, showing thatB(λn,ρn) holds. Accordingly, the remainder of the proof is devoted
to showing thatB ′(λn,ρn) holds with probability greater than 1−c1exp(−c2nγ2

n). Alternatively, if
we define the random variableZn(G ′) := supf∈G ′

{
δ̃2

n− 1
n ∑n

i=1 f 2(xi)
}

, then it suffices to show that

Zn(G ′)≤ δ̃2
n/2 with high probability.

Recall from Section 4.2.4 the definition of a covering set; here we use the notion of a proper
covering, which restricts the covering to use only members of the setG . LettingNpr(ε;G ,ρ) denote
the propert covering number, it can be shown thatNpr(ε;G ,ρ)≤ N(ε;G ,ρ)≤ Npr(ε/2;G ,ρ). Now
let g1, . . . ,gN be a minimalδ̃n/8-proper covering ofG ′ in theL2(Pn)-norm, so that for allf ∈ G ′,
there existsg= gk ∈ G ′ such that‖ f −g‖n ≤ δ̃n/8. We can then write

δ̃2
n−

1
n

n

∑
i=1

f 2(xi) =
{

δ̃2
n−

1
n

n

∑
i=1

g2(xi)
}
+
{1

n

n

∑
i=1

(g2(xi)− f 2(xi))
}
.

By the Cauchy-Schwartz inequality, we have

1
n

n

∑
i=1

(g2(xi)− f 2(xi)) =
1
n

n

∑
i=1

(g(xi)− f (xi))(g(xi)+ f (xi))

≤
√

1
n

n

∑
i=1

(g(xi)− f (xi))2

√
1
n

n

∑
i=1

( f (xi)+g(xi))2

= ‖g− f‖n

√
1
n

n

∑
i=1

( f (xi)+g(xi))2.

By our choice of the covering, we have‖g− f‖n ≤ δ̃n/8. On the other hand, we have
√

1
n

n

∑
i=1

( f (xi)+g(xi))2 ≤
√

2‖ f‖2
n+2‖g‖2

n ≤
√

4δ̃2
n = 2δ̃n,
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where the final inequality follows since‖ f‖n = ‖g‖n = δ̃n. Overall, we have established the upper

bound1
n ∑n

i=1(g
2(xi)− f 2(xi))≤ δ̃2

n
4 , and hence shown that

Zn(G
′)≤ max

g1,g2,...,gN

{
δ̃2

n−
1
n

n

∑
i=1

(gk(xi))
}
+

δ̃2
n

4
,

whereN = Npr(δ̃n/8,G ′,‖ · ‖n). For anyg in our covering set, sinceg2(xi) ≥ 0, we may apply a
one-sided tail bound (e.g., Theorem 3.5 from Chung and Lu, 2006, or Lemma 2.1 in Einmahl and
Mason, 1996) witht = δ̃2

n/4 to obtain the one-sided tail bound

P[δ̃2
n−

1
n

n

∑
i=1

g2(xi)≥
δ̃2

n

4
]≤ exp

(
− nδ̃4

n

32E[g4(x)]

)
, (46)

where we used the upper bound var(g2(x)) ≤ E[g4(x)]. Next using the fact that the variables
{g j(x j)}d

j=1 are independent and zero-mean, we have

E[g4(x)] =
d

∑
j=1

E[g4
j (x j)]+

(
4
2

)
∑
j 6=k

E[[g2
j (x j)]E[g

2
k(xk)]

≤ 4
d

∑
j=1

E[g2
j (x j)]+6

d

∑
j=1

E[g2
j (x j)]

d

∑
k=1

E[g2
k(xk)]

≤ 4δ̃2
n+6δ̃4

n

≤ 10δ̃2
n,

where the second inequality follows since‖g j‖∞ ≤ ‖g j‖H ≤ 2 for each j. Combining this upper
bound onE[g4(x)] with the earlier tail bound (46) and applying union bound yields

P[ max
k=1,2,...,N

{
δ̃2

n−
1
n

n

∑
i=1

g2(xi)
}
≥ δ̃2

n

4
]≤ exp

(
logNpr(δ̃n/8,G ′,‖ · ‖n)−

nδ̃2
n

320

)
. (47)

It remains to bound the covering entropy logNpr(δ̃n/8,G ′,‖ ·‖n). Since the proper covering en-
tropy logNpr(δ̃n/8,G ′,‖ · ‖n) is at most logN(δ̃n/16,G ′,‖ · ‖n), it suffices to upper bound the usual
covering entropy. Viewing the samples(x1,x2, ...,xn) as fixed, let us define the zero-mean Gaus-
sian process{Wg,g∈ G ′} via Wg := 1√

n ∑n
i=1 εig(xi), where the variables{εi}n

i=1 are i.i.d. standard

Gaussian variates. By construction, we have var[(Wg−Wf ))] = ‖g− f‖2
n. Consequently, by the Su-

dakov minoration (see Pisier, 1989), for allε > 0, we haveε
√

logN(ε;G ′,‖ · ‖n)≤ 4Eε[supg∈G ′ Wg].

Settingε = δ̃n/16 and performing some algebra, we obtain the upper bound

1√
n

√
logN(δ̃n/16;G ′,‖ · ‖n)≤

64

δ̃n
Eε[sup

g∈G ′

1
n

n

∑
i=1

εig(xi)]. (48)

The final step is to upper bound the Gaussian complexityEε[sup
g∈G ′

1
n ∑n

i=1 εig(xi)]. In the proof of

Lemma 1, we showed that for any co-ordinatej ∈ {1,2, . . . ,d}, the univariate Gaussian complexity
is upper bounded as

E
[

sup
‖g j‖n≤r j
‖g j‖H≤Rj

1
n

n

∑
i=1

εig j(xi j )
]
≤ C

{
γn r j + γ2

nRj
}
.
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Summing across co-ordinates and recalling the fact that the constantC may change from line to
line, we obtain the upper bound

Eε[sup
g∈G ′

1
n

n

∑
i=1

εig(xi)]≤C sup
g∈G ′

{
γn ‖g‖1,n+ γ2

n‖g‖1,H

}

(a)
≤ C sup

g∈G ′

{
4γn ‖gS‖1,n+4γ2

n‖gS‖1,H +
1
32

sρn
}

(b)
≤ C sup

g∈G ′

{
γn ‖gS‖1,n+sρn

}

(c)
≤ C sup

g∈G ′

{
γn [2

√
s‖g‖2+sγn]+sρn

}
,

where step (a) uses inequality (26) in the definition ofG ′; step (b) uses the inequality‖g j‖H ≤ 2 for
each co-ordinate and hence‖gS‖1,H ≤ 2s, and our choice of regularization parameterρn ≥ γ2

n; and

step (c) uses inequality (27) in the definition ofG ′. Since‖g‖2 = δ̃n for all g∈ G ′, we have shown
that

Eε[sup
g∈G ′

1
n

n

∑
i=1

εig(xi)]≤C
{

sγ2
n+

√
sγnδ̃n+sρn

} (d)
≤ C

{ δ̃2
n

B2 +
δ̃2

n

B

}
, (49)

where inequality (d) follows from our choice (24) ofδ̃n, and the constantB can be chosen as large
as we please. In particular, by choosingB sufficiently large, and combining the bound (49) with the
Sudakov bound (48), we can ensure that

1
n

logN(δ̃n/16;G ′,‖ · ‖n)≤
δ̃2

n

640
.

Combined with the earlier tail bound (47), we conclude that

P[ max
k=1,2,...,N

{
δ̃2

n−
1
n

n

∑
i=1

g2(xi)
}
≥ δ̃2

n

4
]≤ exp

(
− nδ̃2

n

640

)
,

which completes the proof of Lemma 3.

Appendix E. Proof of Lemma 4

In this section, we present the proofs of Lemma 4 (a) and (b).

E.1 Proof of Part (a)

Let N = M( δ√
s;BH (1),‖ · ‖2)−1, and defineI = {0,1, . . . ,N}. Consider the set

S :=
{

u∈ I d | ‖u‖0 :=
d

∑
j=1

I[u j 6= 0] = s
}
. (50)
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Note that this set has cardinality|S| =
(d

s

)
Ns, since any element is defined by first choosings co-

ordinates are non-zero, and then for each co-ordinate, choosing non-zero entry from a total ofN
possible symbols.

For each j = 1, . . . ,d, let {0, f 1
j , f 2

j , . . . , f N
j } be aδ/

√
s-packing ofBH (1). Based on these

packings of the univariate function classes, we can useS to index a collection of functions contained
insideF . In particular, anyu∈S uniquely defines a functiongu = ∑d

j=1g
u j
j ∈ F , with elements

g
u j
j =

{
f

u j
j if u j 6= 0

0 otherwise.

Since‖u‖0 = s, we are guaranteed that at mostsco-ordinates ofg are non-zero, so thatg∈ F .
Now consider two functionsgu andhv contained within the class{gu,u∈S}. By definition, we

have

‖gu−hv‖2
2 =

d

∑
j=1

‖ f
u j
j − f

v j
j ‖2

2 ≥ δ2

s

d

∑
j=1

I[u j 6= v j ], (51)

Consequently, it suffices to establish the existence of a “large” subsetA ⊂ S such that the
Hamming metricρH(u,v) := ∑d

j=1I[u j 6= v j ] is at leasts/2 for all pairsu,v∈ A , in which case we
are guaranteed that‖g−h‖2

2 ≥ δ2. For anyu∈S, we observe that
∣∣∣∣
{

v∈S | ρH(u,v)≤
s
2

}∣∣∣∣≤
(

d
s
2

)
(N+1)

s
2 .

This bound follows because we simply need to choose a subset of sizes/2 whereu andv agree, and
the remainings/2 co-ordinates can be chosen arbitrarily in(N+1)

s
2 ways. For a given setA , we

write ρH(u,A)≤ s
2 if there exists somev∈ A such thatρH(u,v)≤ s

2. Using this notation, we have
∣∣∣∣
{

u∈S | ρH(u,A)≤ s
2

}∣∣∣∣≤ |A |
(

d
s
2

)
(N+1)

s
2

(a)
< |S|,

where inequality (a) follows as long as

|A | ≤ N∗ :=
1
2

(d
s

)
(d

s
2

) Ns

(N+1)s/2
.

Thus, as long as|A | ≤ N∗, there must exist some elementu∈S such thatρH(u,A)> s
2, in which

case we can form the augmented setA ∪{u}. Iterating this procedure, we can form a set withN∗

elements such thatρH(u,v)≥ s
2 for all u,v∈ A .

Finally, we lower boundN∗. We have

N∗ (i)
≥ 1

2

(d−s
s/2

) s
2

(N)s

(N+1)s/2

=
1
2

(d−s
s/2

) s
2 Ns/2( N

N+1

)s/2

≥ 1
2

(d−s
s/2

) s
2 Ns/2,
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where inequality (i) follows by elementary combinatorics (see Lemma 5 in Raskuttiet al., 2011 for
details). We conclude that fors≤ d/4, we have

logN∗ = Ω
(
slog

d
s
+slogM(

δ√
s
;BH (1),‖ · ‖2)

)
,

thereby completing the proof of Lemma 4(a).

E.2 Proof of Part (b)

In order to prove part (b), we instead letN=M(1
2;BH (1),‖·‖2)−1, and then follow the same steps.

Since logN = Ω(m), we have the modified lower bound

logN∗ = Ω
(
slog

d
s
+sm

)
,

Moreover, instead of the lower bound (51), we have

‖gu−hv‖2
2 =

d

∑
j=1

‖ f
u j
j − f

v j
j ‖2

2 ≥ 1
4

d

∑
j=1

I[u j 6= v j ] ≥
s
8
,

using our previous result on the Hamming separation. Furthermore, since‖ f j‖2 ≤ ‖ f j‖H for any
univariate function, we have the upper bound

‖gu−hv‖2
2 =

d

∑
j=1

‖ f
u j
j − f

v j
j ‖2

2 ≤
d

∑
j=1

‖ f
u j
j − f

v j
j ‖2

H .

By the definition (50) ofS, at most 2s of the terms f
u j
j − f

v j
j can be non-zero. Moreover, by

construction we have‖ f
u j
j − f

v j
j ‖H ≤ 2, and hence

‖gu−hv‖2
2 ≤ 8s.

Finally, by rescaling the functions by
√

8δ/
√

s, we obtain a class ofN∗ rescaled functions{g̃u,u∈
I} such that

‖g̃u− h̃v‖2
2 ≥ δ2, and ‖g̃u− h̃v‖2

2 ≤ 64δ2,

as claimed.

Appendix F. Results For Proof Of Theorem 3

The reader should recall from Section 3.5 the definitions of the function classesF ∗
d,s,H (B) and

H (S,B). The function classH (S,B) can be parameterized by the two-dimensional sequence
(a j,k) j∈S,k∈N of co-efficients, and expressed in terms of two-dimensional sequence of basis func-
tions(φ j,k) j∈S,k∈N and the sequence of eigenvalues(µk)k∈N for the univariate RKHSH as follows:

H (S,B) :=
{

f = ∑
j∈S

∞

∑
k=1

a j,kφ j,k |
∞

∑
k=1

a2
j,k

µk
≤ 1 ∀ j ∈ Sand‖ f‖∞ ≤ B

}
.

For any integerM ≥ 1, we also consider the truncated function class

H (S,B,M) :=
{

f = ∑
j∈S

M

∑
k=1

a j,kφ j,k |
∞

∑
k=1

a2
j,k

µk
≤ 1 ∀ j ∈ Sand‖ f‖∞ ≤ B

}
.
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Lemma 10 We have the inclusionH (S,B,M)⊆
{

f ∈H (S) | ∑ j∈S∑M
k=1 |a j,k| ≤ B

√
M
}

.

Proof Without loss of generality, let us assume thatS= {1,2, ...,s}, and consider a functionf =
∑s

j=1 f j ∈H (S,B,M). Since eachf j acts on a different co-ordinate, we are guaranteed that‖ f‖∞ =

∑s
j=1‖ f j‖∞. Consider any univariate functionf j = ∑M

k=1a j,kφ j,k. We have

M

∑
k=1

|a j,k| ≤
√

M

( M

∑
k=1

a2
j,k

)1/2 (a)
≤

√
M

[
E[ f 2

j (Xj)]
]1/2 ≤

√
M‖ f j‖∞,

where step (a) uses the fact thatE[ f 2
j (Xj)] = ∑∞

k=1a2
j,k ≥ ∑M

k=1a2
j,k for anyM ≥ 1. Adding up the

bounds over all co-ordinates, we obtain

‖a‖1 =
s

∑
j=1

M

∑
k=1

|a j,k| ≤
√

M
s

∑
j=1

‖ f j‖∞ =
√

M‖ f‖∞ ≤
√

MB,

where the final step uses the uniform boundedness condition.

F.1 Proof of Lemma 5

Recalling the definition of̂Zn(w; t,H (S,2B)) stated from (32), let us view it as a function of the
standard Gaussian random vector(w1, . . . ,wn). It is straightforward to verify that this variable is
Lipschitz (with respect to the Euclidean norm) with parameter at mostt/

√
n. Consequently, by

concentration for Lipschitz functions (see Ledoux, 2001), we have

P
[
Ẑn(w; t,H (S,2B))≥ E[Ẑn(w; t,H (S,2B))]+3tδn

]
≤ exp

(
− 9nδ2

n

2

)
.

Next we prove an upper bound on the expectations

Q̂w,n(t;H (S,2B)) := Ew
[

sup
g∈H (S,2B)
‖g‖n≤t

1
n

n

∑
i=1

wig(xi)
]
, and

Qw,n(t;H (S,2B)) := Ex,w
[

sup
g∈H (S,2B)
‖g‖2≤t

1
n

n

∑
i=1

wig(xi)
]
.

Lemma 11 Under the conditions of Theorem 3, we have

max
{
Q̂w,n(t;H (S,2B)), Qw,n(t;H (S,2B))

}
≤ 8BC

√
s1/α logs

n
.

Proof By definition, any functiong∈ H (S,2B) has support at most 2s, and without loss of gener-
ality (re-indexing as necessary), we assume thatS= {1,2, ...,2s}. We can thus view functions in
H (S,2B) as having domainR2s, and we can an operatorΦ that maps fromR2s to [ℓ2(N)]2s, via

x 7→ Φ j,k(x) = φ j,k(x j), for j = 1, . . . ,2s, andk∈ N.
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Any function ing∈H (S,2B) can be expressed in terms of two-dimensional sequence(a j,k) and the
functions(Φ j,k) asg(x) = g(x1,x2, . . . ,x2s) = ∑2s

j=1 ∑∞
k=1 Φ j,k(x)a j,k = 〈〈Φ(x), a〉〉, where〈〈·, ·〉〉 is

a convenient shorthand for the inner product between the two arrays.
For any functiong∈H (S,2B), triangle inequality yields the upper bound

sup
g∈2H (S,2B)

1
n
|

n

∑
i=1

wi〈〈Φ(xi), a〉〉| ≤ sup
g∈2H (S,2B)

1
n
|

n

∑
i=1

wi〈〈Φ·,1:M(xi), a·,1:M〉〉
︸ ︷︷ ︸

A1

+A2 (52)

whereA2 := supg∈2H (S,2B)
1
n|∑n

i=1wi〈〈Φ·,M+1:∞(xi), a·,M+1:∞〉〉|.

F.1.1 BOUNDING THE QUANTITIES Ex,w[A1] AND Ew[A1]

By Hölder’s inequality and Lemma 10, we have

A1 ≤
1√
n

sup
g∈2H (S,2B)

‖a·,1:M‖1,1max
j,k

|
n

∑
i=1

wi√
n

Φ j,k(xi)| ≤
2 B

√
M√

n
max

j,k
|

n

∑
i=1

wi√
n

Φ j,k(xi)|.

By assumption, we have|Φ j,k(xi)| ≤C for all indices(i, j,k), implying that∑n
i=1

wi√
nΦ j,k(xi) is zero-

mean with sub-Gaussian parameter bounded byC and we are taking the maximum of 2s×M such
terms. Consequently, we conclude that

Ew[A1]≤ 4BC

√
M log(2Ms)

n
. (53)

Note that the same bound holds forEx,w[A1].

F.1.2 BOUNDING THE QUANTITIES Ex,w[A2] AND Ew[A2]

In order to control this term, we simply recognize that it corresponds to the usual Gaussian com-
plexity of the sum of 2s univariate Hilbert spaces, each of which is an RKHS truncated to the
eigenfunctions{µk}k≥M+1. In particular, we have

1
n
|

n

∑
i=1

wi〈〈Φ·,M+1:∞(xi), a·,M+1:∞〉〉| ≤
1√
n

2s

∑
j=1

| ∑
k≥M+1

a j,k

n

∑
i=1

Φ j,k(xi)
wi√

n
︸ ︷︷ ︸

b j,k

|

=
1√
n

2s

∑
j=1

| ∑
k≥M+1

a j,k√
µk

√
µkb j,k|

(i)
≤ 1√

n

2s

∑
j=1

√√√√ ∑
k≥M+1

a2
j,k

µk

√
∑

k≥M+1

µkb2
j,k

(ii)
≤ 1√

n

2s

∑
j=1

√
∑

k≥M+1

µkb2
j,k,

where step (i) follows by applying the Cauchy-Schwarz inequality, and step (ii) exploits the fact that

∑k≥M+1
a2

j,k

µk
≤ 1 for all j.
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This bound no longer depends on the coefficientsa (or equivalently, the functiong), so that we
have shown that

Ew[A2]≤
1√
n

2s

∑
j=1

Ew
[√

∑
k≥M+1

µkb2
j,k

]
≤ 1√

n

2s

∑
j=1

√
∑

k≥M+1

µkEw[b2
j,k],

where the second step uses Jensen’s inequality to move the expectation inside the square root. Re-
calling thatb2

j,k =
(

∑n
i=1 Φ j,k(xi)

wi√
n

)2
and using the independence of the noise variable{wi}n

i=1, we
have

Ew[b
2
j,k] =

1
n

n

∑
i=1

Φ2
j,k(xi)Ew[w

2
i ] ≤ C2.

Putting together the pieces, we conclude that

Ew[A2]≤
C√
n

2s

∑
j=1

√
∑

k≥M+1

µk =
2Cs√

n

√
∑

k≥M+1

µk. (54)

Once again, a similar bound holds forEx,w[A2].
Substituting the bounds (53) and (54) into the inequality (52), we conclude that

Qw,n(2H (S,2B))≤ 4BC

√
M log(2Ms)

n
+2Cs

√
∑k≥M+1µk

n

≤ 4BC

√
M log(2Ms)

n
+2Cs

√
M1−2α

n
,

where the second inequality follows from the relationµk ≃ k−2α. Finally, settingM = s
1
α yields the

claim. Note that the same argument works for the Rademacher complexity, sincewe only exploited
the sub-Gaussianity of the variableswi . This completes the proof of Lemma 11.

Returning to the proof of Lemma 5, combining Lemma 11 with the bound (40) in Lemma 8:

P
[
Ẑn(w; t,H (S,2B))≥ 8BC

√
s1/α logs

n
+3tδn

]
≤ exp

(
− 9nδ2

n

2

)
.

Since‖g‖n ≤ 2B for any functiong∈ H (S,2B), the proof Lemma 5 is completed using a peeling
argument over the radius, analogous to the proof of Lemma 1 (see Appendix B).
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Abstract
When learning models that are represented in matrix forms, enforcing a low-rank constraint can
dramatically improve the memory and run time complexity, while providing a natural regularization
of the model. However, naive approaches to minimizing functions over the set of low-rank matrices
are either prohibitively time consuming (repeated singular value decomposition of the matrix) or
numerically unstable (optimizing a factored representation of the low-rank matrix). We build on
recent advances in optimization over manifolds, and describe an iterative online learning procedure,
consisting of a gradient step, followed by asecond-order retractionback to the manifold. While
the ideal retraction is costly to compute, and so is the projection operator that approximates it, we
describe another retraction that can be computed efficiently. It has run time and memory complexity
of O((n+m)k) for a rank-k matrix of dimensionm× n, when using an online procedure with
rank-one gradients. We use this algorithm, LORETA, to learn a matrix-form similarity measure
over pairs of documents represented as high dimensional vectors. LORETA improves the mean
average precision over a passive-aggressive approach in a factorized model, and also improves over
a full model trained on pre-selected features using the samememory requirements. We further
adapt LORETA to learn positive semi-definite low-rank matrices, providing an online algorithm
for low-rank metric learning. LORETA also shows consistent improvement over standard weakly
supervised methods in a large (1600 classes and 1 million images, usingImageNet) multi-label
image classification task.
Keywords: low rank, Riemannian manifolds, metric learning, retractions, multitask learning,
online learning

1. Introduction

Many learning problems involve models represented in matrix form. These include metric learning,
collaborative filtering, and multi-task learning where all tasks operate overthe same set of features.

∗. Also at The Gonda Brain Research Center, Bar Ilan University, 52900 Ramat-Gan, Israel.
†. Also at Google Research, 1600 Amphitheatre Parkway, Mountain ViewCA, 94043.

c©2012 Uri Shalit, Daphna Weinshall and Gal Chechik.
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In many of these tasks, a natural way to regularize the model is to limit the rank of the corresponding
matrix. In metric learning, a low-rank constraint allows to learn a low dimensional representation
of the data in a discriminative way. In multi-task problems, low-rank constraintsprovide a way to
tie together different tasks. In all cases, low-rank matrices can be represented in a factorized form
that dramatically reduces the memory and run-time complexity of learning and inference with that
model. Low-rank matrix models could therefore scale to handle substantially many more features
and classes than models with full rank dense matrices.

Unfortunately, the rank constraint is non-convex, and in the general case, minimizing a convex
function subject to a rank constraint is NP-hard (Natarajan, 1995).1 As a result of these issues, two
main approaches have been commonly used to address the problem of learning under a low-rank
constraint. Sometimes, a matrixW ∈ R

n×m of rankk is represented as a product of two low dimen-
sion matricesW = ABT ,A∈ R

n×k,B∈ R
m×k and simple gradient descent techniques are applied to

each of the product terms separately (Bai et al., 2009). Second, projected gradient algorithms can
be applied by repeatedly taking a gradient step and projecting back to the manifold of low-rank
matrices. Unfortunately, computing the projection to that manifold becomes prohibitively costly for
large matrices and cannot be computed after every gradient step.

Work in the field has focused mostly on two realms. First, learning low-rank positive semi-
definite (PSD) models (as opposed to general low-rank models), as in the works of Kulis et al.
(2009) and Meyer et al. (2011). Second, approximating a noisy matrix ofobservations by a low-
rank matrix, as in the work of Negahban and Wainwright (2010). This taskis commonly addressed
in the field of recommender systems. Importantly, the current paper does not address the problem
of low-rank approximation to a given data matrix, but rather addresses the problem of learning a
low-rank parametric modelin the context of ranking and classification.

In this paper we propose new algorithms for online learning on the manifold oflow-rank matri-
ces. It is based on an operation calledretraction, which is an operator that maps from a vector space
that is tangent to the manifold, into the manifold (Do Carmo, 1992; Absil et al., 2008). Retrac-
tions include the projection operator as a special case, but also include other operators that can be
computed substantially more efficiently. We use second order retractions to develop LORETA —an
online algorithm for learning low-rank matrices. LORETA has a memory and run time complexity of
O((n+m)k) per update when the gradients have rank one. We show below that the case of rank-one
gradients is relevant to numerous online learning problems.

We test LORETA in two different domains and learning tasks. First, we learn a bilinear similarity
measure among pairs of text documents, where the number of features (text terms) representing each
document could become very large. LORETA performed better than other techniques that operate
on a factorized model, and also improves retrieval precision by 33% as compared with training a
full rank model over pre-selected most informative features, using comparable memory footprint.
Second, we applied LORETA to image multi-label ranking, a problem in which the number of classes
could grow to millions. LORETA significantly improved over full rank models, using a fraction of
the memory required. These two experiments suggest that low-rank optimization could become
very useful for learning in high-dimensional problems.

1. Some special cases are solvable (notably, PCA), relying mainly on singular value decomposition (Fazel et al., 2005)
and semi-definite programming techniques. For SDP of rankk≥ 2 it is not known whether this problem is NP-hard.
For k = 1 it is equivalent to the MAX-CUT problem (Briët et al., 2010). Both SDP and SVD scale poorly to large
scale tasks.
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This paper is organized as follows. We start with an introduction to optimization on manifolds,
describing the notion of retractions. We then derive our low-rank online learning algorithm in three
variants: one which learns a general low-rank matrix, one which learns alow-rank PSD matrix, and
one which concentrates most of the learning in a reduced dimensional space. Finally we test our
algorithms in two applications: learning similarity of text documents, and multi-label ranking on a
set of one million images.

This paper extends a shorter version published in Advances in Neural Information Systems
(Shalit et al., 2010), by adding a new PSD version of the algorithm, much larger-scale and wider
experiments, giving a full mathematical discussion and proofs, and addingthorough complexity
analysis.

2. Optimization on Riemannian Manifolds

The field of numerical optimization on smooth manifolds has advanced significantly in the past
few years. For a recent exposition on this subject see Absil et al. (2008). We start with a short
introduction to embedded manifolds, which are the focus of this paper.

An embedded manifoldis a smooth subset of an ambient spaceR
n. For instance, the set

{x : ||x||2 = 1,x ∈ R
n}, the unit sphere, is ann−1 dimensional manifold embedded inn-dimensional

spaceRn. As another example, theorthogonal group On, which comprises of the set of orthogo-
nal n× n matrices, is ann(n−1)

2 dimensional manifold embedded inRn×n. Here we focus on the
manifold of low-rank matrices, namely, the set ofn×m matrices of rankk wherek < m,n. It
is an(n+m)k− k2 dimensional manifold embedded inRn×m, which we denoteM n,m

k , or plainly
M . Embedded manifolds inherit many properties from the ambient space, a fact which simplifies
their analysis. For example, the natural Riemannian metric for embedded manifolds is simply the
Euclidean metric restricted to the manifold.

Motivated by online learning, we focus here on developing a stochastic gradient descent proce-
dure to minimize a loss functionL over the manifold of low-rank matricesM n,m

k ,

min
W

L(W) s.t. W ∈M n,m
k .

To illustrate the challenge in this problem, consider a simple stochastic gradient descent algorithm
(Figure 1). At every stept of the algorithm, a gradient step updateWt − ∇̃L(Wt) takes the model
outside of the manifoldM and has to be mapped back onto the manifold. The most common
mapping operation is theprojectionoperation, which, given a pointWt− ∇̃L(Wt) outside the man-
ifold, would find the closest point inM . Unfortunately, the projection operation is very expensive
to compute for the manifold of low-rank matrices, since it basically involves a singular value de-
composition. Here we describe a wider class of operations calledretractions, that serve a similar
purpose: they find a point on the manifold that is in the direction of the gradient. To explain how re-
tractions are computed, we first describe the notion of atangent spaceand theRiemannian gradient
of a function on a manifold.

2.1 Riemannian Gradient and the Tangent Space

Each pointW in an embedded manifoldM has a tangent space associated with it, denotedTWM ,
as shown in Figure 2 (for a formal definition of the tangent space, see Appendix A). The tangent
space is a vector space of the same dimension as the manifold that can be identified in a natural way
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Figure 1: Projection onto the manifold is just a particular case of a retraction.Retractions are
defined as operators that approximate the geodesic gradient flow on the manifold.

with a linear subspace of the ambient space. It is usually simple to compute the linear projectionPW

of any point in the ambient space onto the tangent spaceTWM .

Given a manifoldM and a differentiable functionL :M →R, theRiemannian gradient∇L(W)
of L onM at a pointW is a vector in the tangent spaceTWM . A very useful property of embedded
manifolds is the following: given a differentiable functionf defined on the ambient space (and thus
on the manifold), the Riemannian gradient off at pointW is simply the linear projectionPW of the
Euclidean gradient off onto the tangent spaceTWM .

Thus, if we denote the Euclidean gradient ofL in R
n×m by ∇̃L , we have∇L(W) =PW(∇̃L). An

important consequence follows in case the manifold represents the set of points obeying a certain
constraint. In this case the Riemannian gradient off is equivalent to the Euclidean gradient off
minus the component which is normal to the constraint. Indeed this normal component is exactly
the component which is irrelevant when performing constrained optimization.

The Riemannian gradient allows us to computeWt+ 1
2 =Wt−ηt∇L(W), for a given iterate point

Wt and step sizeηt . We now examine howWt+ 1
2 can be mapped back onto the manifold.

2.2 Retractions

Intuitively, retractionscapture the notion of "going along a straight line" on the manifold. The math-
ematically ideal retraction is called theexponential mapping(Do Carmo, 1992, Chapter 3): it maps
the tangent vectorξ ∈ TWM to a point along a geodesic curve which goes throughW in the direc-
tion of ξ Figure 1. Unfortunately, for many manifolds (including the low-rank manifoldconsidered
here) calculating the geodesic curve is computationally expensive (Vandereycken et al., 2009). A
major insight from the field of Riemannian manifold optimization is that one can use retractions
which merely approximate the exponential mapping. Using such retractions maintains the conver-
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gence properties obtained with the exponential mapping, but is much cheaper computationally for a
suitable choice of mapping.

Definition 1 Given a point W in an embedded manifoldM , a retraction is any function RW :
TWM →M which satisfies the following two conditions (Absil et al., 2008, Chapter 4):

1. Centering: RW(0) =W.

2. Local rigidity: The curveγ : (−ε,ε)→M defined byγξ(τ) = RW(τξ) satisfies
γ̇ξ(0) = ξ, whereγ̇ is the derivative ofγ by τ.

It can be shown that any such retraction approximates the exponential mapping to a first or-
der (Absil et al., 2008).Second-order retractions, which approximate the exponential mapping to
second order aroundW, have to satisfy in addition the following stricter condition:

PW

(

dRW(τξ)
dτ2 |τ=0

)

= 0,

for all ξ ∈ TWM , wherePW is thelinear projection from the ambient space onto the tangent space
TWM . When viewed intrinsically, the curveRW(τξ) defined by a second-order retraction has zero
acceleration at pointW, namely, its second order derivatives are all normal to the manifold. The best
known example of a second-order retraction onto embedded manifolds is theprojection operation
(Absil and Malick, 2010), which maps a pointX to the pointY ∈M which is closest to it in the
Frobenius norm. That is, the projection ofX ontoM is simply:

Pro jM (X) = argmin
Y∈M

‖X−Y‖Fro

Importantly, such projections are viewed here as one type of a second order approximation to the
exponential mapping, which can be replaced by any other second-order retractions, when computing
the projection is too costly (see Figure 1).

Given the tangent space and a retraction, we now define a Riemannian gradient descent proce-
dure for the lossL at pointWt ∈M . Conceptually, the procedure has three steps (Figure 2):

1. Step 1: Ambient gradient: Obtain the Euclidean gradient∇̃L(Wt) in the ambient space.

2. Step 2: Riemannian gradient:Linearly project the ambient gradient onto the tangent space
TWM . Computeξt = PWt (∇̃L(Wt)).

3. Step 3: Retraction: Retract the Riemannian gradientξt back to the manifold:Wt+1 =
RWt (ξt).

With a proper choice of step size, this procedure can be proved to have local convergence for
any retraction (Absil et al., 2008). In practice, the algorithm merges thesethree steps for efficiency,
as discussed in the next section.
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Figure 2: A three step procedure for computing a retracted gradient at point Wt . Step 1: standard
(Euclidean) gradient step. Step 2: linearly project ambient gradient ontotangent space
TWM in order to get the Riemannian gradientξt . Step 3: retract the Riemannian gradient
ξt back to the manifold.

3. Online Learning on the Low-rank Manifold

Based on the retractions described above, we now present an online algorithm for learning low-rank
matrices, by performing stochastic gradient descent on the manifold of low-rank matrices. We name
the algorithm LORETA (for a LOw rank RETraction Algorithm). At every iteration the algorithm
suffers some loss, and performs a Riemannian gradient step followed by aretraction to the manifold
M

n,m
k . Section 3.1 discusses general online updates. Section 3.2 discusses thevery common case

where the online updates induce a gradient of rankr = 1.

Algorithm 1 : Online algorithm for learning in the manifold of low-rank matrices

Input: Initial low-rank model matrixW0∈M n,m
k . Examples(x0,x1, . . .). Loss functionL . Gradient

descent step sizes(η0,η1, . . .).
Output: Final low-rank model matrixW f inal ∈M n,m

k .

repeat:
Get examplext

Calculate the stochastic loss gradient:∇̃L(Wt ;xt)

Linearly project onto the tangent space:ξt = PWt (∇̃L(Wt ;xt))
Retract back to the manifold:Wt+1 = RWt (−ηtξt)

until stopping condition is satisfied
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In what follows, lowercase Greek letters likeξ denote an abstract tangent vector, and uppercase
Roman letters likeA denote concrete matrix representations as kept in memory (takingn×m float
numbers to store). We intermix the two notations, as inξ = AZ, when the meaning is clear from the
context. The set ofn×k matrices of rankk is denotedRn×k

∗ .

3.1 The General-Rank LORETA Algorithm

In online learning we are repeatedly given a rank-r gradient matrixZ = ∇̃LW, and want to compute
a step onM n,m

k in the direction ofZ. As a first step we find its linear projection onto the tangent
spaceẐ = PW(Z).

We start with a lemma that gives a representation of the tangent spaceTWM (Figure 2), ex-
tending the constructions given by Vandereycken and Vandewalle (2010) to the general manifold of
low-rank matrices.

Lemma 2 Let W∈M n,m
k have a (non-unique) factorization W= ABT , where A∈R

n×k
∗ , B∈R

m×k
∗ .

Let A⊥ ∈Rn×(n−k) and B⊥ ∈Rm×(m−k) be the orthogonal complements of A and B respectively, such
that AT

⊥A= 0, BT
⊥B= 0, AT

⊥A⊥ = In−k, BT
⊥B⊥ = Im−k. The tangent space toM n,m

k at W is:

TWM =

{

[

A A⊥
]

[

M NT
1

N2 0

][

BT

BT
⊥

]

: M ∈ R
k×k,N1 ∈ R

(m−k)×k,N2 ∈ R
(n−k)×k

}

.

Proof The proof is given in Appendix A.

We note that the assumption thatA andB are both of full column rank is tantamount to assuming
that the modelW is exactly of rankk, and no less. Letξ ∈ TWM be a tangent vector toW = ABT .
From the characterization above it follows thatξ can be decomposed in a unique manner into three
orthogonal components:ξ = ξAB+ξAB⊥+ξA⊥B, where:

ξAB = AMBT , ξAB⊥ = ANT
1 BT
⊥, ξA⊥B = A⊥N2BT . (1)

It is easy to verify that each pair is orthogonal, following from the relationsAT
⊥A= 0, BT

⊥B= 0.
We wish to find the three matricesM, N1 andN2 associated witĥZ = PW(Z), such thatẐ =

AMBT +ANT
1 BT
⊥+A⊥N2BT . We can find each of the matricesM, N1 andN2 separately, because

each belongs to a space orthogonal to the other two. Thus we solve the following three problems:

argmin
M∈R

k×k

‖Z−AMBT‖2Fro,

argmin
N1∈R

(m−k)×k

‖Z−ANT
1 BT
⊥‖

2
Fro,

argmin
N2∈R

(n−k)×k

‖Z−A⊥N2BT‖2Fro .

To find the minimum of each of these three equations, we compute the derivatives and set them
to zero. The solutions involve the pseudoinverses ofA andB. SinceA andB are of full column rank,
their pseudoinverses areA† = (ATA)−1AT , B† = (BTB)−1BT .
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M = (ATA)−1ATZB(BTB)−1 = A†ZB†T
, (2)

N1 = BT
⊥ZTA(ATA)−1 = BT

⊥ZTA†,

N2 = AT
⊥ZB(BTB)−1 = AT

⊥ZB†T
.

The matrixAA† is the matrix projecting onto the column space ofA, and similarly forB. We
will denote these matrices byPA, PB, etc. For the matrices projecting ontoA⊥ andB⊥’s columns
we actually havePA⊥ = A⊥AT

⊥ because the columns ofA⊥ are orthogonal, and likewise forPB⊥ .
Substituting the expressions inEquation(2) into expressions of the components of the Riemannian
gradient vector inEquation(1), we obtain:

ξAB = PAZPB, ξAB⊥ = PAZPB⊥ , ξA⊥B = PA⊥ZPB.

We can now define the retraction. The following theorem presents the retraction we will apply.

Theorem 3 Let W∈M n,m
k , W = ABT , and W† = B†TA†. Letξ ∈ TWM

n,m
k ,

ξ = ξAB+ξAB⊥+ξA⊥B, as in Equation(1), and let:

V1 =W+
1
2

ξAB+ξA⊥B−
1
8

ξABW†ξAB−
1
2

ξA⊥BW†ξAB ,

V2 =W+
1
2

ξAB+ξAB⊥−
1
8

ξABW†ξAB−
1
2

ξABW†ξAB⊥ .

The mapping
RW(ξ) =V1W

†V2

is a second order retraction from a neighborhoodΘW ⊂ TWM
n,m
k toM n,m

k .

Proof The proof is given in Appendix B.

A more succinct representation of this retraction is the following:

Lemma 4 The retraction RW(ξ) can be presented as:

RW(ξ) =
[

A

(

Ik+
1
2

M−
1
8

M2
)

+A⊥N2

(

Ik−
1
2

M

)]

·

[

B

(

Ik+
1
2

MT −
1
8

(

MT)2
)

+B⊥N1

(

Ik−
1
2

MT
)]T

.

Proof The proof is given in Appendix C.

As a result from Lemma 4, we can calculate the retraction as the product of two low-rank factors:
the first is ann×k matrix, the second ak×mmatrix. Given a gradient̃∇L(x) in the ambient space,
we can calculate the matricesM, N1 and N2 which allow us to represent its projection onto the
tangent space, and furthermore allow us to calculate the retraction. We nowhave all the ingredients
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Algorithm 2 : Naive Riemannian stochastic gradient descent

Input: Matrices A ∈ R
n×k
∗ , B ∈ R

m×k
∗ s.t. W = ABT . Gradient matrixG ∈ R

n×m s.t.
G = −η∇̃L(W) ∈ R

n×m, where ∇̃L(W) is the gradient in the ambient space andη > 0 is
the step size.

Output: MatricesZ1 ∈ R
n×k
∗ , Z2 ∈ R

m×k
∗ such thatZ1ZT

2 = RW(−η∇L(W)).

Compute: matrix dimension
A† = (ATA)−1AT , B† = (BTB)−1BT k×n, k×m
A⊥, B⊥= orthogonal complements ofA,B n× (n−k), m× (m−k)
M = A†GB†T k×k
N1 = BT

⊥GTA†T (m−k)×k
N2 = AT

⊥GB†T (n−k)×k
Z1 = A

(

Ik+ 1
2M− 1

8M2
)

+A⊥N2
(

Ik− 1
2M

)

n×k
Z2 = B

(

Ik+ 1
2MT − 1

8(M
T)2

)

+B⊥N1
(

Ik− 1
2MT

)

m×k

necessary for a Riemannian stochastic gradient descent algorithm. The procedure is outlined in
Algorithm 2.

Algorithm 2 explicitly computes and stores the orthogonal complement matricesA⊥ andB⊥,
which in the low rank casek≪ m,n, have sizeO(mn), the same as the full sizedW. To improve
the memory complexity, we use the fact that the matricesA⊥ and B⊥ always operate with their
transpose. SinceA⊥ andB⊥ have orthogonal columns, the matrixA⊥AT

⊥ is actually the projection
matrix that we denoted earlier byPA⊥ , and likewise forB⊥. Because of orthogonal complementarity,
these projection matrices are equal toIn−PA andIm−PB respectively. Thus we can writeA⊥N2 =
(

I −AA†
)

ZB†T
, and a similar identity forB⊥N1.

Consider now the case where the gradient matrix is of rank-r and is available in a factorized
form Z = G1GT

2 , with G1 ∈ R
n×r , G2 ∈ R

m×r . Using the factorized gradient we can reformulate the
algorithm to keep in memory only matrices of size at most max(n,m)×k or max(n,m)× r. Optimiz-
ing the order of matrix operations so that the number of operations is minimized gives Algorithm
3. The runtime complexity of Algorithm 3 is readily computed based on matrix multiplications
complexity,2 and isO

(

(n+m)(k+ r)2
)

.

3.2 LORETA With Rank-one Gradients

In many learning problems, the gradient matrix∇̃L(W) required for a gradient step update has a
rank of one. This is the case for example, when the matrix modelW acts as a bilinear form on two
vectors,p andq, and the loss is a piecewise linear function ofpTWq (as in Grangier and Bengio,
2008; Chechik et al., 2010; Weinberger and Saul, 2009; Shalev-Shwartz et al., 2004 and Section 7.1
below). In that case, the gradient is the rank-one outer product matrixpqT . As another example,
consider the case of multitask learning, where the matrix modelW operates on a vector inputp, and
the loss is the squared loss‖Wp−q‖2 between the multiple predictionsWp and the true labelsq.
The gradient of this loss is(Wp−q)pT , which is again a rank-one matrix. We now show how to

2. We assume throughout this paper the use of ordinary (schoolbook)matrix multiplication.
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Algorithm 3 : L ORETA -r - General-rank Riemannian stochastic gradient descent

Input: Matrices A ∈ R
n×k
∗ , B ∈ R

m×k
∗ s.t. W = ABT . Matrices G1 ∈ R

n×r , G2 ∈ R
m×r s.t.

G1GT
2 = −η∇̃L(W) ∈ R

n×m, where∇̃L(W) is the gradient in the ambient space andη > 0 is the
step size.

Output: MatricesZ1 ∈ R
n×k
∗ , Z2 ∈ R

m×k
∗ such thatZ1ZT

2 = RW(−η∇L(W)).

Compute: matrix dimension runtime complexity
A† = (ATA)−1AT , B† = (BTB)−1BT k×n, k×m O((n+m)k2)
a1 = A† ·G1, b1 = B† ·G2 k× r, k× r O((n+m)kr)
a2 = A·a1 n× r O(nkr)
Q= b1

T ·a1 r× r O(kr2)

a3 =−
1
2a2+

3
8a2 ·Q+G1−

1
2G1 ·Q n× r O(nr2)

Z1 = A+a3 ·b1
T n×k O(nkr)

b2 =
(

GT
2 B

)

·B† r×m O(mkr)
b3 =−

1
2b2+

3
8Q·b2+GT

2 −
1
2Q·GT

2 r×m O(mr2)
ZT

2 = BT +a1 ·b3 k×m O(mkr)

reduce the complexity of each iteration to be linear in the model rankk when the rank of the gradient
matrix isr = 1.

Algorithm 4 : L ORETA -1 - Rank-one Riemannian stochastic gradient descent

Input: MatricesA∈ R
n×k
∗ , B∈ R

m×k
∗ s.t. W = ABT . MatricesA† andB†, the pseudo-inverses ofA

andB respectively. Vectorsp ∈ R
n×1, q ∈ R

m×1 s.t. pqT = −η∇̃L(W) ∈ R
n×m, where∇̃L(W) is

the gradient in the ambient space andη > 0 is the step size.

Output: MatricesZ1 ∈ R
n×k
∗ , Z2 ∈ R

m×k
∗ s.t. Z1ZT

2 = RW(−η∇L(W)). MatricesZ†
1 andZ†

2, the
pseudo-inverses ofZ1 andZ2 respectively.

Compute: matrix dimension runtime complexity
a1 = A† ·p,b1 = B† ·q k×1 O((n+m)k)
a2 = A·a1 n×1 O(nk)
s= b1

T ·a1 1×1 O(k)
a3 = a2

(

−1
2 +

3
8s
)

+p(1− 1
2s) n×1 O(n)

Z1 = A+a3 ·b1
T n×k O(nk)

b2 =
(

qTB
)

·B† 1×m O(mk)
b3 = b2

(

−1
2 +

3
8s
)

+qT(1− 1
2s) 1×m O(m)

ZT
2 = BT +a1 ·b3 k×m O(mk)

Z†
1 = rank_one_pseudoinverse_update(A,A†,a3,b1) k×n O(nk)

Z†
2 = rank_one_pseudoinverse_update(B,B†,b3,a1) k×m O(mk)

Given rank-one gradients, the most computationally demanding step in Algorithm 3 is the com-
putation of the pseudo-inverse of the matricesA andB, takingO(nk2) andO(mk2) operations. All
other operations areO(max(n,m) · k) at most. To speed up calculations we use the fact that for
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r = 1 the outputsZ1 andZ2 become rank-one updates of the input matricesA andB. This enables
us to keep the pseudo-inversesA† andB† from the previous round, and perform a rank-one update
to them, following a procedure developed by Meyer (1973). The full procedure is included in Ap-
pendix D. This procedure is similar to the better known Sherman-Morrison formula for the inverse
of a rank-one perturbed matrix, and its computational complexity for ann× k matrix isO(nk) op-
erations. Using that procedure, we derive our final algorithm, LORETA-1, the rank-one Riemannian
stochastic gradient descent. Its overall time and space complexity are bothO((n+m)k) per gradient
step. It can be seen that the LORETA-1 algorithm uses only basic matrix operations, with the most
expensive ones being low-rank matrix-vector multiplication and low-rank matrix-matrix addition.
The memory requirement of LORETA-1 is about 4nk (assumingm= n), since it receives four in-
put matrices of sizenk (A,B,A†,B†) and assuming it can compute the four outputs (Z1,Z2,Z

†
1,Z

†
2),

in-place while destroying previously computed terms.

4. Online Learning of Low-rank Positive Semidefinite Matrices

In this section we adapt the derivation above to the special case of positive semidefinite (PSD)
matrices. PSD matrices are of special interest because they encode a trueEuclidean metric. Ann-by-
nPSD matrixW of rank-k can be factored asW=YYT , withY∈R

n×k. Thus, the bilinear formxTWz
is equal to(Yx)T(Yz), which is a Euclidean inner product in the space spanned byY’s columns.
These properties have led to an extensive use of PSD matrix models in metric and similarity learning,
see, for example, Xing et al. (2002), Goldberger et al. (2005), Globerson and Roweis (2006), Bar-
Hillel et al. (2006) and Jain et al. (2008). The set ofn-by-n PSD matrices of rank-k forms a manifold
of dimensionnk− k(k−1)

2 , embedded in the Euclidean spaceR
n×n (Vandereycken et al., 2009). We

denote this manifold byS+(k,n).
We now give a characterization of the tangent space of this manifold, due toVandereycken and

Vandewalle (2010).

Lemma 5 Let W∈ S+(k,n) have a (non-unique) factorization W= YYT , where Y∈ R
n×k
∗ . Let

Y⊥ ∈ R
n×(n−k) be the orthogonal complement of Y such that YT

⊥Y = 0, YT
⊥Y⊥ = In−k. The tangent

space toS+(k,n) at W is:

TWS+(k,n) =

{

[

Y Y⊥
]

[

S NT

N 0

][

YT

YT
⊥

]

: S∈ R
k×k,N ∈ R

(n−k)×k,S= ST
}

.

Proof See Vandereycken and Vandewalle (2010), Proposition 5.2.

Let ξ∈TWS+(k,n) be a tangent vector toW=YYT . As shown by Vandereycken and Vandewalle
(2010),ξ can be decomposed into two orthogonal components,ξ = ξS+ξP. Given a rank-r gradient
matrixZ, and using the projection matricesPY andPY⊥ they show that:

ξS= PY
Z+ZT

2
PY,

ξP = PY⊥
Z+ZT

2
PY +PY

Z+ZT

2
PY⊥ .

Using this characterization of the tangent vector when given an ambient gradientZ, one can
define a retraction analogous to that defined in Section 3. This retraction is referred to asR(2)

W in
Vandereycken and Vandewalle (2010).
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Theorem 6 Let W∈ S+(k,n), W = YYT , and W† be its pseudo-inverse. Letξ ∈ TWS+(k,n), ξ =
ξS+ξP, as described above, and let

V =W+
1
2

ξS+ξP−
1
8

ξSW†ξS−
1
2

ξPW†ξS.

The mapping RPSD
W (ξ) =VW†V is a second order retraction from a neighborhood

ΘW ⊂ TWS+(k,n) to S+(k,n).

Proof See Vandereycken and Vandewalle (2010), Proposition 5.10.

Algorithm 5 : L ORETA -1-PSD- Rank-one Riemannian PSD stochastic gradient descent

Input: A matrixY ∈R
n×k
∗ , s.t.W =YYT . The matrixY†, the pseudoinverse ofY. Vectorsp∈R

n×1,
q ∈ R

n×1 s.t. pqT = −η∇̃L(W) ∈ R
n×m, where∇̃L(W) is the gradient in the ambient space and

η > 0 is the step size.

Output: Matrix Z ∈ R
n×k
∗ , s.t.ZZT = RPSD

W (−η∇L(W)). Matrix Z†, the pseudo-inverse ofZ.

Compute: matrix dimension runtime
complexity

h1 =Y†p k×1 O(nk)
h2 =Y†q k×1 O(nk)
n1 = h1

Th1 1×1 O(k)
n2 = h2

Th2 1×1 O(k)
ĥ1 =Yh1 n×1 O(nk)
ĥ2 =Yh2 n×1 O(nk)
s= h1

Th2 1×1 O(k)
l1 = (−1

4 +
3
32s)ĥ1+(1

2−
1
8s)p+ 3

32n1ĥ2−
1
8n1q n×1 O(n)

l2 = (−1
4 +

3
32s)ĥ2+(1

2−
1
8s)q+ 3

32n2ĥ1−
1
8n2p n×1 O(n)

P1 = l1h2
T n×k O(nk)

P2 = l2h1
T n×k O(nk)

Z =Y+P1+P2 n×k O(nk)
Z†

temp= rank_one_pseudoinverse_update(Y,Y†, l1,h2) k×n O(nk)
Z† = rank_one_pseudoinverse_update(Y+P1,Z

†
temp, l2,h1) k×n O(nk)

Following the derivation of algorithms 2-4, and after some rearrangement, we obtain a PSD
version of the LORETA-1 algorithm. This PSD version is given in Algorithm (5). The algorithm
is very similar to LORETA-1 , but instead of learning a general rank-k matrix it learns a positive
semidefinite rank-k matrix. The computational complexity and memory complexity of a gradient
step for this algorithm isO(nk), namely, it is linear in the reduced number of model parameters.

5. Manifold Identification

Until now, we formalized the problem of learning a low-rank matrix based on afactorization
W = AB. At test time, computing the bilinear score using the model can be even faster when
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the data is sparse. For instance, given two vectorsx1 andx2 with c1 andc2 non-zero values, com-
puting the bilinear formxT

1 ABTx2 requiresO(c1k+k+kc2) = O((c1+c2)k) operations, and can be
significantly faster than the dense case. However, at training time, the LORETA-1 algorithm still has
a complexity ofO((m+n)k) for each iteration even when the data is sparse.

The current section describes an attempt to adapt LORETA-1 such that it treats sparse data more
efficiently. The empirical evaluation of this adaptation showed mixed results, but we include the
derivation for completeness. The main idea is to separate the low-rank projection into two steps.
First, a projection to a low dimensional spaceAx that can be computed efficiently whenx is sparse.
Then, learning a second matrix, whose role is to tune the representation in thek-dimensional space.

To explain the idea, we focus on the case of learning a low-rank model which parametrizes
a similarity function. The model isW = ABT , A ∈ R

n×k, B ∈ R
n×k. The similarity between two

vectorsp,q ∈ R
n is then given by

Sim(p,q) = pTWq = (ATp)T · (BTq). (3)

This similarity measure can be viewed as the cosine similarity inR
k between the projected vectors

BTq andATp. We now introduce another similarity model which operates directly in the projected
space. Formally, we haveM ∈ R

k×k, and the similarity model is

Sim(p,q) = (ATp)TM(BTq) = pTAMBTq. (4)

Clearly, since the model in Equation (4) involves only linear matrix multiplications, itsdescrip-
tive power is equivalent to that of the model Equation (3). However, it has the potential to be
learned faster. To speed the training we can iterate between learning the outer projections A,B us-
ing LORETA , and learning the inner low-dimensional similarity modelM using standard methods
operating in the low-dimensional space. Specifically, the idea is to executes update steps ofM for
every update step ofA,B (Algorithm 6). Afters update steps toM, it is decomposed using SVD to
obtainM =USVT , and these factors are used to update the outer projections usingA← AUsqrt(S),
B← BVsqrt(S).

Consider the computational complexity: Given two sparse vectorsx1, x2 with c1 andc2 non-zero
values respectively, projecting them usingA andB to the low dimensional space takesO(k(c1+c2)),
and an update step of M takesO(k2). DecomposingM using SVD takesO(k3), so the overall
complexity fors updates isO

(

k ·
(

s(k+c1+c2)+k2
))

. Whens≥ k the cost of decomposition is
amortized across manyM updates and does not increase the overall complexity. The update ofA, B
takesO(k(n+m)) as before. This approach is related to the idea of manifold identification (Oberlin
and Wright, 2007), where the learning ofA, B "identifies" a manifold of rankk and the inner steps
operate to tune the representation within that subspace.

This iterative procedure could be a significant speed up compared to the original O((m+n)k).
Unfortunately, when we tested this algorithm in a similarity learning task (as in Section 7.1), its
performance was not as good as that of LORETA-1. The main reason was numerical instability:
The matrixM typically collapsed to match few directions inA, and decomposing it has amplified
the sameA directions. This approach awaits deeper investigation which is outside the scope of the
current paper.

6. Related Work

A recent summary of many advances in the field of optimization on manifolds is given by Absil
et al. (2008). Advances in this field have lately been applied to matrix completion(Keshavan et al.,
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Algorithm 6 : Manifold identification meta-algorithm

Input: Initial model matricesA ∈ R
n×k
∗ , B ∈ R

m×k
∗ s.t. W = ABT . MatricesA† and B†, the

pseudo-inverses ofA andB respectively. Loss functionL .
Output: MatricesA∈ R

n×k
∗ , B∈ R

m×k
∗ s.t.W = ABT .

Parameters: η1: LORETA step size .η2: low-dimensional similarity learning step size.s: number
of low-dimensional learning steps per round

repeat:
[g1,g2] = ∇L(ABT)
[A,B,A†,B†] = LORETA

(

A,B,A†,B†,g1,g2,η1
)

initialize M = Ik
for i=1:s

[g1,g2] = ∇L(AMBT)
M = f ull − rank−metric− learning

(

M,ATg1,BTg2,η2
)

endfor
[U,S,V] = svd(M)
A= A·U ·sqrt(S)
B= B·V ·sqrt(S)

until stopping condition is satisfied

2010), tensor-rank estimation (Eldén and Savas, 2009; Ishteva et al., 2011) and sparse PCA (Journée
et al., 2010b).

Broadly speaking, there are two kinds of manifolds used in optimization. The first areembedded
manifolds, manifolds that form a subset of Euclidean space, and are the ones we employ in this work.
The second kind arequotient manifolds, which are formed by defining an equivalence relation on
a Euclidean space, and endowing the resulting equivalence classes with an appropriate Riemannian
metric. For example, the equivalence relation onR

n defined byx∼ y ⇐⇒ ∃λ > 0, x= λy, yields a
quotient space called thereal projective spacewhen given a proper Riemannian metric.

More specific to the field of low-rank matrix manifolds, work has been done on the general
problem of optimization with low-rank positive semi-definite (PSD) matrices. Thelatest and most
relevant is the work of Meyer et al. (2011). In this work, Meyer and colleagues develop a framework
for Riemannian stochastic gradient descent on the manifold of PSD matrices,and apply it to the
problem of kernel learning and the learning of Mahalanobis distances. Their main technical tool is
that of quotient manifolds mentioned above, as opposed to the embedded manifold we use in this
work. Another paper which uses a quotient manifold representation is thatof Journée et al. (2010a),
which introduces a method for optimizing over low-rank PSD matrices.

In their 2010 paper (Vandereycken and Vandewalle, 2010), Vandereycken et al. introduced a
retraction for PSD matrices in the context of modeling systems of partial differential equations. We
build on this work in order to construct our methods of learning general and PSD low-rank matrices.

In general, the problem of minimizing a convex function over the set of low-rank matrices was
addressed by several authors, including Fazel (2002). Recht et al. (2010) and more recently Jain
et al. (2011) also consider the same problem, with additional affine constraints, and its connection
to recent advances in compressed sensing. The main tools used in these papers are the trace norm
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(sum of singular values) and semi-definite programming. See also Fazel etal. (2005) for a short
introduction to these methods.

More closely related to the current paper are the papers by Kulis et al. (2009) and Meka et al.
(2008). Kulis et al. (2009) deal with learning low-rank PSD matrices, anduse the rank-preserving
log-det divergence and clever factorization and optimization in order to derive an update rule with
runtime complexity ofO(nk2) for ann×n matrix of rankk. Meka et al. (2008) use online learning
in order to find a minimal rank square matrix under approximate affine constraints. The algorithm
does not directly allow a factorized representation, and depends on an "oracle" component, which
typically requires to compute an SVD.

Multi-class ranking with a large number of features was studied by Bai et al.(2009), and in the
context of factored representations, by Weston et al. (2011) (WSABIE). WSABIE combines pro-
jected gradient updates with a novel sampling scheme which is designed to minimizea ranking loss
named WARP. WARP is shown to outperform simpler triplet sampling approaches. Since WARP
yields rank-1 gradients, it can easily be adapted for Riemannian SGD, butwe leave experiments
with such sampling schemes to future work.

7. Experiments

We tested LORETA in two learning tasks: learning a similarity measure between pairs of text doc-
uments using the 20-newsgroups data collected by Lang (1995), and learning to rank image label
annotations based on a multi-label annotated set, using theImageNetdata set (Deng et al., 2009).
Matlab code for LORETA-1 is available online athttp://chechiklab.biu.ac.il/research/LORETA.

7.1 Learning Similarity on the 20 Newsgroups Data Set

In our first set of experiments, we looked at the problem of learning a similarity measure between
pairs of text documents. Similarity learning is a well studied problem, closely related to metric
learning (see Yang 2007 for a review). It has numerous applications in information retrieval such as
query by example, and finding related content on the web.

One approach to learn pairwise relations is to measure the similarity of two documentsp,q∈R
n

using a bilinear form parametrized by a modelW ∈ R
n×n:

SW(p,q) = pTWq.

Such models can be learned online (Chechik et al., 2010) and were shownto achieve high precision.
Sometimes the matrixW is required to be symmetric and positive definite, which means it actually
encodes a metric, also known as a Mahalanobis distance. Unfortunately, since the number of param-
eters grows asn2, storing the matrixW in memory is only feasible for limited feature dimensionality.
To handle larger vocabularies, like those containing all textual terms foundin a corpus, a common
approach is to pre-select a subset of the features and train a model over the low dimensional data.
However, such preprocessing may remove crucial signals in the data even if features are selected in
a discriminative way.

To overcome this difficulty, we used LORETA-1 and LORETA-1-PSD to learn a rank-k parametriza-
tion of the modelW. This model can be factorized asW = ABT , whereA,B∈ R

n×k for the general
case, or asW = AAT for the PSD case. In each of our experiments, we selected a subset ofn fea-
tures, and trained a rankk model. We varied the number of featuresn and the rank of the matrixk
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so as to use a fixed amount of memory. For example, we used a rank-10 model with 50K features,
and a rank-50 model with 10K features.

7.1.1 SIMILARITY LEARNING WITH LORETA-1

We use an online procedure similar to that in Grangier and Bengio (2008) and Chechik et al. (2010).
At each round, three instances are sampled: a query documentq∈R

n, and two documentsp+, p− ∈
R

n such thatp+ is known to be more similar toq thanp−. We wish that the model assigns a higher
similarity score to the pair(q,p+) than the pair(q,p−), and hence use the online ranking hinge loss
defined aslW(q,p+,p−) = [1−SW(q,p+)+SW(q,p−)]+, where[z]+ = max(z,0).

We initialized the model to be a truncated identity matrix, with only the firstk ones along the
diagonal. This corresponds in our case to choosing thek most informative terms as the initial data
projection.

7.1.2 DATA PREPROCESSING ANDFEATURE SELECTION

We used the 20 newsgroups data set (people.csail.mit.edu/jrennie/20Newsgroups), containing 20
classes with approximately 1000 documents each. We removed stop words but did not apply stem-
ming. The document terms form a vocabulary of 50,000 terms, and we selected a subset of these
features that conveyed high information about the identity of the class (over the training set) using
the infogaincriterion (Yang and Pedersen, 1997). This is a discriminative criterion,which measures
the number of bits gained for category prediction by knowing the presenceor absence of a term in a
document. The selected features were normalized usingtf-idf, and then represented each document
as a bag of words. Two documents were considered similar if they shared the same class label, out
of the possible 20 labels.

7.1.3 EXPERIMENTAL PROCEDURE ANDEVALUATION PROTOCOL

The 20 newsgroups site proposes a split of the data into train and test sets.We repeated splitting 5
times based on the sizes of the proposed splits (a train / test ratio of 65% / 35%). We evaluated the
learned similarity measures using a ranking criterion. We view every document q in the test set as a
query, and rank the remaining test documentsp by their similarity scoresqTWp. We then compute
the precision (fraction of positives) at the topr ranked documents. We then average the precision
over all positionsr such that there exists a positive example in the topr. This final measure is called
mean average precision, and is commonly used in the information retrieval community (Manning
et al., 2008, Chapter 8).

7.1.4 COMPARISONS

We compared LORETA with the following approaches.

1. Naive gradient descent(GD): similar to Bai et al. (2009). The model is represented as a
product of two matricesW = ABT . Stochastic gradient descent steps are computed over the
factorsA andB, for the same loss used by LORETA lW(q,p+,p−). The GD steps are:

Anew= A−ηq(p−−p+)
TB,

Bnew= B−η(p−−p+)qTA.

We found this approach to be very unstable, and thus its results are not presented.
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2. Naive PSD gradient descent: similar to the method above, except that now the model is con-
strained to be PSD. The model is represented as a productW = AAT . Stochastic gradient de-
scent steps are computed over the factorA for the same loss used by LORETA : lW(q,p+,p−).
As shown by Meyer et al. (2011), this is in fact equivalent to Riemannian stochastic GD in the
manifold of PSD matrices when this manifold is endowed with a certain metric the authors
call theflat metric.

The GD step is:

Anew= A−η
(

q(p−−p+)
T +(p−−p+)qT)A.

The step sizeη was chosen by cross validation. This approach was more stable in the PSD
case than in the general case, probably because the invariant space here is only the group
of orthogonal matrices (which are well-conditioned), as opposed to the group of invertible
matrices which might be ill-conditioned.

3. Iterative Passive-Aggressive (PA): since we found the above general GD procedure(1) to be
very unstable, we experimented with a related online algorithm from the family ofpassive-
aggressive algorithms (Crammer et al., 2006). We iteratively optimize overA given a fixedB
and vice versa. The optimization is a tradeoff between minimizing the losslW, and limiting
how much the models change at each iteration. The steps sizes for updatingA andB are
computed to be:

ηA = min

(

lW(q,p+,p−)
‖q‖2 · ‖BT(p+−p−)‖2

,C

)

,

ηB = min

(

lW(q,p+,p−)
‖(p+−p−)‖2 · ‖ATq‖2

,C

)

.

C is a predefined parameter controlling the maximum magnitude of the step size, chosen by
cross-validation. This procedure is numerically more stable because of thenormalization by
the norms of the matrices multiplied by the gradient factors.

4. Full rank similarity learning models. We compared with two full rank online metric learn-
ing methods, LEGO (Jain et al., 2008) and OASIS (Chechik et al., 2010). Both algorithms
learn a full (non-factorized) model, and were run withn = 1000, in order to be consistent
with the memory constraint of LORETA-1. We have also compared with both full-rank mod-
els using rank 2000, that is, 4 times the memory constraint. We have not compared with batch
approaches such as Kulis et al. (2009), since they are not expected toscale to very large data
sets such as those our work is ultimately aiming towards.

In addition, we have experimented with the method for learning PSD matrices using a polar
geometry characterization of the quotient manifold, due to Meyer et al. (2011). This method’s
runtime complexity isO((n+m)k2), and we have found that its performance was not in line with
the methods described above.

7.1.5 RESULTS

Figure 3c shows the mean average precision obtained with all the above methods. LORETA out-
performs the other approaches across all ranks. LORETA-PSD achieves slightly higher precision
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than LORETA. The reason may be that similarity was defined based on two samples belongingto
a common class, and this relation is symmetric and transitive, two relations which are respected
by PSD matrices but not by general similarity matrices. Moreover, LORETA-PSD learned faster
along the training iterations when compared with LORETA - see Figure 3a for a comparison of the
learning curves. Interestingly, for both LORETA algorithms learning a low-rank model of rank 30,
using the best 16660 features, was significantly more precise than learning a much fuller model of
rank 100 and 5000 features, or a model using the full 50000 word vocabulary but with rank 10 . The
intuition is that LORETA can be viewed as adaptively learning a linear projection of the data into
low dimensional space, which is tailored to the pairwise similarity task.

7.2 Image Multilabel Ranking

Our second set of experiments tackled the problem of learning to rank labels for images taken from
a large number of classes(L = 1660) with multiple labels per image.

In our approach, we learn a linear classifier overn features for each labelc∈ C = {1, . . . ,L},
and stack all models together to a single matrixW ∈ R

L×n. At test time, given an imagep ∈ R
n,

the productWp provides scores for every label for that imagep. Given ground truth labeling, a
good model would rank the true labels higher than the false ones. Each rowof the matrix model can
be thought of as a sub-model for the corresponding label. Imposing a low-rank constraint on the
model implies that these sub-models are linear combinations of a smaller number oflatent models.
Alternatively, we can view learning a factored rank-k modelW = ABT as learning a projection and
classifier in the projected space concurrently. The matrixBT projects the data onto ak dimensional
space, and the matrixA consists ofL classifiers operating in the low-dimensional space. The data
we used for the experiment had∼1500 labels, but the full ImageNet data set currently has∼15000
labels, and is growing.

7.2.1 ONLINE LEARNING OF LABEL RANKINGS WITH LORETA-1

At each iteration, an imagep is sampled, and using the current modelW the scores for all its labels
are computed,Wp. These scores are compared with the ground truth labelingy = {y1, . . . ,yr} ⊂ C .
We wish for all the scores of the true labels to be higher than the scores forthe other labels by
a margin of 1. Thus, the learner suffers a multilabel multiclass hinge loss as follows. Let ȳ =
argmaxs/∈y(Wp)s, be the negative label which obtained the highest score, where(Wp)s is thesth

component of the score vectorWp.
The loss is thenL(W,p,y) = ∑r

i=1 [(Wp)ȳ− (Wp)yi +1]+, which is the sum of the margins
between the top-ranked false label and all the positive labels which violatedthe margin of one from
it. We used the subgradientG of this loss for LORETA: for the set of indicesi1, i2, . . . id ⊂ y which
incurred a non zero hinge loss, thei j row of G is p, and for the row ¯y G is−d ·p. The matrixG is
rank one, unless no loss was suffered in which case it is 0.

The non-convex and stochastic nature of the learning procedure has lead us to try several initial
conditions:

• Zero matrix : in this initialization we begin with a low-rank matrix composed entirely of
zeros. This matrix is not included in the low-rank manifoldM n,m

k , since its rank is less than
k. We therefore perform a simple pre-training session in which we add up subgradients until
a matrix of rankk is obtained. In practice we added the first 2k subgradients (each such
subgradient being of rank one), and then performed an SVD to obtain thebest rank-k model.
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Figure 3: (a) Mean average precision (mAP) over 20 newsgroups testset as traced along LORETA

learning for various ranks. Curve values are averages over 5 train-test splits. (b) Com-
parison of the learning curves of LORETA and LORETA-PSD. LORETA-PSD learns faster
than LORETA across all ranks (shown are results for ranks 10, 40 and 100). (c)mAP of
different models with varying rank. For each rank, a different numberof features was
selected using an information gain criterion, such that the total memory requirement is
kept fixed (number of features× rank is constant). 50000 features were used for rank
= 10. LEGO and OASIS were trained with the same memory (using 1000 features and
rank=1000), as well as with 4 times the same memory (rank=2000). Error bars denote
the standard error of the mean over 5 train-test splits.

We chose 2k because we wanted to ensure that the matrix we obtain has rank greater or equal
to k.
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(a) ImageNet 50K (b) ImageNet 1M
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Figure 4: ImageNet data. Mean average precision (mAP) as a function ofthe rankk. Curves are
means over five train-test splits. Error bars denote the standard error of the mean. Note
the different scale of the left and right figure. All hyper parameters were selected using
cross validation. Three different initializations were used: the zero matrix,a zero padded
k×k identity matrix, and a product of two i.i.d. Gaussian matrices. See Section 7.2.1 for
details.

• Zero-padded identity: we begin with a matrix composed of thek× k identity matrixIk on
the top left corner, padded with zeros so as to form anL×n matrix. This is guaranteed to be
of rankk. The choice of the location of the identity matrix block is arbitrary.

• Independent Gaussian: we sample independently the entries of the two factor matricesA∈
R

n×k, BRm×k from a standard normal distribution. This model is thus initialized as a product
of two random Gaussian matrices.

7.2.2 DATA SET AND PREPROCESSING

We used data from the ImageNet 2010 Challenge (www.imagenet.org/challenges/LSVRC/2010/)
containing images labeled with respect to the WordNet hierarchy. Each imagewas manually labeled
with a single class label (for a total of 1000 classes). We added labels foreach image, using classes
along the path to the root of the hierarchy (adding 676 classes in total). We discarded ancestor labels
covering more than 10% of the images, leaving 1660 labels (5.2 labels per imageon average). We
used ImageNet’s bag of words representation, based on vector quantizing SIFT features with a
vocabulary of 1000 words, followed bytf-idf normalization.

7.2.3 EXPERIMENTAL PROCEDURE ANDEVALUATION PROTOCOL

We trained on two data sets. A medium scale one of 50000 images, and a large data set consisting
of 908210 images. We tested on 20000 images for the medium scale, and 252284 images for the
large scale. The quality of the learned label ranking was evaluated using themean average precision
(mAP) criterion mentioned in 7.1.3 above (Manning et al., 2008, Chapter 8).
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ImageNet 1M Precision vs. Time
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Figure 5: (a) Mean average precision (mAP) as function of single CPU processing time in seconds
for different algorithms and model ranks, presented on a log-scale. Matrix Perceptron
(black squares) and Group Multi-Class Perceptron (purple crosses)are both full rank
(rank=1000), and their curves are reproduced on all six panels forcomparison. For each
rank and algorithm (LORETA and PA), we used the best performing initialization scheme.
(b) mAP of the best performing model for different algorithms and time points.Error
bars represent standard deviation across 5 train-test splits.
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7.2.4 COMPARISONS

We compared the performance of LORETA on this task with three other approaches:

1. PA - Iterative Passive-Aggressive: same as described in Section 7.1.4 above for the 20
Newsgroups experiment.

2. Matrix Perceptron : a full rank stochastic subgradient descent. The model is initialized as a
zero matrix of size 1660× 1000, and in each round the loss subgradient is subtracted from it.
After a sufficient number of rounds, the model is typically full rank and dense.

3. Group Multi-Class Perceptron: a mixed (2,1) norm online mirror descent algorithm (Kakade
et al., 2010). This algorithm encourages a group-sparsity pattern within the learned matrix
model, thus presenting an alternative form of regularization when compared with low-rank
models.

LORETA and PA were run using a range of model ranks. For all three methods, thestep size (or
the C parameter for PA) was chosen by 5-fold cross validation on a validation set.

7.2.5 RESULTS

Figure 4 plots the mAP precision of LORETA and PA for different model ranks, while showing on
the right the mAP of the full rank 1000 Matrix Perceptron and(2,1) norm algorithms. LORETA

significantly improves over all other methods across all ranks. However,we note that LORETA,
being a non-convex algorithm, does depend significantly on the method of initialization, with the
zero-padded identity matrix being the best initialization for lower rank models, and the zero matrix
the best initialization for higher rank models (rank≥ 150).

In Figure 5 we show the accuracy as a function of CPU tim on a single CPU for the different
algorithms and model ranks. We ran Matlab R2011a on an Intel Xeon 2.27 GHz machine, and
used Matlab’s-singlethread flag to control multithreading. The higher-rank LORETA models
outperform all others both in the short time scale (∼ 1000 sec.) and the long time scale (∼ 100,000
sec.). For some of the higher-rank models there is evident overtraining atsome point, but this
overtraining could be avoided by adopting an early-stopping procedure.

8. Discussion

We presented LORETA, an algorithm which learns a low-rank matrix based on stochastic Rie-
mannian gradient descent and efficient retraction to the manifold of low-rank matrices. LORETA

achieves superior precision in a task of learning similarity in high dimensional feature spaces, and
in multi-label annotation, where it scales well with the number of classes. A PSDvariant of LORETA

can be used efficiently for low-rank metric learning.
There are many ways to tie together different classifiers in a multi-class setting. We have seen

here that a low-rank assumption coupled with a Riemannian SGD procedure outperformed the (2,1)
mixed norm. Other approaches leverage the hierarchical structure inherent in many of these tasks.
For example, Deng et al. (2011) use the label hierarchy of ImageNet to compute a similarity measure
between images.

For similarity learning, the approach we take in this paper uses a weak supervision based on
ranking similar pairs: one only knows that the pair(q,p+) is more similar than the pair(q,p−). In

450



ONLINE LEARNING IN THE EMBEDDED MANIFOLD OF LOW-RANK MATRICES

some cases, a stronger supervision signal is available, like the classes ofeach objects are known. In
these cases, Deng et al. (2011) have shown how to use class identities to construct good features by
training an SVM classifier on each class and using its scaled output as a feature. They show that
such features can lead to very good performance, with the added advantage that the features can be
learned in parallel. The weak supervision approach that we take here aimsto handle the case, which
is particularly common in large scale data sets collected through web users’ activity, where weaker
supervision is much easier to collect.

In this paper, we used simple sampling schemes for both the similarity learning andmultiple-
labelling experiments. More elaborate sampling techniques such as those proposed by Weston et al.
(2011), which focus on “hard negatives”, may yield significant performance improvements. As
these approaches typically involve rank-one gradients when implemented asonline learning algo-
rithms, they are well suited for being used in conjunction with LORETA, and this will be the subject
of future work.

LORETA yields a factorized representation of the low-rank matrix. For similarity learning, these
factors project to a low-dimensional space where similarity is evaluated efficiently. For classifica-
tion, it can be viewed as learning two matrix components: one that projects the high dimensional
data into a low dimension, and a second that learns to classify in the low dimension. In both
approaches, the low-dimensional space is useful for extracting the relevant structure from the high-
dimensional data, and for exploring the relations between large numbers ofclasses.
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Appendix A. Proof of Lemma 2

We formally define the tangent space of a manifold at a point on the manifold, and then describe an
auxiliary parametrization of the tangent space to the manifoldM

n,m
k at a pointW ∈M n,m

k .

Definition 7 The tangent space TWM to a manifoldM ⊂ R
n at a point W∈M is the linear space

spanned by all the tangent vectors at 0 to smooth curvesγ : R→M such thatγ(0) = W. That is,
the set of tangents inRn to smooth curves within the manifold which pass through the point W.

In order to characterize the tangent space ofM
n,m
k , we look into the properties of smooth curves

γ, where for eacht, γ(t) ∈M n,m
k .

For any such curve, because of the rankk assumption, we may assume that for allt ∈ R, there
exist (non-unique) matricesA(t) ∈ R

n×k
∗ , B(t) ∈ R

m×k
∗ , such thatγ(t) = A(t)B(t)T . We now wish to

find the tangent vectors to these curves. By the product rule we have:

γ̇(0) = A(0)Ḃ(0)T + Ȧ(0)B(0)T .
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SinceW = γ(0) = A(0)B(0)T = ABT we have forW = ABT :

TWM
n,m
k =

{

AXT +YBT |X ∈ R
m×k,Y ∈ R

n×k
}

. (5)

This is because any choice of matricesX, Y such thatX = Ḃ, Y = Ȧ will give us some tangent vector,
and for any tangent vector there exist such matrices. The space aboveis clearly a linear space. Being
a tangent space to a manifold, it has the same dimension as the manifold:(n+m)k−k2.

Recall the definition of the tangent space given in Lemma 1:

TWM
n,m
k =

{

[

A A⊥
]

[

M NT
1

N2 0

][

BT

BT
⊥

]

: M ∈ R
k×k,N1 ∈ R

(m−k)×k,N2 ∈ R
(n−k)×k

}

. (6)

To prove Lemma 2, it is easy to verify by counting that the dimension of the space as defined
in Equation (6) above is(n+m)k− k2. Using the notation above, we can see that by takingX =
MBT +N1BT

⊥ andY = A⊥N2, the space defined in Equation (6) is included inTWM
n,m
k as defined in

Equation (5). Since it is a linear subspace of equal dimension, both spaces must be equal�

Appendix B. Proof of Theorem 3

We state the theorem again here.

Theorem 8 Let W∈M n,m
k , W = ABT , and W† = B†TA†. Letξ ∈ TWM

n,m
k , ξ = ξAB+ξAB⊥+ξA⊥B,

as in 1, and let:

V1 =W+
1
2

ξAB+ξA⊥B−
1
8

ξABW†ξAB−
1
2

ξA⊥BW†ξAB ,

V2 =W+
1
2

ξAB+ξAB⊥−
1
8

ξABW†ξAB−
1
2

ξABW†ξAB⊥ .

The mapping
RW(ξ) =V1W

†V2 (7)

is a second order retraction from a neighborhoodΘW ⊂ TWM
n,m
k toM n,m

k .

Proof To prove that Equation (7) defines a retraction, we first show thatV1W†V2 is a rank-k matrix.
Note that there exist matricesZ1 ∈ R

n×k andZ2 ∈ R
m×k such thatV1 = Z1BT and ,V2 = AZT

2 . A
sufficient condition for the matricesZ1 andZ2 to be of full rank is that the matrixM is of limited
norm. Thus, for all tangent vectors lying in some neighborhoodΘW ⊂ TWM

n,m
k of 0 ∈ TWM

n,m
k ,

the above relation is indeed a retraction to the manifold. In practice this is nevera problem, as the
set of matrices not of full rank is of zero measure, and in practice we have found these matrices to
always be of full rank. Thus,RW(ξ) =V1W†V2 = Z1BTB(BTB)−1(ATA)−1ATAZT

2 = Z1ZT
2 , which,

given thatZ1 andZ2 are of full column rank, is exactly a rank-k, n×mmatrix.
Next we show thatRW(ξ) is a retraction, and of second order. It is obvious thatRW(0) = W,

since the projection of the zero vector is zero, and thusξAB, ξAB⊥ andξA⊥B are all zero.
ExpandingV1W†V2 up to second order terms inξ, many terms cancel and we end up with:

RW(ξ) =W+ξAB+ξAB⊥+ξA⊥B+ξA⊥BW†ξAB⊥+O(‖ξ‖3)

=W+ξ+ξA⊥BW†ξAB⊥+O(‖ξ‖3).
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Local first order rigidity is immediately apparent. If we expand the only second order term,
ξA⊥BW†ξAB⊥ , we see that it equalsA⊥N2NT

1 BT
⊥. We claim this term is orthogonal to the tangent

spaceTWM
n,m
k . If we take, using the characterization in Lemma 2, an arbitrary tangent vector

AM̃BT +AÑT
1 BT
⊥+A⊥Ñ2BT in TWM

n,m
k , we can calculate the inner product:

〈(

A⊥N2NT
1 BT
⊥

)

,
(

AM̃BT +AÑT
1 BT
⊥+A⊥Ñ2BT)〉=

tr
(

B⊥N1NT
2 AT
⊥AM̃BT +B⊥N1NT

2 AT
⊥AÑT

1 BT
⊥+B⊥N1NT

2 AT
⊥A⊥Ñ2BT)=

tr
(

B⊥N1NT
2 AT
⊥A⊥Ñ2BT)=

tr
(

BTB⊥N1NT
2 AT
⊥A⊥Ñ2

)

= 0

with the equalities stemming from the fact thatAT
⊥A= 0, BT

⊥B= 0, and from standard trace identi-
ties. Thus, the second order term cancels out if we project the second derivative of the curve defined
by the retraction, as required by the second-order condition

PW

(

dRW(τξ)
dτ2 |τ=0

)

= 0 ∀ξ ∈ TWM .

We see that the second order term is contained in the normal space. This concludes the proof
that the retraction is a second order retraction.

Appendix C. Proof of Lemma 4

Let us see how can we calculate the needed terms explicitly. When evaluating the expression
V1W†V2, we can use the algebraic relations:WW† = PA andW†W = PB. From this we can conclude
that: WW†ξAB = ξAB, ξABW†W = ξAB, ξA⊥BW†W = ξA⊥B andWW†ξAB⊥ = ξAB⊥ . These relations,
along with many terms that cancel out, lead to the following expression:

RW(ξ) =V1W
†V2 =

W+ξAB+ξAB⊥+ξA⊥B−
1
8

ξABW†ξABW†ξAB−
3
8

ξABW†ξABW†ξAB⊥

−
3
8

ξA⊥BW†ξABW†ξAB+ξA⊥BW†ξAB⊥−ξA⊥BW†ξABW†ξAB⊥

+
1
16

ξABW†ξABW†ξABW†ξAB⊥+
1
16

ξA⊥BW†ξABW†ξABW†ξAB

+
1
64

ξABW†ξABW†ξABW†ξAB+
1
4

ξA⊥BW†ξABW†ξABξAB⊥ .

We now substitute the matricesM, N1 andN2 into the above relation. Most terms cancel out.
For example, we have the identityξABW†ξAB = AM2BT , ξABW†ξABW†ξAB = AM3BT and so forth.
We obtain the following relation:

RW(ξ) = ABT +AMBT +ANT
1 BT
⊥+A⊥N2BT −

1
8

AM3BT

−
3
8

AM2NT
1 BT
⊥−

3
8

A⊥N2M2BT +A⊥N2NT
1 BT
⊥−A⊥N2MNT

1 BT
⊥

+
1
16

AM3NT
1 BT
⊥+

1
16

A⊥N2M3BT +
1
64

AM4BT +
1
4

A⊥N2M2NT
1 BT
⊥.
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Collecting terms by the leftmost and rightmost factors, we obtain:

RW(ξ) = A

(

Ik+M−
1
8

M3+
1
64

M4
)

BT

+A

(

Ik−
3
8

M2+
1
16

M3
)

NT
1 BT
⊥

+A⊥N2

(

Ik−
3
8

M2+
1
16

M3
)

BT

+A⊥N2

(

Ik−M+
1
4

M2
)

NT
1 BT
⊥ .

Finally, treating the first and fourth lines as a polynomial expression inM, and taking its poly-
nomial square root, we can split the above sum into the product of ann× k matrix and ak×m
matrix:

RW(ξ) =
[

A

(

Ik+
1
2

M−
1
8

M2
)

+A⊥N2

(

Ik−
1
2

M

)]

·

[

B

(

Ik+
1
2

MT −
1
8

(

MT)2
)

+B⊥N1

(

Ik−
1
2

MT
)]T

.

Appendix D. Rank One Pseudoinverse Update Rule

For completeness we develop below the procedure for updating the pseudoinverse of a rank-1 per-
turbed matrix (Meyer, 1973), following the derivation of Petersen and Pedersen (2008). We wish
to find a matrixG such that for a given matrixA along with its pseudo-inverseA†, and vectors of
appropriate dimensionc andd, we have:

(

A+cdT)†
= A†+G.

We have used the fact thatA has a full column rank to simplify slightly the algorithm of Petersen
and Pedersen (2008).
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Algorithm 7 : Rank one pseudo-inverse update

Input: MatricesA,A† ∈ R
n×k
∗ , such thatA† is the pseudo-inverse ofA, vectorsc∈ R

n×1, d ∈ R
k×1

Output: Matrix Z† ∈ R
k×n
∗ , such thatZ† is the pseudo-inverse ofA+cdT .

Compute: matrix dimension
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β w+n
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nT k×n

G= vTA†n
‖v‖2‖n‖2 vnT − v̂− n̂ k×n
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Z† = A†+G
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Abstract
We propose a probabilistic model for clustering Boolean data where an object can be simultane-
ously assigned to multiple clusters. By explicitly modeling the underlying generative process that
combines the individual source emissions, highly structured data are expressed with substantially
fewer clusters compared to single-assignment clustering.As a consequence, such a model provides
robust parameter estimators even when the number of samplesis low. We extend the model with
different noise processes and demonstrate that maximum-likelihood estimation with multiple as-
signments consistently infers source parameters more accurately than single-assignment clustering.
Our model is primarily motivated by the task of role mining for role-based access control, where
users of a system are assigned one or more roles. In experiments with real-world access-control
data, our model exhibits better generalization performance than state-of-the-art approaches.

Keywords: clustering, multi-assignments, overlapping clusters, Boolean data, role mining, latent
feature models

1. Introduction

Clustering defines the unsupervised learning task of grouping a set of data items into subsets such
that items in the same group are similar. While clustering data into disjoint clusters is conceptually
simple, the exclusive assignment of data to clusters is often overly restrictive, especially when data
is structured. In this work, we advocate a notion of clustering that is not limitedto partitioning
the data set. More generally, we examine the task of inferring the hidden structure responsible for
generating the data. Specifically, multiple clusters can simultaneously generatea data item using
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a problem dependent link function. By adopting a generative viewpoint, such data originate from
multiple sources.

Consider, for instance, individuals’ movie preferences. A person might belong to the “comedy”
cluster or the “classics” cluster, where each cluster membership generates a preference for the re-
spective genre of movies. However, some people like both comedy movies and classics. In standard
single-assignment clustering, a third “comedy&classics” cluster would be created for them. Under
the generative viewpoint, we may assign individuals simultaneously to both of the original clus-
ters to explain their preferences. Note that this differs from “fuzzy” clustering, where objects are
partially assigned to clusters such that these fractional assignments (also called “mixed member-
ship”) add up to 1. In our approach, an object can be assigned to multiple clustersat the same time,
that is, the assignments of an object can sum to a number larger than 1. Membership in a second
cluster does not decrease the intensity of the membership in the first cluster.We call this approach
multi-assignment clustering(MAC).

In a generative model that supports multi-assignments, one must specify how a combination of
sources generates an object. In this paper, we investigate clustering forBoolean data. The combined
emissions from individual sources generate an object by the Boolean ORoperation. In the example
of the movie preferences, this means that an individual belonging to both thecomedy and the classics
cluster likes a comedy film like “Ghostbusters” as much as someone from the comedy cluster, and
likes the classic movie “Casablanca” as much as someone who only belongs to the classics group.

In this paper, we develop a probabilistic model for structured Boolean data. We examine var-
ious application-specific noise processes that account for the irregularities in the data and we the-
oretically investigate the relationships among these variants. Our experiments show that multi-
assignment clustering computes more precise parameter estimates than state-of-the art clustering
approaches. As a real-world application, our model defines a novel and highly competitive solu-
tion to therole miningproblem. This task requires to infer a user-role assignment matrix and a
role-permission assignment matrix from a Boolean user-permission assignment relation defining an
access-control system. The generalization ability of our model in this domain outperforms other
multi-assignment techniques.

The remainder of this paper is organized as follows. In the next section, we survey the literature
on Boolean matrix factorization and the clustering of Boolean data. In Section3, we derive our
generative model and its variants and describe parameter inference in Section 4. In Section 5, we
present experiments on synthetic and real-world data generated from multiple sources.

2. Related Work

In this section, we provide an overview of existing methods for the exploratory analysis of Boolean
data. The described approaches have been developed within different research areas and have dif-
ferent objectives. However, they all aim to produce a structured representation of given binary data.
The research areas include association-rule mining, formal concept analysis, clustering, dimension
reduction, latent feature models, and database tiling. We distinguish betweenmethods that search
for an exact representation of the data and methods that approximate the representation. In the fol-
lowing, we review several related problem formulations and compare the approaches used to solve
them.
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2.1 Problem Formulations

There are different problem formulations that arise in the context of Boolean matrix factorization.
In this section, we explain the most characteristic ones and relate them to eachother.

2.1.1 EXACT BOOLEAN MATRIX DECOMPOSITION ANDEQUIVALENT PROBLEMS

These methods aim at an exact Boolean factorization of the input matrix. Theearliest formulation
of such problems is presumably the set-cover problem (also called set basis problem) presented by
Gimpel (1974) and Cormen et al. (2001).

Definition 1 (Set-Cover Problem) Given a set of finite setsx = {x1,x2, ...,xN}, find a basisu =
{u1,u2, ...,uK} with minimal cardinality K such that eachxi can be represented as a union of a
subset ofu.

All sets inx have a vector representation in aD-dimensional Boolean space, where a 1 at dimen-
sion d indicates the membership of itemd in the respective set.D is the cardinality of the union
of x1,x2, ...,xN. The matrixz ∈ {0,1}N×K then indicates which subsets ofu cover the sets inx:
zik = 1 indicates thatuk coversxi . Using this notation, the set-covering problem is equivalent to
finding an exact Boolean decomposition of a binary matrixx with minimal K. An exact Boolean
decomposition isx = z∗u, where the Boolean matrix product∗ is defined such that

xid =
K∨

k=1

(zik∧ukd) . (1)

Belohlavek and Vychodil (2010) show that the set cover problem is equivalent to Boolean factor
analysis, where each factor corresponds to a row ofu. Keprt and Snásel (2004) show that the
factors together with the objects assigned to them can, in turn, be regardedas formal concepts as
defined in the field of Formal Concept Analysis (FCA) by Ganter and Wille (1999). Stockmeyer
(1975) shows that the set-cover problem is NP-hard and the corresponding decision problem is
NP-complete. Since the set-cover problem is equivalent to the other problems, this also holds for
Boolean factor analysis, finding the exact Boolean decomposition of a binary matrix, and FCA.
Approximation heuristics exist and are presented below.

2.1.2 APPROXIMATE BOOLEAN MATRIX DECOMPOSITION

An approximate decomposition of a matrixx is often more useful than an exact one. One can dis-
tinguish two problems, which we refer to as the lossy compression problem (LCP) and the structure
inference problem (SIP). For LCP, two different formulations exist. Inthe first formulation of Miet-
tinen et al. (2006), the size of the matrixu is fixed and the reconstruction error is to be minimized.

Definition 2 (LCP1: Minimal Deviation for given K) For a given binary N×D matrix x and a
given number K< min(N,D), find an N×K matrixz and a K×D matrixu such that the deviation
||x−z∗u|| is minimal.

Alternatively, the deviation is given, as in Vaidya et al. (2007), and the minimal z andu must be
found to approximatex.

Definition 3 (LCP2: Minimal K for Given Deviation) For a given binary N×D matrix x and a
given deviationδ, find the smallest number K< min(N,D), a N×K matrix z, and a K×D matrix
u such that||x−z∗u|| ≤ δ.
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x ∈ {0,1}N×D

z
∈
{0
,1
}N
×

K

u ∈ {0,1}K×Doutput
=⇒ ∗

Figure 1: Dimensions of input data and output of the problems defined in Definitions 1–4.

The norm in both formulations of LCP is usually the Hamming distance. Both problems are NP-hard
as shown by Vaidya et al. (2007).

In the structure inference problem (SIP), the matrixx is assumed to be generated from a structure
part (z∗,u∗) and a random noise part. The goal is to find the decomposition (z∗,u∗) that recovers the
structure and disregards the noise.

Definition 4 (SIP) Let the binary N×D matrix x be given. Assuming thatx was generated from a
hidden structure(z∗,u∗) and perturbed by noiseΘ such thatx∼ p(x|Θ,z∗∗u∗), infer the underlying
structure(z∗,u∗).

There is a substantial difference between SIP and the two lossy compression problems LCP1 and
LCP2. Assuming that some of the entries are corrupted, neither the closestapproximation of the
original matrix nor the best compression is desirable. Instead, the goal is toinfer a structure under-
lying the data at hand rather than to decompose the matrix with the highest possible accuracy. Since
the structure of the data is repeated across the samples, whereas its noise isirregular, better structure
recovery will also provide better prediction of new samples or missing observations.

2.2 Approaches

Depending on the problem formulation, there are several ways how the factorization problems are
approached. In this section we provide an overview over related methods.

2.2.1 COMBINATORIAL APPROACHES

The problems LCP1 and LCP2 are NP-hard. Heuristic methods to find approximate solutions usu-
ally construct candidate sets for the rows of the matrixu, and then greedily pick candidates such
that, in each step, the reconstruction error is minimal. For the set covering problem defined in Cor-
men et al. (2001), the candidate set is the set of all possible formal concepts. For the approximate
decomposition problem described in Miettinen et al. (2006), candidates arecomputed using asso-
ciation rule mining as presented in Agrawal et al. (1993). A predefined number of candidates is
then iteratively chosen and assigned to the objects such that, in each step, the data set is optimally
approximated. We will refer to this algorithm, originally presented in Miettinen et al. (2006), as the
Discrete Basis Problem Solver (DBPS) and use Miettinen’s implementation of DBPS in some of our
experiments. In the greedy algorithm proposed in Belohlavek and Vychodil (2010), the construction
of a large candidate set is avoided by iteratively constructing the next best candidate.
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2.2.2 MODEL-BASED APPROACHES

Solutions to the structure inference problem as presented in Wood et al. (2006),
Šingliar and Hauskrecht (2006), Kabán and Bingham (2008), and Streich et al. (2009) are often
based on probabilistic models. The likelihood that is most similar to the one we propose is the
noisy-OR gate introduced in Pearl (1988). Our model allows random flipsin bothdirections. The
noisy-OR model, which is constrained to random bit flips from zeros to ones, is thus a special case of
the noise model that we present in Section 3.2.4. A detailed comparison of the relationship between
the noisy-OR model and our approach follows in Section 3.

There are two models that use a noisy-OR likelihood. Noisy-OR component analysis (NOCA),
as in Šingliar and Hauskrecht (2006), is based on a variational inference algorithm by Jaakkola and
Jordan (1999). This algorithm computes the global probabilitiesp(u j = 1), but does not return a
complete decomposition. A non-parametric model based on the Indian-Buffet process (Griffiths
and Ghahramani, 2011) and a noisy-OR likelihood is presented in Wood et al. (2006). We call this
approach infinite noisy-OR (INO). Our method differs from INO with respect to the data likelihood
and with respect to optimization. While our model yields an exact solution to an approximate model,
replacing the binary assignments by probabilistic assignments, the inferenceprocedure for INO aims
at solving the exact model by sampling. INO is a latent feature model, as described by Ghahramani
et al. (2007), with Boolean features. Latent feature models explain data by combinations of multiple
features that are indicated as active (or inactive) in a binary matrixz. Being a member in multiple
clusters (encoded inz) is technically equivalent to having multiple features activated.

Binary independent component analysis (BICA) of Kabán and Bingham(2008) is a factor model
for binary data. The combination of the binary factors is modeled with linear weights and thus
deviates from the goal of finding binary decompositions as we defined it above. However, the
method can be adapted to solve binary decomposition problems and performs well under certain
conditions as we will demonstrate in Section 5.2.

Two other model-based approaches for clustering binary data are also related to our model, al-
though more distantly. Kemp et al. (2006) presented a biclustering method that infers concepts in
a probabilistic fashion. Each object and each feature is assigned to a single bicluster. A Dirichlet
process prior (Antoniak, 1974; Ferguson, 1973) and a Beta-Bernoulli likelihood model the assign-
ments of the objects. Heller and Ghahramani (2007) presented a Bayesiannon-parametric mixture
model including multiple assignments of objects to binary or real-valued centroids. When an object
belongs to multiple clusters, the product over the probability distributions of allindividual mixtures
is considered, which corresponds to the conjunction of the mixtures. This constitutes a probabilistic
model of the Boolean AND, whereas in all the above methods mentioned, as well as in our model,
the data generation process uses the OR operation to combine mixture components.

In this paper, we provide a detailed derivation and an in-depth analysis ofthe model that we
proposed in Streich et al. (2009). We thereby extend the noise part of the model to several variants
and unify them in a general form. Moreover, we provide an approach for the model-order selection
problem.

2.3 Applications

There are numerous applications for Boolean matrix factorization. In this paper we will focus on one
specific application, the role mining problem, which was first formulated by Kuhlmann et al. (2003).
This problem can be approached as a multi-assignment clustering problem since in role mining the
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associated data sets are clearly generated by multiple sources. Our model was motivated by this
security-relevant problem. In the following, we will describe this problem and give representative
examples of the main role mining methods that have been developed.

2.3.1 ROLE M INING AND RBAC

The goal of role mining is to automatically decompose a binary user-permission assignment matrix
x into a role-based access control (RBAC) configuration consisting of a binary user-role assignment
matrix z and a binary role-permission assignment matrixu. RBAC, as defined in Ferraiolo et al.
(2001), is a widely used technique for administrating access-control systems where users access
sensitive resources. Instead of directly assigning permissions to users, users are assigned to one
or more roles (represented by the matrixz) and obtain the permissions contained in these roles
(represented byu).

The major advantages of RBAC over a direct user-permission assignment(encoded in the ma-
trix x) are ease of maintenance and increased security. RBAC simplifies maintenance for two rea-
sons. First, roles can be associated with business roles, i.e. tasks in an enterprise. This business
perspective on the user is more intuitive for humans than directly assigning individual low-level
permissions. Second, assigning users to just a few roles is easier than assigning them to hundreds
of individual permissions. RBAC increases security over access-control on a user-permission level
because it simplifies the implementation and the audit of security policies. Also, it isless likely
that an administrator wrongly assigns a permission to a user. RBAC is currently the access control
solution of choice for many mid-size and large-scale enterprises.

2.3.2 STRUCTURE AND EXCEPTIONS INACCESSCONTROL MATRICES

The regularities of an access control matrixx, such as permissions that are assigned together to many
users, constitute the structure ofx. Exceptional user-permission assignments are not replicated over
the users and thus do not contribute to the structure. There are three reasons for the existence of
such exceptional assignments. First, exceptional assignments are often granted for ‘special’ tasks,
for example if an employee temporarily substitutes for a colleague. Such exceptions may initially be
well-motivated, but often the administrator forgets to remove them when the user no longer carries
out the exceptional task. The second reason for exceptional assignments is simply administrative
mistakes. Errors may happen when a new employee enters the company, or permissions might not
be correctly updated when an employee changes position within the company.Finally, exceptional
assignments can be intentionally granted to employees carrying out highly specialized tasks.

The role mining step should ideally migrate the regularities of the assignment matrixx to RBAC,
while filtering out the remaining exceptional permission assignments. We model exceptional as-
signments (all three cases) with a noise model described in Section 3.2. We are not aware of any
way to distinguish these three cases when only user-permission assignmentsare given as an input.
However, being able to separate exceptional assignments from the structure in the data substantially
eases the manual search for errors.

2.3.3 PRIOR ART

There is no consensus in the literature on the objective of role mining. An overview of all existing
problem definitions is provided in Frank et al. (2010). We consider role mining as an inference
problem, which we defined in Definition 4. Numerous algorithms for role mining exist. Molloy et al.
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(2008) apply an algorithm from formal concept analysis (see Ganter and Wille, 1999) to construct
candidate roles (rows inu). The technique presented in Vaidya et al. (2007) uses an improved
version of the database tiling algorithm from Han et al. (2000). In contrast to the method presented
in Agrawal and Srikant (1994), their tiling algorithm avoids the constructionof all concepts by using
an oracle for the next best concept. A method based on a probabilistic model is proposed in Frank
et al. (2008). The model is derived from the logical representation of aBoolean two-level hierarchy
and is divided into several subcases. For one of the cases with only single assignments of objects,
the bi-clustering method presented in Kemp et al. (2006) is used for inference.

3. Generative Model for Boolean Data from Multiple Sources

In this section we explain our model of the generation process of binary data, where data may
be generated by multiple clusters. The observed data stems from an underlying structure that is
perturbed by noise. We will first present our model for the structure and afterwards provide a
unifying view on several noise processes presented in the literature.

We use a probabilistic model that describes the generative process. Thishas two advantages over
discrete optimization approaches. First, considering a separate noise process for the irregularities
of the data yields an interpretation for deviations between the input matrixx and its decomposi-
tion (z,u). Second, the probabilistic representation of the sourcesu is a relaxation of the original
computationally hard problem, as explained in the previous sections.

Let the observed data consist ofN objects, each associated withD binary dimensions. More
formally, we denote the data matrix byx, with x ∈ {0,1}N×D. We denote theith row of the matrix
by xi∗, and thedth column byx∗d. We use this notation for all matrices.

3.1 Structure Model

The systematic regularities of the observed data are captured by its structure. More specifically,
the sources associated with the clusters generate the structurexS∈ {0,1}N×D. The association of
data items to sources is encoded in the binary assignment matrixz∈ {0,1}N×K , with zik = 1 if and
only if the data itemi belongs to the sourcek, andzik = 0 otherwise. The sum of the assignment
variables for the data itemi, ∑k zik, can be larger than 1, which denotes that a data itemi is assigned
to multiple clusters. This multiplicity gives rise to the namemulti-assignment clustering(MAC).
The sources are encoded as rows ofu ∈ {0,1}N×K .

Let the set of the sources of an object beLi := {k∈ {1, . . . ,K}|zik = 1}. LetL be the set of all
possibleassignment setsandL ∈ L be one such an assignment set. The value ofxS

id is a Boolean
disjunction of the values at dimensiond of all sources to which objecti is assigned. The Boolean
disjunction in the generation process of anxS

id results in a probability forxS
id = 1, which is strictly

non-decreasing in the number of associated sources|Li |: If any of the sources inLi emits a 1 in
dimensiond, thenxS

id = 1. Conversely,xS
id = 0 requires that all contributing sources have emitted a

0 in dimensiond.
Let βkd be the probability that sourcek emits a 0 at dimensiond: βkd := p(ukd = 0). This

parameter matrixβ ∈ [0,1]K×D allows us to simplify notation and to write

pS
(

xS
id = 0 |zi∗,β

)

=
K

∏
k=1

βzik
kd andpS

(

xS
id = 1 |zi∗,β

)

= 1− pS
(

xS
id = 0 |zi∗,β

)

.
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The parameter matrixβ encodes these probabilities for all sources and dimensions. Employing the
notion of assignment sets, one can interpret the product

βLid :=
K

∏
k=1

βzik
kd (2)

as the source of the assignment setLi . However, note that this interpretation differs from an actual
single-assignment setting whereL := |L| independent sources are assumed and must be inferred.
Here, we only haveK×D parametersβkd whereas in single-assignment clustering, the number of
source parameters would beL×D, which can be up to 2K ×D. The expressionβLid is rather a
‘proxy’-source, which we introduce just for notational convenience. The probability distribution of
axid generated from this structure model given the assignmentsLi and the sourcesβ is then

pS
(

xS
id |Li ,β

)

= (1−βLid)
xS

id (βLid)
1−xS

id . (3)

Note that we include the empty assignment set in the hypothesis class, i.e. a dataitem i need not
belong to any class. The corresponding rowxS

i∗ contains only zeros and any element with the value
1 in the input matrix is explained by the noise process.

In the following sections, we describe various noise models that alter the output of the structure
model. The structure part of the model together with a particular noise process is illustrated in
Figure 2.

3.1.1 STRUCTURECOMPLEXITY AND SINGLE-ASSIGNMENTCLUSTERING

In the general case, which is when no restrictions on the assignment sets are given, there areL =
2K possible assignment sets. If the number of clusters to which an object can be simultaneously
assigned is bounded byM, this number reduces toL = ∑M

m=0

(K
m

)

.
The particular case withM = 1 provides a model variant that we callSingle-Assignment Clus-

tering (SAC). In order to endow SAC with the same model complexity as MAC, we provide it with
L clusters. Each of the assignment sets is then identified with one of the clusters. The clusters
are treated (and, in particular, updated) independently of each other bycomputing the cluster pa-
rametersβL∗ for eachL , discarding the dependencies in the original formulation. The underlying
generative model of SAC, as well as the optimality conditions for its parameters, can be obtained by
treating all assignment setsL independently in the subsequent equations. With all centroids com-
puted according to Equation 2, the single-assignment clustering model yieldsthe same probability
for the data as the multi-assignment clustering model.

3.2 Noise Models and their Relationship

In this section, we first present themixture noise model, which interprets the observed data as a
mixture of independent emissions from the structure part and a noise source. Each bit in the matrix
can thus be generated either by the structure model or by an independentglobal noise process. We
then derive a more general formulation for this noise model. Starting there, we derive theflip model,
where some randomly chosen bits of the signal matrixxS are flipped, either from 0 to 1 or from 1 to
0. The noisy-OR model (Pearl, 1988) is a special case of the flip noise model, allowing only flips
from 0 to 1.
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The different noise models have different parameters. We denote the noise parameters of a
model α by Θα

N. The full set of parameters for structure and noise is thenΘα := (β,Θα
N). As

additional notation, we use the indicator functionI {p} for a predicatep, defined as

I {p} :=

{

1 if p is true
0 otherwise.

3.2.1 MIXTURE NOISE MODEL

In the mixture noise model, eachxid is generated either by the signal distribution or by a noise
process. The binary indicator variableξid indicates whetherxid is a noisy bit (ξid = 1) or a signal
bit (ξid = 0). The observedxid is then generated by

xid = (1−ξid)x
S
id +ξidxN

id ,

where the generative process for the signal bitxS
id is either described by the deterministic rule in

Equation 1 or by the probability distribution in Equation 3. The noise bitxN
id follows a Bernoulli

distribution that is independent of object indexi and dimension indexd:

pN
(

xN
id | r

)

= rxN
id (1− r)1−xN

id . (4)

Here,r is the parameter of the Bernoulli distribution indicating the probability of a 1. Combining
the signal and noise distributions, the overall probability of an observedxid is

pmix
M (xid |Li ,β, r,ξid)= pN(xid | r)

ξid pS(xid |Li ,β)1−ξid . (5)

We assumeξid to be Bernoulli distributed with a parameterε := p(ξid = 1) called thenoise fraction.
The joint probability ofxid andξid given the assignment matrixz and all parameters is thus

pmix
M (xid ,ξ |z,β, r,ε) = pM (xid |z,β, r,ξ) · εξid (1− ε)1−ξid .

Since differentxid are conditionally independent given the assignmentsz and the parametersΘmix,
we have

pmix
M (x,ξ |z,β, r) = ∏

id

pmix
M (xid ,ξ |z,β, r) .

The noise indicatorsξid cannot be observed. We therefore marginalize out allξid to derive the
probability ofx as

pmix
M (x |z,β, r,ε) = ∑

{ξ}
pmix

M (x,ξ |z,β, r,ε)

= ∏
id

(ε · pN(xid)+(1− ε) · pS(xid)) .

The observed datax is thus a mixture between the emissions of the structure part (which has weight
1− ε) and the noise emissions (with weightε). Introducing the auxiliary variable

qmix
Lid := pmix

M (xid = 1 |z,β, r,ε) = εr +(1− ε)(1−βLid)

to represent the probability thatxid = 1 under this model, we get a data-centric representation of the
probability ofx as

pmix
M (x |z,β, r,ε) = ∏

id

(xid qmix
Lid +(1−xid)

(

1−qmix
Lid

)

) . (6)

The parameters of the mixture noise model areΘmix
N := (ε, r). Sinceε andr are independent of

d andi, we will refer toε andr as parameters of a ‘global’ noise process.
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Figure 2: The generative model of Boolean MAC with mixture noise.Li is the assignment set of
objecti, indicating which Boolean sources fromu generated it. The bitξid selects whether
the noise-free bitxS

id or the noise bitxN
id is observed.

3.2.2 GENERALIZED NOISE MODEL

In this section, we generalize the mixture noise model presented above. Doing so, we achieve a
generalized formulation that covers, among others, the mentioned noisy-ORmodel.

The overall generation process has two steps:

1. The signal part of the data is generated according to the sources, asdescribed in Section 3.1.
It is defined by the probabilitypS

(

xS
id |Li ,β

)

(Equation 3).

2. A noise process acts on the signalxS and thus generates the observed data matrixx. This noise
process is described by the probabilitypα(xid |xS

id ,Θ
α
N), whereα identifies the noise model and

Θα
N are the parameters of the noise modelα.

The overall probability of an observationxid given all parameters is thus

pα
M (xid |Li ,β,Θα

N) = ∑
xS

id

pS
(

xS
id |Li ,β

)

· pα (xid |x
S
id,Θ

α
N

)

.

3.2.3 MIXTURE NOISE MODEL

The mixture noise model assumes that eachxid is explained either by the structure model or by
an independent global noise process. Therefore, the joint probabilityof pmix

(

xid |xS
id,Θ

mix
N

)

can be
factored as

pmix (xid |x
S
id,Θ

mix
N

)

= pmix
M

(

xid |x
S
id ,x

N
id,ξid

)

· pmix
N (xN

id|r) ,

with

pmix
M

(

xid |x
S
id ,x

N
id,ξid

)

=
(

I {xS
id=xid}

)1−ξid
(

I {xN
id=xid}

)ξid
.
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pS(xS
id |Li ,β) and pmix

N (xN
id |r) are defined by Equation 3 and Equation 4 respectively. Summing out

the unobserved variablesxS
id andxN

id yields

pmix
M (xid |Li ,β, r,ξid) =

1

∑
xS

id=0

1

∑
xN

id=0

pmix
M

(

xid ,x
S
id,x

N
id|Li ,β, r,ξid

)

= pS(xid |Li ,β)1−ξid · pmix
N (xid |r)

ξid

= (1−ξid)pS(xid |Li ,β)+ξid pmix
N (xid |r) .

Integrating out the noise indicator variablesξid leads to the same representation as in Equation 5.

3.2.4 FLIP NOISE MODEL

In contrast to the previous noise model, where the likelihood is a mixture ofindependentnoise
and signal distributions, the flip noise model assumes that the effect of the noise depends on the
signal itself. The data is generated from the same signal distribution as in the mixture noise model.
Individual bits are then randomly selected and flipped. Formally, the generative process for a bitxid

is described by
xid = xS

id⊕ξid ,

where⊕ denotes addition modulo 2. Again, the generative process for the structure bit xS
id is de-

scribed by either Equation 1 or Equation 3. The value ofξid indicates whether the bitxS
id is to be

flipped (ξid = 1) or not (ξid = 0). In a probabilistic formulation, we assume that the indicatorξid for
a bit-flip is distributed according toξid ∼ p(ξid|xS

id,ε0,ε1). Thus, the probability of a bit-flip, given
the signal and the noise parameters(ε0,ε1), is

p(ξid|x
S
id,ε0,ε1) =

(

εxS
id

1 ε1−xS
id

0

)ξid
(

(1− ε1)
xS

id (1− ε0)
1−xS

id

)1−ξid
,

with the convention that 00 = 1. Given the flip indicatorξid and the signal bitxS
id , the final observa-

tion is deterministic:

pflip
M (xid|ξid,x

S
id) = x

I
{ξid 6=xS

id}

id (1−xid)
I
{ξid=xS

id} .

The joint probability distribution is then given by

pflip
(

xid |x
S
id,Θ

flip
N

)

=
1

∑
ξid=0

pflip
M (xid |ξid,x

S
id) · p(ξid|x

S
id,ε0,ε1) .

3.2.5 RELATION BETWEEN THENOISE PARAMETERS

Our unified formulation of the noise models allows us to compare the influence ofthe noise pro-
cesses on the clean signal under different noise models. We derive theparameters of the flip noise
model that is equivalent to a given mixture noise model based on the probabilities pmix(xid |xS

id,Θ
α
N)

andpflip(xid |xS
id,Θ

α
N), for the cases(xid = 1,xS

id = 0) and(xid = 0,xS
id = 1):

The mixture noise model withΘmix
N = (ε, r) is equivalent to the flip noise model withΘflip

N =

(ε · r,ε · (1− r)). Conversely, we have that the flip noise model withΘflip
N = (ε0,ε1) is equivalent to

themixture noise modelwith Θmix
N =

(

ε0+ ε1,
ε0

ε0+ε1

)

.
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Hence the two noise-processes are just different representations ofthe same process. We there-
fore use only the mixture noise model in the remainder of this paper and omit the indicatorα to
differentiate between the different noise models.

3.2.6 OBJECT-WISE AND DIMENSION-WISE NOISE PROCESSES

In the following, we extend the noise model presented above. Given the equivalence of mix and flip
noise, we restrict ourselves to the mixture noise model.

Dimension-wise Noise.Assume a separate noise process for every dimensiond, which is pa-
rameterized byrd and has intensityεd. We then have

p(x |z,β,ε) = ∏
i,d

(

εdrxid
d (1− rd)

1−xid +(1− εd)(1−βLid)
xid β1−xid

Lid

)

.

Object-wise Noise.Now assume a separate noise process for every objecti, which is parame-
terized byεi andr i . As before, we have

p(x |z,β,ε) = ∏
i,d

(

εir
xid
i (1− r i)

1−xid +(1− εi)(1−βLid)
xid β1−xid

Lid

)

.

Note that these local noise models are very specific and could be used in thefollowing appli-
cation scenarios. In role mining, some permissions are more critical than others. Hence it appears
reasonable to assume a lower error probability for the dimension representing, for example, root
access to a central database server than for the dimension representingthe permission to change the
desktop background image. However we observed experimentally that theadditional freedom in
these models often leads to an over-parametrization and thus worse overallresults. This problem
could possibly be reduced by introducing further constraints on the parameters, such as a hierarchi-
cal order.

4. Inference

We now describe an inference algorithm for our model. While the parametersare ultimately inferred
according to the maximum likelihood principle, we use the optimization method ofdeterministic
annealingpresented in Buhmann and Kühnel (1993) and Rose (1998). In the following, we specify
the deterministic annealing scheme used in the algorithm. In Section 4.2 we then give the character-
istic magnitudes and the update conditions in a general form, independent ofthe noise model. The
particular update equations for the mixture model are then derived in detail inSection 4.3.

4.1 Annealed Parameter Optimization

The likelihood of a data matrixx (Equation 6) is highly non-convex in the model parameters and a
direct maximization of this function will likely be trapped in local optima. Deterministic annealing
is an optimization method that parameterizes a smooth transition from the convex problem of maxi-
mizing the entropy (i.e. a uniform distribution over all possible clustering solutions) to the problem
of minimizing the empirical riskR. The goal of this heuristic is to reduce the risk of being trapped in
a local optimum. Such methods are also known as continuation methods (see Allgower and Georg,
1980). In our case,R is the negative log likelihood. Formally, the Lagrange functional

F :=−T logZ = EG [R]−TH
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is introduced, withZ being thepartition functionover all possible clustering solutions (see Equa-
tion 10), andG denotes the Gibbs distribution (see Equation 9 and Equation 8). The Lagrange
parameterT (called thecomputational temperature) controls the trade-off between entropy maxi-
mization and minimization of the empirical risk. MinimizingF at a given temperatureT is equiva-
lent to constraint minimization of the empirical riskRwith a lower limit on the entropyH. In other
words,H is a uniform prior on the likelihood of the clustering solutions. Its weight decreases as the
computational temperatureT is incrementally reduced.

At every temperatureT, a gradient-based expectation-maximization (EM) step computes the
parameters that minimizeF . The E-step computes the risksRiL (Equation 7) of assigning data item
i to the assignment setL . The corresponding responsibilitiesγiL (Equation 8) are computed for alli
andL based on the current values of the parameters. The M-step first computes the optimal values
of the noise parameters. Then it uses these values to compute the optimal source parametersβ. The
individual steps are described in Section 4.3.

We determine the initial temperature as described in Rose (1998) and use a constant cooling
rate (T← ϑ ·T, with 0< ϑ < 1) . The cooling is continued until the responsibilitiesγiL for all data
itemsi peak sharply at single assignment setsLi .

4.2 Characteristic Magnitudes and Update Conditions

Following our generative approach to clustering, we aim at finding the maximum likelihood solution
for the parameters. Taking the logarithm of the likelihood simplifies the calculations as products be-
come sums. Also, the likelihood function conveniently factors over the objectsand features enabling
us to investigate the risk of objects individually. We define theempirical riskof assigning an object
i to the set of clustersL as the negative log-likelihood of the feature vectorxi∗ being generated by
the sources contained inL :

RiL := logp(xi·|Li ,Θ) =−∑
d

log(xid (1−qLd)+(1−xid)qLd) . (7)

TheresponsibilityγiL of the assignment-setL for data itemi is given by

γiL :=
exp(−RiL/T)

∑L ′∈Lexp(−RiL ′/T)
. (8)

The matrixγ defines a probability distribution over the space of all clustering solutions. The ex-
pectedempirical riskEG [R] of the solutions under this probability distributionG is

EG [RiL ] = ∑
i

∑
L

γiLRiL . (9)

Finally, thestate sum Zand thefree energy Fare defined as follows.

Z := ∏
i

∑
L

exp(−RiL/T) (10)

F :=−T logZ =−T ∑
i

log

(

∑
L

exp(−RiL/T)

)

Given the above, we derive the updates of the model parameters based on the first-order condi-
tion of the free energyF . We therefore introduce the generic model parameterθ, which stands for
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any of the model parameters, i.e.θ ∈
{

βµν,ε0,ε1,ε, r
}

. Here,µ is some particular value of source
indexk andν is some particular value of dimension indexd. Using this notation, the derivative of
the free energy with respect toθ is given by

∂F
∂θ

= ∑
i

∑
L

γiL
∂RiL

∂θ
= ∑

i
∑
L

γiL ∑
d

(1−2xid)
∂qLd

∂θ
xid (1−qLd)+(1−xid)qLd

.

4.3 Update Conditions for the Mixture Noise Model

Derivatives for the mixture noise model (θ ∈
{

βµν,ε, r
}

) are:

∂qmix
Ld

∂βµν
= (1− ε)βL\{µ},d I {ν=d}I {µ∈L},

∂qmix
Ld

∂ε
= 1− r−βLd,

∂qmix
Ld

∂r
=−ε.

This results in the following first-order conditions for the mixture noise model:

∂Fmix

∂βµν
= (1− ε) ∑

Lµ∈L

βL\{µ},ν

{

∑i:xiν=1 γmix
iL

εr +(1− ε)(1−βLν)
−

∑i:xiν=0 γmix
iL

1− εr− (1− ε)(1−βLν)

}

= 0,

∂Fmix

∂ε
= ∑

d

{

∑
L

(1− r−βLd)∑i:xid=1 γmix
iL

εr +(1− ε)(1−βLd)
−∑

L

(1− r−βLd)∑i:xid=0 γmix
iL

1− εr− (1− ε)(1−βLd)

}

= 0,

∂Fmix

∂r
= ε∑

d

{

∑
L

∑i:xid=0 γmix
iL

1− εr− (1− ε)(1−βLd)
−∑

L

∑i:xid=1 γmix
iL

εr +(1− ε)(1−βLd)

}

= 0.

There is no analytic expression for the solutions of the above equations, the parametersβµν, ε, and
r are thus determined numerically. In particular, we use Newton’s method to determine the optimal
values for the parameters. We observed that this method rapidly converges, usually needing at most
5 iterations.

The above equations contain the optimality conditions for the single-assignmentclustering
(SAC) model as a special case. As only assignment setsL with one element are allowed in this
model, we can globally substituteL by k and getβL∗ = βk∗. Furthermore, since 1 is the neutral
element for multiplication, we getβL\{µ},ν = 1.

In the noise-free case, the value for the noise fraction isε = 0. This results in a significant
simplification of the update equations.

5. Experiments

In this section, we first introduce the measures that we employ to evaluate the quality of clustering
solutions. Afterwards, we present results on both synthetic and real-world data.

5.1 Evaluation Criteria

For synthetic data, we evaluate the estimated sources by their Hamming distance tothe true sources
being used to generate the data. For real-world data, the appropriate evaluation criteria depend on
the task. Independent of the task, the generalization ability of a solution indicates how well the
solution fits to the unknown underlying probability distribution of the data. Moreover, as argued in
Frank et al. (2010), the ability of a solution to generalize to previously unseen users is the appropriate
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quality criterion for the role mining problem. In the following, we introduce thesetwo measures,
parameter mismatch and generalization ability.

The following notation will prove useful. We denote byẑ andû the estimated decomposition of
the matrixx. The reconstruction of the matrix based on this decomposition is denoted byx̂, where
x̂ := ẑ∗ û. Furthermore, in experiments with synthetic data, the signal part of the matrix isknown.
As indicated in Section 3, it is denoted byxS.

5.1.1 PARAMETER M ISMATCH

Experiments with synthetic data allow us to compare the values of the true model parameters with
the inferred model parameters. We report below on the accuracies of both the estimated centroidsû
and the noise parameters.

To evaluate the accuracy of the centroid estimates, we use the average Hamming distance be-
tween the true and the estimated centroids. In order to account for the arbitrary numbering of
clusters, we permute the centroid vectorsuk∗ with a permutationπ(k) such that the estimated and
the true centroids agree best. Namely,

a(û) :=
1

K ·D
min
π∈PK

K

∑
k=1

∣

∣

∣

∣uk∗− ûπ(k)∗
∣

∣

∣

∣ ,

wherePK denotes the set of all permutations ofK elements. Finding theπ ∈ PK that minimizes the
Hamming distance involves solving the assignment problem, which can be calculated in polynomial
time using the Hungarian algorithm of Kuhn (2010). Whenever we know the true model parameters,
we will assess methods based on parameter mismatch, always reporting this measure in percent.

5.1.2 GENERALIZATION ERROR

For real world data, the true model parameters are unknown and there might even exist a model
mismatch between the learning model and the true underlying distribution that generated the input
data setx(1). Still, one can measure how well the method infers this distribution by testing if the
estimated distribution generalizes to a second data setx(2) that has been generated in the same way
asx(1). To measure this generalization ability, we first randomly split the data set along the objects
into a training setx(1) and a validation setx(2). Then we learn the factorization̂z, û based on the
training set and transfer it to the validation set.

Note that the transfer of the learned solution to the validation set is not as straight-forward in
such an unsupervised scenario as it is in classification. For transferring, we use the method proposed
by Frank et al. (2011). For each objecti in x(2), we compute its nearest neighborψNN(i) in x(1) ac-
cording to the Hamming distance. We then create a new matrixz′ defined byz′i∗ = ẑψNN(i)∗ for all i.
As a consequence, each validation object is assigned to the same set of sources as its nearest neigh-
bor in the training set. The possible assignment sets as well as the source parameters are thereby
restricted to those that have been trained without seeing the validation data. The generalization error
is then

G(ẑ, û,x(2),ψNN) :=
1

N(2) ·D

∥

∥

∥
x(2)−z′ ∗ û

∥

∥

∥
,

with z′ =
(

ẑψNN(1)∗, ẑψNN(2)∗, . . . , ẑψNN(N(2))∗

)T
,
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source 1
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source 3

(a) Overlapping Sources (b) Orthogonal Sources

Figure 3: Overlapping sources (left) and orthogonal sources (right)used in the experiments with
synthetic data. Black indicates a 1 and white a 0 for the corresponding matrix element.
In both cases, the three sources have 24 dimensions.

whereN(2) is the number of objects in the validation data set and∗ is the Boolean matrix product as
defined in Equation 1. This measure essentially computes the fraction of wrongly predicted bits in
the new data set.

As some of the matrix entries inx(2) are interpreted as noise, it might be impossible to reach a
generalization error of 0%. However, this affects all methods and all modelvariants. Moreover, we
are ultimately interested in the total order of models with respect to this measure and not in their
absolute scores. Since we assume that the noise associated with the features of different objects is
independent, we deduce from a low generalization error that the algorithmcan infer sources that
explain—up to residual noise—the features of new objects from the same distribution. In contrast, a
high generalization error implies that the inferred sources wrongly predict most of the matrix entries
and thus indicates overfitting.

Note that the computation of generalization error differs from the approach taken in Streich et al.
(2009). There, onlŷu is kept fixed, and̂z is ignored when computing the generalization error. The
assignment setsz′ of the new objects are recomputed by comparing all source combinations with
a fractionκ of the bits of these objects. The generalization error is the difference of the remaining
(1−κ) bits to the assigned sources. In our experiments on model-order selection,this computation
of generalization error led to overfitting. Asz′ was computed independently from̂z, fitting all
possible role combinations to the validation data, it supports tuning one part ofthe solution to this
data. With the nearest neighbor-based transfer ofẑ, which is computed without using the validation
set, this is not possible. Overfitting is therefore detected more reliably than in Streich et al. (2009).

In order to estimate the quality of a solution, we use parameter mismatch in experiments with
synthetic data and generalization error in experiments with real data.

5.2 Experiments on Synthetic Data

This section presents results from several experiments on synthetic data where we investigate the
performance of different model variants and other methods. Our experiments have the following
setting in common. First, we generate data by assigning objects to one or more Boolean vectors
out of a set of predefined sources. Unless otherwise stated, we will use the generating sources as
depicted in Figure 3. Combining the emissions of these sources via theOR operation generates
the structure of the objects. Note that the sources can overlap, i.e. multiple sources emit a 1 at a
particular dimension. In a second step, we perturb the data set by a noise process.

With synthetic data, we control all parameters, namely the number of objects and sources, the
geometry of the Boolean source vectors (i.e. we vary them between overlapping sources and or-
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thogonal sources), the fraction of bits that are affected by the noise process, and the kind of noise
process. Knowing the original sources used to generate the data set enables us to measure the accu-
racy of the estimators, as described in Section 5.1. The goal of these experiments is to investigate
the behavior of different methods under a wide range of conditions. Theresults will help us in
interpreting the results on real-world data in the next section.

We repeat all experiments ten times, each time with different random noise. Wereport the
median (and 65% percentiles) of the accuracy over these ten runs.

5.2.1 COMPARISON OFMAC WITH OTHER CLUSTERING TECHNIQUES

The main results of the comparison between MAC and other clustering techniques are shown in
Figure 4. Each panel illustrates the results of one of the methods under fivedifferent experimental
setups. We generate 50 data items from each single source as well as fromeach combination of two
sources. Furthermore, 50 additional data items are generated without a source, i.e. they contain no
structure. This experimental setting yields 350 data items in total. The overlapping sources are used
as shown in Figure 3(a), and the structure is randomly perturbed by a mixture noise process. The
probability of a noisy bit being 1 is kept fixed atr = 0.5, while the fraction of noisy bits,ε, varies
between 0% and 99%. The fraction of data from multiple sources is 50% for the experiments plotted
with square markers. Experiments with only 20% (80%) of the data are labeledwith circles (with
stars). Furthermore, we label experiments with orthogonal sources (Figure 3(b)) with ’x’. Finally,
we use ’+’ labels for results on data with a noisy-OR noise process, i.e.r = 1.

5.2.2 BINARY INDEPENDENTCOMPONENTANALYSIS (BICA)

BICA has a poor parameter accuracy in all experiments with data from overlapping clusters. This
behavior is caused by the assumption of orthogonal sources, which failsto hold for such data. BICA
performs better on data that was modified by the symmetric mixture noise processthan on data from
a noisy-OR noise process. Since BICA does not have a noise model, the data containing noise from
the noisy-OR noise process leads to extra 1s in the source estimators. This effect becomes important
when the noise fraction rises above 50%. We observe that, overall, the error rate does not vary much
for overlapping sources.

The effect of the source geometry is particularly noticeable. On data generated by orthogonal
sources, i.e. when the assumption of BICA is fulfilled, the source parameters are perfectly recon-
structed for noise levels up to 65%. Only for higher noise levels, does the accuracy break down. The
assumption of orthogonal source centroids is essential for BICA’s performance as the poor results
on data with non-orthogonal sources show. As more data items are generated by multiple, non-
orthogonal sources, the influence of the mismatch between the assumption underlying BICA and
the true data increases. This effect explains why the source parameter estimators for non-orthogonal
centroids become less accurate when going from 20% of multi-assignments to 80%.

5.2.3 DISCRETEBASIS PROBLEM SOLVER (DBPS)

Figure 4(b) shows that this method yields accurate source parameter estimators for data generated
by orthogonal sources, and, to a lesser degree, for data sets that contain a small percentage of
multi-assignment data. As the fraction of multi-assignment data increases, the accuracy of DBPS
decreases.
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(a) Accuracy of BICA (b) Accuracy of DBPS

(c) Accuracy of INO (d) Accuracy of MAC

Figure 4: Accuracy of source parameter estimation for five different types of data sets in terms of
mismatch to the true sources. We use (circle, square, star) symmetric Bernoulli noise
and overlapping sources with three different fractions of multi-assignment data, (x) or-
thogonal sources and symmetric noise, and (+) overlapping sources and a noisy-or noise
process. Solid lines indicate the median over 10 data sets with random noise and dashed
lines show the 65% confidence intervals.

The reason for the low accuracy on multi-assignment data arises from the greedy optimization
of DBPS. It selects a new source out of a candidate set such that it canexplain as many objects as
possible by the newly chosen source. In a setting where most of the data is created by a combination
of sources, DBPS will first select a single source that equals the disjunction of the true sources
because this covers the most 1s. We call this effectcombination-singlet confusion. It is a special case
of the typical problem of forward selection. Lacking a generative modelfor source-combinations,
DBPS cannot use the observation of objects generated by source-combinations to gather evidence
for the individual sources. As a consequence, the first selected source estimates fit to the source-
combinations and not to the true individual sources. Often, the last selected sources are left empty,
leading to a low estimation accuracy.
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Note the effect of a small amount of noise on the accuracy of DBPS. The clear structure of the
association matrix is perturbed, and the candidates might contain 0s in some dimensions. As a result,
the roles selected in the second and subsequent steps are non-empty, making the solution more
similar to the true sources. This results in the interesting effect where the accuracy increases when
going from noise-free matrices to those with small amount of noise (for higher noise, it decreases
again because of overfitting).

DBPS obtains accurate estimators in the setting where the data is generated by orthogonal data
(labeled ’x’). Here, the candidate set does not contain sources that correspond to combinations of
true sources, and the greedy optimization algorithm can only select a candidate source that corre-
sponds to a true single source. DBPS thus performs best with respect to source parameter estimation
when the generating sources are orthogonal. In contrast to BICA, which benefits from the explicit
assumption of orthogonal sources, DBPS favors such sources because of the properties of its greedy
optimizer.

5.2.4 INFINITE NOISY-OR (INO)

The infinite noisy-OR is a non-parametric Bayesian method. To obtain a single result, we ap-
proximate the a posteriori distribution by sampling and then choose the parameters with highest
probability. This procedure estimates the maximum a posterior solution. Furthermore, in contrast
to BICA, DBPS, and all MAC variants, INO determines the number of sources by itself and might
obtain a value different than the number of sources used to generate the data. If the number inferred
by INO is smaller than the true number, we choose the closest true sources tocompute the parameter
mismatch. If INO estimates a larger set of sources than than the true one, the best-matching INO
sources are used. This procedure systematically overestimates the accuracy of INO, whereas INO
actually solves a harder task that includes model-order selection. A deviation between the estimated
number of sources and the true number mainly occurs at the mid-noise level (approximately 30% to
70% noisy bits).

In all settings, except the case where 80% of the data items are generated by multiple sources,
INO yields perfect source estimators up to noise levels of 30%. For highernoise levels, its accuracy
rapidly drops. While the generative model underlying INO enables this method to correctly interpret
data items generated by multiple sources, a high percentage (80%) of such data poses the hardest
problem for INO.

For noise fractions above approximately 50%, the source parameter estimators are only slightly
better than random in all settings. On such data, the main influence comes fromthe noise, while the
contribution of different source combinations is no longer important.

5.2.5 MULTI -ASSIGNMENTCLUSTERING (MAC)

The multi-assignment clustering method yields perfect parameter estimators fornoise levels up to
40% in all experimental settings considered. The case with 80% of multi-assignment data is the
most challenging one for MAC. When only 50% or 20% of the data items are generated by more
than one source, the parameter estimates are accurate for noise levels up to55% or 60% of noisy
bits. When few data items originate from a single source, MAC fails to separatethe contributions
of the individual sources. These single-source data items function as a kind of ‘anchor’ and help the
algorithm to converge to the true parameters of the individual sources. For very high noise levels
(90% and above), the performance is again similar for all three ratios of multi-assignment data.

477



FRANK , STREICH, BASIN AND BUHMANN

In comparison to the experiments with overlapping sources described in the previous paragraph,
MAC profits from orthogonal centroids and yields superior parameter accuracy for noise levels
above 50%. As for training data with little multi-assignment data, orthogonal centroids simplify the
task of disentangling the contributions of the individual sources. When a reasonable first estimate
of the source parameters can be derived from single-assignment data,a 1 in dimensiond of a data
item is explained either by the unique source which has a high probability of emitting a 1 in this
dimension, or by noise—even if the data item is assigned to more than one source.

Interestingly, MAC’s accuracy peaks when the noise is generated by a noisy-OR noise process.
The reason is that observing a 1 at a particular bit creates a much higher entropy of the parameter
estimate than observing a 0: a 1 can be explained by all possible combinations of sources having a
1 at this position, whereas a 0 gives strong evidence that all sources ofthe object are 0. As a conse-
quence, a wrong bit being 0 is more severe than a wrong 1. The wrong 0 forces the source estimates
to a particular value whereas the wrong 1 distributes its ‘confusion’ evenlyover the sources. As the
noisy-OR creates only 1s, it is less harmful. This effect could, in principle, also help other methods
if they managed to appropriately disentangle combined source parameters.

5.2.6 PERFORMANCE OFMAC VARIANTS

We carry out inference with the MAC model and the corresponding Single-Assignment Clustering
(SAC) model, each with and without the mixture noise model. These model variantsare explained
in Section 3.1.1. The results illustrated in Figure 5 are obtained using data sets with 350 objects. The
objects are sampled from the overlapping sources depicted in Figure 3(a). To evaluate the solutions
of the SAC variants in a fair way, we compare the estimated sources against all combinations of the
true sources.

5.2.7 INFLUENCE OFSIGNAL MODEL AND NOISE MODEL

As observed in Figure 5, the source parameter estimators are much more accurate when a noise
model is employed. For a low fraction of noisy bits (< 50%), the estimators with a noise model
are perfect, but are already wrong for 10% noise when not using a noise model. When inference is
carried out using a model that lacks the ability to explain individual bits by noise, the entire data set
must be explained with the source estimates. Therefore, the solutions tend to overfit the data set.
With a noise model, a distinction between the structure and the irregularities in the data is possible
and allows one to obtain more accurate estimates for the model parameters.

Multi-Assignment Clustering (MAC) provides more accurate estimates than SACand the accu-
racy of MAC breaks down at a higher noise level than the accuracy of SAC. The reason is twofold.
First, the ratio of the number of observations per model parameter differs for both model variants.
MAC explains the observations with combinations of sources whereas SAC assigns each object to
a single source only. SAC therefore uses only those objects for inference that are exclusively as-
signed to a source, while MAC also uses objects that are simultaneously assigned to other sources.
Second, using the same source in different combinations with other sources implicitly provides a
consistency check for the source parameter estimates. SAC lacks this effect as all source parameters
are independent. The difference between MAC and SAC becomes apparent when the data set is
noisy. For low fractions of noise, the accuracy is the same for both models.
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Figure 5: Average Hamming distance between true and estimated source prototypes for MAC and
SAC with and without noise models respectively.

We conducted the same experiments on data sets that are ten times larger and observed the same
effects as the ones described above. The sharp decrease in accuracy is shifted to higher noise levels
and appears in a smaller noise window when more data is available.

5.3 Experiments on Role Mining Data

To evaluate the performance of our algorithm on real data, we apply MAC tomining RBAC roles
from access control configurations. We first specify the problem settingand then report on our
experimental results.

5.3.1 SETTING AND TASK DESCRIPTION

As explained in Section 2, role mining must find a suitable RBAC configuration based on a binary
user-permission assignment matrixx. An RBAC configuration is the assignment ofK roles to
permissions and assignments of users to these roles. A user can have multipleroles, and the bit-
vectors representing the roles can overlap. The inferred RBAC configuration is encoded by the
Boolean assignment matrices(ẑ, û).

We emphasize the importance of the generalization ability of the RBAC configuration: The goal
is not primarily to compress the existing user-permission matrixx, but rather to infer a set of roles
that generalizes well to new users. An RBAC system’s security and maintainability improve when
the roles do not need to be redefined whenever there is a small change in the enterprise, such as a
new user being added to the system or users changing positions within the enterprise. Moreover,
as previously explained, it is desirable that the role mining step identifies exceptional permission
assignments. Such exceptional assignments are represented by the noisecomponent of the mixture
model. In practice, one must check whether the suspected erroneous bitsare really errors or if they
were (and still are!) intended. Without additional input, one can at most distinguish between reg-
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Figure 6: A 2400×500 part of the data matrix used for model-order selection. Black dots indicate
a 1 at the corresponding matrix element and white dots indicate a 0. The full data matrix
has size 4900×1300. Rows and columns of the right matrix are reordered such that users
with the same role set and permissions of the same role are adjacent to each other, if
possible. Note that there does not exist a permutation that satisfies this condition for all
users and permissions simultaneously.

ularities and irregularities. This is a problem for all role mining algorithms: The interpretation of
the irregularities and any subsequent corrections must be performed bya domain expert. However,
minimizing the number of suspicious bits and finding a decomposition that generalizes well is al-
ready a highly significant advantage over manual role engineering. SeeFrank et al. (2010) for an
extended discussion of this point.

In our experiments, we use a data set from our collaborator containing theuser-permission
assignment matrix ofN = 4900 users andD = 1300 permissions. We will call this data setCorig

in subsequent sections. A part of this data matrix is depicted in Figure 6. Additionally, we use the
publicly available access control configurations from HP labs published by Ene et al. (2008).

To evaluate the different methods on more complex data with a higher noise level,we gener-
ate another data set̄x as follows: For the original user-permission assignment matrix ofCorig we
combine the first 500 columns and the second 500 columns by an element-wiseOR operation to
give the structure part̄xS. Afterwards, we replace 33% of the matrix entries by random bits to yield
the modified matrix̄x. This matrix exhibits both a higher structural complexity and a substantially
increased noise level than the original matrixx. We will call this modified data setCmod. We explain
the individual steps of the experiments based onCorig as a running example. All other experiments,
those onCmod and on the HP data, are carried out in the same way.

480



MULTI -ASSIGNMENTCLUSTERING FORBOOLEAN DATA

(a) Generalization Error (b) run-time

Figure 7: Left: Generalization error on the hold-out validation set in terms of wrongly predicted
bits versus the number of roles. The other external parameters for BICAand DBPS are
determined by exhaustive search. Right: Run-time versus number of roleson a 2400×
500 access-control matrix. The selected number of roles is highlighted by vertical lines.

5.3.2 MODEL-ORDER SELECTION

INO is a non-parametric model that can compute probabilities over the infinite space of all possible
binary assignment matrices. It is therefore able to select the number of roles K during inference
and needs no external input. For DBPS, BICA, and MAC, the number of roles must be externally
selected and for DBPS and BICA, also rounding thresholds and approximation weights must be
tuned. The number of rolesK is the most critical parameter.

As a principle for guiding these model selection tasks, we employ the generalization error as
defined in Section 5.1. Out of the total of 4900 users fromCorig, we use five-fold cross-validation
on a subset of 3000 users. In each step, we split them into 2400 users for training the model
parameters and 600 users for validating them, such that each user occurs once in the validation set
and four times in the training set. The number of permissions used in this experiment is 500. We
increase the number of roles until the generalization error increases. For a given number of roles,
we optimize the remaining parameters (of DBPS and BICA) on the training sets and validation sets.
For continuous parameters, we quantize the parameter search-space into50 equally spaced values
spanning the entire range of possible parameter values.

To restrict the cardinality of the assignment sets (for MAC), we make one trial run with a large
number of roles and observe how many of the roles are involved in role combinations. A role that is
involved in role combinations is at least once assigned to a user together with at least one other role.
In our experiments onCorig, for instance, 10% ofK = 100 roles are used in role combinations and
no roles appear in combinations with more than two roles. Therefore, for subsequent runs of the
algorithm, we setM = 2 and limit the number of roles that can belong to a multiple assignment set
to 10% ofK. For largeK, such a restriction drastically reduces the run-time as the solution space
is much smaller than the space of all possible role combinations. See Section 5.4 for an analysis of
the run-time complexity of all investigated methods.
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Restricting the number of roles that can belong to a multiple assignment set riskshaving too
few role combinations available to fit the data at hand. However, such circumstances cannot lead
to underfitting whenK is still to be computed in the cross-validation phase. In the worst case, an
unavailable role combination would be substituted by an extra single role.

The performance of the three methods MAC, DBPS, and BICA as a functionof the number of
roles is depicted in Figure 7(a), left. The different models favor a substantially different number
of roles on this data set (and also on other data sets, see Table 1). For MAC, there is a very clear
indication of overfitting forK > 248. For DBPS, the generalization error monotonically decreases
for K < 150. AsK further increases, the error remains constant. In the cross-validation phase, the
internal threshold parameter of DPBS is adapted to minimize the generalization error. This prevents
excessive roles from being used as, with the optimal threshold, they are left empty. We select
K = 200 for DBPS, where more roles provide no improvement. INO selects 50 roles on average.
BICA favors a considerably smaller number of roles, even though the signal is not as clear. We
selectK = 95 for BICA, which is the value that minimizes the median generalization error onthe
validation sets.

5.3.3 RESULTS OFDIFFERENTMETHODS

The results of the generalization experiments for the four methods MAC, DBPS, BICA, and INO
are depicted in Figure 8. Overall, all methods have a very low generalizationerror on the original
data set. The error spans from 1% to 3% of the predicted bits. This result indicates that, on a global
scale,Corig has a rather clean structure. It should be stressed that most permissionsin the input data
set are only rarely assigned to users, whereas some are assigned to almost everyone, thereby making
up most of the 1s in the matrix (see a part of the data set in Figure 6). Therefore, the most trivial
role set where roles are assigned no permissions already yields a generalization error of 13.5%.
Assigning everyone to a single role that contains all permissions that more than 50% percent of the
users have, achieves 7.1%. One should keep this baseline in mind when interpreting the results.

INO, DBPS, and BICA span a range from 2.2% generalization error to approximately 3% with
significant distance to each other. MAC achieves the lowest generalizationerror with slightly more
than 1%. It appears that INO is misled by its noisy-OR noise model, which seemsto be inappropriate
in this case. MAC estimates the fraction of noisy bits byε̂ ≈ 2.8% and the probability for a noisy
bit to be 1 by ˆr ≈ 20%. This estimate clearly differs from a noisy-OR noise process (which would
haver = 1). With more than 3% generalization error, BICA performs worst. As all other methods
estimate a considerable centroid overlap, the assumption of orthogonal (non-overlapping) centroids
made by BICA seems to be inappropriate here and might be responsible for the higher error.

In our experiments on the modified data set with more structure and a higher noise level, Fig-
ure 8(b), all methods have significantly higher generalization errors, varying between approximately
10% to 21%. The trivial solution of providing each user all those permissions assigned to more than
50% of the users, leads to an error of 23.3%. Again, MAC with 10% generalization error yields
significantly lower generalization error than all the other methods. INO, DBPS, and BICA perform
almost equally well each with a median error of 20% to 21%. A generalization error of 10% is still
very good as this data set contains at least 33% random bits, even thougha random bit can take the
correct value by chance.

The lower row of Figure 8 shows the average role overlap between the roles obtained by the
different methods. This overlap measures the average number of permissions that the inferred roles
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(a) Generalization Error on Original Data (b) Generalization Error on Modified Data

(c) MAC variants on Original Data (d) MAC variants on Modified Data

(e) Average Role Overlap (%) (f) Average Role Overlap (%)

Figure 8: Generalization experiment on real data. Graphs (a)-(d) show the generalization error
obtained with the inferred roles, and graphs (e)-(f) display the average overlap between
roles.

have in common. For BICA, the roles never overlap, by the definition of the method. For all
other methods, the increased overlap of the data’s structure is reflected inthe estimated roles. The
decrease in the difference in performance between BICA and the other models after processing the
modified data set indicates that the main difficulty for models that can represent overlapping roles
is the increased noise level rather than the overlapping structure. We will return to the influence of
the data set in our discussion of the results of the MAC model variants in the next section.

483



FRANK , STREICH, BASIN AND BUHMANN

5.3.4 RESULTS OFMAC M ODEL VARIANTS

To investigate the influence of the various model variants of MAC, we compare the performance
reported above for MAC with i) the results obtained by the single-assignmentclustering variant
(SAC) of the model and ii) with the model variants without a noise part. The middlerow of Figure 8
shows the generalization error of SAC and MAC, both with and without a noise model. On the
original data set, Figure 8(c), all model variants perform almost equally well. The noise model
seems to have little or no impact, whereas the multi-assignments slightly influence the generalization
error. Taking MAC’s estimated fraction of noisy bitsε̂≈ 2.8% into account, we interpret this result
by referring to the experiments with synthetic data. There the particular modelvariant has no
influence on the parameter accuracy when the noise level is below 5% (seeFigure 5.2.7). As we
seem to operate with such low noise levels here, it is not surprising that the model variants do
not exhibit a large difference on that data set. On the modified data with more complex structure
and with a higher noise level than the original data (Figure 8(d)), the difference between multi-
assignments and single-assignments becomes more apparent. Both MAC and SAC benefit from a
noise part in the model, but the multi-assignments have a higher influence.

5.3.5 RESULTS ONHP DATA

With all methods described above, we learn RBAC configurations on the publicly available data
sets from HP labs (first presented by Ene et al., 2008). The data set ‘customer’ is the access control
matrix of an HP customer. ‘americas small’ is the configuration of Cisco firewallsthat provide
users limited access to HP network resources. The data set ‘emea’ is created in a similar way and
‘firewall 1’ and ‘firewall 2’ are created by Ene et al. (2008) by analyzing Checkpoint firewalls.
Finally, ‘domino’ is the access profiles of a Lotus Domino server.

We run the same analysis as onCorig. For the data sets ‘customer’, ‘americas small’, and ‘firewall
1’, we first make a trial run with many roles to identify the maximum cardinality of assignment sets
M that MAC uses. We then restrict the hypothesis space of the model accordingly. For ‘customer’
and ‘firewall 1’, we useM = 3, for ‘americas small’ we useM = 2. For the smaller data sets, we
simply offered MAC all possible role configurations, although the model does not populate all of
them.

In the cross-validation phase we select the number of roles for each of the methods (except
for INO), and the thresholds for BICA and DBPS in the previously described way. Afterwards we
compute the generalization error on hold-out test data.

Our experimental findings are summarized in Table 1. We report the favored number of roles,
the median generalization error and its average difference to the 25% and 75%-percentiles, and the
run-time of one run, respectively. Overall, the MAC variants achieve the lowest generalization error
within the variance of this measure. For ‘americas small’ and ‘emea’ all methodsgeneralize equally
well (note the high variance for ‘emea’, which is an effect of the small sample size and the high
dimensionality of that data set). Here differences between the methods are dominated by run-time
and the number of roles that have been found. For ‘dominos’, INO and BICA are almost as good
as MAC, although with a significantly higher variance. Visual inspection of the ‘dominos’ matrix
indicates that this data set has a sparse and simple structure. Differencesbetween the methods
are most pronounced on the two ’firewall’ data sets. Remarkably, INO finds 80 roles for ‘emea’,
although this data set has only 35 users.
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Given the overall good generalization performance of MAC, we conclude that this model is a
good ‘allrounder’. This also confirms our findings in the experiments with synthetic data. Each of
the other methods shows a good performance on individual data sets but not as reliably as MAC.
Comparison with the results on synthetic data suggests that their differing performance on different
data sets is either due to different fractions of random noise or to true underlying sources with
different overlap.

customer americas small
10,021 users× 277 perms. 3,477 users× 1,587 perms.

k gen. error [%] run-time [min] k gen. error [%] run-time [min]
MAC 187 2.40±0.03 49 139 1.03±0.01 80
DBPS 178 2.54±0.05 43 105 1.00±0.03 187
INO 20 7.8±1.6 996 65.6 1.05±0.01 3691
BICA 82 2.66±0.02 200 63 1.00±0.01 64

firewall1 firewall2
365 users× 709 perms. 325 users× 590 perms.

k gen. error [%] run-time [min] k gen. error [%] run-time [min]
MAC 49 4.57±0.01 10 10 3.40±0.00 1.8
DBPS 21 13.6±3.1 5 4 19.5±4.4 2
INO 38.2 8.04±0.00 96 6.2 11.15±0.00 14
BICA 18 12.8±3.0 2.1 4 19.9±4.5 0.9

dominos emea
79 users× 231 perms. 35 users× 3,046 perms.

k gen. error [%] run-time [min] k gen. error [%] run-time [min]
MAC 7 1.73±0.00 1.1 3 8.7±1.2 0.7
DBPS 9 2.3±0.5 0.2 8 7.3±2.6 1.1
INO 26 1.7±0.1 9.0 80.4 10.1±2.4 204
BICA 3 1.9±0.3 0.1 5 8.6±2.8 1.0

Table 1: Results on HP labs data for different methods. We report the number of roles, the median
run-time of one run, as well as the median generalization error and the half inter-percentile
distance between 25% and 75%.

5.4 Complexity and Runtime

The complexity of the optimization problem is determined by the number of objects and features
and by the number of possible assignment setsL := |L|. As L can be large for even a small number
of clusters, the complexity is dominated by that number. Let the number of clusters that a data
item can simultaneously belong to be limited by thedegree M, i.e. maxL∈L |L | = M. Then the
size of the assignment set is limited byL = ∑M

m=0

(K
m

)

≤ 2K . Even for moderately sizedK andM,
this dependence results in computationally demanding optimization problems both for the inference
step as well as for assigning new data items to previously obtained clusters. However, if the data
at hand truly exhibits such a high complexity (highK andM) then also a single assignment model
needs such a high complexity (to prevent the model from underfitting). In this case, a SAC model
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must learnL sources, while the MAC variant learns theL possible combinations out ofK sources.
The number of responsibilitiesγiL (Equation 8) to be computed in the E-step is the same for both
models. However, in the M-step, MAC shares the source parameters while SAC must estimate them
separately. We will shortly elaborate on the relationship between MAC and SAC from the inference
perspective. Coming back to the complexity, the high number of responsibilitiesγiL to be computed
for MAC appears to be a model-order selection issue. One can drastically reduce its complexity by
limiting the number of assignment sets as described in Section 5.3.2.

In our experiments on real-world data in Section 5.3, we monitored the run-time,which is
depicted in Figure 7(b). Each point represents the runtime for a single runof the different algorithms
on an access-control matrix withN = 2400 users andD = 500 permissions. The number of roles
chosen by the respective method is indicated by a vertical line. For INO we report the median
number of roles selected. Note that in one run of INO, the model-order selection task is solved ‘on-
the-fly’ while the other methods require multiple runs and an external validation. This overhead is
reflected in the runtime. Considerable care is required in interpreting these results since the different
methods were implemented by different authors in different languages (Matlab for INO, BICA and
MAC, and C++ for DBPS). The DBPS implementation in C++ is impressively fastwhile the trend
of the generalization error over the number of roles is roughly comparableto MAC and BICA.
Thus, for large and demanding data sets, one could employ DBPS as a fast‘scout’ to obtain an
educated guess of the model-order. In conclusion, for all the investigated algorithms the runtime is
not a limiting factor in role mining. This computation is only performed once when migrating an
access-control system to another one. It is therefore not a problem ifthe computation takes hours.

5.5 Relationship Between SAC and MAC

In the following, we show that MAC can be interpreted as a SAC model with a parameter sharing
rule. In the limit of many observations, MAC is equivalent to SAC with proxy-sources substituting
MAC’s source combinations. In order to understand the parameter sharing underlying MAC, we
write the set of admissible assignment setsL as a Boolean matrixzL ∈ {0,1}L×K . Assuming an
arbitrary but fixed numbering of assignment sets inL, zLlk = 1 means that thel th assignment set
contains sourcek, andzLlk = 0 otherwise. Hence, the assignment matrixz decomposes intoz =
zL ∗ zL, wherezL ∈ {0,1}N×L denotes the exclusive assignment of objects to assignment sets (zLil
iff object i has assignment setl , and∑l z

L

il = 1 for all i). Using this notation, the decomposition
x≈ z∗u can be extended to

x≈
(

zL ∗zL
)

∗u = zL ∗
(

zL ∗u
)

= zL ∗uSAC ,

where we have defineduSAC := zL ∗u as the proxy-source parameters of the single-assignment clus-
tering model. The same notion of proxy-sources, substituting the disjunction of individual sources,
is used in Equation 2 for the probabilistic source parameters. Asymptotically, the two models are
equivalent. However, SAC must estimateL ·D parameters, while the MAC model only usesK ·D pa-
rameters. By sharing the parameters of the assignment sets, MAC reducesthe number of parameters
to be estimated and thereby increases the number of data items available per parameter. Moreover,
the sharing rule provides a mutual inconsistency check for the involved parameter estimates. This
check is not available if parameters are estimated independently. These two points explain the higher
accuracy in the parameter estimators, which we observe in the experiments reported in Section 5.2.
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6. Conclusion and Outlook

We have presented a probabilistic method to cluster vectors of Boolean data.In contrast to the
conventional approach of mutually exclusive cluster assignments, our method enables a data item
to belong to multiple clusters. In our generative model, the clusters are the sources that generate
the structure in the data and irregularities are explained by an independentnoise process. In a
detailed analysis of our model variants, we demonstrate that the proposed method outperforms
state-of-the-art techniques with respect to parameter estimation accuracyand generalization ability.
In experiments on a real world data set from the domain of role-based access control, our model
achieves significantly lower generalization error than state-of-the-art techniques.

Throughout this paper, the BooleanORcombines the emissions of multiple sources. However,
the proposed concept is neither limited to the BooleanOR nor to Boolean data. Further work
will address the combination of other kinds of data and other combination rulessuch as additive
combinations of real numbers.
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Abstract
With the advent of crowdsourcing services it has become quite cheap and reasonably effective to
get a data set labeled by multiple annotators in a short amount of time. Various methods have been
proposed to estimate the consensus labels by correcting forthe bias of annotators with different
kinds of expertise. Since we do not have control over the quality of the annotators, very often
the annotations can be dominated by spammers, defined as annotators who assign labels randomly
without actually looking at the instance. Spammers can makethe cost of acquiring labels very
expensive and can potentially degrade the quality of the final consensus labels. In this paper we
propose an empirical Bayesian algorithm called SpEM that iteratively eliminates the spammers and
estimates the consensus labels based only on the good annotators. The algorithm is motivated by
defining a spammer score that can be used to rank the annotators. Experiments on simulated and
real data show that the proposed approach is better than (or as good as) the earlier approaches in
terms of the accuracy and uses a significantly smaller numberof annotators.

Keywords: crowdsourcing, multiple annotators, ranking annotators,spammers

1. Introduction

Annotating a data set is one of the major bottlenecks in using supervised learning to build good
predictive models. Getting a data set labeled by experts can be expensiveand time consuming.
With the advent of crowdsourcing services (Amazon’s Mechanical Turk1 being a prime example)
it has become quite easy and inexpensive to acquire labels from a large number of annotators in
a short amount of time (see Sheng et al. 2008, Snow et al. 2008, and Sorokin and Forsyth 2008
for some natural language processing and computer vision case studies). For example in AMT
the requestersare able to pose tasks known as HITs (Human Intelligence Tasks). Workers (called
providers) can then browse among existing tasks and complete them for a small monetary payment
set by the requester.

A major drawback of most crowdsourcing services is that we do not havecontrol over the qual-
ity of the annotators. The annotators usually come from a diverse pool including genuine experts,
novices, biased annotators, malicious annotators, and spammers. Hence inorder to get good quality
labels requestors typically get each instance labeled by multiple annotators andthese multiple an-
notations are then consolidated either using a simple majority voting or more sophisticated methods

1. Amazon’s Mechanical Turk can be found athttps://www.mturk.com.
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that model and correct for the annotator biases (Dawid and Skene, 1979; Smyth et al., 1995; Raykar
et al., 2009, 2010; Yan et al., 2010) and/or task complexity (Carpenter, 2008; Whitehill et al., 2009;
Welinder et al., 2010).

In this paper we are interested in the situation where the annotations are dominated byspam-
mers. In our context a spammer is a low quality annotator who assigns random labels (maybe
because the annotator does not understand the labeling criteria, does not look at the instances when
labeling, or maybe a bot pretending to be a human annotator). Spammers can significantly increase
the costof acquiring annotations (since they need to be paid) and at the same timedecrease the ac-
curacyof the final consensus labels. A mechanism to detect and eliminate spammers is adesirable
feature for any crowdsourcing market place. For example one can give monetary bonuses to good
annotators and deny payments to spammers. This paper makes two novel contributions:2

1. Spammer score to rank annotators The first contribution of this paper is to formalize the
notion of a spammer for binary and categorical labels. More specifically wedefine ascalar
metric which can be used torank the annotators, with the spammers having a score close
to zero and the good annotators having a score close to one. We summarize the multiple
parameters corresponding to each annotator into a single score indicativeof how spammer like
the annotator is. While this metric was implicit for binary labels in earlier works (Dawid and
Skene, 1979; Smyth et al., 1995; Carpenter, 2008; Raykar et al., 2009; Donmez et al., 2009)
the extension to categorical labels is novel and is quite different for the error rate computed
from the confusion rate matrix. An attempt to quantify the quality of the workersbased on
the confusion matrix was recently made by Ipeirotis et al. (2010) where theytransformed
the observed labels into posterior soft labels based on the estimated confusion matrix. While
we obtain somewhat similar annotator rankings, we differ from this work in that our score
is directly defined in terms of the annotator parameters. Having the score defined only in
terms of the annotator parameters makes it easy to specify a prior for Bayesian approaches to
eliminate spammers and consolidate annotations.

2. Algorithm to eliminate spammers The second contribution is that we propose an algorithm to
consolidate annotations that eliminates spammers automatically. One of the commonly used
strategy is to inject some items into the annotationswith known labels(gold standard) and
use them to evaluate the annotators and thus eliminate the spammers.3 Typically we would
like to detect the spammers with as few instances as possible and eliminate them from further
annotations. In this work we propose an algorithm called SpEM that eliminates the spammers
without using any gold standardand estimates the consensus ground truth based only on the
good annotators. The same algorithm can also be used if some labels are alsoknown.

We build on the earlier works of Dawid and Skene (1979), Smyth et al. (1995), and Raykar
et al. (2009, 2010) who proposed algorithms that correct for the annotator biases by estimat-
ing the annotator accuracy and the actual true label jointly. A simple strategy would be to
use these algorithms to estimate the annotator parameters, detect and eliminate the spammers
(as defined by our proposed spammer score) and refit the model with onlythe good annota-
tors. However this approach is not a principled approach and might be hard to control (for
example, how to define spammers and how many to remove, etc). The algorithm we pro-
pose is essentially a formalization of this strategy. Our final algorithm essentially repeats

2. A preliminary version of this paper (Raykar and Yu, 2011) mainly discussed the score to rank annotators.
3. This is the strategy used by CrowdFlower (http://crowdflower.com/docs/gold).
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this, it iterativelyeliminates the spammers and re-estimates the labels based only on the good
annotators. A crucial element of our proposed algorithm is that we eliminate spammers by
thresholding on a hyperparameter of the prior (automatically estimated from thedata) rather
than directly thresholding on the estimated spammer score.

The rest of the paper is organized as follows. In Section 2 we model the annotators in terms of
the sensitivity and specificity for binary labels and extend it to categorical labels. Based on this
model the notion of a spammer is formalized in Section 3. In Section 4 we proposea Bayesian
point estimate by using a prior (Section 4.2) derived from the proposed spammer score designed to
favor spammer detection. This is essentially a modification of the Expectation Maximization (EM)
algorithm proposed by Dawid and Skene (1979), Smyth et al. (1995), and Raykar et al. (2009, 2010).
The hyperparameters of this prior are estimated via an empirical Bayesian method in Section 5
leading to the proposed SpEM algorithm (Algorithm 1) that iteratively eliminates the spammers
and re-estimates the ground truth based only on the good annotators. In Section 6 we discuss this
algorithm in context of other methods and also propose a few extensions. inSection 7 we extend
the same ideas to categorical labels. In Section 8 we extensively validate ourapproach using both
simulated data and real data collected using AMT and other sources from different domains.

2. Annotator Model

An annotator provides a noisy version of the true label. Lety j
i ∈ {0,1} be the label assigned to the

ith instance by thej th annotator, and letyi be the actual (unobserved) label. Following the approach
of Raykar et al. (2009, 2010) we model the accuracy of the annotator separately on the positive and
the negative examples. If the true label is one, thesensitivity(true positive rate) for thej th annotator
is defined as the probability that the annotator labels it as one.

α j := Pr[y j
i = 1|yi = 1].

On the other hand, if the true label is zero, thespecificity(1−false positive rate) is defined as the
probability that the annotator labels it as zero.

β j := Pr[y j
i = 0|yi = 0].

With this model we have implicitly assumed thatα j andβ j do not depend on the instance. Ex-
tensions of this basic model have been proposed to include item level difficulty (Carpenter, 2008;
Whitehill et al., 2009) and also to explicitly model the annotator performance based on the instance
feature vector (Yan et al., 2010). In principle the proposed algorithm can be extended to these
kind of complicated models (with more parameters), however for simplicity we usethe basic model
proposed in Raykar et al. (2009, 2010) in our formulation.

The same model can be extended to categorical labels. Suppose there areC≥ 2 categories. We
introduce a multinomial parameterα j

c = (α j
c1, . . . ,α

j
cC) for each annotator, where

α j
ck := Pr[y j

i = k|yi = c],
C

∑
k=1

α j
ck = 1.

The termα j
ck denotes the probability that annotatorj assigns classk to an instance given the true

class isc. WhenC= 2, α j
11 andα j

00 are sensitivity and specificity, respectively.
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3. Who is a Spammer? Score to Rank Annotators

Intuitively, a spammer assigns labels randomly, maybe because the annotator does not understand
the labeling criteria, does not look at the instances when labeling, or maybe abot pretending to be a
human annotator. More precisely an annotator is a spammer if the probability ofobserved labely j

i
being one given the true labelyi is independent of the true label, that is,

Pr[y j
i = 1|yi ] = Pr[y j

i = 1]. (1)

This means that the annotator is assigning labels randomly by flipping a coin with bias Pr[y j
i = 1]

without actually looking at the data. Equivalently (1) can be written as

Pr[y j
i = 1|yi = 1] = Pr[y j

i = 1|yi = 0],

α j = 1−β j . (2)

Hence in the context of the annotator model defined in Section 2, a spammer is an annotator for
whom

α j +β j −1= 0.

This corresponds to the diagonal line on the Receiver Operating Characteristic (ROC) plot (see
Figure 1).4 If α j + β j − 1 < 0 then the annotator lies below the diagonal line and is a malicious
annotator who flips the labels. Note that a malicious annotator has discriminatorypower if we can
detect them and flip their labels. In fact the methods proposed in Dawid and Skene (1979) and
Raykar et al. (2010) can automatically flip the labels for the malicious annotators. Hence we define
the spammer score for an annotator as

S j = (α j +β j −1)2. (3)

An annotator is a spammer ifS j is close to zero. Good annotators haveS j > 0 while a perfect
annotator hasS j = 1.

Another interpretation of a spammer can be seen from the log odds. Using Bayes’ rule the
posterior log-odds can be written as

log
Pr[yi = 1|y j

i ]

Pr[yi = 0|y j
i ]
= log

Pr[y j
i |yi = 1]

Pr[y j
i |yi = 0]

+ log
p

1− p
,

wherep := Pr[yi = 1] is the prevalence of the positive class. If an annotator is a spammer (that is
(2) holds) then

log
Pr[yi = 1|y j

i ]

Pr[yi = 0|y j
i ]
= log

p
1− p

.

Essentially the annotator provides no information in updating the posterior log-odds and hence does
not contribute to the estimation of the actual true label.

4. Note that(α j +β j )/2 is equal to the area shown in the plot and can be considered as a non-parametric approximation
to the area under the ROC curve (AUC) based on one observed point(1−β j ,α j). It is also equal to the Balanced
Classification Rate (BCR). So a spammer can also be defined as having BCR or AUC equal to 0.5. Another way to
think about this is that instead of using sensitivity and specificity we can re-parameterize an annotator in terms of
an accuracy parameter ((α j +β j )/2) and a bias parameter ((α j −β j )/2). A spammer is an annotator with accuracy
equal to 0.5. The biased (α j −β j is large) or malicious annotators (α j +β j < 1) (see Figure 1) are also sometimes
called the spammers since they can potentially degrade the consensus labels, but in this paper we do not focus on
them, since their annotations can be calibrated or reversed by the EM algorithm.
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Figure 1: For binary labels each annotator is modeled by his/her sensitivity and specificity. A spam-
mer lies on the diagonal line (that is,α j = 1−β j ) on this ROC plot.

3.1 Accuracy

This notion of a spammer is quite different from that of theaccuracyof an annotator. An annotator
with high accuracy is a good annotator but one with low accuracy is not necessarily a spammer. The
accuracy of thej th annotator is computed as

Accuracyj = Pr[y j
i = yi ] =

1

∑
k=0

Pr[y j
i = 1|yi = k]Pr[yi = k] = α j p+β j(1− p), (4)

wherep := Pr[yi = 1] is the prevalence of the positive class. Note that accuracy depends on preva-
lence. Our proposed spammer score does not depend on prevalence and essentially quantifies the
annotator’s inherent discriminatory power. Figure 2(a) shows the contours of equal accuracy on the
ROC plot. Note that annotators below the diagonal line (malicious annotators) have low accuracy.
The malicious annotators flip their labels and as such are not spammers if we can detect them and
then correct for the flipping. In fact the EM algorithms (Dawid and Skene,1979; Raykar et al.,
2010) can correctly flip the labels for the malicious annotators and hence they should not be treated
as spammers. Figure 2(b) also shows the contours of equal score for our proposed score and it can
be seen that the malicious annotators have a high score and only annotatorsalong the diagonal have
a low score (spammers).

3.2 Categorical Labels

We now extend the notion of spammers to categorial labels. As earlier a spammerassigns labels
randomly, that is,

Pr[y j
i = k|yi ] = Pr[y j

i = k],∀k.
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Figure 2: (a) Contours of equal accuracy (4) and (b) equal spammerscore (3).

This is equivalent to Pr[y j
i = k|yi = c] = Pr[y j

i = k|yi = c′],∀c,c′,k= 1, . . . ,C, which means knowing
the true class label beingc or c′ does not change the probability of the annotator’s assigned label.
This indicates that the annotatorj is a spammer if

α j
ck = α j

c′k,∀c,c′,k= 1, . . . ,C. (5)

Let A j be theC×C confusion rate matrix with entries[A j ]ck = αck, a spammer would have all
the rows ofA j equal to one another, for example, an annotator with a confusion matrixA j =[

0.50 0.25 0.25
0.50 0.25 0.25
0.50 0.25 0.25

]
, is a spammer for a three class categorical annotation problem. Essentially

A j is a rank one matrix of the formA j = ev⊤j , for some column vectorv j ∈RC that satisfiesv⊤j e= 1,
wheree is column vector of ones. In the binary case we had this natural notion of spammer as an an-
notator for whomα j +β j−1 was close to zero. One natural way to summarize (5) would be in terms
of the distance (Frobenius norm) of the confusion matrix to the closest rankone approximation, that
is,

S j := ‖A j −ev̂⊤j ‖2F , (6)

wherev̂ j solves

v̂ j = argmin
v j
‖A j −ev⊤j ‖2F subject to v⊤j e= 1. (7)

Solving (7) yieldsv̂ j = (1/C)A j⊤e, which is the mean of the rows ofA j . Then from (6) we have

S j =

∥∥∥∥
(

I − 1
C

ee⊤
)

A j

∥∥∥∥
2

F
=

1
C ∑

c<c′
∑
k

(α j
ck−α j

c′k)
2.

This is equivalent to subtracting the mean row from each row of the confusion matrix and then
summing up the squares of all the entries. So a spammer is an annotator for whom S j is close to
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zero. A perfect annotator hasS j =C−1. We normalize this score to lie between 0 and 1.

S j =
1

C(C−1) ∑
c<c′

∑
k

(α j
ck−α j

c′k)
2

WhenC= 2 this is equivalent to the score proposed earlier for binary labels.

4. Algorithm to Consolidate Multiple Annotations

Using the spammer score proposed in the earlier section to define a prior we describe an empirical
Bayesian algorithm to consolidate the multiple annotations and eliminate the spammers simultane-
ously. For ease of exposition we first start with binary labels and later extend it to categorical labels
in Section 7.

4.1 Likelihood

Let N be the number of instances andM be the number annotators. LetD = {y1
i , . . . ,y

M
i }Ni=1

be the observed annotations from theM annotators, and letp = Pr[yi = 1] be the prevalence of
the positive class. Assuming the instances are independent, the likelihood of the parametersθ =
[α1,β1, . . . ,αM,βM, p] given the observationsD can be factored as Pr[D|θ] = ∏N

i=1Pr[y1
i , . . . ,y

M
i |θ].

Under the assumption that the annotation labelsy1
i , . . . ,y

M
i are independent given the true labelyi ,

the log likelihood can be written as

logPr[D|θ] =
N

∑
i=1

log
1

∑
yi=0

M

∏
j=1

Pr[y j
i |yi ,θ] ·Pr[yi |θ] =

N

∑
i=1

log
[
ai p+bi(1− p)

]
, (8)

where we denote

ai =
M

∏
j=1

Pr[y j
i |yi = 1,α j ] =

M

∏
j=1

[α j ]y
j
i [1−α j ]1−y j

i ,

bi =
M

∏
j=1

Pr[y j
i |yi = 0,β j ] =

M

∏
j=1

[β j ]1−y j
i [1−β j ]y

j
i .

This log likelihood can be efficiently maximized by the Expectation Maximization (EM)algorithm
(Dempster et al., 1977) leading to the iterative algorithm proposed in the earlier works (Dawid and
Skene, 1979; Smyth et al., 1995; Raykar et al., 2010).

4.2 Automatic Spammer Detection Prior

Several authors have proposed a Bayesian approach by imposing a prior on the parameters (Raykar
et al., 2009; Carpenter, 2008). For example, Raykar et al. (2009) assigned a beta prior for each
α j andβ j independently. Since we are interested in the situation when the annotations are mostly
dominated by spammers, based on the scoreS j (3) derived earlier we propose a prior calledAu-
tomatic Spammer Detection(ASD) prior which favors the spammers. Specifically we assign the
following prior to the pair{α j ,β j} with a separate precision parameterλ j > 0 (hyperparameter) for
each annotator:

Pr[α j ,β j |λ j ] =
1

N(λ j)
exp

(
−λ j(α j +β j −1)2

2

)
. (9)
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Figure 3: The proposed Automatic Spammer Detection prior (9) for different values ofλ j .

where the normalization termN is given by (see Appendix A)

N(λ j) =
∫ 1

0

∫ 1

0
exp

(
−λ j(α j +β j −1)2

2

)
dα jdβ j =

√
2π
λ j

(
2√
λ j

∫ √λ j

0
Φ(t)dt−1

)
,

whereΦ is the Gaussian cumulative distribution function. This prior is effectively a truncated
Gaussian onα j +β j −1 with mean zero and variance 1/λ j . Figure 3 illustrates the prior for two
different values of the precision parameter. Whenλ j is large the prior is sharply peaked along the
diagonal corresponding to the spammers on the ROC plot.

We also assume that the ASD priors for each annotator are independent. For sake of com-
pleteness we further assume a beta prior for the prevalence, that is, Beta(p|p1, p2). Denoteλ =
[λ1, . . . ,λM, p1, p2], we have

Pr[θ|λ] = Beta(p|p1, p2)
M

∏
j=1

Pr[α j ,β j |λ j ]. (10)

4.3 Maximum-a-posteriori Estimate Via EM Algorithm

Given the log likelihood (8) and the prior (10), the task is to estimate the parameters θ =
[α1,β1, . . . ,αM,βM, p]. The maximum-a-posteriori (MAP) estimator is found by maximizing the
log-posterior, that is,

θ̂MAP = argmax
θ

{lnPr[D|θ]+ lnPr[θ]}.

An EM algorithm can be derived for MAP estimation by relying on the interpretation of Neal and
Hinton (1998) which is an efficient iterative procedure to compute the solution in presence of miss-
ing/hidden data. We will use the unknown hidden true labely = [y1, . . . ,yN] as the missing data.
The complete data log-likelihood can be written as

logPr[D,y|θ] =
N

∑
i=1

[
yi logpai +(1−yi) log(1− p)bi

]
.
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Each iteration of the EM algorithm consists of two steps: an Expectation(E)-step and a
Maximization(M)-step. The M-step involves maximization of a lower bound on thelog-posterior
that is refined in each iteration by the E-step.

E-step: Given the observationD and the current estimate of the model parametersθ, the con-
ditional expectation (which is a lower bound on the true likelihood) is computed as

E{logPr[D,y|θ]}=
N

∑
i=1

[
µi logpai +(1−µi) log(1− p)bi

]
,

where the expectation is with respect to Pr[y|D,θ], andµi = Pr[yi = 1|y1
i , . . . ,y

M
i ,θ] is the expected

label foryi conditioned on the observed annotations and the model parameters. Using Bayes theo-
rem we can compute

µi ∝ Pr[y1
i , . . . ,y

M
i |yi = 1,θ] ·Pr[yi = 1|θ] = ai p

ai p+bi(1− p)
. (11)

M-step: Based on the current estimateµi and the observationsD, we can estimatep by maxi-
mizing the lower bound on the log posterior,θ̂MAP = argmaxθLθ, where

Lθ = E{logPr[D,y|θ]}+ logPr[θ|λ]

=
N

∑
i=1

[
µi logpai +(1−µi) log(1− p)bi

]
+ logBeta(p|p1, p2)

−
M

∑
j=1

λ j

2
(α j +β j −1)2−

M

∑
j=1

logN(λ j). (12)

Equating the derivative ofLθ with respect top to zero, we estimatep as

p=
p1−1+∑N

i=1µi

p1+ p2−2+N
. (13)

The derivative with respect toα j andβ j can be computed as follows:

∂Lθ

∂α j =
∑N

i=1µiy
j
i −α j ∑N

i=1µi

α j(1−α j)
−λ j(α j +β j −1), (14)

∂Lθ

∂β j =
∑N

i=1(1−µi)(1−y j
i )−β j ∑N

i=1(1−µi)

β j(1−β j)
−λ j(α j +β j −1). (15)

Equating these derivatives to zero we obtain two cubic equations5 involving α j andβ j , respectively.
We can iteratively solve one cubic equation (for example, forα j ) by fixing the counterpart (for

5. The pair of cubic equations are given by

λ j (α j )3+(β j λ j −2λ j )(α j )2− (λ j −β j λ j −
N

∑
i=1

µi)α j +(
N

∑
i=1

µiy
j
i ) = 0

λ j (β j )3+(α j λ j −2λ j )(β j )2− (λ j −α j λ j −
N

∑
i=1

µi)β j +(
N

∑
i=1

µiy
j
i ) = 0

For each equation we retain only the root that lies in the range[0,1].
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example,β j ) till convergence. Also note that whenλ j = 0 we get the standard EM algorithm
proposed by Dawid and Skene (1979). These two steps (the E- and M-step) can be iterated till
convergence. We use majority votingµi = 1/M ∑M

j=1y j
i as the initialization forµi to start the EM-

algorithm.

5. Algorithm to Eliminate Spammers

For each annotator we imposed the Automatic Spammer Detection prior of the formPr[α j ,β j |λ j ] ∝
exp
(
−λ j(α j +β j −1)2/2

)
, parameterized by precision hyperparameterλ j . If we know the hyper-

parametersλ = [λ1, . . . ,λM] we can compute the MAP estimate efficiently via the EM algorithm
as described in the previous section. However it is crucial that we use theright λ j for each anno-
tator for two reasons: (1) For the good annotators we want the precisionterm to be small so that
we do not over penalize the good annotators. (2) We can use the estimatedλ j to detect spammers.
Clearly, as the precisionλ j increases, that is, the variance tends to zero, thus concentrating the prior
sharply around the random diagonal line in the ROC plot. Hence, regardless of the evidence of the
training data, the posterior will also be sharply concentrated aroundα j +β j = 1, thus that annotator
will not affect the ground truth and hence, it can be effectively removed. Therefore, the discrete
optimization problem corresponding to spammer detection (should each annotator be included or
not?), can be more easily solved via an easier continuous optimization over hyperparameters. In
this section we adopt an empirical Bayesian strategy (specifically thetype-II maximum likelihood)
to automatically learn the hyperparameters from the data itself. This is in the spiritof the commonly
used automatic relevance determination (ARD) prior used for feature selection by relevance vector
machine (Tipping, 2001) and Gaussian process classification (Rasmussen and Williams, 2006).

5.1 Evidence Maximization

In type-II maximum likelihoodapproach, the hyperparametersλ are chosen to maximize the marginal
likelihood (or equivalently the log marginal likelihood), that is,

λ̂= argmax
λ

Pr[D|λ] = argmax
λ

logPr[D|λ],

where the marginal likelihood Pr[D|λ] is essentially theevidencefor λ with the parametersθ
marginalized or integrated out.

Pr[D|λ] =
∫
θ

Pr[D|θ]Pr[θ|λ]dθ.

Since this integral is analytically intractable we use the Laplace method which involves a second
order Taylor series approximation around the MAP estimate.

5.2 Laplace Approximation

The marginal likelihood can be rewritten as follows, Pr[D|λ] = ∫
θ

exp[Ψ(θ)]dθ where

Ψ(θ) = logPr[D|θ]+ logPr[θ|λ].

We approximateΨ using a second order Taylor series around the MAP estimateθ̂MAP,

Ψ(θ)≈Ψ(θ̂MAP)+
1
2
(θ− θ̂MAP)H(θ̂MAP,λ)(θ− θ̂MAP)

⊤,
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whereH is the Hessian matrix. We have made use of the fact that the gradient ofΨ evaluated at
the MAP estimatêθMAP is zero. Hence we have the following approximation to the log-marginal
likelihood.

logPr[D|λ]≈ logPr[D|θ̂MAP]+ logPr[θ̂MAP|λ]−
1
2

logdet[−H(θ̂MAP,λ)]+
d
2

log2π.

The hyperparametersλ are found by maximizing this approximation to the log marginal likelihood.
We use a simple iterative re-estimation method by setting the first derivative to zero. The derivative
can be written as (see Appendix B for more details)

∂
∂λ j logPr[D|λ]≈−1

2
(α̂ j + β̂ j −1)2+

1
2λ j δ(λ j)− 1

2
σ(λ j),

where we have defined

δ(λ j) = 2−
√

2πλ j erf(
√

λ j/2)√
2πλ j erf(

√
λ j/2)+2exp(−λ j/2)−2

, (16)

in which erf(x) = (2/
√

π)
∫ x

0 exp(−t2)dt is the error function, and

σ(λ j) = Tr

[
H−1(θ̂MAP,λ)

∂
∂λ j H(θ̂MAP,λ)

]
.

See Appendix B for more details on computation ofσ(λ j). Assumingδ j = δ(λ j) andσ j = σ(λ j)
does not depend onλ j , a simple update rule for the hyperparameters can be written by equating the
first derivative to zero.6

λ j =
δ j

(α̂ j + β̂ j −1)2+σ j
. (17)

One way to think of this is that the penalization is inversely proportional to(α̂ j + β̂ j − 1)2, that
is, good annotators get penalized less while the spammers suffer a large penalization. Figure 4(b)
plots the estimated hyperparameterλ̂ j for each annotator as a function of the iteration number for a
simulation setup shown in Figure 4(a). The simulation has 5 good annotators and 20 spammers. It
can be seen that as expected for the good annotatorsλ̂ j starts decreasing7 while for the spammerŝλ j

starts increasing with iterations.8 By using a suitable pruning threshold we can detect and eliminate
the spammers.

The final algorithm has two levels of iterations (see Algorithm 1): in an outer loop we update the
hyper-parameterŝλ j and in an inner loop we find the MAP estimator for sensitivity and specificity
given the hyper-parameters. At each iteration we eliminate all the annotators for whom the estimated
λ̂ j is greater than a certain pruning thresholdT.9

6. In practice, one can iterate (17) and (16) several times to get better estimate forλ j .
7. For numerical stability we do not let the hyper parameter go below 10−6.
8. We have different rates of convergence for the good annotators and the spammers. This is because of our assumption

thatδ (16) does not depend onλ. This is almost true for largeλ and is not a good approximation for smallλ.
9. For all our experiments for each annotator we set the pruning threshold to 0.1 times the number of instances labeled

by him.
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Figure 4: Illustration of spammer elimination via evidence maximization(a) The black cross plots
the actual sensitivity and specificity of each annotator. The simulation has 5 good annota-
tors and 20 spammers and 500 instances. The red dot plots the sensitivity and specificity
as estimated by the SpEM algorithm. The green squares show the annotators eliminated
as spammers. (b) The estimated hyperparameterλ j for each annotator as a function of
the iteration number. The pruning threshold is also shown on the plot.
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Algorithm 1 SpEM

Require: Annotationsy j
i ∈ {0,1}, j = 1, . . . ,M, i = 1, . . . ,N from M annotators onN instances.

1: Initialize λ j = 1/N, for j = 1, . . . ,M.
2: InitializeA = {1, . . . ,M} the set of good annotators.
3: Initialize µi = 1/M ∑M

j=1y j
i using soft majority voting.

4: repeat{Outer loop with evidence maximization}
5: repeat{EM loop}
6: {M-step}
7: Updatep based on (13).
8: Updateα j , β j based on (14)-(15),∀ j ∈ A .
9: {E-step}

10: Estimateµi using (11),∀i = 1, . . . ,N.
11: until Change of expected posterior (12)< ε1.
12: {Evidence Maximization}
13: for all j ∈ A do
14: Updateλ j based on (17).
15: if λ j > T (the pruning threshold)then
16: A ← A\{ j}
17: end if
18: end for
19: until Change of expected posterior (12)< ε2.
Ensure: Detected spammers in set{1, . . . ,M}\A .
Ensure: Non-spammers inA with sensitivityα j and specificityβ j , for j ∈ A .
Ensure: Prevalence factorp and expected hidden labelµi , ∀i = 1, . . . ,N.
In all our experiments we set the convergence toleranceε1 = ε2 = 10−3. The pruning threshold was set toT = 0.1N.

6. Discussions

1. Can we use the EM algorithm directly to eliminate spammers? Majority Voting and
EM algorithm do not have a mechanism to explicitly detect spammers. However we could
define an annotator as a spammer if the estimated|α̂ j + β̂ j −1| ≤ ε. However it is not clear
what is the rightε to use. Also the spammers influence the estimation ofα̂ j and β̂ j for the
good annotators. A fix to this would be to eliminate the spammers and get an improved
estimate of the ground truth. In principle this process could be repeated till convergence,
which essentially boils down to a discrete version of our proposed SpEM algorithm.

2. What is the advantage of different shrinkage for each annotator? We could have imposed
a common shrinkage prior (that is, sameλ j ≡ λ for all annotators) and then estimated oneλ
as shown earlier. While this is a valid approach, the advantage of our ASD prior is that the
amount of shrinkage for each annotator is different and depends on how good the annotator
is, that is, good annotators suffer less shrinkage while spammers suffersevere shrinkage.

3. Missing annotationsThe proposed SpEM algorithm can be easily extended to handle missing
annotations (which is more realistic scenario in crowdsourcing marketplaces). Let Mi be the
number of annotators labeling theith instance, and letNj be the number of instances labeled
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by the j th annotator. Then in the EM loop, we just need to replaceN by Nj for estimatingα j

andβ j in (14) and (15), and replaceM by Mi for updatingµi in (11).

4. Training a classifier directly The proposed algorithm can be readily extended to learn a
classifier along with the ground truth (Raykar et al., 2009). Let instancei have features
xi ∈Rd, and define the classification problem as learningw ∈Rd such that Pr[yi = 1|xi ,w] =
pi = f (w⊤xi), with f a mapping function (for example, logistic function). To learnw in
SpEM we just need to replace (13) with a Newton-Raphson step to updatew, and replacep
with pi in (11).

5. Partially known gold standard If the actual ground truth is available for some instances,
SpEM can readily incorporate them into the learning loop. The only change we need to make
is to estimateµi in (11) only for the instances for which the ground truth is not available,
and fixµi = yi if the ground truthyi is available. Therefore, the gold standard instances and
unlabeled instances will be used together to estimate the sensitivity and specificity of each
annotator (and also to estimate the labels).

7. Extension to Categorical Annotations

We now extend the proposed algorithm to handle categorical annotations. Asimple solution for
categorical outcomes is to use a one-against-all strategy and run the binary SpEMC times, each
time obtaining a spammer indicatorλ j for each annotator. One might then identify an annotatorj as
a spammer if all of theλ j in theC runs indicate that this is a spammer. However in this section we
provide a more principled solution in line with the framework proposed for binary labels. Following
the same motivation as before, we define the ASD prior as follows

Pr[A j |λ j ] =
1

N(λ j)
exp

(
− λ j

2C ∑
c<c′

C

∑
k=1

(
α j

ck−α j
c′k

)2

)
,

which gives more probability mass to a spammer. A similar EM algorithm can be developed under
this prior, and evidence maximization follows naturally with Laplace approximation. Under the
same assumptions as earlier, the log-likelihood of the parametersθ = [A1, . . . ,AM, p1, . . . , pC] is

logPr[D|θ] =
N

∑
i=1

log

[
C

∑
c=1

Pr(yi = c)
M

∏
j=1

Pr(y j
i |yi = c)

]
=

N

∑
i=1

log

[
C

∑
c=1

pc

M

∏
j=1

C

∏
k=1

(α j
ck)

δ(y j
i ,k)

]
,

wherepc = Pr(yi = c) andδ(u,v) = 1 if u= v and 0 otherwise. If we know the missing labelsy the
complete log likelihood can be written as

logPr[D,y|θ] =
N

∑
i=1

C

∑
c=1

δ(yi ,c) log

[
pc

M

∏
j=1

C

∏
k=1

(α j
ck)

δ(y j
i ,k)

]
.

In the E-step we compute the conditional expectation as

E{logPr[D,y|θ]}=
N

∑
i=1

C

∑
c=1

µic log

[
pc

M

∏
j=1

C

∏
k=1

(α j
ck)

δ(y j
i ,k)

]
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whereµic = Pr[yi = c|y1
i , . . . ,y

M
i ,θ] and is computed asµic ∝ pc ∏M

j=1 ∏C
k=1(α

j
ck)

δ(y j
i ,k). Based on the

current estimateµic in the M-step we can estimate the parameters by maximizing the lower bound
on the log posterior (along with the Lagrange multipliersγ), θ̂MAP = argmaxθL , where

L =
N

∑
i=1

C

∑
c=1

µic

[
logpc+

M

∑
j=1

C

∑
k=1

δ(y j
i ,k) logα j

ck

]

−
M

∑
j=1

λ j

2C ∑
c<c′

C

∑
k=1

(
α j

ck−α j
c′k

)2−
M

∑
j=1

logN(λ j)+
M

∑
j=1

C

∑
c=1

γ j
c

(
1−

C

∑
k=1

α j
ck

)
.

We update the prevalence aspc = (1/N)∑N
i=1µic and for theα j

ck we have

∂L
∂α j

ck

=
∑N

i=1µicδ(y j
i ,k)

α j
ck

− λ j

C ∑
c′ 6=c

(
α j

ck−α j
c′k

)
− γ j

c = 0, (18)

∂L
∂γ j

c
=

C

∑
k=1

α j
ck−1= 0.

The practical solution to solve10 this for everyα j
ck is to fix theα j

c′k for c′ 6= c, solve the equation

array with a fixedγ j
c, and then updateγ j

c as

γ j
c =

1
C

C

∑
k=1

∑N
i=1µicδ(y j

i ,k)

α j
ck

,

which follows by summing (18) for allk. As earlier in order to determine the hyperparameters we
obtain a simple iterative update by setting the derivative of the approximate log-marginal likelihood
to zero.

∂
∂λ j logPr[D|λ] ≈ − 1

2C ∑
c<c′

C

∑
k=1

(
α j

ck−α j
c′k

)2− 1
N(λ j)

∂
∂λ j N(λ j)− 1

2
σ(λ j),

where we have defined

σ(λ) = Tr

[
H−1(θ̂MAP,λ)

∂
∂λ

H(θ̂MAP,λ)

]
.

and

− 1
N(λ j)

∂
∂λ j N(λ j) =

1
2λ j δ(λ j).

See Appendix C for more details on computation ofσ andδ. Then the update is given by

λ̂ j =
δ(λ j)

(1/C)∑c<c′ ∑C
k=1

(
α j

ck−α j
c′k

)2
+σ(λ j)

.

10. Keeping all terms exceptα j
ck fixed this is a quadratic equationA(α j

ck)
2+B(α j

ck)+C = 0 whereA =
λ j (C−1)

C , B =

γ j
c− λ j

C ∑c′ 6=c α j
c′k, andC=−∑N

i=1µicδ(y j
i ,k). We keep the root which lies between 0 and 1.

505



RAYKAR AND YU

8. Experimental Validation

We first experimentally validate the proposed algorithm on simulated data. Figure 5(a) shows the
simulation setup consisting of 5 good annotators (shown as red squares) and 100 spammers (shown
as black crosses). The good annotators have sensitivity and specificitybetween 0.65 and 0.85.
All the spammers lie around the diagonal. We compare our proposed SpEM algorithm against the
commonly used Majority Voting and the EM algorithm (Dawid and Skene, 1979; Smyth et al., 1995;
Raykar et al., 2009, 2010). All these methods estimate a probabilistic version([0 1]) of the binary
ground truth ({0,1}). Since we simulate the instances we know the actual binary ground truth and
hence can compute the area under the ROC curve (AUC) of the estimated probabilistic ground truth.

8.1 Effect of Increasing Spammers

For the first experiment we deliberately choose 100 instances (with prevalencep = 0.5), since it
is beneficial if we can detect the spammers with fewer instances. Figure 5(b) plots AUC of the
estimated probabilistic ground truth as a function of the fraction of spammers (number of spam-
mers/total number of annotators), for each point we keep all the five goodannotators and keep
adding more annotators from the pool of 100 spammers. All plots show the mean and one standard
deviation error bars (over 100 repetitions). The pruning threshold forthe SpEM algorithm was set
to 20. Figure 5(d) plots the sensitivity for spammer detection which is essentiallythe fraction of
spammers correctly detected. The following observations can be made:

1. As the fraction of spammers increases the performance of the Majority Voting degrades dras-
tically as compared to the EM and the SpEM algorithm (refer Figure 5(b)). The proposed
SpEM algorithm has a better AUC than the EM algorithm especially when the spammers
dominate (when the fraction of spammers is greater than 0.7 in Figure 5(b)). The variability
(one standard deviation error bars) for all the methods increases as thenumber of spammers
increases.

2. The clear advantage of the proposed SpEM algorithm can be seen in Figure 5(d) where it
can identify almost 90% of the spammers correctly as compared the EM algorithmwith can
identify about 40% correctly. Majority Voting and EM algorithm do not have amechanism to
explicitly detect spammers, we define an annotator as a spammer if the estimated|α̂ j + β̂ j −
1| ≤ ε (We have usedε = 0.05 in our experiments.11.)

3. The SpEM algorithm iteratively eliminates the spammers and then re-estimates theground
truth without the spammers. Figure 5(c) plots the actual number of annotatorsthat were used
in the final model. Note that the EM and the Majority Voting use all the annotators toestimate
the model parameters while the SpEM algorithm uses only a small fraction of the annotators.

To summarize, the proposed SpEM algorithm is slightly more accurate than the EMalgorithm and
at the same time uses a small fraction of the annotators thus effectively eliminatingmost of the
spammers.
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(c) Sparsity
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(d) Precision

Figure 5: Effect of increasing the number of spammers(Section 8.1) (a) The simulation setup has 5
good annotators (red squares) and 100 spammers (black crosses) and 100 instances. (b)
The AUC of the estimated ground truth as a function of the fraction of spammers. (c) The
actual number of annotators that were used. (d) The fraction of spammers correctly de-
tected. All plots show mean and one standard deviation error bars (over 100 repetitions).

8.2 Effect of Increasing Instances

For the proposed algorithm to be practically useful we would like to detect thespammers with as
few examples as possible so that they can be eliminated early on. Figure 6 plotsthe performance for
the same setup as earlier as a function of the number of instances. From Figure 6(a) we see that the
AUC for the proposed method is much better than the EM algorithm especially forsmaller number
of instances. As the number of instances increases the accuracy of the EM algorithm is as good as the
proposed SpEM algorithm. The EM algorithm (and also the proposed SpEM) automatically gives

11. The 0.05 value is just a heuristic based on a band around the diagonal of the ROC plot.
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(b) Sparsity

Figure 6: Effect of increasing the number of instances(Section 8.2) (a) The AUC of the estimated
ground truth as a function of the number of instances. (b) The fraction ofactual spammers
that were eliminated. All plots show the mean and one standard deviation errorbars (over
100 repetitions). The simulation setup has 5 good annotators and 100 spammers. The
pruning threshold was set to 0.1N whereN is the total number of instances.

less emphasis for annotators with small|α̂ j + β̂ j −1|. The reason SpEM achieves better accuracy is
that the parameterŝα j andβ̂ j are better estimated because of the ASD prior we imposed. This also
explains the fact that when we have a large number of instances both the EMand SpEM algorithm
estimate the parameters equally well. The main benefit can be seen in Figure 6(b) where the SpEM
algorithm can eliminate most of the spammers. For example with just 50 examples the SpEM
algorithm can detect> 90% of the spammers and at the same time achieve a higher accuracy.

8.3 Effect of Missing Labels

In a realistic scenario an annotator does not label all the instances. Figure 7 plots the behavior of
the different algorithms as a function of the fraction of annotators labeling each instance. When
each annotator labels only a few instances all three algorithms achieve verysimilar performance in
terms of the AUC. However the proposed SpEM algorithm can still eliminate more spammers then
the EM algorithm.

8.4 Effect of Prevalence

Figure 8 plots the behavior of the different algorithms as a function of the prevalence of the positive
class. Note that when the prevalence is low the majority voting seems superior toother algorithms
in terms of AUC. When the prevalence is small (or large) there are very fewexamples to reliably
estimate the sensitivity (or specificity).
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(b) Precision

Figure 7: Effect of missing labels(Section 8.3) (a) The AUC of the estimated labels as a function
of the fraction of annotators labeling each instance. (b) The fraction of actual spammers
that were eliminated. All plots show the mean and one standard deviation errorbars (over
100 repetitions). The simulation setup has 5 good annotators and 50 spammers.
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(b) Precision

Figure 8: Effect of prevalence(Section 8.4) (a) The AUC of the estimated labels as a function of the
prevalence of the positive class. (b) The fraction of actual spammers that were eliminated.
All plots show the mean and one standard deviation error bars (over 100 repetitions). The
simulation setup has 5 good annotators and 50 spammers.

8.5 Effect of Pruning Threshold

The only tunable parameter of the SpEM algorithm is the pruning threshold. For all our experiments
for each annotator we set the pruning threshold to 0.1 times the number of instances labeled by the
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(b) Precision

Figure 9: Effect of pruning threshold(Section 8.5) (a) The AUC of the estimated labels as a function
of the pruning threshold. (b) The fraction of actual spammers that were eliminated. All
plots show the mean and one standard deviation error bars (over 100 repetitions). The
simulation setup has 5 good annotators and 50 spammers.

annotator. However we can use this parameter to control the number of annotators we want to use.
Figure 9 plots the performance for the same setup as earlier for differentpruning thresholds. From
Figure 9(b) we see that as the pruning threshold decreases the sensitivity for spammer elimination
increases thereby using less annotators. Interestingly the accuracy also increases. If we had imposed
a common shrinkage prior (that is, sameλ j for all annotators) then we would expect a drop in
accuracy as the model becomes more sparse. The advantage of our ASDprior is that the amount
of shrinkage for each annotator is different and depends on how accurate the annotator is, more
accurate annotators suffer less shrinkage while spammers suffer severe shrinkage.

8.6 Experiments On Crowdsourced Data

We report results on some publicly available linguistic and image annotation data collected using
the Amazon Mechanical Turk and other sources. Table 1 summarizes the data sets along with a brief
description of the tasks. Table 2 summarizes the results for the binary data sets with known ground
truth. We compare the proposed SpEM, EM (Dawid and Skene, 1979; Raykar et al., 2010), and the
Majority Voting (MV) algorithm in terms of AUC and accuracy. To compute the accuracy we use a
threshold of 0.5 on the estimated probabilities. In terms of the AUC all three algorithms have similar
performance. In terms of accuracy the SpEM and EM were better than the MV algorithm. The table
also shows the number of annotators eliminated as spammers by the proposed algorithm. Figure 10
plots the actual and the estimated annotator performance for the SpEM algorithm for binary data
sets with known ground truth.
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Data Set Type N M M∗ N∗ Brief Description

bluebird binary 108 39 39/39 108/108 bird identification(Welinder et al., 2010) The an-
notator had to identify whether there was a Indigo Bunting or Blue
Grosbeak in the image.

rte binary 800 164 10/10 49/20 recognizing textual entailment(Snow
et al., 2008) The annotator is presented with two sentences and
given a binary choice of whether the second hypothesis sentence
can be inferred from the first.

temp binary 462 76 10/10 61/16 event annotation(Snow et al., 2008) Annotators are
presented with a dialogue and a pair of verbs from the dialogue,
and need to label whether the event described by the first verb
occurs before or after the second.

localview× binary 832 97 5/5 43/14 word sense disambiguation(Parent and Es-
kenazi, 2010) Workers were asked to indicate if two definitions of
a word were related to the same meaning or different meanings.

valence ordinal 100 38 10/10 26/20 affect recognition(Snow et al., 2008) Each annota-
tor is presented with a short headline and asked to rate the overall
positive or negative valence of the emotional content of thehead-
line.

sentiment× categorical/3 1660 33 6/6 291/175 Irish economic sentiment analy-
sis (Brew et al., 2010) Articles from three Irish online news
sources were annotated by a group of 33 volunteer users, who
were encouraged to label the articles as positive, negative, or ir-
relevant.

Table 1: Data Sets. Nis the number of instances andM is the number of annotators.M∗ is the
mean/median number of annotators per instance.N∗ is the mean/median number of in-
stances labeled by each annotator. All the data sets except those marked× have a known
gold standard. Except sentiment data set all others were collected using Amazons’s Me-
chanical Turk. The valence data set was converted to a binary scale in our experiments.

Data Spammers AUC Accuracy

S SpEM EM MV SpEM EM MV

bluebird 11/39 .96 .95 .88 .91 .90 .76
rte 12/164 .96 .96 .96 .93 .93 .92

temp 3/76 .96 .96 .97 .94 .94 .94
valence 1/38 .90 .91 .94 .86 .86 .80

localview× 12/97 - - - - - -
sentiment× 1/33 - - - - - -

Table 2: Comparison of the various methods for the data sets in Table 1.SpEM is the proposed
algorithm, EM is the algorithm proposed in Dawid and Skene (1979) and Raykar et al.
(2010), and MV is the soft majority voting algorithm. S is the number of annotators
eliminated as spammers by the proposed algorithm. The accuracy and AUC areshown
only for data sets with known gold standard.
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(d) valence

Figure 10: SpEM results for binary datsets shown in Table 2The black cross plots the actual sensi-
tivity and specificity of each annotator. The red dot plots the sensitivity andspecificity
estimated by the SpEM algorithm. The green squares show the annotators eliminated
as spammers. We plot the ROC for the estimated ground truth and the operating point
corresponding to a threshold of 0.5.
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8.7 Ranking Annotators

The proposed spammer score can be used to rank the annotators. Figure11 plots the spammer scores
and rankings obtained for four data sets. The mean and the 95% CI obtained via bootstrapping are
also shown. The number at the top of the CI bar shows the number of instances annotated by that
annotator. The rankings are based on the lower limit of the 95% CI which factors the number of
instances labeled by the annotator into the ranking. An annotator who labels only a few instances
will have very wide CI. Some annotators who label only a few instances may have a high mean
spammer score but the CI will be wide and hence ranked lower. Ideally we would like to have
annotators with a high score and at the same time label a lot of instances so thatwe can reliably
identify them. The authors (Brew et al., 2010) for the sentiment data set shared with us some of the
qualitative observations regarding the annotators and they somewhat agree with our rankings. For
example the authors made the following comments about Annotator 7”Quirky annotator - had a lot
of debate about what was the meaning of the annotation question. I’d sayhe changed his labeling
strategy at least once during the process”. Our proposed score gave a low rank to this annotator.

9. Conclusion

In this paper we formalized the notion of a spammer for binary and categorical annotations. Using
the score to define a prior we proposed an empirical Bayesian algorithm called SpEM that simul-
taneously estimates the consensus ground truth and also eliminates the spammers. Experiments on
simulated and real data show that the proposed approach is better than (oras good as) the earlier
approaches in terms of the accuracy and uses a significantly smaller numberof annotators.

Appendix A. ASD Prior Normalization

In this appendix we analytically derive the normalization term for the proposed ASD prior. The
normalization termN(λ j) can be computed as

N(λ j) =
∫ 1

0

∫ 1

0
exp

(
−λ j(α j +β j −1)2

2

)
dα jdβ j

=
∫ 1

0

[∫ 1

0

√
2π
λ j N

(
β j ;1−α j ,

1
λ j

)
dβ j

]
dα j

=

√
2π
λ j

[∫ 1

0
Φ(
√

λ jα j)dα j −
∫ 1

0
Φ[
√

λ j(α j −1)]dα j
]
,

where Φ(x) = (1/
√

2π)
∫ x
−∞ exp(−t2/2)dt is the Gaussian cumulative distribution function and

N (x;u,v) the Gaussian distribution ofx with meanu and variancev. Using the fact that
∫

Φ(x)dx=
xΦ(x)+ φ(x), whereφ is the standard normal andΦ(x) = (1/2)[1+erf(t/

√
2)] the normalization
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Figure 11: Annotator RankingsThe rankings obtained for the data sets in Table 1. The spammer
score ranges from 0 to 1, the lower the score, the more spammy the annotator. The mean
spammer score and the 95% confidence intervals (CI) are shown, obtained from 100
bootstrap replications. The annotators are ranked based on the lower limit of the 95%
CI. The number at the top of the CI bar shows the number of instances annotated by that
annotator. Note that the CIs are wider when the annotator labels only a few instances.

term can be further simplified as follows,

N(λ j) =

√
2π

λ j

(√
λ j(2Φ(

√
λ j)−1)+2φ(

√
λ j)−2φ(0)

)

=

√
2π

λ j

(√
λ jerf(

√
λ j/2)+2φ(

√
λ j)−2φ(0)

)

=
1
λ j

(√
2πλ jerf(

√
λ j/2)+2exp(−λ j/2)−2

)

=

√
2π
λ j

(
2√
λ j

∫ √λ j

0
Φ(t)dt−1

)
.
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Appendix B. Derivatives of the Log-marginal—Binary Case

The derivative of the approximation to the log-marginal likelihood can be written as

∂
∂λ j logPr[D|λ]≈ ∂

∂λ j logPr[θ̂MAP|λ]−
1
2

Tr

[
H−1(θ̂MAP,λ)

∂
∂λ j H(θ̂MAP,λ)

]

=
∂

∂λ j logPr[α̂ j , β̂ j |λ j ]− 1
2

σ(λ j)

where we have definedσ(λ) =Tr
[
H−1(θ̂MAP,λ)

∂
∂λH(θ̂MAP,λ)

]
. From the ASD prior we can show

that
∂

∂λ j logPr[α̂ j , β̂ j |λ j ] =−1
2
(α̂ j + β̂ j −1)2+

1
2λ j δ(λ j),

where we have defined

δ(λ) =

[
2−

√
2πλerf(

√
λ/2)√

2πλerf(
√

λ/2)+2exp(−λ/2)−2

]
.

To computeσ(λ j), let us compute the Hessian matrix first. Since logPr[D|θ] is again not tractable,
we use the following lower bound (as used by the EM algorithm earlier) to compute the likelihood
term:

logPr[D|θ]≥
N

∑
i=1

[
µi logpai +(1−µi) log(1− p)bi

]
,

whereµi = Pr[ŷi |θ] is the expected class label for itemi (calculated in the E-step). Then we have

Ψ(θ) = logPr[D|θ]+ logPr[θ|λ]

≈
N

∑
i=1

[
µi logpai +(1−µi) log(1− p)bi

]
−

M

∑
j=1

λ j

2
(α j +β j −1)2−

M

∑
j=1

logC(λ j).

Note that this is equal toLθ as defined in (12). The first-order derivatives with respect toα j andβ j

are:

∂Ψ(θ)

∂α j =
∑N

i=1µiy
j
i −α j ∑N

i=1µi

α j(1−α j)
−λ j(α j +β j −1),

∂Ψ(θ)

∂β j =
∑N

i=1(1−µi)(1−y j
i )−β j ∑N

i=1(1−µi)

β j(1−β j)
−λ j(α j +β j −1).

The second-order derivatives are:

∂2Ψ(θ)

∂α j∂α j =
∑i µiy

j
i · (2α j −1)− (α j)2 ∑i µi

[α j(1−α j)]2
−λ j (19)

∂2Ψ(θ)

∂α j∂β j =
∂2Ψ(θ)

∂β j∂α j =−λ j

∂2Ψ(θ)

∂β j∂β j =
∑i(1−µi)(1−y j

i ) · (2β j −1)− (β j)2 ∑i(1−µi)

[β j(1−β j)]2
−λ j (20)

∂2Ψ(θ)

∂α j∂αk =
∂2Ψ(θ)

∂α j∂βk =
∂2Ψ(θ)

∂β j∂αk =
∂2Ψ(θ)

∂β j∂βk = 0, ∀ j 6= k.
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If we arrange all the parameters column-wise as a vector{α1,β1, . . . ,αM,βM}, then the Hessian
matrix can be written in a block diagonal formH(θ̂MAP,λ) = A(α,β)−B(λ), where matrixA (a
diagonal matrix with entries equal to the first terms in (19) and (20)) depends onα andβ only, and
matrixB is a block diagonal matrix of the form

B(λ) =




λ1 λ1 0 0 · · · 0 0
λ1 λ1 0 0 · · · 0 0
0 0 λ2 λ2 · · · 0 0
0 0 λ2 λ2 · · · 0 0
...

...
...

...
. . .

...
...

0 0 0 0 · · · λM λM

0 0 0 0 · · · λM λM




.

It is now easy to take the derivative ofH(θ̂MAP,λ) with respect toλ j and computeσ(λ j). Let
Σ= H−1(θ̂MAP,λ), a block diagonal matrix, then we have we have

σ(λ j) = Tr

[
H−1(θ̂MAP,λ)

∂
∂λ j H(θ̂MAP,λ)

]
=−Σ2 j−1,2 j−1−Σ2 j−1,2 j −Σ2 j,2 j−1−Σ2 j,2 j .

That is,σ(λ j) is computed by taking the negative of the element-wise sum of the sub-matrixΣ(2 j−
1 : 2j,2 j−1 : 2j).

Appendix C. Derivatives of the Log Marginal—Categorical Labels

Similarly the second-order derivatives for the categorical case can bewritten as

∂2L

∂α j
ck∂α j

ck

=−∑i µicδ(y j
i ,k)

[α j
ck]

2
− (C−1)λ j

C
, (21)

∂2L

∂α j
ck∂α j

c′k

=
λ j

C
,

∂2L

∂α j
ck∂α j

ck′
=

∂2L

∂α j
ck∂α j

c′k′
= 0.

If we rearrange all the parameters in the multinomial termα j column-wise as a vector of the form
{α j

11,α
j
21, . . . ,α

j
C1,α

j
12, . . . ,α

j
C2, . . . ,α

j
CC}, then Hessian matrix for the parametersθ= {α1, . . . ,αM}

can be written in a block diagonal form asH = diag(H1, . . . ,HM), with H j = diag(D j
1, . . . ,D

j
C),

where each matrixD j
c is a C×C matrix of the formD j

c = Ac(α
j) +B(λ j), whereAc(α

j) is a
diagonal matrix with entries equal to the first term in (21) andB(λ j) = λ j

(
(1/C)ee⊤− IC).

B j
c(λ

j) =
1
C




−(C−1)λ j λ j λ j · · · λ j

λ j −(C−1)λ j λ j · · · λ j

...
...

. ..
...

...
λ j · · · λ j −(C−1)λ j λ j

λ j · · · λ j λ j −(C−1)λ j




516



ELIMINATING SPAMMERS AND RANKING ANNOTATORS FORCROWDSOURCING

Therefore, ∂
∂λ j H j is aC2×C2 block diagonal matrix with(1/C)ee⊤− IC on every diagonal. This

greatly simplifies the computation ofσ(λ j).
Since computing the normalization constantN(λ j) is analytically hard we numerically calculate

δ(λ j) by observing that

δ(λ j) =− 2λ j

N(λ j)

∂
∂λ j N(λ j)

= λ j ·
∫

Sexp
(
−λ j

2

∥∥(I − 1
Cee⊤

)
A j
∥∥2

F

)
·
∥∥(I − 1

Cee⊤
)

A j
∥∥2

F dA j

∫
Sexp

(
−λ j

2

∥∥(I − 1
Cee⊤

)
A j
∥∥2

F

)
dA j

,

whereS= {A j = [α j
ck] ∈ R

C×C|αck ∈ [0,1],A je= e}. We compute the integration numerically via
sampling.
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Editors: Sören Sonnenburg, Francis Bach and Cheng Soon Ong

Abstract

Metric and kernel learning arise in several machine learning applications. However, most existing
metric learning algorithms are limited to learning metricsover low-dimensional data, while existing
kernel learning algorithms are often limited to the transductive setting and do not generalize to new
data points. In this paper, we study the connections betweenmetric learning and kernel learning that
arise when studying metric learning as a linear transformation learning problem. In particular, we
propose a general optimization framework for learning metrics via linear transformations, and an-
alyze in detail a special case of our framework—that of minimizing the LogDet divergence subject
to linear constraints. We then propose a general regularized framework for learning a kernel matrix,
and show it to beequivalentto our metric learning framework. Our theoretical connections between
metric and kernel learning have two main consequences: 1) the learned kernel matrix parameterizes
a linear transformation kernelfunctionand can be applied inductively to new data points, 2) our
result yields a constructive method for kernelizing most existing Mahalanobis metric learning for-
mulations. We demonstrate our learning approach by applying it to large-scale real world problems
in computer vision, text mining and semi-supervised kerneldimensionality reduction.

Keywords: metric learning, kernel learning, linear transformation,matrix divergences, logdet
divergence

1. Introduction

One of the basic requirements of many machine learning algorithms (e.g., semi-supervised cluster-
ing algorithms, nearest neighbor classification algorithms) is the ability to compare two objects to
compute a similarity or distance between them. In many cases, off-the-shelf distance or similarity
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functions such as the Euclidean distance or cosine similarity are used; for example, in text retrieval
applications, the cosine similarity is a standard function to compare two text documents. However,
such standard distance or similarity functions are not appropriate for all problems.

Recently, there has been significant effort focused on task-specificlearning for comparing data
objects. One prominent approach has been to learn a distance metric between objects given addi-
tional side information such as pairwise similarity and dissimilarity constraints overthe data. A
class of distance metrics that has shown excellent generalization properties is the learnedMaha-
lanobis distancefunction (Davis et al., 2007; Xing et al., 2002; Weinberger et al., 2005; Goldberger
et al., 2004; Shalev-Shwartz et al., 2004). The Mahalanobis distance can be viewed as a method
in which data is subject to alinear transformation, and the goal of such metric learning methods
is to learn the linear transformation for a given task. Despite their simplicity and generalization
ability, Mahalanobis distances suffer from two major drawbacks: 1) the number of parameters to
learn grows quadratically with the dimensionality of the data, making it difficult to learn distance
functions over high-dimensional data, 2) learning a linear transformation isinadequate for data sets
with non-linear decision boundaries.

To address the latter shortcoming,kernel learningalgorithms typically attempt to learn a ker-
nel matrix over the data. Limitations of linear methods can be overcome by employing a non-linear
input kernel, which implicitly maps the data non-linearly to a high-dimensional feature space. How-
ever, many existing kernel learning methods are still limited in that the learned kernels do not gener-
alize to new points (Kwok and Tsang, 2003; Kulis et al., 2006; Tsuda et al.,2005). These methods
are therefore restricted to learning in the transductive setting where all thedata (labeled and unla-
beled) is assumed to be given upfront. There has been some work on learning kernels that generalize
to new points, most notably work on hyperkernels (Ong et al., 2005), butthe resulting optimization
problems are expensive and cannot be scaled to large or even medium-sized data sets. Another ap-
proach is multiple kernel learning (Lanckriet et al., 2004), which learns amixture of base kernels;
this approach is inductive but the class of learnable kernels can be restrictive.

In this paper, we explore metric learning with linear transformations over arbitrarily high-
dimensional spaces; as we will see, this is equivalent to learning alinear transformation kernel
functionφ(x)TWφ(y) given an input kernel functionφ(x)Tφ(y). In the first part of the paper, we
formulate a metric learning problem that uses a particular loss function called the LogDet diver-
gence, for learning the positive definite matrixW. This loss function is advantageous for several
reasons: it is defined only over positive definite matrices, which makes the optimization simpler, as
we will be able to effectively ignore the positive definiteness constraint onW. Furthermore, the loss
function has precedence in optimization (Fletcher, 1991) and statistics (James and Stein, 1961).
An important advantage of our method is that the proposed optimization algorithmis scalable to
very large data sets of the order of millions of data objects. But perhaps most importantly, the
loss function permits efficient kernelization, allowing efficient learning of alinear transformation in
kernel space. As a result, unlike transductive kernel learning methods, our method easily handles
out-of-sample extensions, that is, it can be applied to unseen data.

We build upon our results of kernelization for the LogDet formulation to develop a general
framework for learning linear transformation kernel functions and showthat such kernels can be
efficiently learned over a wide class of convex constraints and loss functions. Our result can be
viewed as a representer theorem, where the optimal parameters can be expressed purely in terms
of the training data. In our case, even though the matrixW may be infinite-dimensional, it can be
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fully represented in terms of the constrained data points, making it possible to compute the learned
kernel function over arbitrary points.

We demonstrate the benefits of a generalized framework for inductive kernel learning by apply-
ing our techniques to the problem of inductive kernelized semi-superviseddimensionality reduction.
By choosing the trace-norm as a loss function, we obtain a novel kernellearning method that learns
low-rank linear transformations; unlike previous kernel dimensionality methods, whichare either
unsupervised or cannot easily be applied inductively to new data, our method intrinsically possesses
both desirable properties.

Finally, we apply our metric and kernel learning algorithms to a number of challenging learning
problems, including ones from the domains of computer vision and text mining. Unlike exist-
ing techniques, we can learn linear transformation-based distance or kernel functions over these
domains, and we show that the resulting functions lead to improvements over state-of-the-art tech-
niques for a variety of problems.

2. Related Work

Most of the existing work in metric learning has been done in the Mahalanobis distance (or metric)
learning paradigm, which has been found to be a sufficiently powerful class of metrics for a variety
of data. In one of the earliest papers on metric learning, Xing et al. (2002) propose a semidefinite
programming formulation under similarity and dissimilarity constraints for learning aMahalanobis
distance, but the resulting formulation is slow to optimize and has been outperformed by more
recent methods. Weinberger et al. (2005) formulate the metric learning problem in a large margin
setting, with a focus onk-NN classification. They also formulate the problem as a semidefinite
programming problem and consequently solve it using a method that combines sub-gradient descent
and alternating projections. Goldberger et al. (2004) proceed to learn alinear transformation in the
fully supervised setting. Their formulation seeks to ‘collapse classes’ by constraining within-class
distances to be zero while maximizing between-class distances. While each of these algorithms was
shown to yield improved classification performance over the baseline metrics,their constraints do
not generalize outside of their particular problem domains; in contrast, ourapproach allows arbitrary
linear constraints on the Mahalanobis matrix. Furthermore, these algorithms allrequire eigenvalue
decompositions or semi-definite programming, which is at least cubic in the dimensionality of the
data.

Other notable works for learning Mahalanobis metrics include Pseudo-metricOnline Learning
Algorithm (POLA) (Shalev-Shwartz et al., 2004), Relevant Components Analysis (RCA) (Schultz
and Joachims, 2003), Neighborhood Components Analysis (NCA) (Goldberger et al., 2004), and
locally-adaptive discriminative methods (Hastie and Tibshirani, 1996). In particular, Shalev-Shwartz
et al. (2004) provided the first demonstration of Mahalanobis distance learning in kernel space.
Their construction, however, is expensive to compute, requiring cubic timeper iteration to update
the parameters. As we will see, our LogDet-based algorithm can be implemented more efficiently.

Non-linear transformation based metric learning methods have also been proposed, though these
methods usually suffer from suboptimal performance, non-convexity, or computational complexity.
Examples include the convolutional neural net based method of Chopra etal. (2005); and a general
Riemannian metric learning method (Lebanon, 2006).

Most of the existing work on kernel learning can be classified into two broad categories. The first
category includes parametric approaches, where the learned kernel function is restricted to be of a
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specific form and then the relevant parameters are learned according tothe provided data. Prominent
methods include multiple kernel learning (Lanckriet et al., 2004), hyperkernels (Ong et al., 2005),
and hyper-parameter cross-validation (Seeger, 2006). Most of these methods either lack modeling
flexibility, require non-convex optimization, or are restricted to a supervised learning scenario. The
second category includes non-parametric methods, which explicitly model geometric structure in the
data. Examples include spectral kernel learning (Zhu et al., 2005), manifold-based kernel learning
(Bengio et al., 2004), and kernel target alignment (Cristianini et al., 2001). However, most of these
approaches are limited to the transductive setting and cannot be used to naturally generalize to
new points. In comparison, our kernel learning method combines both of theabove approaches.
We propose a general non-parametric kernelmatrix learning framework, similar to methods of the
second category. However, based on our choice of regularization and constraints, we show that our
learned kernel matrix corresponds to a linear transformation kernel function parameterized by a PSD
matrix. As a result, our method can be applied to inductive settings without sacrificing significant
modeling power. In addition, our kernel learning method naturally provideskernelization for many
existing metric learning methods. Recently, Chatpatanasiri et al. (2010) showed kernelization for
a class of metric learning algorithms including LMNN and NCA; as we will see, our result is
more general and we can prove kernelization over a larger class of problems and can also reduce
the number of parameters to be learned. Furthermore, our methods can be applied to a variety of
domains and with a variety of forms of side-information. Independent of our work, Argyriou et al.
(2010) recently proved a representer type of theorem for spectral regularization functions. However,
the framework they consider is different than ours in that they are interested in sensing an underlying
high-dimensional matrix using given measurements.

The research in this paper combines and extends work done in Davis et al.(2007), Kulis et al.
(2006), Davis and Dhillon (2008), and Jain et al. (2010). The focus inDavis et al. (2007) and Davis
and Dhillon (2008) was solely on the LogDet divergence, while the main goal in Kulis et al. (2006)
was to demonstrate the computational benefits of using the LogDet and von Neumann divergences
for learning low-rank kernel matrices. In Jain et al. (2010), we showed the equivalence between
a general class of kernel learning problems and metric learning problems.In this paper, we unify
and summarize the work in the existing conference papers and also providedetailed proofs of the
theorems in Jain et al. (2010).

3. LogDet Divergence Based Metric Learning

We begin by studying a particular method, based on the LogDet divergence, for learning metrics
via learning linear transformations given pairwise distance constraints. Wediscuss kernelization of
this formulation and present efficient optimization algorithms. Finally, we address limitations of the
method when the amount of training data is large, and propose a modified algorithm to efficiently
learn a kernel under such circumstances. In subsequent sections, we will take the ingredients devel-
oped in this section and show how to generalize them to adapt to a much larger class of loss functions
and constraints, which will encompass most of the previously-studied approaches for Mahalanobis
metric learning.

3.1 Mahalanobis Distances and Parameterized Kernels

First we introduce the framework for metric and kernel learning that is employed in this paper.
Given a data set of objectsX = [x1, . . . ,xn],xi ∈ R

d0 (when working in kernel space, the data
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matrix will be represented asΦ = [φ(x1), ...,φ(xn)], whereφ is the mapping to feature space, that
is, φ : Rd0 → R

d), we are interested in finding an appropriate distance function to compare two
objects. We consider the Mahalanobis distance, parameterized by a positive definite matrixW; the
squared distance betweenxi andx j is given by

dW(xi ,x j) = (xi−x j)
TW(xi−x j). (1)

This distance function can be viewed as learning a linear transformation of the data and measuring
the squared Euclidean distance in the transformed space. This is seen by factorizing the matrix
W = GTG and observing thatdW(xi ,x j) = ‖Gxi −Gx j‖

2
2. However, if the data is not linearly

separable in the input space, then the resulting distance function may not bepowerful enough for
the desired application. As a result, we are interested in working in kernel space; that is, we will
express the Mahalanobis distance in kernel space using an appropriatemappingφ from input to
feature space:

dW(φ(xi),φ(x j)) = (φ(xi)−φ(x j))
TW(φ(xi)−φ(x j)).

Note that when we chooseφ to be the identity, we obtain (1); we will use the more general form
throughout this paper. As is standard with kernel-based algorithms, we require that this distance
be computable given the ability to compute the kernel functionκ0(x,y) = φ(x)Tφ(y). We can
therefore equivalently pose the problem as learning a parameterized kernel function κ(x,y) =
φ(x)TWφ(y) given some input kernel functionκ0(x,y) = φ(x)Tφ(y).

To learn the resulting metric/kernel, we assume that we are given constraintson the desired
distance function. In this paper, we assume that pairwise similarity and dissimilarity constraints are
given over the data—that is, pairs of points that should be similar under the learned metric/kernel,
and pairs of points that should be dissimilar under the learned metric/kernel. Such constraints
are natural in many settings; for example, given class labels over the data,points in the same class
should be similar to one another and dissimilar to points in different classes. However, our approach
is general and can accommodate other potential constraints over the distance function, such as
relative distance constraints.

The main challenge is in finding an appropriate loss function for learning the matrix W so that 1)
the resulting algorithm is scalable and efficiently computable in kernel space,2) the resulting met-
ric/kernel yields improved performance on the underlying learning problem, such as classification,
semi-supervised clustering etc. We now move on to the details.

3.2 LogDet Metric Learning

The LogDet divergence between two positive definite matrices1 W, W0 ∈ R
d×d is defined to be

Dℓd(W,W0) = tr(WW−1
0 )− logdet(WW−1

0 )−d.

We are interested in findingW that is closest toW0 as measured by the LogDet divergence but that
satisfies our desired constraints. WhenW0 = I , we can interpret the learning problem as a maximum
entropy problem. Given a set of similarity constraintsS and dissimilarity constraintsD, we propose

1. The definition of LogDet divergence can be extended to the case when W0 andW are rank deficient by appropriate
use of the pseudo-inverse. The interested reader may refer to Kulis etal. (2008).
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the following problem:

min
W�0

Dℓd(W, I), s.t. dW(φ(xi),φ(x j))≤ u, (i, j) ∈ S ,

dW(φ(xi),φ(x j))≥ ℓ, (i, j) ∈D. (2)

We make a few remarks about this formulation. The above problem was proposed and studied
in Davis et al. (2007). LogDet has many important properties that make it useful for machine
learning and optimization, including scale-invariance and preservation of the range space; see Kulis
et al. (2008) for a detailed discussion on the properties of LogDet. Beyond this, we prefer LogDet
over other loss functions (including the squared Frobenius loss as usedin Shalev-Shwartz et al.,
2004 or a linear objective as in Weinberger et al., 2005) due to the fact that the resulting algorithm
turns out to be simple and efficiently kernelizable, as we will see. We note thatformulation (2)
minimizes the LogDet divergence to the identity matrixI . This can easily be generalized to arbitrary
positive definite matricesW0. Further, (2) considers simple similarity and dissimilarity constraints
over the learned Mahalanobis distance, but other linear constraints are possible. Finally, the above
formulation assumes that there exists a feasible solution to the proposed optimization problem;
extensions to the infeasible case involving slack variables are discussed later (see Section 3.5).

3.3 Kernelizing the LogDet Metric Learning Problem

We now consider the problem of kernelizing the metric learning problem. Subsequently, we will
present an efficient algorithm and discuss generalization to new points.

Given a set ofn constrained data points, letK0 denote the input kernel matrix for the data, that
is, K0(i, j) = κ0(xi ,x j) = φ(xi)

Tφ(x j). Note that the squared Euclidean distance in kernel space
may be written asK(i, i)+K( j, j)− 2K(i, j), whereK is the learned kernel matrix; equivalently,
we may write the distance as tr(K(ei −e j)(ei −e j)

T), whereei is the i-th canonical basis vector.
Consider the following problem to findK:

min
K�0

Dℓd(K,K0), s.t. tr(K(ei−e j)(ei−e j)
T)≤ u, (i, j) ∈ S ,

tr(K(ei−e j)(ei−e j)
T)≥ ℓ, (i, j) ∈D. (3)

This kernel learning problem was first proposed in the transductive setting in Kulis et al. (2008),
though no extensions to the inductive case were considered. Note that problem (2) optimizes over a
d×d matrixW, while the kernel learning problem (3) optimizes over ann×n matrix K. We now
present our key theorem connecting (2) and (3).

Theorem 1 Let K0 ≻ 0. Let W∗ be the optimal solution to problem(2) and let K∗ be the optimal
solution to problem(3). Then the optimal solutions are related by the following:

K∗ = ΦTW∗Φ, W∗ = I +ΦSΦT ,

where S= K−1
0 (K∗−K0)K

−1
0 , K0 = ΦTΦ, Φ = [φ(x1),φ(x2), . . . ,φ(xn)] .

The above theorem shows that the LogDet metric learning problem (2) canbe solved implicitly by
solving an equivalent kernel learning problem (3). In fact, in Section 4we show an equivalence be-
tween metric and kernel learning for a general class of regularization functions. The above theorem
follows as a corollary to our general theorem (see Theorem 4), which will be proven later.
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Next, we generalize the above theorem to regularize against arbitrary positive definite matrices
W0.

Corollary 2 Consider the following problem:

min
W�0

Dℓd(W,W0), s.t. dW(φ(xi),φ(x j))≤ u, (i, j) ∈ S ,

dW(φ(xi),φ(x j))≥ ℓ, (i, j) ∈D. (4)

Let W∗ be the optimal solution to problem(4) and let K∗ be the optimal solution to problem(3).
Then the optimal solutions are related by the following:

K∗ = ΦTW∗Φ, W∗ =W0+W0ΦSΦTW0,

where S= K−1
0 (K∗−K0)K

−1
0 , K0 = ΦTW0Φ, Φ = [φ(x1),φ(x2), . . . ,φ(xn)] .

Proof Note thatDℓd(W,W0) = Dℓd(W
−1/2
0 WW−1/2

0 , I). Let W̃ = W−1/2
0 WW−1/2

0 . Problem (4) is
now equivalent to:

min
W̃�0

Dℓd(W̃, I), s.t. dW̃(φ̃(xi), φ̃(x j))≤ u (i, j) ∈ S ,

dW̃(φ̃(xi), φ̃(x j))≥ ℓ (i, j) ∈D,
(5)

whereW̃ = W−1/2
0 WW−1/2

0 , Φ̃ = W1/2
0 Φ and Φ̃ = [φ̃(x1), φ̃(x2), . . . , φ̃(xn)]. Now using Theo-

rem 1, the optimal solutioñW∗ of problem (5) is related to the optimalK∗ of problem (3) by
K∗ = Φ̃TW̃∗Φ̃ = ΦTW1/2

0 W−1/2
0 W∗W−1/2

0 W1/2
0 Φ = ΦTW∗Φ. Similarly, W∗ = W1/2

0 W̃∗W1/2
0 =

W0+W0ΦSΦTW0 whereS= K−1
0 (K∗−K0)K

−1
0 .

Since the kernelized version of LogDet metric learning is also a linearly constrained optimization
problem with a LogDet objective, similar algorithms can be used to solve either problem. This
equivalence implies that we canimplicitly solve the metric learning problem by instead solving for
the optimal kernel matrixK∗. Note that using LogDet divergence as objective function has two sig-
nificant benefits over many other popular loss functions: 1) the metric and kernel learning problems
(2), (3) are both equivalent and therefore solving the kernel learning formulation directly provides
an out of sample extension (see Section 3.4 for details), 2) projection with respect to the LogDet
divergence onto a single distance constraint has a closed-form solution, thus making it amenable to
an efficient cyclic projection algorithm (refer to Section 3.5).

3.4 Generalizing to New Points

In this section, we see how to generalize to new points using the learned kernel matrixK∗.
Suppose that we have solved the kernel learning problem forK∗ (from now on, we will drop

the ∗ superscript and assume thatK andW are at optimality). The distance between two points
φ(xi) andφ(x j) that are in the training set can be computed directly from the learned kernelmatrix
as K(i, i) +K( j, j)− 2K(i, j). We now consider the problem of computing the learned distance
between two pointsφ(z1) andφ(z2) that may not be in the training set.
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In Theorem 1, we showed that the optimal solution to the metric learning problemcan be ex-
pressed asW = I +ΦSΦT . To compute the Mahalanobis distance in kernel space, we see that the
inner productφ(z1)

TWφ(z2) can be computed entirely via inner products between points:

φ(z1)
TWφ(z2) = φ(z1)

T(I +ΦSΦT)φ(z2) = φ(z1)
Tφ(z2)+φ(z1)

TΦSΦTφ(z2),

= κ0(z1,z2)+kT
1 Sk2,whereki = [κ0(zi ,x1), ...,κ0(zi ,xn)]

T . (6)

Thus, the expression above can be used to evaluate kernelized distances with respect to the learned
kernel function between arbitrary data objects.

In summary, the connection between kernel learning and metric learning allows us to generalize
our metrics to new points in kernel space. This is performed by first solvingthe kernel learning
problem forK, then using the learned kernel matrix and the input kernel function to compute learned
distances using (6).

3.5 Kernel Learning Algorithm

Given the connection between the Mahalanobis metric learning problem for thed×d matrixW and
the kernel learning problem for then×n kernel matrixK, we develop an algorithm for efficiently
performing metric learning in kernel space. Specifically, we provide an algorithm (see Algorithm 1)
for solving the kernelized LogDet metric learning problem (3).

First, to avoid problems with infeasibility, we incorporateslack variablesinto our formulation.
These provide a tradeoff between minimizing the divergence betweenK andK0 and satisfying the
constraints. Note that our earlier results (see Theorem 1) easily generalize to the slack case:

min
K,ξ

Dℓd(K,K0)+ γ ·Dℓd(diag(ξ),diag(ξ0))

s.t. tr(K(ei−e j)(ei−e j)
T)≤ ξi j (i, j) ∈ S ,

tr(K(ei−e j)(ei−e j)
T)≥ ξi j (i, j) ∈D.

(7)

The parameterγ above controls the tradeoff between satisfying the constraints and minimizing
Dℓd(K,K0), and the entries ofξ0 are set to beu for corresponding similarity constraints andℓ for
dissimilarity constraints.

To solve problem (7), we employ the technique ofBregman projections, as discussed in the
transductive setting (Kulis et al., 2008). At each iteration, we choose a constraint(i, j) from S orD.
We then apply a Bregman projection such thatK satisfies the constraint after projection; note that
the projection is not an orthogonal projection but is rather tailored to the particular function that we
are optimizing. Algorithm 1 details the steps for Bregman’s method on this optimizationproblem.
Each update is a rank-one update

K← K+βK(ei−e j)(ei−e j)
TK,

whereβ is a projection parameter that can be computed in closed form (see Algorithm 1).
Algorithm 1 has a number of key properties which make it useful for various kernel learning

tasks. First, the Bregman projections can be computed in closed form, assuring that the projection
updates are efficient (O(n2)). Note that, if the feature space dimensionalityd is less thann then
a similar algorithm can be used directly in the feature space (see Davis et al., 2007). Instead of
LogDet, if we use the von Neumann divergence, another potential loss function for this problem,
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Algorithm 1 Metric/Kernel Learning with the LogDet Divergence
Input: K0: inputn×n kernel matrix,S : set of similar pairs,D: set of dissimilar pairs,u, ℓ: distance

thresholds,γ: slack parameter
Output: K: output kernel matrix

1. K← K0, λi j ← 0 ∀ i j
2. ξi j ← u for (i, j) ∈ S ; otherwiseξi j ← ℓ
3. repeat

3.1. Pick a constraint(i, j) ∈ S orD
3.2. p← (ei−e j)

TK(ei−e j)

3.3. δ← 1 if (i, j) ∈ S ,−1 otherwise

3.4. α←min
(

λi j ,
δγ

γ+1

(
1
p−

1
ξi j

))

3.5. β← δα/(1−δαp)
3.6. ξi j ← γξi j /(γ+δαξi j )

3.7. λi j ← λi j −α
3.8. K← K+βK(ei−e j)(ei−e j)

TK
4. until convergence

return K

O(n2) updates are possible, but are much more complicated and require use of thefast multipole
method, which cannot be employed easily in practice. Secondly, the projections maintain positive
definiteness, which avoids any eigenvector computation or semidefinite programming. This is in
stark contrast with the Frobenius loss, which requires additional computation to maintain positive
definiteness, leading toO(n3) updates.

3.6 Metric/Kernel Learning with Large Data Sets

In Sections 3.1 and 3.3, we proposed a LogDet divergence-based Mahalanobis metric learning prob-
lem (2) and an equivalent kernel learning problem (3). The number ofparameters involved in these
problems isO(min(n,d)2), wheren is the number of training points andd is the dimensionality
of the data. The quadratic dependence affects not only the running time for training and testing,
but also requires estimating a large number of parameters. For example, a data set with 10,000
dimensions leads to a Mahalanobis matrix with 100 million entries. This represents afundamental
limitation of existing approaches, as many modern data mining problems possess relatively high
dimensionality.

In this section, we present a heuristic for learning structured Mahalanobis distance (kernel) func-
tions that scale linearly with the dimensionality (or training set size). Instead ofrepresenting the
Mahalanobis distance/kernel matrix as a fulld×d (or n×n) matrix withO(min(n,d)2) parameters,
our methods use compressed representations, admitting matrices parameterized by O(min(n,d))
values. This enables the Mahalanobis distance/kernel function to be learned, stored, and evaluated
efficiently in the context of high dimensionality and large training set size. In particular, we pro-
pose a method to efficiently learn an identity plus low-rank Mahalanobis distance matrix and its
equivalent kernel function.

Now, we formulate this approach, which we call the high-dimensional identity plus low-rank
(IPLR) metric learning problem. Consider a low-dimensional subspace inR

d and let the columns
of U form an orthogonal basis of this subspace. We will constrain the learnedMahalanobis distance
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matrix to be of the form:
W = Id +Wl = Id +ULUT ,

whereId is thed× d identity matrix,Wl denotes the low-rank part ofW andL ∈ S
k×k
+ with k≪

min(n,d). Analogous to (2), we propose the following problem to learn an identity pluslow-rank
Mahalanobis distance function:

min
W,L�0

Dℓd(W, Id) s.t. dW(φ(xi),φ(x j))≤ u (i, j) ∈ S ,

dW(φ(xi),φ(x j))≥ ℓ (i, j) ∈D, W = Id +ULUT . (8)

Note that the above problem is identical to (2) except for the added constraintW = Id+ULUT . Let
F = Ik+L. Now we have

Dℓd(W, Id) = tr(Id +ULUT)− logdet(Id +ULUT)−d,

= tr(Ik+L)+d−k− logdet(Ik+L)−d = Dℓd(F, I
k), (9)

where the second equality follows from the fact that tr(AB) = tr(BA) and Sylvester’s determinant
lemma. Also note that for allC∈ R

n×n,

tr(WΦCΦT) = tr((Id +ULUT)ΦCΦT) = tr(ΦCΦT)+ tr(LUTΦCΦTU),

= tr(ΦCΦT)− tr(Φ′CΦ′T)+ tr(FΦ′CΦ′T),

whereΦ′ =UTΦ is the reduced-dimensional representation ofΦ. Therefore,

dW(φ(xi),φ(x j)) = tr(WΦ(ei−e j)(ei−e j)
TΦT) (10)

= dI (φ(xi),φ(x j))−dI (φ′(xi),φ′(x j))+dF(φ′(xi),φ′(x j)).

Using (9) and (10), problem (8) is equivalent to the following:

min
F�0

Dℓd(F, I
k),

s.t. dF(φ′(xi),φ′(x j))≤ u−dI (φ(xi),φ(x j))+dI (φ′(xi),φ′(x j)), (i, j) ∈ S ,

dF(φ′(xi),φ′(x j))≥ ℓ−dI (φ(xi),φ(x j))+dI (φ′(xi),φ′(x j)), (i, j) ∈D. (11)

Note that the above formulation is an instance of problem (2) and can be solved using an algorithm
similar to Algorithm 1. Furthermore, the above problem solves for ak×k matrix rather than ad×d
matrix seemingly required by (8). The optimalW∗ is obtained asW∗ = Id +U(F∗− Ik)UT .

Next, we show that problem (11) and equivalently (8) can be solved efficiently in feature space
by selecting an appropriate basisR (U = R(RTR)−1/2). Let R= ΦJ, whereJ∈Rn×k. Note thatU =
ΦJ(JTK0J)−1/2 andΦ′ =UTΦ = (JTK0J)−1/2JTK0, that is,Φ′ ∈Rk×n can be computed efficiently
in the feature space (requiring inversion of only ak×k matrix). Hence, problem (11) can be solved
efficiently in feature space using Algorithm 1, and the optimal kernelK∗ is given by

K∗ = ΦTW∗Φ = K0+K0J(JTK0J)−1/2(F∗− Ik)(JTK0J)−1/2JTK0.

Note that (11) can be solved via Algorithm 1 usingO(k2) computational steps per iteration.
Additionally,O(min(n,d)k) steps are required to prepare the data. Also, the optimal solutionW∗ (or
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K∗) can be stored implicitly usingO(min(n,d)k) memory and similarly, the Mahalanobis distance
between any two points can be computed inO(min(n,d)k) time.

The metric learning problem presented here depends critically on the basis selected. For the case
whend is not significantly larger thann and feature space vectorsΦ are available explicitly, the basis
R can be selected by using one of the following heuristics (see Section 5, Davis and Dhillon, 2008
for more details):

• Using the topk singular vectors ofΦ.

• Clustering the columns ofΦ and using the mean vectors as the basisR.

• For the fully-supervised case, if the number of classes (c) is greater than the required dimen-
sionality (k) then cluster the class-mean vectors intok clusters and use the obtained cluster
centers for forming the basisR. If c< k then cluster each class intok/c clusters and use the
cluster centers to formR.

For learning the kernel function, the basisR= ΦJ can be selected by: 1) using a randomly sampled
coefficient matrixJ, 2) clusteringΦ using kernelk-means or a spectral clustering method, 3) choos-
ing a random subset ofΦ, that is, the columns ofJ are random indicator vectors. A more careful
selection of the basisR should further improve accuracy of our method and is left as a topic for
future research.

4. Kernel Learning with Other Convex Loss Functions

One of the key benefits of our kernel learning formulation using the LogDet divergence (3) is in
the ability to efficiently learn a linear transformation (LT) kernelfunction (a kernel of the form
φ(x)TWφ(y) for some matrixW � 0) which allows the learned kernel function to be computed
over new data points. A natural question is whether one can learn similar kernel functions with
other loss functions, such as those considered previously in the literaturefor Mahalanobis metric
learning.

In this section, we propose and analyze a general kernel matrix learningproblem similar to
(3) but using a more general class of loss functions. As in the LogDet loss function case, we
show that our kernel matrix learning problem is equivalent to learning a linear transformation (LT)
kernelfunctionwith a specific loss function. This implies that the learned LT kernel function can
be naturally applied to new data. Additionally, since a large class of metric learning methods can
be seen as learning a LT kernel function, our result provides a constructive method for kernelizing
these methods. Our analysis recovers some recent kernelization results for metric learning, but also
implies several new results.

4.1 A General Kernel Learning Framework

Recall thatκ0 : Rd0×R
d0 → R is the input kernel function. We assume that the data vectors inX

have been mapped viaφ, resulting inΦ = [φ(x1),φ(x2), . . . ,φ(xn)]. As before, denote the input
kernel matrix asK0 = ΦTΦ. The goal is to learn a kernel functionκ that is regularized against
κ0 but incorporates the provided side-information. As in the LogDet formulation, we will first
consider a transductive scenario, where we learn a kernel matrixK that is regularized againstK0

while satisfying the available side-information.
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Recall that the LogDet divergence based loss function in the kernel matrix learning problem (3)
is given by:

Dℓd(K,K0) = tr(KK−1
0 )− logdet(KK−1

0 )−n,

= tr(K−1/2
0 KK−1/2

0 )− logdet(K−1/2
0 KK−1/2

0 )−n.

The kernel matrix learning problem (3) can be rewritten as:

min
K�0

f (K−1/2
0 KK−1/2

0 ), s.t. tr(K(ei−e j)(ei−e j)
T)≤ u, (i, j) ∈ S,

tr(K(ei−e j)(ei−e j)
T)≥ ℓ, (i, j) ∈D,

where f (A) = tr(A)− logdet(A).
In this section, we will generalize our optimization problem to include more general loss func-

tions beyond the LogDet-based loss functionf specified above. We also generalize our constraints
to include arbitrary constraints over the kernel matrixK rather than just the pairwise distance con-
straints in the above problem. Using the above specified generalizations, theoptimization problem
that we obtain is given by:

min
K�0

f (K−1/2
0 KK−1/2

0 ), s.t. gi(K)≤ bi , 1≤ i ≤m, (12)

where f andgi are functions fromRn×n→R. We call f the loss function(or regularizer) andgi the
constraints. Note that if f and constraintsgi ’s are all convex, then the above problem can be solved
optimally (under mild conditions) using standard convex optimization algorithms (Groschel et al.,
1988). Note that our results also hold for unconstrained variants of the above problem, as well as
variants with slack variables.

In general, such formulations are limited in that the learned kernel cannot readily be applied to
new data points. However, we will show that the above proposed problemis equivalent to learning
linear transformation (LT) kernel functions. Formally, an LT kernel functionκW is a kernel function
of the formκ(x,y) = φ(x)TWφ(y), whereW is a positive semi-definite (PSD) matrix. A natural
way to learn an LT kernel function would be to learn the parameterization matrixW using the
provided side-information. To this end, we consider the following generalization of our LogDet
based learning problem (2):

min
W�0

f (W), s.t.gi(ΦTWΦ)≤ bi , 1≤ i ≤m, (13)

where, as before, the functionf is the loss function and the functionsgi are the constraints that
encode the side information. The constraintsgi are assumed to be a function of the matrixΦTWΦ
of learned kernel values over the training data. Note that most Mahalanobis metric learning methods
may be viewed as a special case of the above framework (see Section 5).Also, for data mapped
to high-dimensional spaces via kernel functions, this problem is seemingly impossible to optimize
since the size ofW grows quadratically with the dimensionality.

4.2 Analysis

We now analyze the connection between the problems (12) and (13). We willshow that the solutions
to the two problems are equivalent, that is, by optimally solving one of the problems, the solution
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to the other can be computed in closed form. Further, this result will yield insight into the type of
kernel that is learned by the kernel learning problem.

We begin by defining the class of loss functions considered in our analysis.

Definition 3 We say that f: Rn×n→ R is a spectral function if f (A) = ∑i fs(λi), whereλ1, ...,λn

are the eigenvalues of A and fs : R→ R is a real-valued scalar function. Note that if fs is a convex
scalar function, then f is also convex.

Note that the LogDet based loss function in (3) is a spectral function. Similarly, most of the existing
metric learning formulations have a spectral function as their objective function.

Now we state our main result that for a spectral functionf , problems (12) and (13) are equiva-
lent.

Theorem 4 Let K0 = ΦTΦ ≻ 0, f be a spectral function as in Definition 3 and assume that the
global minimum of the corresponding strictly convex scalar function fs is α > 0. Let W∗ be an
optimal solution to(13)and K∗ be an optimal solution to(12). Then,

W∗ = αId +ΦSΦT ,

where S= K−1
0 (K∗−αK0)K

−1
0 . Furthermore, K∗ = ΦTW∗Φ.

The first part of the theorem demonstrates that, given an optimal solutionK∗ to (12), one can con-
struct the corresponding solutionW∗ to (13), while the second part shows the reverse. Note the
similarities between this theorem and the earlier Theorem 1. We provide the proof of this theorem
below. The main idea behind the proof is to first show that the optimal solution to (13) is always
of the formW = αId +ΦSΦT , and then we obtain the closed form expression forS using simple
algebraic manipulations.

First we introduce and analyze an auxiliary optimization problem that will help inproving the
above theorem. Consider the following problem:

min
W�0,L

f (W), s.t. gi(ΦTWΦ)≤ bi , 1≤ i ≤m, W = αId +ULUT , (14)

whereL ∈ R
k×k, U ∈ R

d×k is a column orthogonal matrix, andId is thed×d identity matrix. In
general,k can be significantly smaller than min(n,d). Note that the above problem is identical to
(13) except for an added constraintW = αId +ULUT . We now show that (14) is equivalent to a
problem overk×k matrices. In particular, (14) is equivalent to (15) defined below.

Lemma 5 Let f be a spectral function as in Definition 3 and letα > 0 be any scalar. Then,(14) is
equivalent to:

min
L�−αIk

f (αIk+L), s.t. gi(αΦTΦ+ΦTULUTΦ)≤ bi , 1≤ i ≤m. (15)

Proof The last constraint in (14) asserts thatW = αId +ULUT , which implies that there is a one-
to-one mapping betweenW andL: givenW, L can be computed and vice-versa. As a result, we
can eliminate the variableW from (14) by substitutingαId+ULUT for W (via the last constraint in
(14)). The resulting optimization problem is:

min
L�−αIk

f (αId +ULUT), s.t. gi(αΦTΦ+ΦTULUTΦ)≤ bi , 1≤ i ≤m. (16)
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Note that (15) and (16) are the same except for their objective functions. Below, we show that both
the objective functions are equal up to a constant, so they are interchangeable in the optimization
problem. LetU ′ ∈ R

d×d be an orthonormal matrix obtained by completing the basis represented
by U , that is,U ′ = [U U⊥] for someU⊥ ∈ R

d×(d−k) s.t. UTU⊥ = 0 andUT
⊥U⊥ = Id−k. Now,

W = αId+ULUT =U ′
(

αId +

[
L 0
0 0

])
U ′T . It is straightforward to see that for a spectral function

f , f (VWVT) = f (W), whereV is an orthogonal matrix. Also,∀A,B ∈ R
d×d, f

([
A 0
0 B

])
=

f (A)+ f (B). Using the above observations, we get:

f (W) = f (αId +ULUT) = f

([
αIk+L 0

0 αId−k

])
= f (αIk+L)+(d−k) f (α). (17)

Therefore, the objective functions of (15) and (16) differ by only a constant, that is, they are equiv-
alent with respect to the optimization problem. The lemma follows.

We now show that for strictly convex spectral functions (see Definition 3)the optimal solutionW∗

to (13) is of the formW∗ = αId +ΦSΦT , for someS.

Lemma 6 Suppose f , K0 andα satisfy the conditions given in Theorem 4. Then, the optimal solu-
tion to (13) is of the form W∗ = αId +ΦSΦT , where S is a n×n matrix.

Proof Note thatK0≻ 0 implies thatd≥ n. Our results can be extended whend < n, that is,K0� 0,
by using the pseudo-inverse ofK0 instead of the inverse. However, for simplicity we only present
the full-rank case.

Now, letW=UΛUT =∑ j λ ju ju
T
j be the eigenvalue decomposition ofW. Consider a constraint

gi(ΦTWΦ) ≤ bi as specified in (13). Note that if thej-th eigenvectoru j of W is orthogonal to the
range space ofΦ, that is,ΦTu j = 0, then the corresponding eigenvalueλ j is not constrained (except
for the non-negativity constraint imposed by the positive semi-definitenessconstraint). Since the
range space ofΦ is at mostn-dimensional, we can assume thatλ j ≥ 0,∀ j > n are not constrained
by the linear inequality constraints in (13).

Since f satisfies the conditions of Theorem 4,f (W) = ∑ j fs(λ j). Also, fs(α) = minx fs(x).
Hence, to minimizef (W), we can selectλ∗j = α≥ 0,∀ j > n (note that the non-negativity constraint
is also satisfied here). Furthermore, the eigenvectorsu j , ∀ j ≤ n, lie in the range space ofΦ, that is,
∀ j ≤ n, u j = Φz j for somez j ∈ R

n. Therefore,

W∗ =
n

∑
j=1

λ∗ju
∗
ju
∗T
j +α

d

∑
j=n+1

u∗ju
∗T
j =

n

∑
j=1

(λ∗j −α)u∗ju
∗T
j +α

d

∑
j=1

u∗ju
∗T
j = ΦSΦT +αId,

whereS= ∑n
j=1(λ∗j −α)z∗j z∗Tj .

Now we use Lemmas 5 and 6 to prove Theorem 4.
Proof [Proof of Theorem 4] LetΦ = UΦΣVT

Φ be the singular value decomposition (SVD) ofΦ.

Note thatK0 = ΦTΦ =VΦΣ2VT
Φ , soΣVT

Φ =VT
Φ K1/2

0 . Also, assumingΦ ∈ R
d×n to be full-rank and

d > n, VΦVT
Φ = I .

Using Lemma 6, the optimal solution to (13) is restricted to be of the formW = αId+ΦSΦT =

αId+UΦΣVT
Φ SVΦΣUT

Φ =αId+UΦVT
Φ K1/2

0 SK1/2
0 VΦUT

Φ =αId+UΦVT
Φ LVΦUT

Φ , whereL=K1/2
0 SK1/2

0 .
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As a result, for spectral functionsf , (13) is equivalent to (14), so using Lemma 5, (13) is equivalent
to (15) withU =UΦVT

Φ andL = K1/2
0 SK1/2

0 . Also, note that the constraints in (15) can be simplified
to:

gi(αΦTΦ+ΦTULUTΦ)≤ bi ≡ gi(αK0+K1/2
0 LK1/2

0 )≤ bi .

Now, let K = αK0+K1/2
0 LK1/2

0 = αK0+K0SK0, that is,L = K−1/2
0 (K−αK0)K

−1/2
0 . Theorem 4

now follows by substituting forL in (15).

As a first consequence of this result, we can achieve induction over the learned kernels, analo-
gous to (6) for the LogDet case. Given thatK = ΦTWΦ, we can see that the learned kernel function
is a linear transformation kernel; that is,κ(xi ,x j) = φ(xi)

TWφ(x j). Given a pair of new data points
z1 andz2, we use the fact that the learned kernel is a linear transformation kernel,along with the
first result of the theorem (W = αId +ΦSΦT) to compute the learned kernel as:

φ(z1)
TWφ(z2) = α ·κ0(z1,z2)+kT

1 Sk2,whereki = [κ0(zi ,x1), ...,κ0(zi ,xn)]
T . (18)

Since LogDet divergence is also a spectral function, Theorem 4 is a generalization of Theorem 1
and implies kernelization for our metric learning formulation (2). Moreover, many Mahalanobis
metric learning methods can be viewed as a special case of (13), so a corollary of Theorem 4 is
that we can constructively apply these metric learning methods in kernel space by solving their cor-
responding kernel learning problem, and then compute the learned metrics via (18). Kernelization
of Mahalanobis metric learning has previously been established for some special cases; our results
generalize and extend previous methods, as well as provide simpler techniques in some cases. We
will further elaborate in Section 5 with several special cases.

4.3 Parameter Reduction

As noted in Section 3.6 that the size of the kernel matricesK and the parameter matricesSaren×n,
and thus grow quadratically with the number of data points. Similar to the special case of the LogDet
divergence (see Section 3.6), we would like to have a way to restrict our general optimization prob-
lem (12) over a smaller number of parameters. So, we now discuss a generalization of (13) by
introducing an additional constraint to make it possible to reduce the number of parameters to learn,
permitting scalability to data sets with many training pointsandwith very high dimensionality.

Theorem 4 shows that the optimalK∗ is of the formΦTW∗Φ = αK0 +K0SK0. In order to
accommodate fewer parameters to learn, a natural option is to replace the unknownSmatrix with
a low-rankmatrix JLJT , whereJ ∈ R

n×k is a pre-specified matrix,L ∈ R
k×k is unknown (we useL

instead ofS to emphasize thatS is of sizen×n whereasL is k×k), and the rankk is a parameter of
the algorithm. Then, we will explicitly enforce that the learned kernel is of thisform.

By plugging inK =αK0+K0SK0 into (12) and replacingSwith JLJT , the resulting optimization
problem is given by:

min
L�0

f (αIn+K1/2
0 JLJTK1/2

0 ), s.t. gi(αK0+K0JLJTK0)≤ bi , 1≤ i ≤m. (19)

Note that the above problem is a strict generalization of our LogDet function based parameter re-
duction approach (see Section 3.6).

While the above problem involves onlyk× k variables, the functionsf andgi ’s are applied to
n×n matrices and therefore the problem may still be computationally expensive to optimize. Below,
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we show that for any spectral functionf and linear constraintsgi(K) = tr(CiK), (19) reduces to a
problem that appliesf andgi ’s to k×k matrices only, which provides significant scalability.

Theorem 7 Let K0 = ΦTΦ and J be some matrix inRn×k. Also, let the loss function f be a spectral
function (see Definition 3) such that the corresponding strictly convex scalar function fs has the
global minimum atα > 0. Then problem(19) with gi(K) = tr(CiK) is equivalent to the following
alternative optimization problem:

min
L�−α(KJ)−1

f ((KJ)−1/2(αKJ +KJLKJ)(KJ)−1/2),

s.t. tr(LJTK0CiK0J)≤ bi− tr(αK0Ci), 1≤ i ≤m, (20)

where KJ = JTK0J.

Proof Let U = K1/2
0 J(JTK0J)−1/2 and letJ be a full rank matrix, thenU is an orthogonal matrix.

Using (17) we get,

f (αIn+U(JTK0J)1/2L(JTK0J)1/2UT) = f (αIk+(JTK0J)1/2L(JTK0J)1/2).

Now consider a linear constraint tr(Ci(αK0 +K0JLJTK0)) ≤ bi . This can be easily simplified to
tr(LJTK0CiK0J) ≤ bi − tr(αK0Ci). Similar simple algebraic manipulations to the PSD constraint
completes the proof.

Note that (20) is overk×k matrices (after initial pre-processing) and is in fact similar to the kernel
learning problem (12), but with a kernelKJ of smaller sizek×k, k≪ n.

Similar to (12), we can show that (19) is also equivalent to LT kernel function learning. This
enables us to naturally apply the above kernel learning problem in the inductive setting.

Theorem 8 Consider(19) with gi(K) = tr(CiK) and a spectral function f whose corresponding
scalar function fs has a global minimum atα > 0. Let J∈ R

n×k. Then,(19) and (20) with gi(K) =
tr(CiK) are equivalent to the following linear transformation kernel learning problem(analogous
to the connection between(12)and (13)):

min
W�0,L

f (W), s.t. tr(ΦTWΦ)≤ bi , 1≤ i ≤m, W = αId +ΦJLJTΦT . (21)

Proof Consider the last constraint in (21):W = αId+ΦJLJTΦT . Let Φ =UΣVT be the SVD ofΦ.
Hence,W = αId +UVTVΣVTJLJTVΣVTVUT = αId +UVTK1/2

0 JLJTK1/2
0 VUT , where we used

K1/2
0 = VΣVT . For dis-ambiguity, renameL asL′ andU asU ′. The result now follows by using

Lemma 5 whereU =U ′VT andL = K1/2
0 JL′JTK1/2

0 .

Note that, in contrast to (13), where the last constraint overW is achieved automatically, (21) re-
quires this constraint onW to be satisfied during the optimization process, which leads to a reduced
number of parameters for our kernel learning problem. The above theorem shows that our reduced-
parameter kernel learning method (19) also implicitly learns a linear transformation kernel function,
hence we can generalize the learned kernel to unseen data points using an expression similar to (18).
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5. Special Cases

In the previous section, we proved a general result showing the connections between metric and
kernel learning using a wide class of loss functions and constraints. In this section, we consider a
few special cases of interest: the von Neumann divergence, the squared Frobenius norm and semi-
definite programming. For each of the cases, we derive the required optimization problem and
mention the relevant optimization algorithms that can be used.

5.1 Von Neumann Divergence

The von Neumann divergence is a generalization of the well known KL-divergence to matrices. It
is used extensively in quantum computing to compare density matrices of two different systems
(Nielsen and Chuang, 2000). It is also used in the exponentiated matrix gradient method by Tsuda
et al. (2005), online-PCA method by Warmuth and Kuzmin (2008) and fast SVD solver by Arora
and Kale (2007). The von Neumann divergence betweenA andA0 is defined to be,DvN(A,A0) =
tr(AlogA−AlogA0−A+A0), where bothA andA0 are positive definite. Computing the von Neu-
mann divergence with respect to the identity matrix, we get:fvN(A) = tr(AlogA−A+ I). Note that
fvN is a spectral function with corresponding scalar functionfvN(λ) = λ logλ− λ and minima at
λ = 1. Now, the kernel learning problem (12) with loss functionfvN and linear constraints is:

min
K�0

fvN(K
−1/2
0 KK−1/2

0 ), s.t. tr(KCi)≤ bi , ∀1≤ i ≤m. (22)

As fvN is an spectral function, using Theorem 4, the above kernel learning problem is equivalent to
the following metric learning problem:

min
W�0

DvN(W, I), s.t. tr(WΦCiΦT)≤ bi , ∀1≤ i ≤m.

Using elementary linear algebra, we obtain the following simplified version:

min
λ1,λ2,...,λm≥0

F(λ) = tr(exp(−C(λ)K0))+b(λ),

whereC(λ) = ∑i λiCi andb(λ) = ∑i λibi . Further, ∂F
∂λi

= tr(exp(−C(λ)K0)CiK0)+bi , so any first-
order smooth optimization method can be used to solve the above dual problem. Alternatively,
similar to the method of Kulis et al. (2008), Bregman’s projection method can be used to solve the
primal problem (22).

5.2 Pseudo Online Metric Learning (POLA)

Shalev-Shwartz et al. (2004) proposed the following batch metric learningformulation:

min
W�0
‖W‖2F , s.t. yi j (b−dW(xi ,x j))≥ 1, ∀(i, j) ∈ P ,

whereyi j = 1 if xi andx j are similar, andyi j =−1 if xi andx j are dissimilar.P is a set of pairs of
points with known distance constraints. POLA is an instantiation of (13) withf (A) = 1

2‖A‖
2
F and

side-information available in the form of pair-wise distance constraints. Notethat the regularizer
f (A) = 1

2‖A‖
2 was also employed in Schultz and Joachims (2003) and Kwok and Tsang (2003), and
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these methods also fall under our general formulation. In this case,f is once again a strictly convex
spectral function, and its global minimum isα= 0, so we can use (12) to solve for the learned kernel
K as

min
K�0

‖KK−1
0 ‖

2
F , s.t. gi(K)≤ bi , 1≤ i ≤m,

The constraintsgi for this problem can be easily constructed by re-writing each of POLA’s con-
straints as a function ofΦTWΦ. Note that the above approach for kernelization is much simpler than
the method suggested in Shalev-Shwartz et al. (2004), which involves a kernelized Gram-Schmidt
procedure at each step of the algorithm.

5.3 SDPs

Weinberger et al. (2005) and Globerson and Roweis (2005) proposed metric learning formulations
that can be rewritten as semi-definite programs (SDP), which is a special case of (13) with the loss
function being a linear function. Consider the following general semidefiniteprogram (SDP) to
learn a linear transformationW:

min
W�0

tr(WΦC0ΦT), s.t. tr(WΦCiΦT)≤ bi , ∀1≤ i ≤m. (23)

Here we show that this problem can be efficiently solved for high dimensional data in its kernel
space, hence kernelizing the metric learning methods introduced by Weinberger et al. (2005) and
Globerson and Roweis (2005).

Theorem 9 Problem(23) is kernelizable.

Proof (23) has a linear objective, that is, it is a non-strict convex problem thatmay have multiple
solutions. A variety of regularizations can be considered that lead to slightlydifferent solutions.
Here, we consider the LogDet regularization, which seeks the solution withmaximum determinant.
To this effect, we add a log-determinant regularization:

min
W�0

tr(WΦC0ΦT)− γ logdetW, s.t. tr(WΦCiΦT)≤ bi , ∀1≤ i ≤m. (24)

The above regularization was also considered by Kulis et al. (2009b), who provided a fast projection
algorithm for the case when eachCi is a one-rank matrix and discussed conditions for which the
optimal solution to the regularized problem is an optimal solution to the original SDP. The above
formulation also generalizes the metric learning formulation of RCA (Bar-Hillel et al., 2005).

Consider the following variational formulation of (24):

min
t

min
W�0

t− γ logdetW, s.t. tr(WΦCiΦT)≤ bi , ∀1≤ i ≤m,

tr(WΦC0ΦT)≤ t. (25)

Note that the objective function of the inner optimization problem of (25) is a spectral function and
hence using Theorem 4, (25), or equivalently (24), is kernelizable.
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5.4 Trace-norm Based Inductive Semi-supervised Kernel Dimensionality Reduction
(Trace-SSIKDR)

Finally, we apply our framework to semi-supervised kernel dimensionality reduction, which pro-
vides a novel and practical application of our framework. While there exists a variety of methods for
kernel dimensionality reduction, most of these methods are unsupervised (e.g., kernel-PCA) or are
restricted to the transductive setting. In contrast, we can use our kernellearning framework to learn
a low-rank transformation of the feature vectors implicitly that in turn providesa low-dimensional
embedding of the data set. Furthermore, our framework permits a variety of side-information such
as pair-wise or relative distance constraints, beyond the class label information allowed by existing
transductive methods.

We describe our method starting from the linear transformation problem. Our goal is to learn
a low-rank linear transformationW whose corresponding low-dimensional mapped embedding of
xi is W1/2φ(xi). Even when the dimensionality ofφ(xi) is very large, if the rank ofW is low
enough, then the mapped embedding will have small dimensionality. With that in mind,a possible
regularizer could be the rank, that is,r(A) = rank(A); one can easily show that this satisfies the
definition of a spectral function. Unfortunately, optimization is intractable in general with the non-
convex rank function, so we use the trace-norm relaxation for the matrix rank function, that is, we
set f (A) = tr(A). This function has been extensively studied as a relaxation for the rank function
in Recht et al. (2010), and it satisfies the definition of a spectral function(with α = 0). We also
add a small Frobenius norm regularization for ease of optimization (this doesnot affect the spectral
property of the regularization function). Then using Theorem 4, the resulting relaxed kernel learning
problem is:

min
K�0

τ tr(K−1/2
0 KK−1/2

0 )+‖K−1/2
0 KK−1/2

0 ‖2F , s.t. tr(CiK)≤ bi , 1≤ i ≤m, (26)

whereτ > 0 is a parameter. The above problem can be solved using a method based onUzawa’s
inexact algorithm, similar to Cai et al. (2008).

We briefly describe the steps taken by our method at each iteration. For simplicity, denote
K̃ = K−1/2

0 KK−1/2
0 ; we will optimize with respect toK̃ instead ofK. Let K̃t be thet-th iterate.

Associate variablezt
i ,1≤ i ≤m with each constraint at each iterationt, and letz0

i = 0,∀i. Let δt be
the step size at iterationt. The algorithm performs the following updates:

UΣUT ← K1/2
0 CK1/2

0 ,

K̃t ←U max(Σ− τI ,0)UT , (27)

zt
i ← zt−1

i −δmax(tr(CiK
1/2K̃tK1/2)−bi ,0), ∀i, (28)

whereC = ∑i z
t−1
i Ci . The above updates require computation ofK1/2

0 which is expensive for
large high-rank matrices. However, using elementary linear algebra we can show thatK̃ and
the learned kernel function can be computed efficiently without computingK1/2

0 by maintaining

S= K−1/2
0 K̃K−1/2

0 from step to step.

We first prove a technical lemma to relate eigenvectorsU of K1/2
0 CK1/2

0 andV of the matrix
CK0.

Lemma 10 Let K1/2
0 CK1/2

0 =UkΣkUT
k , where Uk contains the top-k eigenvectors of K1/2

0 CK1/2
0 and

Σk contains the top-k eigenvalues of K1/2
0 CK1/2

0 . Similarly, let CK0 =VkΛkV
−1
k , where Vk contains

537



JAIN , KULIS, DAVIS AND DHILLON

Algorithm 2 Trace-SSIKDR
Input: K0, (Ci ,bi),1≤ i ≤m, τ, δ

1: Initialize: z0
i = 0, t = 0

2: repeat
3: t = t +1
4: ComputeVk and Σk, the topk eigenvectors and eigenvalues of

(
∑i z

t−1
i Ci

)
K0, wherek =

argmaxj σ j > τ
5: Dk(i, i)← 1/vT

i K0vi , 1≤ i ≤ k
6: zt

i ← zt−1
i −δmax(tr(CiK0VkDkΣkDkVT

k K0)−bi ,0),∀i.
7: until Convergence
8: Return Σk,Dk,Vk

the top-k right eigenvectors of CK0 andΛk contains the top-k eigenvalues of CK0. Then,

Uk = K1/2
0 VkDk, Σk = Λk,

where Dk is a diagonal matrix with i-th diagonal element Dk(i, i) = 1/vT
i K0vi . Note that eigenvalue

decomposition is unique up to sign, so we assume that the sign has been setcorrectly.

Proof Let vi bei-th eigenvector ofCK0. Then,CK0vi = λivi . Multiplying both sides withK1/2
0 , we

getK1/2
0 CK1/2

0 K1/2
0 vi = λiK

1/2
0 vi . After normalization we get:

(K1/2
0 CK1/2

0 )
K1/2

0 vi

vT
i K0vi

= λi
K1/2

0 vi

vT
i K0vi

.

Hence, K1/2
0 vi

vT
i K0vi

= K1/2
0 viDk(i, i) is thei-th eigenvectorui of K1/2

0 CK1/2
0 . Also, Σk(i, i) = λi .

Using the above lemma and (27), we get:K̃ = K1/2
0 VkDkλDkV

−1
k K1/2

0 . Therefore, the update for the
z variables (see (28)) reduces to:

zt
i ← zt−1

i −δmax(tr(CiK0VkDkλDkV
−1
k K0)−bi ,0),∀i.

Lemma 10 also implies that ifk eigenvalues ofCK0 are larger thanτ then we only need the topk
eigenvalues ofCK0. Sincek is typically significantly smaller thann, the update should be signifi-
cantly more efficient than computing the whole eigenvalue decomposition.

Algorithm 2 details an efficient method for optimizing (26) and returns matricesΣk, Dk and
Vk, all of which contain onlyO(nk) parameters, wherek is the rank ofK̃t , which changes from
iteration to iteration. Note that step 4 of the algorithm computesk singular vectors and requires
only O(nk2) computation. Note also that the learned embeddingxi → K̃1/2K−1/2

0 ki , whereki is a
vector of input kernel function values betweenxi and the training data, can be computed efficiently
asxi → Σ1/2

k DkVkki , which does not requireK1/2
0 explicitly.

6. Experimental Results

In Section 3, we presented metric learning as a constrained LogDet optimization problem to learn
a linear transformation, and we showed that the problem can be efficiently kernelized to learn
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linear transformation kernels. Kernel learning yields two fundamental advantages over standard
non-kernelized metric learning. First, a non-linear kernel can be used tolearn non-linear decision
boundaries common in applications such as image analysis. Second, in Section3.6, we showed that
the kernelized problem can be learned with respect to a reduced basis ofsizek, admitting a learned
kernel parameterized byO(k2) values. When the number of training examplesn is large, this rep-
resents a substantial improvement over optimizing over the entireO(n2) matrix, both in terms of
computational efficiency as well as statistical robustness. In Section 4, wegeneralized kernel func-
tion learning to other loss functions. A special case of our approach is thetrace-norm based kernel
function learning problem, which can be applied to the task of semi-supervised inductive kernel
dimensionality reduction.

In this section, we present experiments from several domains: benchmark UCI data, automated
software debugging, text analysis, and object recognition for computervision. We evaluate perfor-
mance of our learned distance metrics or kernel functions in the context ofa) classification accuracy
for thek-nearest neighbor algorithm, b) kernel dimensionality reduction. For the classification task,
our k-nearest neighbor classifier usesk = 10 nearest neighbors (except for Section 6.3 where we
usek = 1), breaking ties arbitrarily. We select the value ofk arbitrarily and expect to get slightly
better accuracies using cross-validation. Accuracy is defined as the number of correctly classified
examples divided by the total number of classified examples. For the dimensionality reduction task,
we visualize the two dimensional embedding of the data using our trace-norm based method with
pairwise similarity/dissimilarity constraints.

For our proposed algorithms, pairwise constraints are inferred from true class labels. For each
classi, 100 pairs of points are randomly chosen from within classi and are constrained to be similar,
and 100 pairs of points are drawn from classes other thani to form dissimilarity constraints. Given
c classes, this results in 100c similarity constraints, and 100c dissimilarity constraints, for a total
of 200c constraints. The upper and lower bounds for the similarity and dissimilarity constraints
are determined empirically as the 1st and 99th percentiles of the distribution of distances computed
using a baseline Mahalanobis distance parameterized byW0. Finally, the slack penalty parameterγ
used by our algorithms is cross-validated using values{.01, .1,1,10,100,1000}.

All metrics/kernels are trained using data only in the training set. Test instances are drawn from
the test set and are compared to examples in the training set using the learneddistance/kernel func-
tion. The test and training sets are established using a standard two-fold cross validation approach.
For experiments in which a baseline distance metric/kernel is evaluated (for example, the squared
Euclidean distance), nearest neighbor searches are again computed from test instances to only those
instances in the training set.

For additional large-scale results, see Kulis et al. (2009a), which usesour parameter-reduction
strategy to learn kernels over a data set containing nearly half a million images in24,000 dimen-
sional space for the problem of human-body pose estimation; we also applied our algorithms on the
MNIST data set of 60,000 digits in Kulis et al. (2008).

6.1 Low-Dimensional Data Sets

First we evaluate our LogDet divergence based metric learning method (see Algorithm 1) on the
standard UCI data sets in the low-dimensional (non-kernelized) setting, to directly compare with
several existing metric learning methods. In Figure 1 (a), we compare LogDet Linear (K0 equals
the linear kernel) and the LogDet Gaussian (K0 equals Gaussian kernel in kernel space) algorithms
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Figure 1: (a): Results over benchmark UCI data sets. LogDet metric learning was run within
input space (LogDet Linear) as well as in kernel space with a Gaussiankernel (LogDet
Gaussian).(b), (c): Classification error rates fork-nearest neighbor software support via
different learned metrics. We see in figure (b) that LogDet Linear is the only algorithm to
be optimal (within the 95% confidence intervals) across all data sets. In (c), we see that
the error rate for the Latex data set stays relatively constant for LogDet Linear.

against existing metric learning methods fork-NN classification. We also show results of a recently-
proposed online metric learning algorithm based on the LogDet divergence over this data (Jain et al.,
2008), called LogDet Online. We use the squared Euclidean distance,d(x,y) = (x−y)T(x−y) as
a baseline method (i.e.,W0 = I ). We also use a Mahalanobis distance parameterized by the inverse of
the sample covariance matrix (i.e.,W0 = Σ−1, whereΣ is the sample covariance matrix of the data).
This method is equivalent to first performing a standard PCA whitening transform over the feature
space and then computing distances using the squared Euclidean distance.We compare our method
to two recently proposed algorithms: Maximally Collapsing Metric Learning by Globerson and
Roweis (2005) (MCML), and metric learning via Large Margin Nearest Neighbor by Weinberger
et al. (2005) (LMNN). Consistent with existing work such as Globerson and Roweis (2005), we
found the method of Xing et al. (2002) to be very slow and inaccurate, so the latter was not included
in our experiments. As seen in Figure 1 (a), LogDet Linear and LogDet Gaussian algorithms obtain
somewhat higher accuracy for most of the data sets. In addition to our evaluations on standard
UCI data sets, we also apply our algorithm to the recently proposed problemof nearest neighbor
software support for the Clarify system (Ha et al., 2007). The basis ofthe Clarify system lies in the
fact that modern software design promotes modularity and abstraction. When a program terminates
abnormally, it is often unclear which component should be responsible or capable of providing an
error report. The system works by monitoring a set of predefined program features (the data sets
presented use function counts) during program runtime which are then used by a classifier in the
event of abnormal program termination. Nearest neighbor searches are particularly relevant to this
problem. Ideally, the neighbors returned should not only have the correct class label, but should also
represent similar program configurations or program inputs. Such a matching can be a powerful tool
to help users diagnose the root cause of their problem. The four data setswe use correspond to the
following software: Latex (the document compiler, 9 classes), Mpg321 (an mp3 player, 4 classes),
Foxpro (a database manager, 4 classes), and Iptables (a Linux kernel application, 5 classes).
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Data Set n d Unsupervised LogDet Linear HMRF-KMeans

Ionosphere 351 34 0.314 0.113 0.256
Digits-389 317 16 0.226 0.175 0.286

Table 1: Unsupervisedk-means clustering error using the baseline squared Euclidean distance,
along with semi-supervised clustering error with 50 constraints.

Our experiments on the Clarify system, like the UCI data, are over fairly low-dimensional data.
Ha et al. (2007) showed that high classification accuracy can be obtained by using a relatively small
subset of available features. Thus, for each data set, we use a standard information gain feature
selection test to obtain a reduced feature set of size 20. From this, we learn metrics fork-NN clas-
sification using the methods developed in this paper. Results are given in Figure 1(b). The LogDet
Linear algorithm yields significant gains for the Latex benchmark. Note thatfor data sets where
Euclidean distance performs better than the inverse covariance metric, the LogDet Linear algorithm
that normalizes to the standard Euclidean distance yields higher accuracy than that regularized to
inverse covariance (LogDet-Inverse Covariance). In general, for the Mpg321, Foxpro, and Iptables
data sets, learned metrics yield only marginal gains over the baseline Euclidean distance measure.

Figure 1(c) shows the error rate for the Latex data sets with a varying number of features (the
feature sets are again chosen using the information gain criteria). We see here that LogDet Linear
is surprisingly robust. Euclidean distance, MCML, and LMNN all achieve their best error rates for
five dimensions. LogDet Linear, however, attains its lowest error rate of.15 atd = 20 dimensions.

We also briefly present some semi-supervised clustering results for two ofthe UCI data sets.
Note that both MCML and LMNN are not amenable to optimization subject to pairwise distance
constraints. Instead, we compare our method to the semi-supervised clustering algorithm HMRF-
KMeans (Basu et al., 2004). We use a standard 2-fold cross validation approach for evaluating semi-
supervised clustering results. Distances are constrained to be either similaror dissimilar, based on
class values, and are drawn only from the training set. The entire data setis then clustered intoc
clusters usingk-means (wherec is the number of classes) and error is computed using only the test
set. Table 1 provides results for the baselinek-means error, as well as semi-supervised clustering
results with 50 constraints.

6.2 Metric Learning for Text Classification

Next we present results in the text domain. Our text data sets are created by standard bag-of-
words Tf-Idf representations. Words are stemmed using a standard Porter stemmer and common
stop words are removed, and the text models are limited to the 5,000 words with thelargest docu-
ment frequency counts. We provide experiments for two data sets: CMU 20-Newsgroups Data Set
(2008), and Classic3 Data Set (2008). Classic3 is a relatively small 3 class problem with 3,891 in-
stances. The newsgroup data set is much larger, having 20 different classes from various newsgroup
categories and 20,000 instances.

Our text experiments employ a linear kernel, and we use a set of basis vectors that is constructed
from the class labels via the following procedure. Letc be the number of distinct classes and let
k be the size of the desired basis. Ifk = c, then each class meanr i is computed to form the basis
R= [r1 . . .rc]. If k < c a similar process is used but restricted to a randomly selected subset of
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Figure 2: (a), (b): Classification accuracy for our Mahalanobis metrics learned over basisof dif-
ferent dimensionality. Overall, our method (LogDet Linear) significantly outperforms
existing methods.(c): Two-dimensional embedding of 2000 USPS digits obtained using
our method Trace-SSIKDR for a training set of just 100 USPS digits. Note that we use
the inductive setting here and the embedding is color coded according to the underlying
digit. (d): Embedding of the USPS digits data set obtained using kernel-PCA.

k classes. Ifk > c, instances within each class are clustered into approximatelyk
c clusters. Each

cluster’s mean vector is then computed to form the set of low-rank basis vectorsR. Figure 2 shows
classification accuracy across bases of varying sizes for the Classic3data set, along with the news-
group data set. As baseline measures, the standard squared Euclidean distance is shown, along with
Latent Semantic Analysis (LSA) (Deerwester et al., 1990), which works by projecting the data via
principal components analysis (PCA), and computing distances in this projected space. Comparing
our algorithm to the baseline Euclidean measure, we can see that for smaller bases, the accuracy of
our algorithm is similar to the Euclidean measure. As the size of the basis increases, our method
obtains significantly higher accuracy compared to the baseline Euclidean measure.

6.3 Kernel Learning for Visual Object Recognition

Next we evaluate our method over high-dimensional data applied to the object-recognition task
using Caltech-101 Data Set (2004), a common benchmark for this task. Thegoal is to predict the
category of the object in the given image using ak-NN classifier.

We compute distances between images using learning kernels with three different base image
kernels: 1) PMK: Grauman and Darrell’s pyramid match kernel (Grauman and Darrell, 2007) ap-
plied to SIFT features, 2) CORR: the kernel designed by Zhang et al. (2006) applied to geometric
blur features , and 3) SUM: the average of four image kernels, namely, PMK (Grauman and Dar-
rell, 2007), Spatial PMK (Lazebnik et al., 2006), and two kernels obtained via geometric blur (Berg
and Malik, 2001). Note that the underlying dimensionality of these embeddingsis typically in the
millions of dimensions.

We evaluate the effectiveness of metric/kernel learning on this data set. Wepose ak-NN classifi-
cation task, and evaluate both the original (SUM, PMK or CORR) and learned kernels. We setk= 1
for our experiments; this value was chosen arbitrarily. We vary the numberof training examplesT
per class for the database, using the remainder as test examples, and measure accuracy in terms of
the mean recognition rate per class, as is standard practice for this data set.

Figure 3 (a) shows our results relative to several other existing techniques that have been applied
to this data set. Our approach outperforms all existing single-kernel classifier methods when using
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Figure 3: Results on Caltech-101. LogDet+SUM refers to our learned kernel when the base kernel
is the average of four kernels (PMK, SPMK, Geoblur-1, Geoblur-2),LogDet+PMK refers
to the learned kernel when the base kernel is pyramid match kernel, and LogDet+CORR
refers to the learned kernel when the base kernel is correspondence kernel of Zhang et al.
(2006).(a): Comparison of LogDet based metric learning method with other state-of-the-
art object recognition methods. Our method outperforms all other single metric/kernel
approaches.(b): Our learned kernels significantly improve NN recognition accuracy
relative to their non-learned counterparts, the SUM (average of four kernels), the CORR
and PMK kernels.

the learned CORR kernel: we achieve 61.0% accuracy forT = 15 and 69.6% accuracy forT = 30.
Our learned PMK achieves 52.2% accuracy forT = 15 and 62.1% accuracy forT = 30. Similarly,
our learned SUM kernel achieves 73.7% accuracy forT = 15. Figure 3 (b) specifically shows the
comparison of the original baseline kernels for NN classification. The plotreveals gains in 1-NN
classification accuracy; notably, our learned kernels with simple NN classification also outperform
the baseline kernels when used with SVMs (Zhang et al., 2006; Grauman and Darrell, 2007).

6.4 USPS Digits

Finally, we qualitatively evaluate our dimensionality reduction method (see Section 5.4) on the
USPS digits data set. Here, we train our method using 100 examples to learn a mapping to two
dimensions, that is, a rank-2 matrixW. For the baseline kernel, we use the data-dependent kernel
function proposed by Sindhwani et al. (2005) that also accounts for the manifold structure of the data
within the kernel function. We then embed 2000 (unseen) test examples into two dimensions using
our learned low-rank transformation. Figure 2 (c) shows the embedding obtained by our Trace-
SSIKDR method, while Figure 2 (d) shows the embedding obtained by the kernel-PCA algorithm.
Each point is color coded according to the underlying digit. Note that our method is able to separate
out seven of the digits reasonably well, while kernel-PCA is able to separateout only three of the
digits.
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7. Conclusions

In this paper, we considered the general problem of learning a linear transformation of the input data
and applied it to the problems of metric and kernel learning, with a focus on establishing connec-
tions between the two problems. We showed that the LogDet divergence is auseful loss for learning
a linear transformation over very high-dimensional data, as the algorithm can easily be generalized
to work in kernel space, and proposed an algorithm based on Bregman projections to learn a kernel
function over the data points efficiently under this loss. We also showed thatour learned metric can
be restricted to a small dimensional basis efficiently, thereby permitting scalabilityof our method
to large data sets with high-dimensional feature spaces. Then we considered how to generalize this
result to a larger class of convex loss functions for learning the metric/kernel using a linear transfor-
mation of the data. We proved that many loss functions can lead to efficient kernel functionlearning,
though the resulting optimizations may be more expensive to solve than the simpler LogDet formu-
lation. A key consequence of our analysis is that a number of existing approaches for Mahalanobis
metric learning may be applied in kernel space using our kernel learning formulation. Finally, we
presented several experiments on benchmark data, high-dimensional vision, and text classification
problems as well as a semi-supervised kernel dimensionality reduction problem, demonstrating our
method compared to several existing state-of-the-art techniques.

There are several potential directions for future work. To facilitate even larger data sets than
the ones considered in this paper, online learning methods are one promisingresearch direction;
in Jain et al. (2008), an online learning algorithm was proposed based onLogDet regularization,
and this remains a part of our ongoing efforts. Recently, there has beensome interest in learning
multiple local metrics over the data; Weinberger and Saul (2008) considered this problem. We plan
to explore this setting with the LogDet divergence, with a focus on scalability tovery large data sets.
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Abstract
The MULTI BOOST package provides a fast C++ implementation of multi-class/multi-label/multi-
task boosting algorithms. It is based on ADABOOST.MH but it also implements popular cascade
classifiers and FILTERBOOST. The package contains common multi-class base learners (stumps,
trees, products, Haar filters). Further base learners and strong learners following the boosting
paradigm can be easily implemented in a flexible framework.
Keywords: boosting, ADABOOST.MH, FILTERBOOST, cascade classifier

1. Introduction

ADABOOST (Freund and Schapire, 1997) is one of the best off-the-shelf learning methods devel-
oped in the last fifteen years. It constructs a classifier in an incremental fashion by adding simple
classifiers to a pool, and uses their weighted “vote” to determine the final classification. ADABOOST

was later extended to multi-class classification problems (Schapire and Singer, 1999). Although var-
ious other attempts have been made handle the multi-class setting, ADABOOST.MH has become the
gold standard of multi-class boosting due to its simplicity and versatility.

Despite the simplicity and the practical success of the ADABOOST, there are relatively few
off-the-shelf implementations available in the free software market. Whereasbinary ADABOOST

with decision stumps is easy to code, multi-class ADABOOST.MH and complex base learners are
not straightforward to implement efficiently. The MULTI BOOST software package is intended to
fill this gap. Its main boosting engine is based on the ADABOOST.MH algorithm of Schapire and
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Figure 1: The architecture of MULTI BOOST

Singer (1999), but popular cascade classifiers (VJCASCADE (Viola and Jones, 2004), SOFTCAS-
CADE (Bourdev and Brandt, 2005)) and FILTERBOOST (Bradley and Schapire, 2008) have also
been implemented. The package includes common multi-class base learners (real and nominal val-
ued decision stumps, trees, products (Kégl and Busa-Fekete, 2009), and Haar filters), but the flexible
architecture makes it simple to add new base learners without interfering with the main boosting en-
gine. MULTI BOOST was designed in the object-oriented paradigm and coded in C++, so it is fast
and it provides a flexible base for implementing further modules.

The rest of this paper is organized as follows. Section 2 describes the general architecture
and the modules of MULTI BOOST. Section 3 deals with practical issues (website, documentation,
licence), and Section 4 describes some of our results obtained on benchmark data sets and in data
mining challenges.

2. The Architecture

MULTI BOOST was implemented within the object-oriented paradigm using some design patterns.
It consists of several modules which can be changed or extended more or less independently (Fig-
ure 1). For instance, an advanced user can implement a data-type/base-learner pair without any need
to modify the other modules.

2.1 Strong Learners

The strong learner1 calls the base learners iteratively, stores the learned base classifiers and their
coefficients, and manages the weights of the training instances. The resulting classifier is serialized

1. The name originally comes from the boosting (PAC learning) literature. Here, we use it in a broader sense to mean
the “outer” loop of the boosting iteration.
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in a human-readable XML format that allows one to resume a run after it was stopped or crashed.
MULTI BOOST implements the following strong learners:

• ADABOOST.MH (Schapire and Singer, 1999): a multi-class/multi-label/multi-task version of
ADABOOST that learns a “flat” linear combination of vector-valued base classifiers.

• FILTERBOOST(Bradley and Schapire, 2008): an online “filtering” booster.

• VJCASCADE (Viola and Jones, 2004): an algorithm that learns a cascade classifier tree by
running ADABOOSTat each node.

• SOFTCASCADE (Bourdev and Brandt, 2005): another cascade learner that starts witha set of
base classifiers, reorders them, and augments them with rejection thresholds.

2.2 Base Learners

MULTI BOOST implements the following base learners.

• The STUMP learner is a one-decision two-leaf tree learned on real-valued features. It is in-
dexed by the feature it cuts and the threshold where it cuts the feature.

• SELECTOR is a one-decision two-leaf tree learned on nominal features. It is indexedby the
feature it cuts and the value of the feature it selects.

• INDICATOR is similar to SELECTOR but it can select several values for a given feature (that
is, it canindicate a subset of the values).

• HAARSTUMP is a STUMP learned over a feature space generated using rectangular filters on
images.

• TREE is a meta base learner that takes any base learner as input and learns a vector-valued
multi-class decision tree using the input base learner as the basic cut.

• PRODUCT is another meta base learner that takes any base learner as input and learns a vector-
valued multi-class decision product (Kégl and Busa-Fekete, 2009) using the input base learner
as terms of the product.

2.3 The Data Representation

The multi-class data structure is a set of observation-label pairs, where each observation is a vector
of feature values, and each label is a vector of binary class indicators.In binary classification, we
also allow one single label that indicates the class dichotomy. In single-label multi-class classifica-
tion, only one of theK labels is 1 and the others are−1, but the framework also allows multi-label
classification with several positive classes per instance. In addition, multi-task classification can
be encoded by letting each label column represent a different task. We implement a sparse data
representation for both the observation matrix and the label matrix. In general, base learners were
implemented to work with their own data representation. For example, SPARSESTUMP works on
sparse observation matrices and HAARSTUMP works on an integral image data representation.
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2.4 The Data Parser and the Output Information

The training and test sets can be input in the attribute-relation file format (ARFF),2 in the SVM-
L IGHT format,3 or using a comma separated text file. We augmented the first two formats with
initial label weighting, which is an important feature in the boosting framework (especially in the
multi-class/multi-label setup).

In each iteration, MULTI BOOSTcan output several metrics (specified by the user), such as the 0-
1 error, the Hamming loss, or the area under the ROC curve. New metrics canalso be implemented
without modifying other parts of the code.

2.5 LAZY BOOST and BANDIT BOOST

When the number of features is large,featurewise learners (STUMP, SELECTOR, and INDICATOR)
can be accelerated by searching only a subset of the features in each iteration. MULTI BOOST

implements two options, namely, LAZY BOOST(Escudero et al., 2000), where features are sampled
randomly, and BANDIT BOOST(Busa-Fekete and Ḱegl, 2010), where the sampling is biased towards
“good” features learned using a multi-armed bandit algorithm.

3. Documentation and License

The code of MULTI BOOSThas been fully documented in Doxygen.4 It is available under the GPL
licence atmultiboost.org . The website also provides documentation that contains detailed in-
structions and examples for using the package along with tutorials explaining how to implement
new features. The documentation also contains the pseudo-code of the multi-class base learners
implemented in MULTI BOOST.

4. Challenges and Benchmarks

We make available reproducible test results (validated test errors, learning curves) of MULTI BOOST

on the web site as we produce them. Among other results, the boosted decisionproduct is one of
the best reported no-domain-knowledge algorithms on MNIST.5 An early version of the program
(Bergstra et al., 2006) was the best genre classifier out of 15 submissions and the second-best out of
10 submissions at recognizing artists in the MIREX 2005 international contest on music information
extraction. More recently, we participated in the Yahoo! Learning to Rank Challenge6 using a
pointwise ranking approach based on hundreds of MULTI BOOST classifiers. We finished 6th in
Track 1 and 11th in Track 2 out of several hundred participating teams (Busa-Fekete et al., 2011).
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Abstract
Motivated by a need to classify high-dimensional, heterogeneous data from the bioinformatics do-
main, we developed ML-Flex, a machine-learning toolbox that enables users to perform two-class
and multi-class classification analyses in a systematic yetflexible manner. ML-Flex was writ-
ten in Java but is capable of interfacing with third-party packages written in other programming
languages. It can handle multiple input-data formats and supports a variety of customizations. ML-
Flex provides implementations of various validation strategies, which can be executed in parallel
across multiple computing cores, processors, and nodes. Additionally, ML-Flex supports aggre-
gating evidence across multiple algorithms and data sets via ensemble learning. This open-source
software package is freely available fromhttp://mlflex.sourceforge.net.

Keywords: toolbox, classification, parallel, ensemble, reproducible research

1. Introduction

The machine-learning community has developed a wide array of classificationalgorithms, but they
are implemented in diverse programming languages, have heterogeneous interfaces, and require
disparate file formats. Also, because input data come in assorted formats, custom transformations
often must precede classification. To address these challenges, we developed ML-Flex, a general-
purpose toolbox for performing two-class and multi-class classification analyses. Via command-line
interfaces, ML-Flex can invoke algorithms implemented in any programming language. Currently,
ML-Flex can interface with several popular third-party packages, includingWeka(Hall et al., 2009),
Orange(Demsar et al., 2004),C5.0 Decision Trees(RuleQuest Research, 2011), andR (R Develop-
ment Core Team, 2011). In many cases, new packages can be integratedwith ML-Flex through only
minor modifications to configuration files. However, via a simple extension mechanism, ML-Flex
also supports a great amount of flexibility for custom integrations. ML-Flexcan parse input data in
delimited and ARFF formats, and it can easily be extended to parse data from custom sources.

ML-Flex can perform systematic evaluations across multiple algorithms and datasets. Fur-
thermore, it can aggregate evidence across algorithms and data sets via ensemble learning. The
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following ensemble learners currently are supported: majority vote (Boland, 1989), weighted ma-
jority vote (Littlestone and Warmuth, 1994), mean probability rule, weighted meanprobability rule,
maximum probability rule, select-best rule, and stacked generalization (Wolpert, 1992). (When en-
semble learners are applied, predictions from individual classifiers arereused from prior execution
steps, thus decreasing computational overhead.)

ML-Flex provides implementations of various validation strategies, including simple train-test
validation, K-fold cross validation, repeated random sampling validation, and leave-one-out cross
validation. For each validation strategy, ML-Flex can also apply feature selection/ranking algo-
rithms and perform nested cross-validation within respective training sets.To enable shorter execu-
tion times for computationally intensive validation strategies, ML-Flex can be executed in parallel
across multiple computing cores/processors and multiple nodes on a network.Individual computing
nodes may have heterogeneous hardware configurations so long as each node can access a shared file
system. In a recent analysis of a large biomedical data set, ML-Flex was executed simultaneously
across hundreds of cluster-computing cores (Piccolo, 2011).

Upon completing classification tasks, ML-Flex produces parsable text filesthat report perfor-
mance metrics, confusion matrices, outputs from individual algorithms, and arecord of all configu-
ration settings used. A formatted HTML report with the same information is also provided. These
features enable reproducibility and transparency about how a given set of results was obtained.

Available fromhttp://mlflex.sourceforge.net, ML-Flex is licensed under the GNU Gen-
eral Public License Version 3.0. The distribution contains extensive documentation, including tuto-
rials and sample experiments.

2. Architecture

Execution of ML-Flex revolves around the concept of an “experiment.”For a given experiment, the
user specifies one or more sets of independent (predictor) variables and a dependent variable (class)
as well as any algorithm(s) that should be applied to the data. Various other settings (for example,
number of cross-validation folds, number of iterations, random seed) can be altered optionally.

To configure an experiment, users can specify three types of settings: 1) learner templates, 2)
algorithm parameters, and 3) experiment-specific preferences. For example, if a user wanted to
apply theWekaimplementation of theOne Ruleclassification algorithm, with a minimum bucket
size of 6, to the classic Iris data set, she would first create a learner template such as the following
(simplified for brevity):

wekac;mlflex.learners.WekaLearner;java -classpath lib/weka.jar {ALGORITHM}
-t {INPUT_TRAINING_FILE} -T {INPUT_TEST_FILE} -p 0 -distribution

The above template contains three items, separated by semicolons: 1) a uniquekey, 2) the
name of a Java class that supports interfacing with Weka, and 3) a templated shell command for
invoking Weka on that system. (When ML-Flex executes a command, placeholders—for example,
“{ALGORITHM}”—are replaced with relevant values.) Having specified this template, the user
would specify the following in an algorithm-parameters file:

one_r;wekac;weka.classifiers.rules.OneR -B 6

This entry indicates 1) a unique key, 2) a reference to the learner template,and 3) the parameters
that should be passed to Weka. Finally, the user would include the following inan experiment file:
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CLASSIFICATION_ALGORITHMS=one_r
DATA_PROCESSORS=mlflex.dataprocessors.ArffDataProcessor("iris.arff")

The first line references the algorithm-parameters entry, and the secondline indicates the name
of a Java class that can parse the input data. (Example files and detailed explanations of all config-
uration settings are provided.)

At each stage of an experiment, ML-Flex can execute in parallel, using a simple, coarse-grained
architecture. Independent computing tasks—for example, parsing a given input file, classifying
a given combination of data set and algorithm and cross-validation fold, oroutputting results—
are packaged by each computing node into uniquely defined Java objects.Then thread(s) on each
computing node compete to execute each task via a locking mechanism. Initially, each thread checks
for a status file that would indicate whether a given task has been executedand the corresponding
result has been stored. If the task has not yet been processed, the thread checks the file system for
a correspondingly named “lock file” that indicates whether the task is currently being processed
by another thread. If no lock file exists, the thread attempts to create the file atomically. Having
successfully created the lock file, the thread executes the task, stores theresult on the file system,
and deletes the lock file. If a system error or outage occurs, the lock file will persist for a user-
configurable period of time, after which it will be deleted and the task reattempted.

Because this parallel-processing approach requires many input/output operations and because
individual computing nodes do not communicate with each other directly, minor inefficiencies may
arise. However, the simplicity of the approach offers many advantages: 1) no third-party software
package is necessary for interprocess communication, 2) individual computing nodes may run dif-
ferent operating systems and/or have different hardware configurations, 3) the number of computing
nodes that can be employed simultaneously is scalable, 4) if an individual computing node goes of-
fline, remaining nodes are unaffected, 5) additional computing nodes may be assigned after a job has
already begun processing, and 6) experiments are restartable. The latter three features are particu-
larly desirable in cluster-computing environments where server reliability may be less than optimal
and where computing nodes may become available incrementally.

3. Related Work

Machine-learning toolboxes likecaret, Weka, Orange, andKNIME implement a broad range of clas-
sification algorithms, but many useful algorithms are not included in these packages, perhaps due to
licensing restrictions, resource constraints, or programming-language preferences. LikeSHOGUN
(Sonnenburg et al., 2010), ML-Flex provides a harness that allows developers to implement algo-
rithms natively in the language of their choice. Because no language-specific interfaces are nec-
essary in ML-Flex, integration can often occur with no change to the ML-Flex source code. This
approach also empowers algorithm developers to take the lead in integrating with ML-Flex and thus
benefit from its other features, including model evaluation and parallelization.

KNIME andRapidMiner(Mierswa et al., 2006) support various input-file formats, transforma-
tion procedures, and data-filtering modules. In an alternative approach, ML-Flex provides an ex-
tension mechanism, which allows users to preprocess data using custom Java code. (Wekasupports
similar functionality.) This approach may be especially useful in research settings where unusual
data formats are prevalent, advanced transformations are desired, or data must be accessed remotely
(for example, via Web services, including those that require authentication).

557



PICCOLO AND FREY

Other toolboxes support the ability to distribute workloads across multiple computers. For ex-
ample, a client machine executing theWekaExperimenter module can distribute its workload via
Java Remote Method Invocation. Thecaret R package (Kuhn, 2008) uses theNetWorkSpacesTM

technology to distribute workloads. The commercial version ofKNIME (Berthold et al., 2007) can
distribute its workload to cluster servers runningOracleR© Grid Engine. And Apache MahoutTM

(Ingersol, 2009) uses the map/reduce paradigm to enable execution on cluster-computing environ-
ments. ML-Flex differentiates itself from these tools by 1) supporting heterogeneous configurations
among computing nodes, 2) allowing recovery from system outages due to no single point of failure
(assuming redundant disk storage), and 3) supporting restartability andincremental node alloca-
tions.

Many toolboxes—includingWeka, Orange, KNIME, caret, SHOGUN, andWaffles(Gashler,
2011)—support experimental reproducibility via application programming interfaces (API),
command-line interfaces (CLI), and/or visual workflow pipelines. Userscan write client tools that
invoke APIs and that can later be re-executed. Scripts that invoke CLIscan be repeated; and visual
pipelines typically encapsulate execution logic. In ML-Flex, users encodeall configuration settings
in text files. With this approach, users are not required to write code nor extensive scripts. How-
ever, with a modest scripting effort, it is possible to generate configurationfiles dynamically, an
approach that may not be feasible with visual workflows. Because a copy of relevant configura-
tion files accompany the results of each experiment, subsequent replicationof results is straightfor-
ward. Additionally, in experiments that use repeated random sampling validation, ML-Flex encap-
sulates sampling and summarization logic, which may be burdensome to replicate withalternative
approaches.
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Abstract
Boosting combines weak learners into a predictor with low empirical risk. Its dual constructs a high
entropy distribution upon which weak learners and traininglabels are uncorrelated. This manuscript
studies this primal-dual relationship under a broad familyof losses, including the exponential loss
of AdaBoost and the logistic loss, revealing:

• Weak learnability aids the whole loss family: for anyε > 0,O(ln(1/ε)) iterations suffice to produce a
predictor with empirical riskε-close to the infimum;

• The circumstances granting the existence of an empirical risk minimizer may be characterized in terms
of the primal and dual problems, yielding a new proof of the known rateO(ln(1/ε));

• Arbitrary instances may be decomposed into the above two, granting rateO(1/ε), with a matching
lower bound provided for the logistic loss.

Keywords: boosting, convex analysis, weak learnability, coordinatedescent, maximum entropy

1. Introduction

Boosting is the task of converting inaccurateweak learnersinto a single accurate predictor. The
existence of any such method was unknown until the breakthrough resultof Schapire (1990): under
a weak learning assumption, it is possible to combine many carefully chosen weak learners into
a majority of majorities with arbitrarily low training error. Soon after, Freund (1995) noted that a
single majority is enough, and thatΘ(ln(1/ε)) iterations are both necessary and sufficient to attain
accuracyε. Finally, their combined effort produced AdaBoost, which exhibits this optimal conver-
gence rate (under the weak learning assumption), and has an astonishingly simple implementation
(Freund and Schapire, 1997).

It was eventually revealed that AdaBoost was minimizing a risk functional, specifically the
exponential loss (Breiman, 1999). Aiming to alleviate perceived deficiencies in the algorithm, other
loss functions were proposed, foremost amongst these being the logistic loss (Friedman et al., 2000).
Given the wide practical success of boosting with the logistic loss, it is perhaps surprising that no
convergence rate better thanO(exp(1/ε2)) was known, even under the weak learning assumption
(Bickel et al., 2006). The reason for this deficiency is simple: unlike SVM,least squares, and
basically any other optimization problem considered in machine learning, theremight not exist a
choice which attains the minimal risk! This reliance is carried over from convex optimization, where
the assumption of attainability is generally made, either directly, or through stronger conditions like
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compact level sets or strong convexity (Luo and Tseng, 1992). But thislimitation seems artificial:
a function like exp(−x) has no minimizer but decays rapidly.

Convergence rate analysis provides a valuable mechanism to compare andimprove of minimiza-
tion algorithms. But there is a deeper significance with boosting: a convergence rate ofO(ln(1/ε))
means that, with a combination of justO(ln(1/ε)) predictors, one can construct anε-optimal clas-
sifier, which is crucial to both the computational efficiency and statistical stability of this predictor.

The main contribution of this manuscript is to provide a tight convergence theory for a large
family of losses, including the exponential and logistic losses, which has heretofore resisted anal-
ysis. In particular, it is shown that the (disjoint) scenarios of weak learnability (Section 6.1) and
attainability (Section 6.2) both exhibit the rateO(ln(1/ε)). These two scenarios are in a strong
sense extremal, and general instances are shown to decompose into them; but their conflicting be-
havior yields a degraded rateO(1/ε) (Section 6.3). A matching lower bound for the logistic loss
demonstrates this is no artifact.

1.1 Outline

Beyond providing these rates, this manuscript will study the rich ecology within the primal-dual
interplay of boosting.

Starting with necessary background, Section 2 provides the standard view of boosting as co-
ordinate descent of an empirical risk. This primal formulation of boosting obscures a key internal
mechanism: boosting iteratively constructs distributions where the previously selected weak learner
fails. This view is recovered in the dual problem; specifically, Section 3 reveals that the dual feasible
set is the collection of distributions where all weak learners have no correlation to the target, and
the dual objective is a max entropy rule.

The dual optimum is always attainable; since a standard mechanism in convergence analysis to
control the distance to the optimum, why not overcome the unattainability of the primal optimum
by working in the dual? It turns out that the classical weak learning rate was a mechanism to control
distances in the dual all along; by developing a suitable generalization (Section 4), it is possible to
convert the improvement due to a single step of coordinate descent into a relevant distance in the
dual (Section 6). Crucially, this holds for general instances, without any assumptions.

The final puzzle piece is to relate these dual distances to the optimality gap. Section 5 lays the
foundation, taking a close look at the structure of the optimization problem. Theclassical scenarios
of attainability and weak learnability are identifiable directly from the weak learning class and
training sample; moreover, they can be entirely characterized by properties of the primal and dual
problems.

Section 5 will also reveal another structure: there is a subset of the training set, thehard core,
which is the maximal support of any distribution upon which every weak learner and the training
labels are uncorrelated. This set is central—for instance, the dual optimum(regardless of the loss
function) places positive weight on exactly the hard core. Weak learnability corresponds to the
hard core being empty, and attainability corresponds to it being the whole training set. For those
instances where the hard core is a nonempty proper subset of the trainingset, the behavior on and
off the hard core mimics attainability and weak learnability, and Section 6.3 will leverage this to
produce rates using facts derived for the two constituent scenarios.

Much of the technical material is relegated to the appendices. For convenience, Section A sum-
marizes notation, and Section B contains some important supporting results. Ofperhaps practical
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interest, Section D provides methods to select the step size, meaning the weightwith which new
weak learners are included in the full predictor. These methods are sufficiently powerful to grant
the convergence rates in this manuscript.

1.2 Related Work

The development of general convergence rates has a number of important milestones in the past
decade. Collins et al. (2002) proved convergence for a large family oflosses, albeit without any
rates. Interestingly, the step size only partially modified the choice from AdaBoost to accommodate
arbitrary losses, whereas the choice here follows standard optimization principles based purely on
the particular loss. Next, Bickel et al. (2006) showed a general rate ofO(exp(1/ε2)) for a slightly
smaller family of functions: every loss has positive lower and upper bounds on its second deriva-
tive within any compact interval. This is a larger family than what is consideredin the present
manuscript, but Section 6.2 will discuss the role of the extra assumptions whenproducing fast rates.

Many extremely important cases have also been handled. The first is the original rate of
O(ln(1/ε)) for the exponential loss under the weak learning assumption (Freund andSchapire,
1997). Next, under the assumption that the empirical risk minimizer is attainable, Rätsch et al.
(2001) demonstrated the rateO(ln(1/ε)). The loss functions in that work must satisfy lower and
upper bounds on the Hessian within the initial level set; equivalently, the existence of lower and
upper bounding quadratic functions within this level set. This assumption may be slightly relaxed
to needing just lower and upper second derivative bounds on the univariate loss function within an
initial bounding interval (cf. discussion within Section 5.2), which is the same set of assumptions
used by Bickel et al. (2006), and as discussed in Section 6.2, is all that isreally needed by the
analysis in the present manuscript under attainability.

Parallel to the present work, Mukherjee et al. (2011) established general convergence under the
exponential loss, with a rate ofΘ(1/ε). That work also presented bounds comparing the AdaBoost
suboptimality to anyl1 bounded solution, which can be used to succinctly prove consistency prop-
erties of AdaBoost (Schapire and Freund, in preparation). In this case, the rate degrades toO(ε−5),
which although presented without lower bound, is not terribly surprising since the optimization
problem minimized by boosting has no norm penalization. Finally, mirroring the development here,
Mukherjee et al. (2011) used the same boosting instance (due to Schapire2010) to produce lower
bounds, and also decomposed the boosting problem into finite and infinite margin pieces (cf. Sec-
tion 5.3).

It is interesting to mention that, for many variants of boosting, general convergence rates were
known. Specifically, once it was revealed that boosting is trying to be not only correct but also have
large margins (Schapire et al., 1997), much work was invested into methods which explicitly max-
imized the margin (R̈atsch and Warmuth, 2002), or penalized variants focused on the inseparable
case (Warmuth et al., 2007; Shalev-Shwartz and Singer, 2008). Thesemethods generally impose
some form of regularization (Shalev-Shwartz and Singer, 2008), whichgrants attainability of the
risk minimizer, and allows standard techniques to grant general convergence rates. Interestingly,
the guarantees in those works cited in this paragraph areO(1/ε2).

Hints of the dual problem may be found in many works, most notably those of Kivinen and
Warmuth (1999) and Collins et al. (2002), which demonstrated that boostingis seeking a difficult
distribution over training examples via iterated Bregman projections.

563



TELGARSKY

The notion of hard core sets is due to Impagliazzo (1995). A crucial difference is that in the
present work, the hard core is unique, maximal, and every weak learnerdoes no better than random
guessing upon a family of distributions supported on this set; in this cited work,the hard core is
relaxed to allow some small but constant fraction correlation to the target. Thisrelaxation is central
to the work, which provides a correspondence between the complexity (circuit size) of the weak
learners, the difficulty of the target function, the size of the hard core, and the correlation permitted
in the hard core.

2. Setup

A view of boosting, which pervades this manuscript, is that the action of the weak learning class
upon the sample can be encoded as a matrix (Rätsch et al., 2001; Shalev-Shwartz and Singer, 2008).
Let a sampleS := {(xi ,yi)}m

1 ⊆ (X ×Y )m and a weak learning classH be given. For everyh∈H ,
let S |h denote the negated projection ontoS induced byh; that is,S |h is a vector of lengthm, with
coordinates(S |h)i =−yih(xi). If the set of all such columns{S |h : h∈H } is finite, collect them into
the matrixA∈ R

m×n. Let ai denote theith row of A, corresponding to the example(xi ,yi), and let
{h j}n

1 index the set of weak learners corresponding to columns ofA. It is assumed, for convenience,
that entries ofA are within[−1,+1]; relaxing this assumption merely scales the presented rates by
a constant.

The setting considered here is that this finite matrix can be constructed. Note that this can
encode infinite classes, so long as they map to onlyk < ∞ values (in which caseA has at mostkm

columns). As another example, if the weak learners are binary, andH has VC dimensiond, then
Sauer’s lemma grants thatA has at most(m+1)d columns. This matrix view of boosting is thus
similar to the interpretation of boosting performing descent in functional space (Mason et al., 2000;
Friedman et al., 2000), but the class complexity and finite sample have been used to reduce the
function class to a finite object.

To make the connection to boosting, the missing ingredient is the loss function.

Definition 1 G0 is the set of loss functions g: R→ R satisfying: g is twice continuously differen-
tiable, g′′ > 0, andlimx→−∞ g(x) = 0.

For convenience, whenever g∈ G0 and sample size m are provided, let f: Rm → R denote the
empirical risk function f(x) := ∑m

i=1g((x)i). For more properties of g and f , please see Section C.

The convergence rates of Section 6 will require a few more conditions, but G0 suffices for all
earlier results.

Example 1 The exponential lossexp(·) (AdaBoost) and logistic lossln(1+exp(·)) are both within
G0 (and the eventualG). These two losses appear in Figure 1, where the log-scale plot aims to
convey their similarity for negative values.

This definition provides a notational break from most boosting literature, which instead requires
limx→∞ g(x)= 0 (i.e., the exponential loss becomes exp(−x)); note that the usage here simply pushes
the negation into the definition of the matrixA. The significance of this modification is that the gradi-
ent of the empirical risk, which corresponds to distributions produced byboosting, is a nonnegative
measure. (Otherwise, it would be necessary to negate this (nonpositive)distribution everywhere to
match the boosting literature.) Note that there is no consensus on this choice, and the form followed
here can be found elsewhere (Boucheron et al., 2005).
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Figure 1: Exponential and logistic losses, plotted with linear and log-scale range.

Boosting determines some weightingλ ∈ R
n of the columns ofA, which correspond to weak

learners inH . The (unnormalized) margin of examplei is thus〈−ai ,λ〉 = −e⊤i Aλ, whereei is an
indicator vector. (This negation is one notational inconvenience of making losses increasing.) Since
the prediction onxi is1[∑ j λ jh j(xi)≥ 0] = 1[yi 〈ai ,λ〉 ≤ 0], it follows thatAλ < 0m (where0m is the
zero vector) implies a training error of zero. As such, boosting solves theminimization problem

inf
λ∈Rn

m

∑
i=1

g(〈ai ,λ〉) = inf
λ∈Rn

m

∑
i=1

g(e⊤i Aλ) = inf
λ∈Rn

f (Aλ) = inf
λ∈Rn

( f ◦A)(λ) =: f̄A; (1)

recall f : Rm→R is the convenience functionf (x) = ∑i g((x)i), and in the present problem denotes
the (unnormalized) empirical risk.̄fA will denote the optimal objective value.

The infimum in Equation 1 may well not be attainable. Suppose there existsλ′ such thatAλ′ <
0m (Theorem 11 will show that this is equivalent to the weak learning assumption). Then

0≤ inf
λ∈Rn

f (Aλ)≤ inf
c>0

f (A(cλ′)) = 0.

On the other hand, for anyλ ∈ R
n, f (Aλ) > 0. Thus the infimum is never attainable when weak

learnability holds.
The template boosting algorithm appears in Figure 2, formulated in terms off ◦A to make the

connection to coordinate descent as clear as possible. To interpret the gradient terms, note that

(∇( f ◦A)(λ)) j = (A⊤∇ f (Aλ)) j =−
m

∑
i=1

g′(〈ai ,λ〉)h j(xi)yi ,

which is the expected negative correlation ofh j with the target labels according to an unnormalized
distribution with weightsg′(〈ai ,λ〉). The stopping condition∇( f ◦A)(λ) = 0m means: either the
distribution is degenerate (it is exactly zero), or every weak learner is uncorrelated with the target.

As such, BOOST in Figure 2 represents an equivalent formulation of boosting, with one minor
modification: the column (weak learner) selection has an absolute value. Butnote that this is
the same as closingH under complementation (i.e., for anyh ∈ H , there existsh(−) with h(x) =
−h(−)(x)), which is assumed in many theoretical treatments of boosting.

In the case of the exponential loss and binary weak learners, the line search (when attainable)
has a convenient closed form; but for other losses, and even with the exponential loss but with
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Routine BOOST.
Input Convex functionf ◦A.
Output Approximate primal optimumλ.

1. Initializeλ0 := 0n.

2. Fort = 1,2, . . ., while ∇( f ◦A)(λt−1) 6= 0n:

(a) Choose column (weak learner)

jt := argmax
j

|∇( f ◦A)(λt−1)
⊤ej |.

(b) Correspondingly, set descent directionvt ∈ {±ejt}; note

v⊤t ∇( f ◦A)(λt−1) =−‖∇( f ◦A)(λt−1)‖∞.

(c) Findαt via approximate solution to the line search

inf
α>0

( f ◦A)(λt−1+αvt).

(d) Updateλt := λt−1+αtvt .

3. Returnλt−1.

Figure 2:l1 steepest descent (Boyd and Vandenberghe, 2004, Algorithm 9.4) off ◦A.

confidence-rated predictors, there may not be a closed form. As such,BOOST only requires an
approximate line search method. Section D details two mechanisms for this: an iterative method,
which requires no knowledge of the loss function, and a closed form choice, which unfortunately
requires some properties of the loss, which may be difficult to bound tightly. The iterative method
provides a slightly worse guarantee, but is potentially more effective in practice; thus it will be used
to produce all convergence rates in Section 6.

For simplicity, it is supposed that the best weak learnerjt (or the approximation thereof encoded
in A) can always be selected. Relaxing this condition is not without subtleties, but as discussed in
Section E, there are ways to allow approximate selection without degrading thepresented conver-
gence rates.

As a final remark, consider the rows{−ai}m
1 of −A as a collection ofm points inRn. Due to

the form ofg, BOOST is therefore searching for a halfspace, parameterized by a vectorλ, which
contains all of these points. Sometimes such a halfspace may not exist, andg applies a smoothly
increasing penalty to points that are farther and farther outside it.

3. Dual Problem

Applying coordinate descent to Equation 1 represents a valid interpretationof boosting, in the sense
that the resulting algorithm BOOST is equivalent to the original. However this representation loses
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Figure 3: Fenchel conjugates of exponential and logistic losses.

the intuitive operation of boosting as generating distributions where the current predictor is highly
erroneous, and requesting weak learners accurate on these tricky distributions. The dual problem
will capture this.

In addition to illuminating the structure of boosting, the dual problem also possesses a major
concrete contribution to the optimization behavior, and specifically the convergence rates: the dual
optimum is always attainable.

The dual problem will make use of Fenchel conjugates (Hiriart-Urruty and Lemaŕechal, 2001;
Borwein and Lewis, 2000); for any functionh, the conjugate is

h∗(φ) = sup
x∈dom(h)

〈x,φ〉−h(x).

Example 2 The exponential lossexp(·) has Fenchel conjugate

(exp(·))∗(φ) =











φ ln(φ)−φ whenφ > 0,

0 whenφ = 0,

∞ otherwise.

The logistic lossln(1+exp(·)) has Fenchel conjugate

(ln(1+exp(·)))∗(φ) =











(1−φ) ln(1−φ)+φ ln(φ) whenφ ∈ (0,1),

0 whenφ ∈ {0,1},
∞ otherwise.

These conjugates are known respectively as the Boltzmann-Shannon and Fermi-Dirac entropies
(Borwein and Lewis, 2000, Commentary, Section 3.3). Please see Figure 3 for a depiction.

It further turns out that general members ofG0 have a shape reminiscent of these two standard
notions of entropy.
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Lemma 2 Let g∈ G0 be given. Then g∗ is continuously differentiable onint(dom(g∗)), strictly
convex, and eitherdom(g∗) = [0,∞) or dom(g∗) = [0,b] where b> 0. Furthermore, g∗ has the
following form:

g∗(φ) ∈































∞ whenφ < 0,

0 whenφ = 0,

(−g(0),0) whenφ ∈ (0,g′(0)),

−g(0) whenφ = g′(0),

(−g(0),∞] whenφ > g′(0).

(The proof is in Section C.) There is one more object to present, the dual feasible setΦA.

Definition 3 For any A∈ R
m×n, define the dual feasible set

ΦA := Ker(A⊤)∩R
m
+

Consider anyψ ∈ ΦA. Sinceψ ∈ Ker(A⊤), this is a weighting of examples which decorrelates
all weak learners from the target: in particular, for any primal weightingλ ∈R

n over weak learners,
ψ⊤Aλ = 0. And sinceψ ∈ R

m
+, all coordinates are nonnegative, so in the case thatψ 6= {0m}, this

vector may be renormalized into a distribution over examples. The caseΦA = {0m} is an extremely
special degeneracy: it will be shown to encode the scenario of weak learnability.

Theorem 4 For any A∈ R
m×n and g∈G0 with f(x) = ∑i g((x)i),

inf { f (Aλ) : λ ∈ R
n}= sup{− f ∗(ψ) : ψ ∈ ΦA} , (2)

where f∗(φ) = ∑m
i=1g∗((φ)i). The right hand side is the dual problem, and moreover the dual

optimum, denotedψ f
A, is unique and attainable.

(The proof uses routine techniques from convex analysis, and is deferred to Section G.2.)
The definition ofΦA does not depend on any specificg∈ G0; this choice was made to provide

general intuition on the structure of the problem for the entire family of losses. Note however that
this will cause some problems later. For instance, with the logistic loss, the vectorwith every value
two, that is, 2·1m, has objective value− f ∗(2 ·1m) = −∞. In a sense, there are points inΦA which
are not really candidates for certain losses, and this fact will need adjustment in some convergence
rate proofs.

Remark 5 Finishing the connection to maximum entropy, for any g∈G0, by Lemma 2, the optimum
of the unconstrained problem is g′(0)1m, a rescaling of the uniform distribution. But note that
∇ f (Aλ0) = ∇ f (0m) = g′(0)1m: that is, the initial dual iterate is the unconstrained optimum! Let
φt := ∇ f (Aλt) denote the tth dual iterate; since∇ f ∗(∇ f (x)) = x (cf. Section B.2), then for any
ψ ∈ ΦA ⊆ Ker(A⊤),

〈∇ f ∗(φt),ψ〉= 〈Aλt ,ψ〉=
〈

λt ,A
⊤ψ

〉

= 0.

This allows the dual optimum to be rewritten as

ψ f
A = argmin

ψ∈ΦA

f ∗(ψ)

= argmin
ψ∈ΦA

f ∗(ψ)− f ∗(φt)−〈∇ f ∗(φt),ψ−φt〉 ;
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that is, the dual optimumψ f
A is the Bregman projection (according to f∗) ontoΦA of any dual iterate

φt = ∇ f (Aλt). In particular,ψ f
A is the Bregman projection onto the feasible set of the unconstrained

optimumφ0 = ∇ f (Aλ0)!

The connection to Bregman divergences runs deep; in fact, mirroring thedevelopment of BOOST

as “compiling out” the dual variables in the classical boosting presentation, itis possible to compile
out the primal variables, producing an algorithm using only dual variables, meaning distributions
over examples. This connection has been explored extensively (Kivinen and Warmuth, 1999; Collins
et al., 2002).

Remark 6 It may be tempting to use Theorem 4 to produce a stopping condition; that is,if for
a suppliedε > 0, a primal iterateλ′ and dual feasibleψ′ ∈ ΦA can be found satisfying f(Aλ′)+
f ∗(ψ′)≤ ε, BOOSTmay terminate with the guarantee f(Aλ′)− f̄A ≤ ε.

Unfortunately, it is unclear how to produce dual iterates (excepting the trivial 0m). If Ker(A⊤)
can be computed, it suffices to l2 project∇ f (Aλt) onto this subspace. In general however, not only
is Ker(A⊤) painfully expensive to compute, this computation does not at all fit the oraclemodel of
boosting, where access to A is obscured. (What isKer(A⊤) when the weak learning oracle learns a
size-bounded decision tree?)

In fact, noting that the primal-dual relationship from Equation 2 can be written

inf { f (Λ) : Λ ∈ Im(A)}= sup
{

− f ∗(Ψ) : Ψ ∈ Ker(A⊤) = Im(A)⊥
}

(sincedom( f ∗)⊆ R
m
+ encodes the orthant constraint), the standard oracle model gives elements of

Im(A), but what is needed in the dual is an oracle forKer(A⊤) = Im(A)⊥.

4. Generalized Weak Learning Rate

The weak learning rate was critical to the original convergence analysis of AdaBoost, providing a
handle on the progress of the algorithm. But to be useful, this value must be positive, which was
precisely the condition granted by the weak learning assumption. This sectionwill generalize the
weak learning rate into a quantity which can be made positive for any boostinginstance.

Note briefly that this manuscript will differ slightly from the norm in that weak learning will be
a purelysample-specificconcept. That is, the concern here is convergence in empirical risk, and all
that matters is the sampleS = {(xi ,yi)}m

1 , as encoded inA; it doesn’t matter if there are wild points
outside this sample, because the algorithm has no access to them.

This distinction has the following implication. The usual weak learning assumptionstates that
there exists no uncorrelating distribution over the inputspace. This of course implies that any
training sampleS used by the algorithm will also have this property; however, it suffices that there
is no distribution over the inputsampleS which uncorrelates the weak learners from the target.

Returning to task, the weak learning assumption posits the existence of a positive constant, the
weak learning rateγ, which lower bounds the correlation of the best weak learner with the target for
any distribution. Stated in terms of the matrixA,

0< γ = inf
φ∈Rm

+
‖φ‖=1

max
j∈[n]

∣

∣

∣

∣

∣

m

∑
i=1

(φ)iyih j(xi)

∣

∣

∣

∣

∣

= inf
φ∈Rm

+\{0m}

‖A⊤φ‖∞

‖φ‖1
= inf

φ∈Rm
+\{0m}

‖A⊤φ‖∞

‖φ−0m‖1
. (3)

569



TELGARSKY

Proposition 7 A boosting instance is weak learnable iffΦA = {0m}.

Proof SupposeΦA = {0m}; since the first infimum in Equation 3 is of a continuous function over a
compact set, it has some minimizerφ′. But ‖φ′‖1 = 1, meaningφ′ 6∈ ΦA, and so‖A⊤φ′‖∞ > 0. On
the other hand, ifΦA 6= {0m}, take anyφ′′ ∈ ΦA\{0m}; then

0≤ γ = inf
φ∈Rm

+\{0m}

‖A⊤φ‖∞

‖φ‖1
≤ ‖A⊤φ′′‖∞

‖φ′′‖1
= 0.

Following this connection, the first way in which the weak learning rate is modified is to replace
{0m} with the dual feasible setΦA = Ker(A⊤)∩R

m
+. For reasons that will be sketched shortly, but

fully dealt with only in Section 6, it is necessary to replaceR
m
+ with a more refined choiceS.

Definition 8 Given a matrix A∈ R
m×n and a set S⊆ R

m, define

γ(A,S) := inf

{

‖A⊤φ‖∞

infψ∈S∩Ker(A⊤) ‖φ−ψ‖1
: φ ∈ S\Ker(A⊤)

}

.

First note that in the scenario of weak learnability (i.e.,ΦA = {0m} by Theorem 7), the choice
S= R

m
+ allows the new notion to exactly cover the old one:γ(A,Rm

+) = γ.
To get a better handle on the meaning ofS, first define the following projection and distance

notation to a closed convex nonempty setC, where in the case of non-uniqueness (l1 andl∞), some
arbitrary choice is made:

P
p
C(x) ∈ Argmin

y∈C
‖y−x‖p, D

p
C(x) = ‖x−P

p
C(x)‖p.

Suppose, for somet, that∇ f (Aλt) ∈ S\Ker(A⊤); then the infimum withinγ(A,S) may be instanti-
ated with∇ f (Aλt), yielding

γ(A,S) = inf
φ∈S\Ker(A⊤)

‖A⊤φ‖∞

‖φ−P
1
S∩Ker(A⊤)(φ)‖1

≤ ‖A⊤∇ f (Aλt)‖∞

‖∇ f (Aλt)−P
1
S∩Ker(A⊤)(∇ f (Aλt))‖1

. (4)

Rearranging this,

γ(A,S)
∥

∥

∥
∇ f (Aλt)−P

1
S∩Ker(A⊤)(∇ f (Aλt))

∥

∥

∥

1
≤ ‖A⊤∇ f (Aλt)‖∞. (5)

This is helpful because the right hand side appears in standard guarantees for single-step progress in
descent methods. Meanwhile, the left hand side has reduced the influence of A to a single number,
and the normed expression is the distance to a restriction of dual feasible set, which will converge
to zero if the infimum is to be approached, so long as this restriction contains thedual optimum.

This will be exactly the approach taken in this manuscript; indeed, the first step towards conver-
gence rates, Proposition 20, will use exactly the upper bound in Equation 5. The detailed work that
remains is then dealing with the distance to the dual feasible set. The choice ofSwill be made to
facilitate the production of these bounds, and will depend on the optimization structure revealed in
Section 5.

In order for these expressions to mean anything,γ(A,S) must be positive.
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Theorem 9 Let matrix A∈ R
m×n and polyhedron S⊆ R

m be given with S\Ker(A⊤) 6= /0 and S∩
Ker(A⊤) 6= /0. Thenγ(A,S)> 0.

The proof, material on other generalizations ofγ, and discussion on the polyhedrality ofScan all be
found in Section F.

As a final connection, sinceA⊤
P

1
S∩Ker(A⊤)(φ) = 0n, note that

γ(A,S) = inf
φ∈S\Ker(A⊤)

‖A⊤φ‖∞

‖φ−P
1
S∩Ker(A⊤)(φ)‖1

= inf
φ∈S\Ker(A⊤)

‖A⊤(φ−P
1
S∩Ker(A⊤)(φ))‖∞

‖φ−P
1
S∩Ker(A⊤)(φ)‖1

.

In this way,γ(A,S) resembles a Lipschitz constant, reflecting the effect ofA on elements of the dual,
relative to the dual feasible set.

5. Optimization Structure

The scenario of weak learnability translates into a simple condition on the dual feasible set: the dual
feasible set is the origin (in symbols,ΦA =Ker(A⊤)∩R

m
+ = {0m}). And how about attainability—is

there a simple way to encode this problem in terms of the optimization problem?
This section will identify the structure of the boosting optimization problem both in terms of

the primal and dual problems, first studying the scenarios of weak learnability and attainability, and
then showing that general instances can be decomposed into these two.

There is another behavior which will emerge through this study, motivated by the following
question. The dual feasible setΦA =Ker(A⊤)∩R

m
+ is the set of nonnegative weightings of examples

under which every weak learner (every column ofA) has zero correlation; what is the support of
these weightings?

Definition 10 H(A) denotes thehard coreof A: the collection of examples which receive positive
weight under some dual feasible point, a distribution upon which no weak learner is correlated with
the target. Symbolically,

H(A) := {i ∈ [m] : ∃ψ ∈ ΦA,(ψ)i > 0}.

One case has already been considered; as established in Theorem 7, weak learnability is equiv-
alent toΦA = {0m}, which in turn is equivalent to|H(A)| = 0. But it will turn out that other
possibilities forH(A) also have direct relevance to the behavior of BOOST. Indeed, contrasted with
the primal and dual problems and feasible sets,H(A) will provide a conceptually simple, discrete
object with which to comprehend the behavior of boosting.

5.1 Weak Learnability

The following theorem establishes four equivalent formulations of weak learnability.

Theorem 11 For any A∈ R
m×n and g∈G0 the following conditions are equivalent:

∃λ ∈ R
n
�Aλ ∈ R

m
−−, (6)

inf
λ∈Rn

f (Aλ) = 0, (7)

ψ f
A = 0m, (8)

ΦA = {0m}. (9)
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Figure 4: Geometric view of the primal and dual problem, under weak learnability. The vertices of
the pentagon denote the points{−ai}m

1 . The arrow, denotingλ in Equation 6, defines a
homogeneous halfspace containing these points; on the other hand, their convex hull does
not contain the origin. Please see Theorem 11 and its discussion.

First note that Equation 9 indicates (via Theorem 7) this is indeed the weak learnability setting,
equivalently|H(A)|= 0.

Recall the earlier discussion of boosting as searching for a halfspace containing the points
{−ai}m

1 = {−e⊤i A}m
1 ; Equation 6 encodes precisely this statement, and moreover that there exists

such a halfspace with these points interior to it. Note that this statement also encodes the margin
separability equivalence of weak learnability due to Shalev-Shwartz and Singer (2008); specifically,
if labels are bounded away from 0 and each point−ai (row of −A) is replaced with−yiai , the
definition ofA grants that positive examples will land on one side of the hyperplane, and negative
examples on the other.

Equation 9 and Equation 6 can be interpreted geometrically, as depicted in Figure 4: the dual
feasibility statement is that no convex combination of{−ai}m

1 will contain the origin.
Next, Equation 7 is the (error part of the) usual strong PAC guarantee (Schapire, 1990): weak

learnability entails that the training error will go to zero. And, as must be the case whenΦA = {0m},
Equation 8 provides thatψ f

A = 0m.
Proof of Theorem 11 (Equation 6=⇒ Equation 7.) Let̄λ ∈ R

n be given withAλ̄ ∈ R
m
−−, and let

any increasing sequence{ci}∞
1 ↑ ∞ be given. Then, sincef > 0 and limx→−∞ g(x) = 0,

inf
λ

f (Aλ)≤ lim
i→∞

f (ciAλ̄) = 0≤ inf
λ

f (Aλ).

(Equation 7=⇒ Equation 8.) The point0m is always dual feasible, and

inf
λ

f (Aλ) = 0=− f ∗(0m).

Since the dual optimum is unique (Theorem 4),ψ f
A = 0m.

(Equation 8=⇒ Equation 9.) Suppose there existsψ ∈ ΦA with ψ 6= 0m. Since− f ∗ is contin-
uous and increasing along every positive direction at0m = ψ f

A (see Lemma 2 and Lemma 36), there
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must exist some tinyτ > 0 such that− f ∗(τψ)>− f ∗(ψ f
A), contradicting the selection ofψ f

A as the
unique optimum.

(Equation 9=⇒ Equation 6.) This case is directly handled by Gordan’s theorem (cf. Theo-
rem 29).

5.2 Attainability

For strictly convex functions, there is a nice characterization of attainability,which will require the
following definition.

Definition 12 (Hiriart-Urruty and Lemar échal 2001, Section B.3.2)A closed convex function h
is called0-coercivewhen all level sets are compact. (That is, for anyα ∈ R, the set{x : f (x)≤ α}
is compact.)

Proposition 13 Suppose h is differentiable, strictly convex, anddom(h) = R
m. Theninfxh(x) is

attainable iff h is 0-coercive.

Note that 0-coercivity means the domain of the infimum in Equation 1 can be restricted to a compact
set, and attainability in turn follows just from properties of minimization of continuous functions on
compact sets. It is the converse which requires some structure; the proof however is unilluminating
and deferred to Section G.3.

Armed with this notion, it is now possible to build an attainability theory forf ◦A. Some care
must be taken with the above concepts, however; note that whilef is strictly convex,f ◦A need not
be (for instance, if there exist nonzero elements of Ker(A), then moving along these directions does
not change the objective value). Therefore, 0-coercivity statements will refer to the function

( f + ιIm(A))(x) =

{

f (x) whenx∈ Im(A),

∞ otherwise.

This function is effectively taking the epigraph off , and intersecting it with a slice representing
Im(A) = {Aλ : λ ∈ R

n}, the set of points considered by the algorithm. As such, it is merely a
convenient way of dealing with Ker(A) as discussed above.

Theorem 14 For any A∈ R
m×n and g∈G0, the following conditions are equivalent:

∀λ ∈ R
n
�Aλ 6∈ R

m
− \{0m}, (10)

f + ιIm(A) is 0-coercive, (11)

ψ f
A ∈ R

m
++, (12)

ΦA∩R
m
++ 6= /0. (13)

Following the discussion above, Equation 11 is the desired attainability statement.
Next, note that Equation 13 is equivalent to the expression|H(A)| = m, that is, there exists a

distribution with positive weight on all examples, upon which every weak learner is uncorrelated.
The forward direction is direct from the existence of a singleψ ∈ ΦA∩R

m
++. For the converse, note
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Figure 5: Geometric view of the primal and dual problem, under attainability. Once again, the
{−ai}m

1 are the vertices of the pentagon. This time, no (closed) homogeneous halfspace
containing all the points will contain one strictly, and the relative interior of the pentagon
contains the origin. Please see Theorem 14 and its discussion.

that theψi corresponding to eachi ∈ H(A) can be combined intoψ = ∑i ψi ∈ Ker(A⊤)∩R
m
++ (since

Ker(A⊤) is a subspace).
For a geometric interpretation, consider Equation 10 and Equation 13. The first says that any

halfspace containing some−ai within its interior must also fail to contain some−a j (with i 6= j).
(Equation 10 also allows for the scenario that no valid enclosing halfspaceexists, that is,λ = 0n.)
The latter states that the origin0m is contained within a positive convex combination of{−ai}m

1
(alternatively, the origin is within the relative interior of these points). Thesetwo scenarios appear
in Figure 5.

Finally, note Equation 12: it is not only the case that there are dual feasiblepoints fully interior
to R

m
+, but furthermore the dual optimum is also interior. This will be crucial in the convergence

rate analysis, since it will allow the dual iterates to never be too small.
Proof of Theorem 14 (Equation 10=⇒ Equation 11.) Letd ∈R

m\{0m} andλ ∈R
n be arbitrary.

To show 0-coercivity, it suffices (Hiriart-Urruty and Lemaréchal, 2001, Proposition B.3.2.4.iii) to
show

lim
t→∞

f (Aλ+ td)+ ιIm(A)(Aλ+ td)− f (Aλ)
t

> 0. (14)

If d 6∈ Im(A) (and t > 0), thenιIm(A)(Aλ+ td) = ∞. Supposed ∈ Im(A); by Equation 10, since
d 6= 0m, thend 6∈ R

m
−, meaning there is at least one positive coordinatej. But then, sinceg> 0 and

g is convex,

Eq. 14≥ lim
t→∞

g(e⊤j (Aλ+ td))− f (Aλ)
t

≥ lim
t→∞

g(e⊤j Aλ)+ td jg′(e⊤j Aλ)− f (Aλ)
t

= d jg
′(e⊤j Aλ),
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which is positive by the selection ofd j and sinceg′ > 0.
(Equation 11=⇒ Equation 12.) Since the infimum is attainable, designate anyλ̄ satisfy-

ing infλ f (Aλ) = f (Aλ̄) (note, althoughf is strictly convex, f ◦A need not be, thus uniqueness
is not guaranteed!). The optimality conditions of Fenchel problems may be applied, meaning
ψ f

A = ∇ f (Aλ̄), which is interior toRm
+ since∇ f ∈ R

m
++ everywhere (cf. Lemma 36). (For the

optimality conditions, see Borwein and Lewis 2000, Exercise 3.3.9.f, with a negation inserted to
match the negation inserted within the proof of Theorem 4.)

(Equation 12=⇒ Equation 13.) This holds sinceΦA ⊇ {ψ f
A} andψ f

A ∈ R
m
++.

(Equation 13=⇒ Equation 10.) This case is directly handled by Stiemke’s Theorem (cf. The-
orem 30).

5.3 General Setting

So far, the scenarios of weak learnability and attainability corresponded tothe extremal hard core
cases of|H(A)| ∈ {0,m}. The situation in the general setting 1≤ |H(A)| ≤ m−1 is basically as
good as one could hope for: it interpolates between the two extremal cases.

As a first step, partitionA into two submatrices according toH(A).

Definition 15 Partition A∈ R
m×n by rows into two matrices A0 ∈ R

m0×n and A+ ∈ R
m+×n, where

A+ has rows corresponding to H(A), and m+ = |H(A)|. For convenience, permute the examples so
that

A=
[

A0
A+

]

.

(This merely relabels the coordinate axes, and does not change the optimization problem.) Note that
this decomposition is unique, since H(A) is uniquely specified.

As a first consequence, this partition cleanly decomposes the dual feasible setΦA into ΦA0 and
ΦA+ .

Proposition 16 For any A∈ R
m×n, ΦA0 = {0m0}, ΦA+ ∩R

m+
++ 6= /0, and

ΦA = ΦA0 ×ΦA+ .

Furthermore, no other partition of A into B0 ∈ R
z×n and B+ ∈ R

p×n satisfies these properties.

Proof It must hold thatΦA0 = {0m0}, since otherwise there would existψ ∈ Ker(A⊤
0 )∩R

m0
+ with

ψ 6= 0m0, which could be extended toψ′ = ψ×0m+ ∈ ΦA and the positive coordinate ofψ could be
added toH(A), contradicting the construction ofH(A) as including all such rows.

The propertyΦA+ ∩R
m+
++ 6= /0 was proved in the discussion of Theorem 14: simply add together,

for eachi ∈ H(A), theψi ’s corresponding to positive weight oni.
For the decomposition, note first that certainly everyψ ∈ ΦA0 ×ΦA+ satisfiesψ ∈ ΦA. Now

suppose contradictorily that there existsψ′ ∈ ΦA \ (ΦA0 ×ΦA+). There must existj ∈ [m] \H(A)
with (ψ′) j > 0, since otherwiseψ′ ∈ {0z}×ΦA+ ; but that meansj should have been included in
H(A), a contradiction.

For the uniqueness property, suppose some otherB0,B+ is given, satisfying the desired prop-
erties. It is impossible that someai ∈ B+ is not in H(A), since anyψ ∈ ΦB+ can be extended to
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ψ′ ∈ ΦA with positive weight oni, and thus is included inH(A) by definition. But the other case
with i ∈ H(A) butai ∈ B0 is equally untenable, since the corresponding measureψi is in ΦA but not
in ΦB0 ×ΦB+ .

The main result of this section will have the same two main ingredients as Proposition 16:

• The full boosting instance may be uniquely decomposed into two pieces,A0 andA+, each of
which individually behave like the weak learnability and attainability scenarios.

• The subinstances have a somewhat independent effect on the full instance.

Theorem 17 Let g∈ G0 and A∈ R
m×n be given. Let B0 ∈ R

z×n, B+ ∈ R
p×n be any partition of A

by rows. The following conditions are equivalent:

∃λ ∈ R
n
�B0λ ∈ R

z
−−∧B+λ = 0p and ∀λ ∈ R

n
�B+λ 6∈ R

p
− \{0p}, (15)

{

infλ∈Rn f (Aλ) = infλ∈Rn f (B+λ), and infλ∈Rn f (B0λ) = 0,
and f+ ιIm(B+) is 0-coercive,

}

(16)

ψ f
A =

[

ψ f
B0

ψ f
B+

]

with ψ f
B0

= 0z and ψ f
B+

∈ R
p
++, (17)

ΦB0 = {0z}, and ΦB+ ∩R
p
++ 6= /0, and ΦA = ΦB0 ×ΦB+ . (18)

Stepping through these properties, notice that Equation 18 mirrors the expression in Proposi-
tion 16. But that Theorem also granted that this representation was unique, thus only one partition
of A satisfies the above properties, namelyA0,A+. Since this Theorem is stated as a series of equiv-
alences, any one of these properties can in turn be used to identify the hard core setH(A).

To continue with geometric interpretations, notice that Equation 15 states that there exists a
halfspace strictly containing those points in[m] \H(A), with all points ofH(A) on its boundary;
furthermore, trying to adjust this halfspace to contain elements ofH(A) will place others outside
it. With regards to the geometry of the dual feasible set as provided by Equation 18, the origin
is within the relative interior of the points corresponding toH(A), however the convex hull of
the otherm− |H(A)| points can not contain the origin. Furthermore, if the origin is written as
a convex combination of all points, this combination must place zero weight on the points with
indices[m]\H(A). This scenario is depicted in Figure 6.

In Equation 16 and Equation 17,B0 mirrors the behavior of weakly learnable instances in The-
orem 11, and analogouslyB+ follows instances with minimizers from Theorem 14. The interesting
addition, as discussed above, is the independence of these components:Equation 16 provides that
the infimum of the combined problem is the sum of the infima of the subproblems, while Equa-
tion 17 provides that the full dual optimum may be obtained by concatenating thesubproblems’
dual optima.
Proof of Theorem 17 (Equation 15=⇒ Equation 16.) Let̄λ be given withB0λ̄ ∈ R

z
−− and

B+λ̄ = 0p, and let{ci}∞
1 ↑ ∞ be an arbitrary sequence increasing without bound. Lastly, let{λi}∞

1
be a minimizing sequence for infλ f (B+λ). Then

inf
λ

f (B+λ) = lim
i→∞

(

f (B+λi)+ f (ciB0λ̄)
)

≥ inf
λ

f (Aλ)

= inf
λ
( f (B+λ)+ f (B0λ))≥ inf

λ
f (B+λ),
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Figure 6: Geometric view of the primal and dual problem in the general case. There is a closed
homogeneous halfspace containing the points{−ai}m

1 , where the hard core lies on the
halfspace boundary, and the other points are within its interior; moreover,there does not
exist a closed homogeneous halfspace containing all points but with strict containment
on a point in the hard core. Finally, although the origin is in the convex hull of{−ai}m

1 ,
any such convex combination places zero weight on points outside the hardcore. Please
see Theorem 17 and its discussion.

which used the fact thatf (B0λ)≥ 0 sincef ≥ 0. And since the chain of inequalities starts and ends
the same, it must be a chain of equalities, which means infλ f (B0λ) = 0. To show 0-coercivity of
f + ιIm(B+), note the second part of Equation 15 is one of the conditions of Theorem 14.

(Equation 16=⇒ Equation 17.) First, by Theorem 11, infλ f (B0λ) = 0 meansψ f
B0

= 0z and
ΦB0 = {0z}. Thus

− f ∗(ψ f
A) = sup

ψ∈ΦA

− f ∗(ψ)

= sup
ψz∈Rz

+

ψp∈Rp
+

B⊤
0 ψz+B⊤

+ψp=0n

− f ∗(ψz)− f ∗(ψp)

≥ sup
ψz∈ΦB0

− f ∗(ψz)+ sup
ψp∈ΦB+

− f ∗(ψp)

= 0− f ∗(ψ f
B+
) = inf

λ∈Rn
f (B+λ) = inf

λ∈Rn
f (Aλ) =− f ∗(ψ f

A).

Combining this with f ∗(x) = ∑i g((x)i) and g∗(0) = 0 (cf. Lemma 2, Theorem 4),f ∗(ψ f
A) =

f ∗(ψ f
B+
) = f ∗(

[

ψ f
B0

ψ f
B+

]

). But Theorem 4 showsψ f
A was unique, which gives the result. And to

obtainψ f
B+

∈ R
p
++, use Theorem 14 with the 0-coercivity off + ιIm(B+).

(Equation 17=⇒ Equation 18.) Sinceψ f
B0

= 0z, it follows by Theorem 11 thatΦB0 = {0z}.

Furthermore, sinceψ f
B+

∈ R
p
++, it follows thatΦB+ ∩R

p
++ 6= /0. Now suppose contradictorily that

ΦA 6= ΦB0 ×ΦB+ ; since it always holds thatΦA ⊇ ΦB0 ×ΦB+ , this supposition grants the existence
of ψ =

[ ψz
ψp

]

∈ ΦA whereψz ∈ R
z
+ \{0z}.
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Consider the elementq := ψ+ψ f
A, which has more nonzero entries thanψ f

A, but still q ∈ ΦA

sinceΦA is a convex cone. LetIq index the nonzero entries ofq, and letAq be the restriction of
A to the rowsIq. Sinceq ∈ ΦA, meaningq is nonnegative andq ∈ Ker(A⊤), it follows that the
restriction ofq to its positive entries is within Ker(A⊤

q ) (because only zeros ofq and matching rows
of A are removed, dot products betweenq with rows ofA⊤ are the same as dot products between the

restriction ofq and rows ofA⊤
q ), and soq∈ΦAq, meaningΦAq∩R

|Iq|
++ is nonempty. Correspondingly,

by Theorem 14, the dual optimumψ f
Aq

of this restricted problem will have only positive entries. But
by the same reasoning granting thatq restricted toIq is within ΦAq, it follows that the full optimum

ψ f
A, restricted toIq, must also be withinΦAq (since, byq’s construction,ψ f

A’s zero entries are a

superset of the zero entries ofq). Therefore this restriction̂ψ f
A of ψ f

A to Iq will have at least one zero
entry, meaning it can not be equal toψ f

Aq
; but Theorem 4 provided that the dual optimum is unique,

thus− f ∗(ψ f
Aq
)>− f ∗(ψ̂ f

A). Finally, produceψ̄ f
Aq

from ψ f
Aq

by inserting a zero for each entry ofIq;
the same reasoning that allows feasibility to be maintained while removing zeros allows them to be
added, and thus̄ψ f

Aq
∈ ΦA. But this is a contradiction: sinceg∗(0) = 0 (cf. Lemma 2), both̄ψ f

Aq
and

the optimumψ f
A have zero contribution to the objective along the entries outside ofIq, and thus

− f ∗(ψ̄ f
Aq
) =− f ∗(ψ f

Aq
)>− f ∗(ψ̂ f

A) =− f ∗(ψ f
A),

meaningψ̄ f
Aq

is feasible and has strictly greater objective value than the optimumψ f
A, a contradic-

tion.
(Equation 18=⇒ Equation 15.) Unwrapping the definition ofΦA, the assumed statements

imply

(∀φ0 ∈ R
z
+ \{0z},φ+ ∈ R

p
+ �B⊤

0 φ0+B⊤
+φ+ 6= 0n)∧ (∃φ+ ∈ R

p
++ �B⊤

+φ+ = 0n).

Applying Motzkin’s transposition theorem (cf. Theorem 31) to the left statement and Stiemke’s
theorem (cf. Theorem 30, which is implied by Motzkin’s theorem) to the right yields

(∃λ ∈ R
n
�B0λ ∈ R

z
−−∧B+λ ∈ R

p
−)∧ (∀λ ∈ R

n
�B+λ 6∈ R

p
− \{0p}),

which implies the desired statement.

Remark 18 Notice the dominant role A plays in the structure of the solution found by boosting.
For every i∈ [m] \H(A), the corresponding dual weights go to zero (i.e.,(∇ f (Aλt))i ↓ 0), and the
corresponding primal margins grow unboundedly (i.e.,−e⊤i Aλt ↑ ∞, since otherwiseinfλ f (A0λ)>
0). This is completely unaffected by the choice of g∈ G0. Furthermore, whether this instance is
weak learnable, attainable, or neither is dictated purely by A (respectively|H(A)|= 0, |H(A)|= m,
or |H(A)| ∈ [1,m−1]).

Where different loss functions disagree is how they assign dual weight to the points in H(A).
In particular, each g∈ G0 (and corresponding f ) defines a notion of entropy via f∗. The dual
optimization in Theorem 4 can then be interpreted as selecting the max entropychoice (per f∗)
amongst those convex combinations of H(A) equal to the origin.
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6. Convergence Rates

Convergence rates will be proved for the following family of loss functions.

Definition 19 G contains all functions g satisfying the following properties. First, g∈G0. Second,
for any x∈R

m satisfying f(x)≤ f (Aλ0) = mg(0), and for any coordinate(x)i , there exist constants
η > 0 andβ > 0 such that g′′((x)i)≤ ηg((x)i) and g((x)i)≤ βg′((x)i).

The exponential loss is in this family withη = β = 1 since exp(·) is a fixed point with respect to
the differentiation operator. Furthermore, as is verified in Remark 46, the logistic loss is also in this
family, with η = 2m/(mln(2)) andβ = 1+2m (which may be loose). In a sense,η andβ encode
how similar someg∈G is to the exponential loss, and thus these parameters can degrade radically.
However, outside the weak learnability case, the other terms in the bounds here can also incur a
large penalty with the exponential loss, and there is some evidence that this is unavoidable (see the
lower bounds in Mukherjee et al. 2011 or the upper bounds in Rätsch et al. 2001).

The first step towards proving convergence rates will be to lower bound the improvement due to
one iteration. As discussed previously, standard techniques for analyzing descent methods provide
such bounds in terms of gradients, however to overcome the difficulty of unattainability in the primal
space, the key will be to convert this into distances in the dual viaγ(A,S), as in Equation 5.

Proposition 20 For any t, g∈G, A∈ R
m×n, and S⊇ {∇ f (Aλt)} with γ(A,S)> 0,

f (Aλt+1)− f̄A ≤ f (Aλt)− f̄A−
γ(A,S)2

D
1
S∩Ker(A⊤)(∇ f (Aλt))

2

6η f (Aλt)
.

Proof The stopping condition grants∇ f (Aλt) 6∈ Ker(A⊤). Proceeding as in Equation 4,

γ(A,S) = inf
φ∈S\Ker(A⊤)

‖A⊤φ‖∞

D
1
S∩Ker(A⊤)(φ)

≤ ‖A⊤∇ f (Aλt)‖∞

D
1
S∩Ker(A⊤)(∇ f (Aλt))

.

Combined with the approximate line search guarantee from Proposition 38,

f (Aλt)− f (Aλt+1)≥
‖A⊤∇ f (Aλt)‖2

∞
6η f (Aλt)

≥
γ(A,S)2

D
1
S∩Ker(A⊤)(∇ f (Aλt))

2

6η f (Aλt)
.

Subtractingf̄A from both sides and rearranging yields the statement.

The task now is to manage the dual distanceD
1
S∩Ker(A⊤)(∇ f (Aλt)), specifically to produce a re-

lation to f (Aλt)− f̄A, the total suboptimality in the preceding iteration; from there, standard tools in
convex optimization will yield convergence rates. Matching the problem structure revealed in Sec-
tion 5, first the extremal cases of weak learnability and attainability will be handled, and only then
the general case. The significance of this division is that the extremal cases have rateO(ln(1/ε)),
whereas the general case has rateO(1/ε) (with a matching lower bound provided for the logistic
loss). The reason, which will be elaborated in further sections, is straightforward: the extremal
cases are fast for essentially opposing regions, and this conflict will degrade the rate in the general
case.
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6.1 Weak Learnability

Theorem 21 Suppose|H(A)|= 0 and g∈G; thenγ(A,Rm
+)> 0, and for any t≥ 0,

f (Aλt)≤ f (Aλ0)

(

1− γ(A,Rm
+)

2

6β2η

)t

.

Proof By Theorem 11,ΦA = {0m}, meaning

D
1
ΦA
(∇ f (Aλt)) = inf

ψ∈ΦA

‖∇ f (Aλt)−ψ‖1 = ‖∇ f (Aλt)‖1 ≥ f (Aλt)/β.

Next, Rm
+ is polyhedral, and Theorem 11 grantsRm

+ ∩Ker(A⊤) 6= /0 andR
m
+ \Ker(A⊤) 6= /0, so

Theorem 9 providesγ(A,Rm
+) > 0. Since∇ f (Aλt) ∈ R

m
+, all conditions of Proposition 20 are met,

and usingf̄A = 0 (again by Theorem 11),

f (Aλt+1)≤ f (Aλt)−
γ(A,Rm

+)
2 f (Aλt)

2

6β2η f (Aλt)
= f (Aλt)

(

1− γ(A,Rm
+)

2

6β2η

)

, (19)

and recursively applying this inequality yields the result.

As discussed in Section 4,γ(A,Rm
+) = γ, the latter quantity being the classical weak learning

rate.
Specializing this analysis to the exponential loss (whereη = β = 1), the bound becomes(1−

γ2/6)t , which recovers the bound of Schapire and Singer (1999), although withvastly different
analysis. (The exact expression has denominator 2 rather than 6, whichcan be recovered with the
closed form line search; cf. Section D.)

In general, solving fort in the expression

ε =
f (Aλt)− f̄A
f (Aλ0)− f̄A

≤
(

1− γ2

6β2η

)t

≤ exp

(

− tγ2

6β2η

)

reveals thatt ≤ 6β2η
γ2 ln(1/ε) iterations suffice to reach suboptimalityε. Recall thatβ and η, in

the case of the logistic loss, have only been bounded by quantities like 2m. While it is unclear if
this analysis ofβ andη was tight, note that it is plausible that the logistic loss is slower than the
exponential loss in this scenario, as it works less in initial phases to correct minor margin violations.

Remark 22 The rateO(ln(1/ε)) depended crucially on both g≤ βg′ and g′′ ≤ ηg. If for in-
stance the second inequality were replaced with g′′ ≤ C, then Equation 19 would instead have
form f(Aλt+1)≤ f (Aλt)− f (Aλt)

2O(1), which by an application of Lemma 33 would grant a rate
O(1/ε). For functions which asymptote to zero (i.e., everything inG0), satisfying this milder second
order condition is quite easy. The real mechanism behind producing a fast rate is g≤ βg′, which
guarantees that the flattening of the objective function is concomitant with low objective values.

6.2 Attainability

Consider now the case of attainability. Recall from Theorem 14 and Proposition 13 that attainability
occurred along with a stronger property, the 0-coercivity (compact level sets) off + ιIm(A) (it was
not possible to work withf ◦A directly, which will have unbounded level sets when Ker(A) 6= 0n).
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This has an immediate consequence to the task of relatingf (Aλt)− f̄A to the dual distance
D

1
S∩Ker(A⊤)(∇ f (Aλt)). f is a strictly convex function, which means it is strongly convex over any

compact set. Strong convexity in the primal corresponds to upper bounds on second derivatives
(occasionally termedstrong smoothness) in the dual, which in turn can be used to relate distance
and objective values. This also provides the choice of polyhedronS in γ(A,S): unlike the case of
weak learnability, where the unbounded setR

m
+ was used, a compact set containing the initial level

set will be chosen.

Theorem 23 Suppose|H(A)| = m and g∈ G. Then there exists a (compact) tightest axis-aligned
rectangleC containing the initial level set{x ∈ R

m : ( f + ιIm(A))(x) ≤ f (Aλ0)}, and f is strongly
convex with modulus c> 0 overC . Finally, eitherλ0 is optimal, orγ(A,∇ f (C ))> 0, and for all t,

f (Aλt)− f̄A ≤ ( f (Aλ0)− f̄A)

(

1− cγ(A,∇ f (C ))2

3η f (Aλ0)

)t

.

As in Section 6.1, whenλ0 is suboptimal, this bound may be rearranged to say that
t ≤ 3η f (Aλ0)

cγ(A,∇ f (C ))2 ln(1/ε) iterations suffice to reach suboptimalityε.
To make sense of this bound and its proof, the essential object isC , whose properties are cap-

tured in the following Theorem, which is stated with some slight generality in orderto allow reuse
in Section 6.3.

Lemma 24 Let g∈ G, A∈ R
m×n with |H(A)| = m, and any d≥ infλ f (Aλ) be given. Then there

exists a (compact nonempty) tightest axis-aligned rectangleC ⊇ {x ∈ R
m : ( f + ιIm(A))(x) ≤ d}.

Furthermore, the dual image∇ f (C ) ⊂ R
m is also a (compact nonempty) axis-aligned rectangle,

and moreover it is strictly contained withindom( f ∗) ⊆ R
m
+. Finally, ∇ f (C ) contains dual feasible

points (i.e.,∇ f (C )∩ΦA 6= /0).

A full proof may be found in Section G.4; the principle is that|H(A)| = m provides 0-coercivity
of f + ιIm(A), and thus the initial level set is compact. To later showγ(A,S) > 0 via Theorem 9,S
must be polyhedral, and to apply Proposition 20, it must contain the dual iterates{∇ f (Aλt)}∞

t=1;
the easiest choice then is to take the bounding boxC of the initial level set, and use its dual map
∇ f (C ). To exhibit dual feasible points within∇ f (C ), note thatC will contain a primal minimizer,
and optimality conditions grant that∇ f (C ) contains the dual optimum.

With the polyhedron in place, Proposition 20 may be applied, so what remains isto control the
dual distance. Again, this result will be stated with some extra generality in order to allow reuse in
Section 6.3.

Lemma 25 Let A∈ R
m×n, g ∈ G, and any compact set S with∇ f (S)∩Ker(A⊤) 6= /0 be given.

Then f is strongly convex over S, and taking c> 0 to be the modulus of strong convexity, for any
x∈ S∩ Im(A),

f (x)− f̄A ≤ 1
2c

inf
ψ∈∇ f (S)∩Ker(A⊤)

‖∇ f (x)−ψ‖2
1.

Before presenting the proof, it can be sketched quite easily. Using the Fenchel-Young inequality
(cf. Proposition 32) and the form of the dual optimization problem (cf. Theorem 4), primal sub-
optimality can be converted into a Bregman divergence in the dual. If there is strong convexity in
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the primal, it allows this Bregman divergence to be converted into a distance viastandard tools in
convex optimization (cf. Lemma 34). Althoughf lacks strong convexity in general, it is strongly
convex over any compact set.
Proof of Lemma 25 Consider the optimization problem

inf
x∈S

inf
φ∈Rm

‖φ‖2=1

〈

∇2 f (x)φ,φ
〉

= inf
x∈S

inf
φ∈Rm

‖φ‖2=1

m

∑
i=1

g′′(xi)φ2
i ;

sinceSis compact andg′′ and(·)2 are continuous, the infimum is attainable. Butg′′ > 0 andφ 6= 0m,
meaning the infimumc is nonzero, and moreover it is the modulus of strong convexity off overS
(Hiriart-Urruty and Lemaŕechal, 2001, Theorem B.4.3.1.iii).

Now let anyx ∈ S∩ Im(A) be given, defineD = ∇ f (S) ⊂ R
m
+, and for convenience setK :=

Ker(A⊤). Consider the dual elementP2
D∩K(∇ f (x)) (which exists sinceD∩K 6= /0); due to the

projection, it is dual feasible, and thus it must follow from Theorem 4 that

f̄A = sup{− f ∗(ψ) : ψ ∈ ΦA} ≥ − f ∗
(

P
2
D∩K(∇ f (x))

)

.

Furthermore, sincex∈ Im(A),
〈

x,P2
D∩K(∇ f (x))

〉

= 0.

Combined with the Fenchel-Young inequality (cf. Proposition 32) andx= ∇ f ∗(∇ f (x)),

f (x)− f̄A ≤ f (x)+ f ∗
(

P
2
D∩K(∇ f (x))

)

= f ∗
(

P
2
D∩K(∇ f (x))

)

+ 〈∇ f (x),x〉− f ∗(∇ f (x))

= f ∗
(

P
2
D∩K(∇ f (x))

)

− f ∗(∇ f (x))−
〈

∇ f ∗(∇ f (x)),P2
D∩K(∇ f (x))−∇ f (x)

〉

(20)

≤ 1
2c

‖∇ f (x)−P
2
D∩K(∇ f (x))‖2

2, (21)

where the last step follows by an application of Lemma 34, noting that both∇ f (x) andP2
D∩K(∇ f (x))

are in∇ f (S) = D, and f is strongly convex with modulusc overS. To finish, rewriteP as an infi-
mum and use‖ · ‖2 ≤ ‖ ·‖1.

The desired result now follows readily.
Proof of Theorem 23 Invoking Lemma 24 withd= f (Aλ0) immediately provides a compact tight-
est axis-aligned rectangleC containing the initial level setS:= {x∈R

m : ( f + ιIm(A))(x)≤ f (Aλ0)}.
Crucially, since the objective values never increase,SandC contain every iterate{Aλt}∞

t=1.
Applying Lemma 25 to the setC (by Lemma 24,∇ f (C )∩Ker(A⊤) 6= /0), then for anyt,

f (Aλt)− f̄A ≤ 1
2c

‖∇ f (Aλt)−P
1
∇ f (C )∩Ker(A⊤)(∇ f (Aλt))‖2

1,

wherec> 0 is the modulus of strong convexity off overC .
Finally, if there are suboptimal iterates, then∇ f (C ) ⊇ ∇ f (S) contains points that are not dual

feasible, meaning∇ f (C )\Ker(A⊤) 6= /0; since Lemma 24 also provided∇ f (C )∩ΦA 6= /0 and∇ f (C )
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is a hypercube, it follows by Theorem 9 thatγ(A,∇ f (C )) > 0. Plugging this into Proposition 20
and usingf (Aλt)≤ f (Aλ0) gives

f (Aλt+1)− f̄A ≤ f (Aλt)− f̄A−
γ(A,∇ f (C ))2

D
1
∇ f (C )∩Ker(A⊤)(∇ f (Aλt))

2

6η f (Aλt)

≤ ( f (Aλt)− f̄A)

(

1− cγ(A,∇ f (C ))2

3η f (Aλ0)

)

,

and the result again follows by recursively applying this inequality.

Remark 26 The key conditions on g∈ G, namely the existence of constants granting g≤ βg′ and
g′′ ≤ ηg within the initial level set, are much more than are needed in this setting. Inspecting the
presented proofs, it entirely suffices that on any compact set inR

m, f has quadratic upper and
lower bounds (equivalently, bounds on the smallest and largest eigenvalues of the Hessian), which
are precisely the weaker conditions used in previous treatments (Bickel et al., 2006; R̈atsch et al.,
2001).

These quantities are therefore necessary for controlling convergence under weak learnability.
To see how the proofs of this section break down in that setting, consider thecentral Bregman
divergence expression in Equation 20. What is really granted by attainabilityis that every iterate
lies well within the interior ofdom( f ∗), and therefore these Bregman divergences, which depend on
∇ f ∗, can not become too wild. On the other hand, with weak learnability, all dualweights go to
zero (cf. Theorem 11), which means that∇g∗ ↑ ∞, and thus the upper bound in Equation 21 ceases
to be valid. As such, another mechanism is required to control this scenario, which is precisely the
role of g≤ βg′ and g′′ ≤ ηg.

6.3 General Setting

The key development of Section 5.3 was that general instances may be decomposed uniquely into
two smaller pieces, one satisfying attainability and the other satisfying weak learnability, and that
these smaller problems behave somewhat independently. This independence is leveraged here to
produce convergence rates relying upon the existing rate analysis for the attainable and weak learn-
able cases. The mechanism of the proof is as straightforward as one could hope for: decompose the
dual distance into the two pieces, handle them separately using preceding results, and then stitch
them back together.

Theorem 27 Suppose g∈ G and 1 ≤ |H(A)| ≤ m− 1. Recall from Section 5.3 the partition of
the rows of A into A0 ∈ R

m0×n and A+ ∈ R
m+×n, and suppose the axes ofR

m are ordered so that

A =
[

A0
A+

]

. SetC+ to be the tightest axis-aligned rectangleC+ ⊇ {x ∈ R
m+ : ( f + ιIm(A+))(x) ≤

f (Aλ0)}, and w:= supt ‖∇ f (A+λt)−P
1
∇ f (C+)∩Ker(A⊤

+)
(∇ f (A+λt))‖1. ThenC+ is compact, w< ∞,

f has modulus of strong convexity c> 0 overC+, andγ(A,Rm0 ×∇ f (C+))> 0. Using these terms,
for all t,

f (Aλt)− f̄A ≤ 2 f (Aλ0)

(t +1)min{1,γ(A,Rm0
+ ×∇ f (C+))2/(3η(β+w/(2c))2)} .
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The new term,w, appears when stitching together the two subproblems. For choices ofg ∈
G where dom(g∗) is a compact set, this value is easy to bound; for instance, the logistic loss,
where dom(g∗) = [0,1], hasw≤ supφ∈dom( f ∗) ‖φ−0m‖1 = m (since0m ∈ dom( f ∗)). And with the
exponential loss, takingS:= {λ ∈ R

n : f (Aλ) ≤ f (Aλ0)} to denote the initial level set, since0m is
always dual feasible,

w≤ sup
λ∈S

‖∇ f (Aλ)‖1 = sup
λ∈S

f (Aλ) = f (Aλ0) = m.

Note that rearranging the rate from Theorem 27 will provide thatO(1/ε) iterations suffice to
reach suboptimalityε, whereas the earlier scenarios needed onlyO(ln(1/ε)) iterations. The exact
location of the degradation will be pinpointed after the proof, and is related tothe introduction ofw.
Proof of Theorem 27 By Theorem 17,f̄A+ = f̄A, and the form off gives f (Aλt) = f (A0λt)+
f (A+λt), thus

f (Aλt)− f̄A = f (A0λt)+ f (A+λt)− f̄A+ . (22)

For the left term, sinceg(x)≤ β|g′(x)|,

f (A0λt)≤ β‖∇ f (A0λt)‖1 = β‖∇ f (A0λt)−P
1
ΦA0

(∇ f (A0λt))‖1, (23)

which used the fact (from Theorem 17) thatΦA0 = {0m0}.
For the right term of Equation 22, recall from Theorem 17 thatf + ιIm(A+) is 0-coercive, thus

the level setS+ := {x∈ R
m+ : ( f + ιIm(A+))(x)≤ f (Aλ0)} is compact. For allt, since f ≥ 0 and the

objective values never increase,

f (Aλ0)≥ f (Aλt) = f (A0λt)+ f (A+λt)≥ f (A+λt);

in particular,A+λt ∈ S+. It is crucial that the level set compares againstf (Aλ0) and notf (A+λ0).
Continuing, Lemma 24 may be applied toA+ with valued = f (Aλ0), which grants a tightest

axis-aligned rectangleC+ ⊆ R
m+ containingS+, and moreover∇ f (C+)∩Ker(A⊤

+) 6= /0. Applying
Lemma 25 toA+ andC+, f is strongly convex with modulusc> 0 overC+, and for anyt,

f (A+λt)− f̄A+ ≤ 1
2c

‖∇ f (A+λt)−P
1
∇ f (C+)∩Ker(A⊤

+)
(∇ f (A+λt))‖2

1. (24)

Next, setw := supt ‖∇ f (A+λt)−P
1
∇ f (C+)∩Ker(A⊤)(∇ f (A+λt))‖1; w < ∞ sinceS+ is compact and

∇ f (C+)∩Ker(A⊤) is nonempty. By the definition ofw,

D
1
∇ f (C+)∩Ker(A⊤

+)
(∇ f (A+λt))

2 ≤ wD1
∇ f (C+)∩Ker(A⊤

+)
(∇ f (A+λt)),

which combined with Equation 24 yields

f (A+λt)− f̄A+ ≤ w
2c

D
1
∇ f (C+)∩Ker(A⊤

+)
(∇ f (A+λt)). (25)

To merge the subproblem dual distance upper bounds Equation 23 and Equation 25 via Lemma 47,
it must be shown that(Rm0

+ ×∇ f (C+))∩ΦA 6= /0. But this follows by construction and Theorem 17,
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since{0m}=ΦA0 ⊆R
m
+, ∇ f (C+)∩ΦA+ 6= /0 by Lemma 24, and the decompositionΦA =ΦA0×ΦA+ .

Returning to the total suboptimality expression Equation 22, these dual distance bounds yield

f (Aλt)− f̄A ≤ βD1
ΦA0

(∇ f (A0λt))+w/(2c)D1
∇ f (C+)∩Ker(A⊤

+)
(∇ f (A+λt))

≤ (β+w/(2c))D1
(R

m0
+ ×∇ f (C+))∩Ker(A⊤)

(∇ f (Aλt)),

the second step using Lemma 47.
To finish, noteRm0

+ ×∇ f (C+) is polyhedral, and

(Rm0
+ ×∇ f (C+))\Ker(A⊤) ⊇ {∇ f (Aλt)}∞

t=1\Ker(A⊤) 6= /0

since no primal iterate is optimal and thus∇ f (Aλt) is not dual feasible by optimality conditions;
combined with the above derivation(Rm0

+ ×∇ f (C+))∩ΦA 6= /0, Theorem 9 may be applied, meaning
γ(A,Rm0

+ ×∇ f (C+)) > 0. As such, all conditions of Proposition 20 are met, and making use of
f (Aλt)≤ f (Aλ0),

f (Aλt+1)− f̄A ≤ f (Aλt)− f̄A−
γ(A,Rm0

+ ×∇ f (C+))2
D

1
(R

m0
+ ×∇ f (C+))∩Ker(A⊤)

(∇ f (Aλt))
2

6η f (Aλt)

≤ f (Aλt)− f̄A−
γ(A,Rm0

+ ×∇ f (C+))2( f (Aλt)− f̄A)2

6η f (Aλ0)(β+w/(2c))2 .

Applying Lemma 33 with

εt :=
f (Aλt)− f̄A

f (Aλ0)
and r :=

1
2

min

{

1,
γ(A,Rm0

+ ×∇ f (C+))2

3η(β+w/(2c))2

}

gives the result.

In order to produce a rateO(ln(1/ε)) under attainability, strong convexity related the subopti-
mality to asquareddual distance‖ · ‖2

1 (cf. Equation 21). On the other hand, the rateO(ln(1/ε))
under weak learnability came from a fortuitous cancellation with the denominatorf (Aλt) (cf. Equa-
tion 19), which is equal to the total suboptimality since Theorem 11 providesf̄A = 0. But in order
to merge the subproblem dual distances via Lemma 47, the differing properties granting fast rates
must be ignored. (In the case of attainability, this process introducesw.)

This incompatibility is not merely an artifact of the analysis. Intuitively, the finite and infinite
margins sought by the two piecesA0,A+ are in conflict. For a beautifully simple, concrete case of
this, consider the following matrix, due to Schapire (2010):

S:=





−1 +1
+1 −1
−1 −1



 .

The optimal solution here is to push both coordinates ofλ unboundedly positive, with margins
approaching(0,0,∞). But pushing any coordinate(λ)i too quickly will increase the objective value,
rather than decreasing it. In fact, this instance will provide a lower bound, and the mechanism of
the proof shows that the primal weights grow extremely slowly, asO(ln(t)).
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Theorem 28 Fix g = ln(1+ exp(·)) ∈ G, the logistic loss, and suppose the line search is exact.
Then for any t≥ 1, f (Sλt)− f̄S≥ 1/(8t).

(The proof, in Section G.6, is by brute force.)
Finally, note that this third setting does not always entail slow convergence. Again taking the

view of the rows ofSbeing points{−si}3
1, consider the effect of rotating the entire instance around

the origin byπ/4. The optimization scenario is unchanged, however coordinate descentcan now be
arbitrarily close to the optimum in one iteration by pushing a single primal weight extremely high.
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Appendix A. Common Notation

Symbol Comment

R
m m-dimensional vector space over the reals.

R
m
+ Non-negativem-dimensional real vectors.

int(S) The interior of setS.
R

m
++ Positivem-dimensional real vectors, that is, int(Rm

+).
R

m
−,R

m
−− Respectively−R

m
+,−R

m
++.

0m,1m m-dimensional vectors of all zeros and all ones, respectively.
ei Indicator vector: 1 at coordinatei, 0 elsewhere. Context will provide the ambient

dimension.
Im(A) Image of linear operatorA.
Ker(A) Kernel of linear operatorA.

ιS Indicator function on a setS:

ιS(x) :=

{

0 x∈ S,
∞ x 6∈ S.

dom(h) Domain of convex functionh, that is, the set{x∈ R
m : h(x)< ∞}.

h∗ The Fenchel conjugate ofh:

h∗(φ) = sup
x∈dom(h)

〈φ,x〉−h(x).

(Cf. Section 3 and Section B.2.)
0-coercive A convex function with all level sets compact is called 0-coercive (cf. Section 5.2).

G0 Basic loss family under consideration (cf. Section 2).
G Refined loss family for which convergence rates are established (cf. Section 6).

η,β Parameters corresponding to someg∈G (cf. Section 6).
ΦA The general dual feasibility set:ΦA := Ker(A⊤)∩R

m
+ (cf. Section 3).

γ(A,S) Generalization of classical weak learning rate (cf. Section 4).
f̄A The minimal objective value off ◦A: f̄A := infλ f (Aλ) (cf. Section 2).

ψ f
A Dual optimum (cf. Section 3).

P
p
S l p projection onto closed nonempty convex setS, with ties broken in some consis-

tent manner (cf. Section 4).
D

p
S l p distance to closed nonempty convex setS: Dp

S(φ) := ‖φ−P
p
S(φ)‖p.

Appendix B. Supporting Results from Convex Analysis, Optimization, and Linear
Programming

This appendix collects various supporting results from the literature.

B.1 Theorems of the Alternative

Theorems of the alternative consider the interplay between a matrix (or a fewmatrices) and its
transpose; they are typically stated as two alternative scenarios, exactly one of which must hold.
These results usually appear in connection with linear programming, where Farkas’s lemma is used
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to certify (or not) the existence of solutions. In the present manuscript, they are used to establish
the relationship between Im(A) and Ker(A⊤), appearing as the first and fourth clauses of the various
characterization theorems in Section 5.

The first such theorem, used in the setting of weak learnability, is perhaps the oldest theorem of
alternatives (Dantzig and Thapa, 2003, Bibliographic Notes, Section 5 ofChapter 2). Interestingly,
a streamlined presentation, using a related optimization problem (which can nearly be written as
f ◦A from this manuscript), can be found in Borwein and Lewis (2000, Theorem 2.2.6).

Theorem 29 (Gordan, Borwein and Lewis, 2000, Theorem 2.2.1)For any A∈R
m×n, exactly one

of the following situations holds:

∃λ ∈ R
n
�Aλ ∈ R

m
−−;

∃φ ∈ R
m
+ \{0m} �A⊤φ = 0n.

A geometric interpretation is as follows. Take the rows ofA to bem points inRn. Then there are
two possibilities: either there exists an open homogeneous halfspace containing all points, or their
convex hull contains the origin.

Next is Stiemke’s Theorem of the Alternative, used in connection with attainability.

Theorem 30 (Stiemke, Borwein and Lewis, 2000, Exercise 2.2.8)For any A∈R
m×n, exactly one

of the following situations holds:

∃λ ∈ R
n
�Aλ ∈ R

m
− \{0m};

∃φ ∈ R
m
++ �A⊤φ = 0n.

The geometric interpretation here is that either there exists a closed homogeneous halfspace con-
taining all m points, with at least one point interior to the halfspace, or the relative interior of the
convex hull of the points contains the origin (for the connection to relative interiors, see for instance
Hiriart-Urruty and Lemaŕechal 2001, Remark A.2.1.4).

Finally, a version of Motzkin’s Transposition Theorem, which can encodethe theorems of alter-
natives due to Farkas, Stiemke, and Gordan (Ben-Israel, 2002).

Theorem 31 (Motzkin, Dantzig and Thapa, 2003, Theorem 2.16)For any B∈R
z×n and C∈R

p×n,
exactly one of the following situations holds:

∃λ ∈ R
n
�Bλ ∈ R

z
−−∧Cλ ∈ R

p
−,

∃φB ∈ R
z
+ \{0z},φC ∈ R

p
+ �B⊤φB+C⊤φC = 0n.

For this geometric interpretation, take any matrixA∈ R
m×n, broken into two submatricesB∈ R

z×n

andC∈R
p×n, with z+ p=m; again, consider the rows ofA asmpoints inRn. The first possibility is

that there exists a closed homogeneous halfspace containing allmpoints, thezpoints corresponding
to B being interior to the halfspace. Otherwise, the origin can be written as a convex combination
of thesempoints, with positive weight on at least one element ofB.
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B.2 Fenchel Conjugacy

The Fenchel conjugate of a functionh, defined in Section 3, is

h∗(φ) = sup
x∈dom(h)

〈x,φ〉−h(x),

where dom(h) = {x : h(x) < ∞}. The main property of the conjugate, indeed what motivated its
definition, is that∇h∗(∇h(x)) = x (Hiriart-Urruty and Lemaŕechal, 2001, Corollary E.1.4.4). To
demystify this, differentiate and set to zero the contents of the above sup: the Fenchel conjugate
acts as an inverse gradient map. For a beautiful description of Fenchelconjugacy, please see Hiriart-
Urruty and Lemaŕechal (2001, Section E.1.2).

Another crucial property of Fenchel conjugates is the Fenchel-Younginequality, simplified here
for differentiability (the “if” can be strengthened to “iff” via subgradients).

Proposition 32 (Fenchel-Young, Borwein and Lewis, 2000, Proposition 3.3.4) For any convex func-
tion h and x∈ dom(h), φ ∈ dom(h∗),

h(x)+h∗(φ)≥ 〈x,φ〉 ,

with equality ifφ = ∇h(x).

B.3 Convex Optimization

Two standard results from convex optimization will help produce convergence rates; note that these
results can be found in many sources.

First, a lemma to convert single-step convergence results into general convergence results.

Lemma 33 (Lemma 20 from Shalev-Shwartz and Singer 2008)Let 1 ≥ ε1 ≥ ε2 ≥ . . . be given
with εt+1 ≤ εt − rε2

t for some r∈ (0,1/2]. Thenεt ≤ (r(t +1))−1.

Although strong convexity in the primal grants the existence of a lower bounding quadratic, it
grants upper bounds in the dual. The following result is also standard in convex analysis, see for
instance Hiriart-Urruty and Lemaréchal (2001, proof of Theorem E.4.2.2).

Lemma 34 (Lemma 18 from Shalev-Shwartz and Singer 2008)Let h be strongly convex over com-
pact convex set S with modulus c. Then for anyφ1,φ1+φ2 ∈ ∇h(S),

h∗(φ1+φ2)−h∗(φ1)≤ 〈∇h∗(φ1),φ2〉+
1
2c

‖φ2‖2
2.

Appendix C. Basic Properties ofg∈G0

Lemma 35 Let any g∈G0 be given. Then g is strictly convex, g> 0, g strictly increases (g′ > 0),
and g′ strictly increases. Lastly,limx→∞ g(x) = ∞.

Proof (Strict convexity andg′ strictly increases.) For anyx< y,

g′(y) = g′(x)+
∫ y

x
g′′(t)dt ≥ g′(x)+(y−x) inf

t∈[x,y]
g′′(t)> g′(x),
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thusg′ strictly increases, granting strict convexity (Hiriart-Urruty and Lemaréchal, 2001, Theorem
B.4.1.4).

(g strictly increases, that is,g′ > 0.) Suppose there existsy with g′(y)≤ 0, and choose anyx< y.
Sinceg′ strictly increases,g′(x)< 0. But that means

lim
z→−∞

g(z)≥ lim
z→−∞

g(x)+(z−x)g′(x) = ∞,

a contradiction.
(g > 0.) If there existedy with g(y) ≤ 0, then the strict increasing property would invalidate

limx→−∞ g(x) = 0.
(limx→∞ g(x) = ∞.) Let any sequence{ci}∞

1 ↑ ∞ be given; the result follows by convexity and
g′ > 0, since

lim
i→∞

g(ci)≥ lim
i→∞

g(c1)+g′(c1)(ci −c1) = ∞.

Next, a deferred proof regarding properties ofg∗ for g∈G0.
Proof of Lemma 2 g∗ is strictly convex becauseg is differentiable, andg∗ is continuously differen-
tiable on int(dom(g∗)) becauseg is strictly convex (Hiriart-Urruty and Lemaréchal, 2001, Theorems
E.4.1.1, E.4.1.2).

Next, whenφ < 0: limx→−∞ g(x) = 0 grants the existence ofy such that for anyx≤ y, g(x)≤ 1,
thus

g∗(φ) = sup
x

φx−g(x)≥ sup
x≤y

φx−1= ∞.

(g> 0 precludes the possibility of∞−∞.)
Takeφ = 0; then

g∗(φ) = sup
x
−g(x) =− inf

x
g(x) = 0.

Whenφ = g′(0), by the Fenchel-Young inequality (Proposition 32),

g∗(φ) = g∗(g′(0)) = 0·g′(0)−g(0) =−g(0).

Moreover∇g∗(g′(0)) = 0 (Hiriart-Urruty and Lemaŕechal, 2001, Corollary E.1.4.3), which com-
bined with strict convexity ofg∗ meansg′(0) minimizes g∗. g∗ is closed (Hiriart-Urruty and
Lemaŕechal, 2001, Theorem E.1.1.2), which combined with the above gives that dom(g∗) = [0,∞)
or dom(g∗) = [0,b] for someb> 0, and the rest of the form ofg∗.

Finally, properties of the empirical risk functionf and its conjugatef ∗.

Lemma 36 Let any g∈ G0 be given. Then the corresponding f is strictly convex, twice con-
tinuously differentiable, and∇ f > 0m. Furthermore,dom( f ∗) = dom(g∗)m ⊆ R

m
+, f ∗(0m) = 0,

f ∗ is strictly convex, f∗ is continuously differentiable on the interior of its domain, and finally
f ∗(φ) = ∑m

i=1g∗(φi).
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Proof First,

f ∗(φ) = sup
x∈Rm

〈φ,x〉− f (x) = sup
x∈Rm

m

∑
i=1

xiφi −g(xi) =
m

∑
i=1

g∗(φi).

Next, strict convexity ofg∗ (cf. Lemma 2) means, forx 6= y, 〈∇g∗(x)−∇g∗(y),x−y〉> 0 (Hiriart-
Urruty and Lemaŕechal, 2001, Theorem E.4.1.4); thus, givenφ1,φ2 ∈ R

m with φ1 6= φ2, strict con-
vexity of f ∗ follows from

〈∇ f ∗(φ1)−∇ f ∗(φ2),φ1−φ2〉=
m

∑
i=1

〈∇g∗((φ1)i)−∇g∗((φ2)i),(φ1)i − (φ2)i〉> 0.

The remaining properties follow from properties ofg andg∗ (cf. Lemma 35 and Lemma 2).

Appendix D. Approximate Line Search

This section provides two approximate line search methods for BOOST: an iterative approach, out-
lined in Section D.1 and analyzed in Section D.2, and a closed form choice, outlined in Section D.3.

The iterative approach follows standard line search principles from nonlinear optimization (Bert-
sekas, 1999; Nocedal and Wright, 2006). It requires no parameters, only the ability to evaluate
objective values and their gradients, and as such is perhaps of greaterpractical interest. Due to
this, and the fact that its guarantee is just a constant factor worse than theclosed form method, all
convergence analysis will use this choice.

The closed form step size is provided for the sake of comparison to other choices from the
boosting literature. The drawback, as mentioned above, is the need to knowcertain parameters,
specifically a second derivative bound, which may be loose.

Before proceeding, note briefly that this section is the only place where boundedness of the
entries ofA is used. Without this assumption, the second derivative upper bounds would contain the
term maxi, j A2

i j , which in turn would appear in the various convergence rates of Section 6.

D.1 The Wolfe Conditions

Consider any convex differentiable functionh, a current iteratex, and a descent directionv (that is,
∇h(x)⊤v< 0). By convexity, the linearization ofh atx in directionv, symbolicallyh(x)+α∇h(x)⊤v,
will lie below the function. But, by continuity, it must be the case that, for anyc1 ∈ (0,1), the ray
h(x)+αc1∇h(x)⊤v, depicted in Figure 8, must lie aboveh for some small region aroundx; this
gives the first Wolfe condition, also known as the Armijo condition (cf. Nocedal and Wright 2006,
Equation 3.4 and Bertsekas 1999, Exercise 1.2.16):

h(x+αv)≤ h(x)+αc1∇h(x)⊤v. (26)

Unfortunately, this rule may grant only very limited decrease in objective value, sinceα > 0 can
be chosen arbitrarily small and still satisfy the rule; thus, the second Wolfe condition, also called a
curvature condition, which depends onc2 ∈ (c1,1), forces the step to be farther away:

∇h(x+αv)⊤v≥ c2∇h(x)⊤v. (27)
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Routine WOLFE.
Input Convex functionh, iteratex, descent directionv.
Output Step sizeα > 0 satisfying Equation 26 and Equation 27.

1. Bracketing step.

(a) Setαmax := 1.

(b) While αmax satisfies Equation 26:

• Setαmax := 2αmax.

2. Bisection step.

(a) Setαmin := 0 andα := αmax/2.

(b) While α does not satisfy Equation 26 and Equation 27:

i. If α violates Equation 26:

• Setαmax := α.

ii. Else,α must violate Equation 27:

• Setαmin := α.

iii. Set α := (αmin+αmax)/2.

(c) Returnα.

Figure 7: Bracketing and bisecting search for step size satisfying Wolfe conditions.

This requires the new gradient (in directionv) to be closer to 0, mimicking first order optimality
conditions for the exact line search. Note that the new gradient (in direction v) may in fact be
positive; this does not affect the analysis.

In the case of boosting, with functionf ◦A, current iterateλt , directionvt+1∈{±ejt+1} satisfying
∇( f ◦A)(λt)

⊤vt+1 =−‖∇( f ◦A)(λt)‖∞, these conditions become

( f ◦A)(λt +αvt+1)≤ ( f ◦A)(λt)−αc1‖∇( f ◦A)(λt)‖∞, (28)

∇( f ◦A)(λt +αvt+1)
⊤vt+1 ≥−c2‖∇( f ◦A)(λt)‖∞. (29)

An algorithm to find a point satisfying these conditions, presented in Figure 7, is simple enough:
grow α as quickly as possible, and then bisect backwards for a satisfactory point. As compared
with the presentation in Nocedal and Wright (2006, Algorithm 3.5),αmax is searched for rather than
provided, and convexity removes the need for interpolation.

Proposition 37 Given a continuously differentiable convex bounded below function h, iteratex,
and direction v,WOLFE terminates with anα > 0 satisfying Equation 26 and Equation 27.

Proof The bracketing search must terminate:v is a descent direction, so the linearization atλt−1

with slopec1∇h(x)⊤v will eventually intersecth (sinceh it is bounded below).
The remainder of this proof is illustrated in Figure 8. Letα1 be the greatest positive real sat-

isfying Equation 26; due to convexity, everyα ≥ 0 satisfying this first condition must also satisfy
α ∈ [0,α1]. Crucially,α1 < αmax.
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∇h(x)⊤v

c1∇h(x)⊤v

c2∇h(x)⊤vc2∇h(x)⊤v

α2 α1

Wolfe condition 2

Wolfe condition 1

h(x+ αv)

Figure 8: The mechanism behind WOLFE: the set of points satisfying Equation 26 and Equation 27
is a closed interval, and bisection will find interior points. In this figure, dashed lines
denote various relevant slopes.

Next, letα2 be the smallest positive real satisfying Equation 27; existence of such a point follows
from the existence of points satisfying both Wolfe conditions (Nocedal andWright, 2006, Lemma
3.1). By convexity,

〈∇h(x+αv)−∇h(x),v〉 ≥ 0,

and therefore everyα ≥ 0 satisfying Equation 27 must satisfyα ≥ α2.
Finally, α1 6= α2, sincec1 < c2, meaning

∇h(x+α1v)⊤v= c2∇h(x)⊤v< c1∇h(x)⊤v< ∇h(x+α2v)⊤v.

Combining these facts, the interval[α2,α1] is precisely the set of points which satisfy Equa-
tion 28 and Equation 27. The bisection search maintains the invariantsαmin ≤ α2 andαmax≥ α1,
meaning no valid solution is ever thrown out:[α2,α1] ⊆ [αmin,αmax]. [α2,α1] has nonzero width
(sinceα1 6= α2), and every bisection step halves the width of[αmin,αmax], thus the procedure termi-
nates.

D.2 Improvement Guaranteed by WOLFE Search

The following proof, adapted from Nocedal and Wright (2006, Lemma 3.1), provides the improve-
ment gained by a single line search step. The usual proof depends on a Lipschitz parameter on the
gradient, which is furnished here byg′′(x)≤ ηg(x).

Proposition 38 (See Nocedal and Wright 2006, Lemma 3.1)Fix any g∈G. If αt+1 is chosen by
WOLFE applied to function f◦A at iterateλt in direction vt+1 with c1 = 1/3 and c2 = 1/2, then

f (A(λt +αt+1vt+1))≤ f (Aλt)−
‖A⊤∇ f (Aλt)‖2

∞
6η f (Aλt)

.
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Proof First note that everyα ∈ [0,αt+1] satisfies

f (A(λt +αvt+1))≤ f (Aλt).

By the fundamental theorem of calculus,

(∇( f ◦A)(λt +αt+1vt+1)−∇( f ◦A)(λt))
⊤vt+1

=
∫ αt+1

0
v⊤t+1∇2( f ◦A)(λt +αvt+1)vt+1dα

≤ αt+1 sup
α∈[0,αt+1]

m

∑
i=1

g′′(e⊤i A(λt +αvt+1))(Ai j t+1)
2

≤ ηαt+1 sup
α∈[0,αt+1]

m

∑
i=1

g(e⊤i A(λt +αvt+1))

≤ ηαt+1 f (Aλt),

which used boundedness of the entries inA.
The rest of the proof continues as in Nocedal and Wright (2006, Theorem 3.2). Specifically,

subtracting∇( f ◦A)(λt)
⊤vt+1 from both sides of Equation 29 yields

(∇( f ◦A)(λt +αt+1vt+1)−∇( f ◦A)(λt))
⊤vt+1 ≥ (c2−1)∇( f ◦A)(λt)

⊤vt+1.

Combining these two gives

αt+1 ≥
(c2−1)∇( f ◦A)(λt)

⊤vt+1

η f (Aλt)
=

(1−c2)‖∇( f ◦A)(λt)‖∞

η f (Aλt)
.

Plugging this into Equation 28 yields

( f ◦A)(λt +αt+1vt+1)≤ ( f ◦A)(λt)−
c1(1−c2)‖∇( f ◦A)(λt)‖2

∞
η f (Aλt)

.

Note briefly that the simpler iterative strategy of backtracking line search is doomed to require
knowledge of the sorts of parameters appearing in the closed form choice.

D.3 Non-iterative Step Selection

The same techniques from the proof of Proposition 38 can provide a closed form choice ofαt . In
particular, it follows that anyα ∈ {α ≥ 0 : f (Aλt) ≥ f (A(λt +αvt+1))} is upper bounded by the
quadratic

f (A(λt +αvt+1))≤ f (Aλt)−α‖A⊤∇ f (Aλt)‖∞ +
α2η f (Aλt)

2
.

This quadratic is minimized at

α′ :=
‖A⊤∇ f (Aλt)‖∞

η f (Aλt)
;
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moreover, this minimum is attained within the interval above, which in particular implies

f (A(λt +α′vt+1))≤ f (Aλt)−
‖A⊤∇ f (Aλt)‖2

∞
2η f (Aλt)

.

Whenη is simple and tight, this yields a pleasing expression (for instance,η = 1 wheng= exp(·)).
In general, however,η might be hard to calculate, or simply very loose, in which case performing a
line search like WOLFE is preferable.

Appendix E. Approximate Coordinate Selection

Selecting a coordinatejt translates into selecting some hypothesisht ∈ H ; this is in fact a key
strength of boosting, sinceA need not be written down, and a weak learning oracle can select
ht ∈H . But for certain hypothesis classesH , it may be impossible to guaranteeht is truly the best
choice.

Observe how these statements translate into gradient descent. Specifically,the choicevt+1 made
by boosting satisfies

v⊤t+1∇( f ◦A)(λt) = v⊤t+1A⊤∇ f (Aλt) =−‖A⊤∇ f (Aλt)‖∞.

On the other hand, the usual choicev = −∇( f ◦A)(λt)/‖A⊤∇ f (Aλt)‖2 of gradient descent (l2

steepest descent) grants
v⊤∇( f ◦A)(λt) =−‖A⊤∇ f (Aλt)‖2;

note that this choice ofv is potentially a dense vector.

Remark 39 Suppose the relaxed condition that the weak learner need merely have any correlation
over the provided distribution; in optimization terms, the returned direction v satisfies

v⊤∇( f ◦A)(λt)< 0.

This choice is not sufficient to guarantee convergence, let alone any reasonable convergence rate.
As an example boosting instance, consider either of the matrices

A1 :=









−1 +1 0
+1 −1 0
−1 −1 0
0 0 −1









, A2 :=





−1 +1 −1
+1 −1 −1
−1 −1 −1



 ,

the first of which uses confidence-rated predictors, the second of which is weak learnable; note that
both instances embed the matrix S due to Schapire (2010), used for lower bounds in Section 6.3.

For either instance,e1,e2,e1,e2,e1, . . . is a sequence of descent directions. But, for either matrix,
to approach optimality, the weight on the third column must go to infinity.

A first candidate fix is to choose some appropriatec0 > 0, and require

v⊤∇( f ◦A)(λt)≤−c0‖∇ f (Aλt)‖1;
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but note, by Theorem 7 and Theorem 11, that this is only possible under weak learnability. (Drop-
ping the term‖∇ f (Aλt)‖1 also fails; supposeA grants a minimizer̄λ: plugging this in makes the
left hand side exactly zero, and continuity thus grants arbitrarily small values.)

Instead consider requiring the weak learning oracle to return some hypothesis at least a fraction
c0 ∈ (0,1] as good as the best weak learner in the class; written in the present framework, the
directionv must satisfy

v⊤∇( f ◦A)(λt)≤−c0‖A⊤∇ f (Aλt)‖∞.

Inspecting the proof of Proposition 20, it follows that this approximate selection would simply intro-
duce the constantc2

0 in all rates, but would not degrade their asymptotic relationship to suboptimality
ε.

Appendix F. Generalizing the Weak Learning Rate

This appendix develops the generalizationγ(A,S) of the classical weak learning rate.

F.1 Choosing a Generalization toγ

Any generalizationγ′ of γ should satisfy the following properties.

• When weak learnability holds,γ′ = γ.

• For any boosting instance,γ′ ∈ (0,∞).

• γ′ provides an expression similar to Equation 5, which allows the full gradient tobe converted
into a notion of suboptimality in the dual.

Taking the form of the classical weak learning rate from Equation 3 as a model, the template
generalized weak learning rate is

γ′(A,S,C,D) := inf
φ∈S\C

‖A⊤φ‖∞

infψ∈S∩D ‖φ−ψ‖1
,

for some setsS, C, andD (for instance, the classical weak learning rate usesS= R
m
+ andC = D =

{0m}). In order to provide an expression similar to Equation 5, the domain of the infimum must
include every suboptimal dual iterate∇ f (Aλt).

Any choiceC which does not include all of Ker(A⊤) is immediately problematic: this allows
φ ∈ S∩Ker(A⊤) to be selected, wherebyA⊤φ = 0m andγ′ = 0. But note that without being careful
aboutD, it is still possible to force the value 0.

Remark 40 Another generalization is to define

γ′′(A) := γ′(A,Rm
+,Ker(A⊤),{ψ f

A}) = inf
φ∈Rm

+\ΦA

‖A⊤φ‖∞

‖φ−ψ f
A‖1

.

This form agrees with the originalγ when weak learnability holds, and will lead to a very convenient
analog to Equation 5.

Unfortunately,γ′′ may be zero. Specifically, take the matrix S defined in Section 6.3, due to
Schapire (2010), where

ψ f
S = g′(0)

[

1
1
0

]

.
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Furthermore, for anyα ∈ (0,1), define

φa := α
[

0
0
1

]

∈ Im(S); ψα := (1−α)
[

1/2
1/2
0

]

+ψ f
S ∈ Ker(S⊤).

Then

inf
φ∈Rm

+\Ker(S⊤)

‖S⊤φ‖∞

‖φ−ψ f
S‖1

≤ inf
α∈(0,1)

‖S⊤(φα +ψα)‖∞

‖φα +ψα −ψ f
S‖1

= inf
α∈(0,1)

∥

∥

[−α
−α

]∥

∥

∞
1

= 0.

The natural correction to these worries is to setC = D = Ker(A⊤). But there is still sensitivity
due toS.

Remark 41 Set A:= 12, meaningKer(A⊤) = {z(1,−1) : z∈ R}, and S= B(12,
√

2), the ball of
radius

√
2 around12; note that S∩Ker(A⊤) = 02. Considerγ′(A,S,Ker(A⊤),Ker(A⊤)), and the

sequence{φi}∞
i=1 where

φi = 12−
1√

i2+1

[

i+1
i−1

]

.

Note that‖φi −12‖2 =
√

2, thusφi ∈ S. Furthermore, A⊤φi 6= 0, soφi 6∈ S∩Ker(A⊤). As such,

γ′(A,S,Ker(A⊤),Ker(A⊤))≤ inf
i

‖A⊤φi‖∞

‖φi −P
1
S∩Ker(A⊤)(φi)‖1

=
‖1⊤2

(

12
√

i2+1−
[

i+1
i−1

]

)

‖∞

‖12
√

i2+1−
[

i+1
i−1

]

‖1
. (30)

Using
√

y≤ (1+y)/2, the numerator has upper bound

‖1⊤2
(

12

√

i2+1−
[

i+1
i−1

]

)

‖∞ = |2
√

i2+1−2i|

= 2i(
√

1+ i−2−1)

≤ 2i((2+ i−2)/2−1) = 1/i.

The denominator is

‖12

√

i2+1−
[

i+1
i−1

]

‖1 = |
√

i2+1− (i+1)|+ |
√

i2+1− (i−1)|
= ((i+1)−

√

i2+1)+(
√

i2+1− (i−1))

= 2.

Thus Equation 30 is bounded above byinf i(2i)−1 = 0.

The difficulty here was the curvature ofS, which allowed elements arbitrarily close to Ker(A⊤)
without actually being inside this subspace. This possibility is averted in this manuscript by re-
quiring polyhedrality ofS. This choice is sufficiently rich to allow the various dual-distance upper
bounds of Section 6.
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F.2 Proof of Theorem 9

The proof of Theorem 9 requires a few steps, but the strategy is straightforward. First note that
γ(A,S) can be rewritten as

γ(A,S) = inf
φ∈S\Ker(A⊤)

‖A⊤φ‖∞

‖φ−P
1
S∩Ker(A⊤)(φ)‖1

= inf
φ∈S\Ker(A⊤)

‖A⊤(φ−P
1
S∩Ker(A⊤)(φ))‖∞

‖φ−P
1
S∩Ker(A⊤)(φ)‖1

= inf

{‖A⊤v‖∞

‖v‖1
: v∈ R

m\{0m},∃φ ∈ S�v= φ−P
1
S∩Ker(A⊤)(φ)

}

= inf
{

‖A⊤v‖∞ : ‖v‖1 = 1,∃φ ∈ S,∃c> 0�cv= φ−P
1
S∩Ker(A⊤)(φ)

}

, (31)

where the second equivalence usedA⊤
P

1
S∩Ker(A⊤)(φ) = 0n.

In the final form,v 6∈ Ker(A⊤), and soA⊤v 6= 0n; that is to say, the infimand is positive for every
element of its domain. The difficulty is that the domain of the infimum, written in this way,is not
obviously closed; thus one can not simply assert the infimum is attainable and positive.

The goal then will be to reparameterize the infimum to have a compact domain. For technical
convenience, the result will be mainly proved for thel2 norm (where projections behave nicely),
and norm equivalence will provide the final result.

Lemma 42 Given A∈R
m×n and a polyhedron S⊆R

m with S∩Ker(A⊤) 6= /0 and S\Ker(A⊤) 6= /0,

inf

{‖A⊤(φ−P
2
S∩Ker(A⊤)(φ))‖2

‖φ−P
2
S∩Ker(A⊤)(φ)‖2

: φ ∈ S\Ker(A⊤)

}

> 0. (32)

To produce the desired reparameterization of this infimum, the following characterization of poly-
hedral sets will be used.

Definition 43 For any nonempty polyhedral set S⊆ R
m, let HS index a finite (but possibly empty)

collection of affine functions gα : Rm → R so that S= ∩α∈HS{x ∈ R
m : gα(x) ≤ 0} (with the con-

vention that S= R
m whenHS= /0). For any x∈ S, letIS(x) denote theactive setfor x: α ∈ IS(x)

iff gα(x) = 0. Lastly, define a relation∼S over points in S: given x,y∈ S, x∼S y iff IS(x) = IS(y).
Observe that∼S is an equivalence relation over points within S, and letCS be the set of equivalence
classes.

The equivalence relation∼S thus partitionsS into the members ofCS, each of which has a very
convenient structure.

Lemma 44 Let a polyhedral set S⊆ R
m be given, and fix a nonempty F∈ CS. Then F is convex,

and F is equal to its relative interior (i.e., F= ri(F)). Finally, fixing an arbitrary z0 ∈ F, the
normal cone at any point z∈ F is orthogonal to the vector space parallel to the affine hull of F (i.e.,
NF(z) = (aff(F)−{z})⊥ = (aff(F)−{z0})⊥).
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Throughout the remainder of this section, normal and tangent cones will be considered at points
within a setF ∈ CS. As Lemma 44 establishes, any setF ∈ CS is relatively open(F = ri(F)),
however, the required properties of normal and tangent cones, as developed by Hiriart-Urruty and
Lemaŕechal (2001, Sections A.5.2 and A.5.3), supposeclosedconvex sets. But it is always the
case that ri(F) = ri(cl(F)) (Hiriart-Urruty and Lemaŕechal, 2001, Proposition A.2.1.8); as such,
the normal and tangent cones at the desired relative interior points may justas well be constructed
against cl(F), and thus the aforementioned properties safely hold.
Proof If S= R

m (meaningHS is empty) or dim(F) = 0 (F is a single point), everything follows
directly, thus supposeS 6= R

m, and fix a nonemptyF ∈ CS with dim(F)> 0.
Let anyx0,x1 ∈ F and β ∈ [0,1] be given, and definexβ := (1− β)x0 + βx1. Since eachgα

definingS is affine,
gα(xβ) = (1−β)gα(x0)+βgα(x1). (33)

By construction ofCS, gα(x0) = 0 iff gα(x1) = 0 and otherwise both are negative, thusgα(xβ) = 0
iff gα(x0) = gα(x1) = 0, meaningIS(xβ) = IS(x0) = IS(x1), soxβ ∈ F andF is convex.

Now let anyy0 ∈ F be given;y0 ∈ ri(F) when there exists aδ > 0 so that

B(y0,δ)∩aff(F)⊆ F (34)

(Hiriart-Urruty and Lemaŕechal, 2001, Definition A.2.1.1). To this end, first defineδ to be half the
distance to the closest hyperplane definingSwhich is not active fory0:

δ :=
1
2

min
α∈HS\IS(y)

min{‖y′−y0‖2 : y′ ∈ R
m,gα(y

′) = 0}.

Since there are only finitely many such hyperplanes, and the distance to each is nonzero,δ > 0. Let
anyyβ ∈ B(y,δ)∩aff(F) be given; by definition of aff(F), there must existβ ∈R andy1 ∈ F so that
yβ = (1−β)y0+βy1. By Equation 33, for anyα ∈ IS(y0) = IS(y1),

gα(yβ) = (1−β)gα(y0)+βgα(y1) = 0.

On the other hand, for anyα ∈HS\ IS(y0), it must be the case thatgα(yβ)< 0, sinceyβ ∈ B(y0,δ),
and due to the choice ofδ. Returning to the definition of relative interior in Equation 34, it follows
thaty0 ∈ ri(F), and ri(F) = F sincey0 ∈ F was arbitrary.

For the final property, for anyz0,z∈ ri(F) = F , the tangent coneTF(z) has form(aff(F)−{z})
(Hiriart-Urruty and Lemaŕechal, 2001, see Proposition A.5.2.1 and discussion within Section A.5.3),
and note aff(F)−{z}= aff(F)+{z0−z}−{z0}= aff(F)−{z0}. Lastly,NF(z) = TF(z)⊥ (Hiriart-
Urruty and Lemaŕechal, 2001, Proposition A.5.2.4).

The relevance to Equation 32 and Equation 31 is that projections from polyhedron S onto
S∩Ker(A⊤) (itself a polyhedron, as is verified in the proof of Lemma 42) must land on some
equivalence class ofCS∩Ker(A⊤), and these projections are easily characterized.

Lemma 45 Let any nonempty polyhedra S⊆ R
m and K⊆ R

m be given, and fix any nonempty
F ∈ CS∩K and xF ∈ F. Define

PF := {c(φ−P
2
S∩K(φ)) : c> 0,φ ∈ S,P2

S∩K(φ) ∈ F},
DF := NF(xF)∩{y−xF : y∈ R

m,∀α ∈ IS(xF) �gα(y)≤ 0},

where NF(xF) is the normal cone of F at xF . Then PF = DF .
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Note that the final active setIS(xF) is with respect toS, notS∩K.
Proof (⊆) Let anyφ∈Swith ψ :=P

2
S∩K(φ)∈F be given, where the latter is well-defined sinceF and

henceS∩K are nonempty. By Lemma 44,ψ∈ ri(F), andNF(ψ)=NF(xF), meaningφ−ψ∈NF(xF)
(Hiriart-Urruty and Lemaŕechal, 2001, Proposition A.5.3.3). Sinceφ ∈ S, for any α ∈ IS(ψ) =
IS(xF)⊆HS, gα(φ)≤ 0, so

φ−ψ ∈ {y∈ R
m : gα(y)≤ 0}−{ψ}=

(

{y∈ R
m : gα(y)≤ 0}−{ψ−xF}

)

−{xF}
= {y∈ R

m : gα(y)≤ 0}−{xF},

the final equality following sincegα(xF) = gα(ψ) = 0 andgα defines an affine hyperplane, meaning
the corresponding affine halfspace is closed under translations byψ− xF . This holds for allα ∈
IS(xF), thusφ−ψ ∈ DF , and sinceDF is a convex cone, for anyc> 0, c(φ−ψ) ∈ DF .

(⊇) Define
δ := min{‖xF −z‖2 : α ∈HS\ IS(xF),z∈ R

m,gα(z) = 0} .
For any fixedα, this minimum is positive sincegα(xF) < 0, while polyhedrality ofS grants that
α ranges over a finite set, together meaningδ > 0. Now let anyv ∈ DF be given, and setφ :=
xF + δv/(2‖v‖2). The form ofDF immediately grantsgα(φ) ≤ 0 for α ∈ IS(xF), but notice for
α ∈ HS\ IS(xF), it still holds thatgα(φ) ≤ 0, sincegα(xF) < 0 and ‖φ − xF‖2 < δ. So v =
(2‖v‖2/δ)(φ−P

2
S∩K(φ)) whereφ ∈ SandP2

S∩K(φ) = xF ∈ F , meaningv∈ PF .

The result now follows by considering all elements ofCS∩Ker(A⊤).

Proof of Lemma 42 For convenience, setK := Ker(A⊤). Note thatK (and henceS∩K) is a
polyhedron; indeed, it has the form

K = Ker(A⊤) = {φ ∈ R
m : A⊤φ = 0n}

=
n⋂

i=1

(

{φ ∈ R
m : e⊤i A⊤φ ≤ 0}∩{φ ∈ R

m : e⊤i A⊤φ ≥ 0}
)

.

Next, noteCS∩K has at least one nonempty equivalence class, sinceS∩K is nonempty by assump-
tion. Rewriting Equation 32 as in Equation 31, and fixing anxF within each nonemptyF ∈ CS∩K ,
Lemma 45 grants

Eq. 32= inf
{

‖A⊤v‖2 : ‖v‖2 = 1,∃c> 0,∃φ ∈ S�φ−P
2
S∩K(φ) = cv

}

= min
F∈CS∩K

F 6= /0

inf
{

‖A⊤v‖2 : ‖v‖2 = 1,∃c> 0,∃φ ∈ S�φ−P
2
S∩K(φ) = cv,P2

S∩K(φ) ∈ F
}

= min
F∈CS∩K

F 6= /0

inf
{

‖A⊤v‖2 : ‖v‖2 = 1,v∈ NF(xF),∀α ∈ IS(xF) �gα(xF +v)≤ 0
}

.

SinceS\Ker(A⊤) 6= /0 andS∩Ker(A⊤), at least one infimum has a nonempty domain (for the others,
take the convention that their value is+∞). Each infimum with a nonempty domain in this final
expression is of a continuous function over a compact set (in fact, a polyhedral cone intersected
with the boundary of the unitl2 ball), and thus it has a minimizer ¯v, which corresponds to some
c(φ̄−P

2
S∩K(φ̄)) 6∈ Ker(A⊤), wherec> 0. It follows that

A⊤v̄= cA⊤(φ̄−P
2
S∩K(φ̄)) 6= 0,
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meaning each of these infima is positive. But sinceSis polyhedral,CS has finitely many equivalence
classes (|CS| ≤ 2|HS|), meaning the outer minimum is attained and positive.

Finally, as mentioned above, the desired result follows by norm equivalence.
Proof of Theorem 9 For the upper bound, note as in the proof of Lemma 42 thatS∩Ker(A⊤) 6= /0
and the infimand is positive for every element of the domain, so the infimum is finite. For the lower
bound, by Lemma 42 and norm equivalence,

γ(A,S) = inf
φ∈S\Ker(A⊤)

‖A⊤φ‖∞

infψ∈S∩Ker(A⊤) ‖φ−ψ‖1

≥
(

1√
mn

)

inf
φ∈S\Ker(A⊤)

‖A⊤φ‖2

infψ∈S∩Ker(A⊤) ‖φ−ψ‖2
> 0.

Appendix G. Miscellaneous Technical Material

This appendix collects remaining technical material.

G.1 The Logistic Loss is withinG

Remark 46 This remark develops bounds on the quantitiesη,β for the logistic loss g= ln(1+
exp(·)). First note that the initial level set S0 := {x∈R

m : f (x)≤ f (Aλ0)} is contained within a cube
(−∞,b]m, where b≤ mln(2); this follows since f(Aλ0) = f (0m) = mln(2), whereas g(mln(2)) =
ln(1+exp(mln(2)))≥ mln(2).

For convenience, the analysis will be mainly written with respect to b= mln(2). Let any x∈
(−∞,b] be given, and note g′ = exp(·)/(1+exp(·)), and g′′ = exp(·)/(1+exp(·))2.

To determineη, note1 ≤ 1+ exp(x) ≤ 1+ exp(b). Sinceln is concave, it follows for all z∈
[1,1+exp(b)] that the secant line through(1,0) and(1+exp(b), ln(1+exp(b))) is a lower bound:

ln(z)≥
(

ln(1+exp(b))−0
1+exp(b)−1

)

z− ln(1+exp(b))−0
1+exp(b)−1

= ln(1+exp(b))exp(−b)(z−1).

As such, for x∈ (−∞,b], ln(1+exp(x))≥ exp(x) ln(1+exp(b))exp(−b), so

g′′(x)
g(x)

=
exp(x)

(1+exp(x))2 ln(1+exp(x))
≤ exp(b)

(1+exp(x))2 ln(1+exp(b))
≤ exp(b)

ln(1+exp(b))
.

Consequently, a sufficient choice isη := exp(b)/ ln(1+exp(b))≤ 2m/(mln(2)).
For g(x)≤ βg′(x), usingln(x)≤ x−1,

g(x)
g′(x)

=
ln(1+exp(x))

exp(x)
1+exp(x)

≤ exp(x)
exp(x)

1+exp(x)

≤ 1+exp(b).

That is, it suffices to setβ := 1+exp(b) = 1+2m.
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G.2 Proof of Theorem 4

Proof of Theorem 4 Writing the objective as two Fenchel problems,

f̄A = inf
λ

f (Aλ)+ ιRn(λ),

d :=sup
φ
− f ∗(−φ)− ι∗Rn(A⊤φ).

Since cont( f ) = R
m (set of points wheref is continuous) and dom(ιRn) = R

n, it follows that
Adom(ιRn)∩cont( f ) = Im(A) 6= /0, thusd = f̄A (Borwein and Lewis, 2000, Theorem 3.3.5). More-
over, sincef̄A ≤ f (0m) andd ≥ − f ∗(0m) = 0, the optimum is finite, and thus the same theorem
grants that it is attainable in the dual.

To complete the dual problem, note for anyλ ∈ R
n that

ι∗Rn(λ) = sup
µ∈Rn

〈λ,µ〉− ιRn(µ) = ι{0n}(λ).

From this, the term−ι∗
Rn(A⊤φ) allows the search in the dual to be restricted toφ ∈ Ker(A⊤). Next,

replaceφ ∈ Ker(A⊤) with −ψ ∈ Ker(A⊤), which combined with dom( f ∗)⊆ R
m
+ (from Lemma 36)

means it suffices to considerψ ∈ Ker(A⊤)∩R
m
+ = ΦA. (Note that the negation was simply to be

able to interpret feasible dual variables as nonnegative measures.)
Next, f ∗(φ) = ∑i g

∗((φ)i) was proved in Lemma 36.
Finally, the uniqueness ofψ f

A was established by Collins et al. (2002, Theorem 1), however a
direct argument is as follows by the strict convexity off ∗ (cf. Lemma 36). Specifically, if there were
some other optimalψ′ 6= ψ, the point(ψ+ψ′)/2 is dual feasible and has strictly larger objective
value, a contradiction.

G.3 Proof of Proposition 13

Proof of Proposition 13 It holds in general that 0-coercivity grants attainable minima (cf. Hiriart-
Urruty and Lemaŕechal 2001, Proposition B.3.2.4 and Borwein and Lewis 2000, Proposition1.1.3).
Conversely, let ¯x with h(x̄) = infxh(x) and any directiond ∈R

m with ‖d‖2 = 1 be given. To demon-
strate 0-coercivity, it suffices to show

lim
t→∞

h(x̄+ td)−h(x̄)
t

> 0

(Hiriart-Urruty and Lemaŕechal, 2001, Proposition B.3.2.4.iii). To this end, first note, for anyt ∈R,
that convexity grants

h(x̄+ td)≥ h(x̄+d)+(t −1)〈∇h(x̄+d),d〉 .
By strict monotonicity of gradients (Hiriart-Urruty and Lemaréchal, 2001, Section B.4.1.4) and
first-order necessary conditions (∇h(x̄) = 0m),

〈∇h(x̄+d),d〉= 〈∇h(x̄+d)−∇h(x̄), x̄+d− x̄〉=: c> 0,

Combining these,

lim
t→∞

h(x̄+ td)−h(x̄)
t

≥ lim
t→∞

h(x̄+d)+(t −1)c−h(x̄)
t

= c> 0.
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G.4 Proof of Lemma 24

Proof of Lemma 24 Sinced ≥ infλ f (Aλ), the level setSd := {x ∈ R
m : ( f + ιIm(A))(x) ≤ d} is

nonempty. Since|H(A)|=m, Theorem 14 providesf + ιIm(A) is 0-coercive, meaningSd is compact.
Now consider the rectangleC defined as a product of intervalsC =⊗m

i=1[ai ,bi ], where

ai := inf{xi : x∈ Sd}, bi := sup{xi : x∈ Sd}.

By construction,C ⊇ Sd, and furthermore any smaller axis-aligned rectangle must violate some
infimum or supremum above, and so must fail to include a piece ofSd. In particular, the tightest
rectangle exists, and it isC .

Next, note that∇ f (x) = (g′(x1),g′(x2), . . . ,g′(xm)), thusD = ⊗m
i=1g′([ai ,bi ]), an axis-aligned

rectangle in the dual. Sinceg is strictly convex and dom(g) = R, bothg′(ai) andg′(bi) are within
int(dom(g∗)) (for all i), and so∇ f (C )⊂ int(dom( f ∗)).

Finally, Proposition 13 grants thatf + ιIm(A) has a minimizer; thus choose anyλ̄ ∈ R
n so that

f (Aλ̄) = infλ f (Aλ). By optimality conditions of Fenchel problems,ψ f
A = ∇ f (Aλ̄) (cf. the optimal-

ity conditions in Borwein and Lewis (2000, Exercise 3.3.9.f), and the proofof Theorem 4, where a
negation was inserted into the dual to allow dual points to be interpreted as nonnegative measures).
But the dual optimum is dual feasible, andAλ̄ ∈ Sd, so

∇ f (C )∩ΦA ⊇ {∇ f (Aλ̄)}∩ΦA = {ψ f
A}∩ΦA 6= /0.

G.5 Splitting Distances alongA0,A+

Lemma 47 Let A=
[

A0
A+

]

be given as in Theorem 27, and let a set S= S0 ×S+ be given with

S0 ⊆ R
m0 and S+ ⊆ R

m+ and S∩ΦA 6= /0. Then, for anyφ =
[

φ0
φ+

]

with φ0 ∈ R
m0 andφ+ ∈ R

m+ ,

D
1
S∩ΦA

(φ) = D
1
S0∩ΦA0

(φ0)+D
1
S+∩ΦA+

(φ+).

Proof Recall from Theorem 17 thatΦA = ΦA0 ×ΦA+ , thus

S∩ΦA = (S0∩ΦA0)× (S+∩ΦA+),

andS∩ΦA 6= /0 grants thatS0∩ΦA0 6= /0 andS+∩ΦA+ 6= /0. Define now the notation[·]0 : Rm→R
m0

and [·]+ : Rm → R
m+ , which respectively select the coordinates corresponding to the rows ofA0,

and the rows ofA+.

Let φ =
[

φ0
φ+

]

∈ R
m be given; in the above notation,φ0 = [φ]0 andφ+ = [φ]+. By the above

Cartesian product and intersection properties,
[

P
1
S0∩ΦA0

(φ0)

P
1
S+∩ΦA+

(φ+)

]

∈ S∩ΦA,
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and so

D
1
S∩ΦA

(φ)≤
∥

∥

∥

∥

[

φ0
φ+

]

−
[

P
1
S0∩ΦA0

(φ0)

P
1
S+∩ΦA+

(φ+)

]∥

∥

∥

∥

1

= D
1
S0∩ΦA0

(φ0)+D
1
S+∩ΦA+

(φ+).

On the other hand, sinceP1
S∩ΦA

(φ) ∈ (S0∩φA0)× (S+∩φA+),

D
1
S0∩ΦA0

(φ0)+D
1
S+∩ΦA+

(φ+)≤
∥

∥φ0− [P1
S∩ΦA

(φ)]0
∥

∥

1+
∥

∥φ+− [P1
S∩ΦA

(φ)]+
∥

∥

1 = D
1
S∩ΦA

(φ).

G.6 Proof of Theorem 28

Proof of Theorem 28 This proof proceeds in two stages: first the gap between any solution with
l1 normB is shown to be large, and then it is shown that thel1 norm of the BOOSTsolution (under
logistic loss) grows slowly.

To start, Ker(S⊤) = {z(1,1,0) : z∈ R}, and−g∗ is maximized atg′(0) with value−g(0) (cf.
Lemma 2). Thusψ f

S = (g′(0),g′(0),0), and f̄S=− f ∗(ψ f
S) = 2g(0) = 2ln(2).

Next, by calculus, given anyB,

inf
‖λ‖1≤B

f (Sλ)− f̄S= f
(

S
[

B/2
B/2

])

−2ln(2)

= (2ln(2)+ ln(1+exp(−B)))−2ln(2)

= ln(1+exp(−B)).

Now to bound thel1 norm of the iterates. By the nature of exact line search, the coordinates
of λ are updated in alternation (with arbitrary initial choice); thus letut denote the value of the
coordinate updated in iterationt, andvt be the one which is held fixed. (In particular,vt = ut−1.)

The objective function, written in terms of(ut ,vt), is

ln
(

1+exp(vt −ut)
)

+ ln
(

1+exp(ut −vt)
)

+ ln
(

1+exp(−ut −vt)
)

= ln
(

2+exp(vt −ut)+exp(ut −vt)+2exp(−ut −vt)+exp(−2ut)+exp(−2vt)
)

.

Due to the use of exact line search, and the fact thatut is the new value of the updated variable, the
derivative with respect tout of the above expression must equal zero. In particular, producing this
equality and multiplying both sides by the (nonzero) denominator yields

−exp(vt −ut)+exp(ut −vt)−2exp(−ut −vt)−2exp(−2ut) = 0.

Multiplying by exp(ut +vt) and rearranging, it follows that, after line search,ut andvt must satisfy

exp(2ut) = exp(2vt)+2exp(vt −ut)+2. (35)

First it will be shown fort ≥ 1, by induction, thatut ≥ vt . The base case follows by inspection
(sinceu0 = v0 = 0 and sou1 = ln(2)). Now the inductive hypothesis grantsut ≥ vt ; the caseut = vt

can be directly handled by Equation 35, thus supposeut > vt . But previously, it was shown that the
optimal l1 bounded choice has both coordinates equal; as such, the current iterate, with coordinates
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(ut ,vt), is worse than the iterate(ut ,ut), and thus the line search will move in a positive direction,
giving ut+1 ≥ vt+1.

It will now be shown by induction that, fort ≥ 1, ut ≤ 1
2 ln(4t). The base case follows by the

direct inspection above. Applying the inductive hypothesis to the update rule above, and recalling
vt+1 = ut and that the weights increase (i.e.,ut+1 ≥ vt+1 = ut),

exp(2ut+1) = exp(2ut)+2exp(ut −ut+1)+2≤ exp(2ut)+2exp(ut −ut)+2≤ 4t +4≤ 4(t +1).

To finish, recall by Taylor expansion that ln(1+q)≥ q− q2

2 ; consequently fort ≥ 1

f (Sλt)− f̄S≥ inf
‖λ‖1≤ln(4t)

f (Sλ)− f̄S≥ ln

(

1+
1
4t

)

≥ 1
4t

− 1
2

(

1
4t

)2

≥ 1
8t
.
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Abstract
Sparsity-inducing multiple kernel Fisher discriminant analysis (MK-FDA) has been studied in the
literature. Building on recent advances in non-sparse multiple kernel learning (MKL), we propose
a non-sparse version of MK-FDA, which imposes a generalℓp norm regularisation on the kernel
weights. We formulate the associated optimisation problemas a semi-infinite program (SIP), and
adapt an iterative wrapper algorithm to solve it. We then discuss, in light of latest advances in MKL
optimisation techniques, several reformulations and optimisation strategies that can potentially lead
to significant improvements in the efficiency and scalability of MK-FDA. We carry out extensive
experiments on six datasets from various application areas, and compare closely the performance
of ℓp MK-FDA, fixed norm MK-FDA, and several variants of SVM-basedMKL (MK-SVM). Our
results demonstrate thatℓp MK-FDA improves upon sparse MK-FDA in many practical situations.
The results also show that on image categorisation problems, ℓp MK-FDA tends to outperform its
SVM counterpart. Finally, we also discuss the connection between (MK-)FDA and (MK-)SVM,
under the unified framework of regularised kernel machines.

Keywords: multiple kernel learning, kernel fisher discriminant analysis, regularised least squares,
support vector machines

1. Introduction

Since their introduction in the mid-1990s, kernel methods (Schölkopf and Smola, 2002; Shawe-
Taylor and Cristianini, 2004) have proven successful for many machinelearning problems, for
example, classification, regression, dimensionality reduction, clustering. Representative methods
such as support vector machine (SVM) (Vapnik, 1999; Shawe-Taylorand Cristianini, 2004), kernel
Fisher discriminant analysis (kernel FDA) (Mika et al., 1999; Baudat and Anouar, 2000), kernel
principal component analysis (kernel PCA) (Schölkopf et al., 1999) have been reported to produce
state-of-the-art performance in numerous applications. Kernel methodswork by embedding data
items in an input space (vector, graph, string, etc.) into a feature space, and applying linear methods
in the feature space. This embedding is defined implicitly by specifying an innerproduct for the
feature space via a symmetric positive semidefinite (PSD) kernel function.

It is well recognised that in kernel methods, the choice of kernel function is critically important,
since it completely determines the embedding of the data in the feature space. Ideally, this em-
bedding should be learnt from training data. In practice, a relaxed version of this very challenging

c©2012 Fei Yan, Josef Kittler, Krystian Mikolajczyk and Atif Tahir.
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problem is often considered: given multiple kernels capturing different “views” of the problem, how
to learn an “optimal” combination of them. Among several others (Cristianini et al., 2002; Chapelle
et al., 2002; Bousquet and Herrmann, 2003; Ong et al., 2003), Lanckriet et al. (2002, 2004) are one
of the pioneering works for this multiple kernel learning (MKL) problem.

Lanckriet et al. (2002, 2004) study a binary classification problem, andtheir key idea is to
learn a linear combination of a given set of base kernels by maximising the margin between the
two classes or by maximising kernel alignment. More specifically, suppose one is givenn m×m
symmetric PSD kernel matricesK j , j = 1, · · · ,n, andm class labelsyi ∈ {1,−1}, i = 1, · · · ,m. A
linear combination of then kernels under anℓ1 norm constraint is considered:

K =
n

∑
j=1

β jK j , β ≥ 0, ‖β‖1 = 1,

whereβ= (β1, · · · ,βn)
T ∈R

n, and0 is themdimensional vector of zeros. Geometrically, taking the
sum of kernels can be interpreted as taking the Cartesian product of the associated feature spaces.
Different scalings of the feature spaces lead to different embeddings of the data in the composite
feature space. The goal of MKL is then to learn the optimal scaling of the feature spaces, such that
the “separability” of the two classes in the composite feature space is maximised.

Lanckriet et al. (2002, 2004) propose to use the soft margin of SVM asa measure of separa-
bility, that is, to learnβ by maximising the soft margin between the two classes. One of the most
commonly used formulations of the resulting MKL problem is the following saddle point problem:

max
β

min
α

−yTα+
1
2

n

∑
j=1

αTβ jK jα (1)

s.t. 1Tα= 0, 0≤ yTα≤C1, β ≥ 0, ‖β‖1 ≤ 1,

whereα ∈ R
m, 1 is themdimensional vector of ones,y is themdimensional vector of class labels,

C is a parameter controlling the trade-off between regularisation and empiricalerror, andK j(xi ,xi′)

is the dot product of theith and thei′th training examples in thej th feature space. Note that in
Equation (1), we have replaced the constraint‖β‖1 = 1 by ‖β‖1 ≤ 1, which can be shown to have
no effect on the solution of the problem, but allows for an easier generalisation.

Several alternative MKL formulations have been proposed (Lanckrietet al., 2004; Bach and
Lanckriet, 2004; Sonnenburg et al., 2006; Zien and Ong, 2007; Rakotomamonjy et al., 2008). These
formulations essentially solve the same problem as Equation (1), and differ only in the optimisa-
tion techniques used. The original semi-definite programming (SDP) formulation (Lanckriet et al.,
2004) becomes intractable whenm is in the order of thousands, while the semi-infinite linear pro-
gramming (SILP) formulation (Sonnenburg et al., 2006) and the reduced gradient descent algorithm
(Rakotomamonjy et al., 2008) can deal with much larger problems.

Of particular interest to this article is the SILP formulation in Sonnenburg et al.(2006). The
authors propose to use a technique called column generation to solve the SILP, which involves
dividing a SILP into an inner subproblem and an outer subproblem, and alternating between solving
the two subproblems until convergence. A straightforward implementation of column generation
leads to a conceptually very simple wrapper algorithm, where finding the optimalα in the inner
subproblem corresponds to solving a standard binary SVM. This means the wrapper algorithm can
take advantage of existing efficient SVM solvers, and can be reasonablyfast for medium-sized
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problems already. However, as pointed out by Sonnenburg et al. (2006), solving the whole SVM
problem to a high precision is unnecessary and therefore wasteful when the variableβ in the outer
subproblem is still far from the global optimum.

To remedy this, Sonnenburg et al. (2006) propose to optimiseα andβ in an interleaved manner,
by incorporating chunking (Joachims, 1988) into the inner subproblem. The key idea of chunking,
and more generally decomposition techniques for SVM, is to freeze all but asmall subset ofα, and
solve only a small-sized subproblems of the SVM dual in each iteration. The resulting interleaved
algorithm in Sonnenburg et al. (2006) avoids the wasteful computation of the whole SVM dual, and
as a result has an improved efficiency over the wrapper algorithm. Moreover, with the interleaved
algorithm, only columns of the kernel matrices that correspond to the “active” dual variables need
to be loaded into memory, extending MKL’s applicability to large scale problems.

The learning problem in Equation (1) imposes anℓ1 regularisation on the kernel weights. It has
been known thatℓ1 norm regularisation tends to produce sparse solutions (Rätsch, 2001), which
means during the learning most kernels are assigned zero weights. Conventionally, sparsity is
favoured mainly for two reasons: it offers a better interpretability, and thetest process is more
efficient with sparse kernel weights. However, sparsity is not alwaysdesirable, since the informa-
tion carried in the zero-weighted kernels is lost. In Kloft et al. (2008) andCortes et al. (2009),
non-sparse versions of MKL are proposed, where anℓ2 norm regularisation is imposed instead of
ℓ1 norm. Kloft et al. (2009, 2011) later extended their work to use a general ℓp (p≥ 1) norm regu-
larisation. To solve the associated optimisation problem, Kloft et al. (2011) propose extensions of
the wrapper and the interleaved algorithms in Sonnenburg et al. (2006) respectively. Experiments in
Kloft et al. (2008, 2009, 2011) show that the regularisation norm contributes significantly to the per-
formance of MKL, and confirm that in general a smaller regularisation norm produces more sparse
kernel weights.

Although many of the above references discuss general loss functions(Lanckriet et al., 2004;
Sonnenburg et al., 2006; Kloft et al., 2011), they have mainly been focusing on the binary hinge
loss. In this sense, the corresponding MKL algorithms are essentially binary multiple kernel sup-
port vector machines (MK-SVMs). In contrast to SVM, which maximises the soft margin, Fisher
discriminant analysis (FDA) (Fisher, 1936) maximises the ratio of projected between and within
class scatters. Since its introduction in the 1930s, FDA has stood the test of time. Equipped recently
with kernelisation (Mika et al., 1999; Baudat and Anouar, 2000) and efficient implementation (Cai
et al., 2007), FDA has established itself as a strong competitor of SVM. In many comparative stud-
ies, FDA is reported to offer comparable or even better performance thanSVM (Mika, 2002; Cai
et al., 2007; Ye et al., 2008).

In Kim et al. (2006) and Ye et al. (2008), a multiple kernel FDA (MK-FDA)is introduced, where
an ℓ1 norm is used to regularise the kernel weights. As in the case ofℓ1 MK-SVM, ℓ1 MK-FDA
tends to produce sparse selection results, which may lead to a loss of information. In this paper,
we extend the work of Kim et al. (2006) and Ye et al. (2008) to a generalℓp norm regularisation by
bringing latest advances in non-sparse MKL to MK-FDA. Our contributioncan be summarised as
follows:

• We provide a SIP formulation ofℓp MK-FDA for both binary and multiclass problems, and
adapt the wrapper algorithm in Sonnenburg et al. (2006) to solve it. By considering recent
advances in large scale MKL techniques, we also discuss several strategies that could signifi-
cantly improve the efficiency and scalability of the wrapper-basedℓp MK-FDA. (Section 2)
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• We carry out extensive experiments on six datasets, including one synthetic dataset, four
object and image categorisation benchmarks, and one computational biologydataset. We
confirm that as in the case ofℓp MK-SVM, in ℓp MK-FDA, a smaller regularisation norm in
general leads to more sparse kernel weights. We also show that by selecting the regularisation
norm p on an independent validation set, the “intrinsic sparsity” of the given set of base
kernels can be learnt. As a result, using the learnt optimal normp in ℓp MK-FDA offers
better performance than fixed norm MK-FDAs. (Section 3)

• We compare closely the performance ofℓp MK-FDA and that of several variants ofℓp MK-
SVM, and show that on object and image categorisation datasets,ℓp MK-FDA has a small
but consistent edge. In terms of efficiency, our wrapper-basedℓp MK-FDA is comparable
to the interleavedℓp MK-SVM on small/medium sized binary problems, but can be sig-
nificantly faster on multiclass problems. When compared against recently proposed MKL
techniques that define the state-of-the-art, such as SMO-MKL (Vishwanathan et al., 2010)
and OBSCURE (Orabona et al., 2010), our MK-FDA also compares favourably or similarly.
(Section 3)

• Finally, we discuss the connection between (MK-)FDA and (MK-)SVM, from the perspec-
tives of both loss function and version space, under the unified framework of regularised
kernel machines. (Section 4)

Essentially, our work builds on Sonnenburg et al. (2006), Ye et al. (2008) and Kloft et al. (2011).
However, we believe the empirical findings of this paper, especially the onethat (MK-)FDA tends
to outperform (MK-)SVM on image categorisation datasets, is important, given that SVM and SVM
based MKL are widely accepted as the state-of-the-art classifier in most image categorisation sys-
tems. Finally, note that preliminary work to this article has been published previously as conference
papers (Yan et al., 2009b,a, 2010). The aim of this article is to consolidate theresults into an in-
tegrated and comprehensive account and to provide more experimental results in support of the
proposed methodology.

2. ℓp Norm Multiple Kernel FDA

In this section we first present ourℓp regularised MK-FDA for binary problems and then for multi-
class problems. In both cases, we first give problem formulation, then solve the associated optimi-
sation problem using a wrapper algorithm. Towards the end of this section, we also discuss several
possible improvements over the wrapper algorithm in terms of time and memory complexity, in
light of recent advances in MKL optimisation techniques.

2.1 Binary Classification

Given a binary classification problem withm training examples, our goal is to learn the optimal
kernel weightsβ ∈ R

n for a linear combination ofn base kernels under theℓp (p≥ 1) constraint:

K =
n

∑
j=1

β jK j , β j ≥ 0, ‖β‖p
p ≤ 1,

where thep≥ 1 requirement is to ensure that the triangle inequality is satisfied and‖ ·‖p is a norm.
We define optimality in terms of the class separation criterion of FDA, that is, the learnt kernel
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weightsβ are optimal, if the ratio of the projected between and within class scatters is maximised.
In this paper we assume each kernel is centred in its feature space. Centring can be performed
implicitly (Schölkopf et al., 1999) byK j = PK̃ jP, whereP is them×m centring matrix defined as
P= I − 1

m1·1T , K̃ j is the uncentred kernel matrix, andI is them×m identity matrix.
Let m+ be the number of positive training examples, andm− = m−m+ be that of negative

training examples. For a given kernelK, let φ(x+i ) be theith positive training point in the implicit
feature space associated withK, φ(x−i ) be theith negative training point in the feature space. Here
x+i andx−i can be thought of as training examples in some input space, andφ is the mapping to the
feature space. Also letµ+ andµ− be the centroids of the positive examples and negative examples
in the feature space, respectively:

µ+ =
1

m+

m+

∑
i=1

φ(x+i ), µ− =
1

m−

m−

∑
i=1

φ(x−i ).

The within class covariance matrices of the two classes are:

C+ =
1

m+

m+

∑
i=1

(

φ(x+i )−µ+

)(

φ(x+i )−µ+

)T

,

C− =
1

m−

m−

∑
i=1

(

φ(x−i )−µ−

)(

φ(x−i )−µ−

)T

.

The between class scatterSB and within class scatterSw are then defined as:

SB =
m+m−

m
(µ+−µ−)(µ+−µ−)T , (2)

SW = m+C++m−C−.

The objective of single kernel FDA is to find the projection directionw in the feature space that

maximiseswTSBw
wTSWw , or equivalently,

wT m
m+m− SBw
wTSTw , whereST = SB+SW is the total scatter matrix. In

practice a regularised objective function

JFDA(w) =
wT m

m+m− SBw
wT(ST +λI)w

(3)

is maximised to improve generalisation and numerical stability (Mika, 2002), where λ is a small
positive number.

From Theorem 2.1 of Ye et al. (2008), for a given kernelK, the maximal value of Equation (3)
is:

J∗FDA = aTa−aT
(

I +
1
λ

K

)−1

a, (4)

where

a=

(

1
m+

, · · · ,
1

m+
,
−1
m−

, · · · ,
−1
m−

)T

∈ R
m

contains the centred labels. On the other hand, Lemma 2.1 of Ye et al. (2008)states that thew that
maximises Equation (3) also minimises the following regularised least squares (RLS):

JRLS(w) = ‖φT(X)w−a‖2+λ‖w‖2, (5)
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and the minimum of Equation (5) is given by:

J∗RLS= aT
(

I +
1
λ

K

)−1

a. (6)

In Equation (5),φ(X) = (φ(x+1 ), · · · ,φ(x
+
m+),φ(x−1 ), · · · ,φ(x

−
m−)) are the (centred) training data in

the feature space such thatφ(X)Tφ(X) = K.
Due to strong duality, the minimal value of Equation (5) is equal to the maximal valueof its

Lagrangian dual problem, that is,

J∗RLS= max
α

aTα−
1
4
αTα+

1
4λ

αTKα,

or equivalently

J∗RLS=−min
α

(

−aTα+
1
4
αTα+

1
4λ

αTKα

)

, (7)

whereα ∈ R
m. By combining Equation (4), Equation (6) and Equation (7), it follows that the

maximal value of the FDA objective in Equation (3) is given by:

J∗FDA = aTa+min
α

(

−aTα+
1
4
αTα+

1
4λ

αTKα

)

. (8)

Now instead of a fixed single kernel, consider the case where the kernelK can be chosen from
linear combinations of a set of base kernels. The kernel weights must be regularised somehow to
make sure Equation (8) remains meaningful and does not become arbitrarilylarge. In this paper, we
propose to impose anℓp regularisation on the kernel weights for anyp≥ 1, following Kloft et al.
(2009, 2011):

K̃ =

{

K =
n

∑
j=1

β jK j : β ≥ 0,‖β‖p
p ≤ 1

}

. (9)

Combining Equation (9) and Equation (8), and dropping the unimportant constantaTa, it can be
shown that the optimalK ∈ K̃ maximising Equation (4) is found by solving:

max
β

min
α

−aTα+
1
4
αTα+

1
4λ

n

∑
j=1

αTβ jK jα (10)

s.t. β ≥ 0, ‖β‖p
p ≤ 1.

Note that putting anℓp constraint onβ or penalizingw by anℓ2,r block norm are equivalent with
p = r/(2− r) (Szafranski et al., 2008). Whenp = 1, we have theℓ1 MK-FDA discussed in Ye
et al. (2008); whilep= ∞ leads tor = 2, and MK-FDA reduces to standard single kernel FDA with
unweighted concatenation of base feature spaces. In this paper, however, we are interested in the
general case of anyp≥ 1.

Equation (10) is an optimisation problem with a quadratic objective and a general pth order
constraint. We borrow the idea fromℓp MK-SVM (Kloft et al., 2009, 2011) and use second order
Taylor expansion to approximate the norm constraint:

‖β‖p
p ≈

p(p−1)
2

n

∑
j=1

β̃p−2
j β2

j −
n

∑
j=1

p(p−2)β̃p−1
j β j +

p(p−3)
2

+1 := ν(β), (11)
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whereβ̃ j is the current estimate ofβ j in an iterative process, which will be explained in more detail
shortly. Substituting Equation (11) into Equation (10), we arrive at the binary ℓp MK-FDA saddle
point problem:

max
β

min
α

−aTα+
1
4
αTα+

1
4λ

n

∑
j=1

αTβ jK jα (12)

s.t. β ≥ 0, ν(β)≤ 1.

In Sonnenburg et al. (2006), the authors propose to transform a saddle point problem similar
to Equation (12) to a semi-infinite program (SIP). A SIP is an optimisation problem with a finite
number of variablesx ∈ R

d on a feasible set described by infinitely many constraints (Hettich and
Kortanek, 1993):

min
x

f (x) s.t. g(x,u)≥ 0 ∀u∈U,

whereU is an infinite index set. Following the similar arguments as in Sonnenburg et al. (2006)
and Ye et al. (2008), we show in Theorem 1 that the saddle point problemin Equation (12) can also
be transformed into a SIP.

Theorem 1 Given a set of n kernel matrices K1, · · · ,Kn, the kernel weightsβ that optimise Equa-
tion (12)are given by solving the following SIP problem:

max
θ,β

θ (13)

s.t. −aTα+
1
4
αTα+

1
4λ

n

∑
j=1

αTβ jK jα≥ θ ∀α ∈ R
m, β ≥ 0, ν(β)≤ 1.

Proof Letα∗ be the optimal solution to the saddle point problem in Equation (12). By defining

θ∗ :=−aTα∗+
1
4
α∗Tα∗+

1
4λ

n

∑
j=1

α∗Tβ jK jα
∗

as the minimum objective value achieved byα∗, we have

−aTα+
1
4
αTα+

1
4λ

n

∑
j=1

αTβ jK jα≥ θ∗

∀α ∈ R
m. Now define

θ = min
α

−aTα+
1
4
αTα+

1
4λ

n

∑
j=1

αTβ jK jα

and substitute it into Equation (12), the theorem is proved.

We adapt the wrapper algorithm in Sonnenburg et al. (2006) to solve the SIP in Equation (13).
This algorithm is based on the column generation technique, where the basic idea is to divide a SIP
into an inner subproblem and an outer subproblem. The algorithm alternatesbetween solving the
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Algorithm 1 A wrapper algorithm for solving the binaryℓp MK-FDA SIP in Equation (13)

Input: K1, · · · ,Kn, a, θ(1) =−∞, β(1)
j = n−1/p∀ j, ε.

Output: Learnt kernel weightsβ = (β(t)
1 , · · · ,β(t)

n )T .
1: for t = 1, · · · do
2: Computeα(t) in Equation (15);
3: ComputeS(t) =−aTα(t)+ 1

4α
(t)Tα(t)+ 1

4λ ∑n
j=1α

(t)Tβ(t)
j K jα

(t);

4: if |1− S(t)

θ(t) | ≤ ε then
5: break;
6: end if
7: Compute{θ(t+1),β(t+1)} in Equation (16), whereν(β) is defined as in Equation (11) with

β̃ = β(t);
8: end for

two subproblems until convergence. At stept, the inner subproblem (α step) identifies the constraint
that maximises the constraint violation for{θ(t),β(t)}:

α(t) := argmin
α

−aTα+
1
4
αTα+

1
4λ

n

∑
j=1

αTβ(t)
j K jα. (14)

Note that the program in Equation (14) is nothing but the single kernel FDA/RLS dual problem
using the current estimateβ(t) as kernel weights. Observing that Equation (14) is an unconstrained
quadratic program,α(t) is obtained by solving the following linear system (Ye et al., 2008):

(

1
2

I +
1
2λ

n

∑
j=1

β(t)
j K j

)

α(t) = a. (15)

If α(t) satisfies constraint−aTα(t)+ 1
4α

(t)Tα(t)+ 1
4λ ∑n

j=1α
(t)Tβ(t)

j K jα
(t) ≥ θ(t) then{θ(t),β(t)} is

optimal. Otherwise, the constraint is added to the set of constraints and the algorithm proceeds to
the outer subproblem of stept.

The outer subproblem (β step) is also called the restricted master problem. At stept, it computes
the optimal{θ(t+1),β(t+1)} in Equation (13) for a restricted subset of constraints:

{θ(t+1),β(t+1)}= argmax
θ,β

θ (16)

s.t. −aTα(r)+
1
4
α(r)Tα(r)+

1
4λ

n

∑
j=1

α(r)Tβ jK jα
(r) ≥ θ ∀r = 1, · · · , t, β ≥ 0, ν(β)≤ 1.

When p= 1, ν(β) ≤ 1 reduces to a linear constraint. As a result, Equation (16) becomes a linear
program (LP) and theℓp MK-FDA reduces to theℓ1 MK-FDA in Ye et al. (2008). Whenp > 1,
Equation (16) is a quadratically constrained linear program (QCLP) with one quadratic constraint
ν(β)≤ 1 andt +n linear constraints. This can be solved by off-the-shelf optimisation tools such as
Mosek.1 Note that at timet, ν(β) is defined as in Equation (11) with̃β = β(t), that is, the current
estimate ofβ.

1. Mosek optimisation toolbox can be found athttp://www.mosek.com .
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Normalised maximal constraint violation is used as a convergence criterion. The algorithm
stops when|1− S(t)

θ(t) | ≤ ε, whereS(t) := −aTα(t)+ 1
4α

(t)Tα(t)+ 1
4λ ∑n

j=1α
(t)Tβ(t)

j K jα
(t) andε is a

pre-defined accuracy parameter. This iterative wrapper algorithm forsolving the binaryℓp MK-
FDA SIP is summarised in Algorithm 1. It is a special case of a set of semi-infinite programming
algorithms known as exchange methods, which are guaranteed to converge (Hettich and Kortanek,
1993). Finally, note that in line 4 of Algorithm 1,β(t+1) can also be solved using the analytical
update in Kloft et al. (2011) that is adapted to FDA. However, in practice we notice that for MK-
FDA, such an analytical update tends to be numerically unstable whenp is close to 1.

2.2 Multiclass Classification

In this section we consider the multiclass case. Letc be the number of classes, andmk be the number
of training examples in thekth class. In multiclass FDA, the following objective is commonly
maximised (Ye et al., 2008):

JMC−FDA(W) = trace

(

(

WT(ST +λI)W
)−1

WTSBW

)

, (17)

whereW is the projection matrix, the within class scatterSW is defined in a similar way as in
Equation (2) but withc classes, and the between class scatter isSB = φ(X)HHTφ(X)T , where
φ(X) = (φ(x1),φ(x2), · · · ,φ(xm)) is the set ofm training examples in the feature space, andH =
(h1,h2, · · · ,hc) is anm×c matrix withhk = (h1k, · · · ,hmk)

T and

hik =

{ √

m
mk

−
√mk

m if yi = k

−
√mk

m if yi 6= k.
(18)

Similar to the binary case, using duality theory and the connection between FDAand RLS, Ye
et al. (2008) show that the maximal value of Equation (17) is given by (up toan additive constant
determined by the labels):

J∗MC−FDA ∼ min
αk

c

∑
k=1

(

−hT
k αk+

1
4
αT

k αk+
1
4λ

αT
k Kαk

)

,

whereαk ∈ R
m for k = 1, · · · ,c. When choosing from linear combinations of a set of base kernels

with kernel weights regularised with anℓp norm, the optimal kernel weights are given by:

max
β

min
αk

c

∑
k=1

(

−hT
k αk+

1
4
αT

k αk+
1
4λ

n

∑
j=1

αT
k β jK jαk

)

(19)

s.t. β ≥ 0, ‖β‖p
p ≤ 1.

We use again second order Taylor expansion to approximate the norm constraint and arrive at the
multiclassℓp MK-FDA saddle point problem:

max
β

min
αk

c

∑
k=1

(

−hT
k αk+

1
4
αT

k αk+
1
4λ

n

∑
j=1

αT
k β jK jαk

)

s.t. β ≥ 0, ν(β)≤ 1,
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Algorithm 2 A wrapper algorithm for solving the multiclassℓp MK-FDA SIP in Equation (20)

Input: K1, · · · ,Kn, a, θ(1) =−∞, β(1)
j = n−1/p∀ j, ε.

Output: Learnt kernel weightsβ = (β(t)
1 , · · · ,β(t)

n )T .
1: for t = 1, · · · do
2: Computeα(t)

k in Equation (21);

3: ComputeS(t) = ∑c
k=1

(

−hT
k α

(t)
k + 1

4α
(t)T
k α

(t)
k + 1

4λ ∑n
j=1α

(t)T
k β(t)

j K jα
(t)
k

)

;

4: if |1− S(t)

θ(t) | ≤ ε then
5: break;
6: end if
7: Compute{θ(t+1),β(t+1)} in Equation (22), whereν(β) is defined as in Equation (11) with

β̃ = β(t);
8: end for

whereν(β) is defined as in Equation (11).
Again similar to the binary case, Equation (19) can be reformulated as a SIP:

max
θ,β

θ (20)

s.t.
c

∑
k=1

(

−hT
k αk+

1
4
αT

k αk+
1
4λ

n

∑
j=1

αT
k β jK jαk

)

≥ θ ∀αk ∈ R
m, β ≥ 0, ν(β)≤ 1,

and the SIP can be solved using a column generation algorithm that is similar to Algorithm 1. In
the inner subproblem, the only difference is that instead of one linear system, herec linear systems
need to be solved, one for eachhk:

(

1
2

I +
1
2λ

n

∑
j=1

β(t)
j K j

)

α
(t)
k = hk. (21)

Accordingly, the outer subproblem for computing the optimal{θ(t+1),β(t+1)} is adapted to work
with multiple classes:

(θ(t+1),β(t+1)) = argmax
θ,β

θ (22)

s.t.
c

∑
k=1

(

−hT
k α

(r)
k +

1
4
α

(r)T
k α

(r)
k +

1
4λ

n

∑
j=1

α
(r)T
k β jK jα

(r)
k

)

≥ θ ∀r = 1, · · · , t

β ≥ 0, ν(β)≤ 1.

Whenp= 1, Equation (22) reduces to an LP and our formulation reduces to that in Yeet al. (2008).
For p> 1, Equation (22) is an QCLP with one quadratic constraint andt +n linear constraints, as
in the binary case. The iterative wrapper algorithm for solving the multiclassℓp MK-FDA SIP is
summarised in Algorithm 2.

2.3 Addressing Efficiency Issues

In this section we discuss several possible improvements over the wrapper-basedℓp MK-FDA
method proposed in the previous sections. In particular, we address time and memory complex-
ity issues, in light of recent advances in MKL optimisation techniques. We show that by exploiting
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the equivalence between kernel FDA and least squares SVM (LSSVM)(Suykens and Vandewalle,
1999), the interleaved method in Sonnenburg et al. (2006) and Kloft et al. (2011) can be applied
to MK-FDA. Furthermore, we demonstrate that the formulation in Vishwanathanet al. (2010) that
tackles directly the MKL dual problem can also be adapted to work with MK-FDA. Both new for-
mulations discussed in this section are equivalent to previous ones in terms oflearnt kernel weights,
but can potentially lead to significant efficiency improvement. However, notethat we describe these
new formulations only briefly, and do not show their efficiency in the experiments section and their
implementation details, since these are not in the main scope of this paper. Note also that in the fol-
lowing we focus only on multiclass formulations, as the corresponding binaryones can be derived
in a very similar fashion, or as special cases.

2.3.1 INTERLEAVED OPTIMISATION OF THE SADDLE POINT PROBLEM

We consider the multiclass MKL problem for a general convex loss functionV(ξik,hik):

min
w jk,ξik,β

c

∑
k=1

(

1
2

n

∑
j=1

||w jk||
2

β j
+C

m

∑
i=1

V(ξik,hik)

)

(23)

s.t.
n

∑
j=1

wT
jkφ j(xi) = ξik, ∀i, ∀k; β ≥ 0; ||β||2p ≤ 1,

wherehik is as defined in Equation (18), and we have replaced the constraint||β||pp ≤ 1 equiva-
lently by ||β||2p ≤ 1. WhenV(ξik,hik) is the square lossV(ξik,hik) =

1
2(ξik −hik)

2, Equation (23)
is essentially multiclass multiple kernel regularised least squares (MK-RLS).It can be shown (see
Appendix A for details) that this multiclass MK-RLS can be reformulated as the following saddle
point problem:

min
β

max
αk

c

∑
k=1

(

hT
k αk−

1
2C

αT
k αk−

1
2

n

∑
j=1

αT
k β jK jαk

)

(24)

s.t. β ≥ 0; ||β||2p ≤ 1.

Making substitutionsαk →
C
2αk and thenC → 1

λ , it directly follows that the MK-RLS in Equa-
tion (24) is equivalent to the MK-FDA in Equation(19). In the previous sections, we proposed to
use a conceptually very simple wrapper algorithm to solve it. However, as pointed out in Sonnen-
burg et al. (2006) and Kloft et al. (2011), such an algorithm has two disadvantages: solving the
whole single kernel problem in theα step is unnecessary therefore wasteful, and all kernels need
to be loaded into memory. These problems, especially the second one, significantly limit the scal-
ability of wrapper-based MKL algorithms. For example, 50 kernel matrices of size 20000×20000
would usually not fit into memory since they require approximately 149GB of memory (Kloft et al.,
2011).

Exploiting the fact that LSSVM, RLS and kernel FDA are equivalent (Rifkin, 2002; Gestel et al.,
2002; Keerthi and Shevade, 2003), sequential minimal optimisation (SMO) techniques (Joachims,
1988) developed for LSSVM (Keerthi and Shevade, 2003; Lopez and Suykens, 2011) can be em-
ployed to remedy these problems. This effectively leads to an interleaved algorithm that is similar
to Algorithm 2 in Kloft et al. (2011), but applies to square loss instead of to hinge loss. Such an
interleaved optimisation strategy allows for a very cheap update of a minimal subset of the dual
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variablesαk in eachα step, without having to have access to the whole kernel matrices, and as a
result extends the applicability of MK-FDA to large scale problems. We omit details of the resulting
interleaved MK-FDA algorithm, the interested reader is referred to Keerthiand Shevade (2003) and
Lopez and Suykens (2011).

2.3.2 WORKING DIRECTLY WITH THE DUAL

The MK-FDA algorithms considered so far, including the wrapper method and the interleaved
method, are all based on the intermediate saddle point formulation Equation (24), or equivalently,
Equation(19). Recently, a “direct” formulation of MKL was proposed in Vishwanathan et al. (2010),
where the idea is to eliminateβ from the saddle point problem, and deal directly with the dual. Con-
sider again MKL with a general convex loss, but following Vishwanathan et al. (2010) this time we
impose the norm constraint in the form of Tikhonov regularisation instead ofIvanov regularisation:

min
w jk,ξik,β

c

∑
k=1

(

1
2

n

∑
j=1

‖w jk‖
2

β j
+C

m

∑
i=1

V(ξik,hik)

)

+
µ
2
‖β‖2

p (25)

s.t.
n

∑
j=1

wT
jkφ j(xi) = ξik, ∀i, ∀k; β ≥ 0.

Note that the two formulations in Equation (25) and Equation (23) are equivalent, in the sense that
for any givenC there exists aµ (and vice versa) such that the optimal solutions to both problems are
identical (Kloft et al., 2011).

It can be shown (see Appendix B for details) that for the special case of square loss, which
corresponds to MK-FDA/MK-RLS, the dual of Equation(25) is:

max
αk

c

∑
k=1
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−
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8µ

∥

∥

∥
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∥

∥

∥

∥

2

q
, (26)

whereq= p
p−1 is the dual norm ofp, and once the optimalαk are found by solving Equation (26),

the kernel weights are given by:

β j =
1
2µ

( n

∑
j=1

(
c

∑
k=1

αT
k K jαk)

q
)

1
q−

1
p

(
c

∑
k=1

αT
k K jαk)

q
p .

Equation (26) can be viewed as an extension of Equation (9) in Vishwanathan et al. (2010) to
multiclass problems. Another difference is that Equation (9) in Vishwanathanet al. (2010) considers
a hinge loss, while Equation (26) is for square loss. Similarly as in Vishwanathan et al. (2010), for
any p> 1, Equation (26) can be solved using an SMO type of algorithm, with the updaterule for
the minimal subset of dual variables adapted to work with square loss (Keerthi and Shevade, 2003;
Lopez and Suykens, 2011). On the other hand, observing that Equation (26) is an unconstrained op-
timisation problem and the objective function is differentiable everywhere for p> 1, an alternative
approach is the quasi-Newton descent methods, for example, the limited memoryvariant (Liu and
Nocedal, 1989). In fact, Equation (26) can also be thought of as an extension of the smooth variant
of group Lasso considered in Kloft et al. (2011) to multiclass case. Note however that Equation (26)
has a term ofℓq norm squared, while the smooth group Lasso formulation in Kloft et al. (2011)
has a term ofℓq norm. This is a direct result of the fact that the two formulations use Tikhonov
regularisation and Ivanov regularisation overβ, respectively.
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3. Experiments

In this section we validate the usefulness of the proposedℓp MK-FDA with experimental evidence
on six datasets. The experiments can be divided into four groups:

• We first demonstrate in Section 3.1 and 3.2 the different behaviour of the sparseℓ1 MK-FDA
and a non-sparse version of MK-FDA (ℓ2 norm) on synthetic data and the Pascal VOC2008
object recognition dataset (Everingham et al., 2008). The goal of these two experiments is
to confirm thatℓ1 andℓ2 regularisations indeed lead to sparse and non-sparse kernel weights
respectively.

• Next in Section 3.3, 3.4 and 3.5 we carry out experiments on another three object and image
categorisation benchmarks, namely, Pascal VOC2007 (Everingham et al., 2007), Caltech101
(Fei-Fei et al., 2006), and Oxford Flower17 (Nilsback and Zisserman,2008). We show that
by selecting the regularisation normp on an independent validation set, the intrinsic sparsity
of the given set of base kernels can be learnt. As a result, using the learnt optimal normp in
the proposedℓp MK-FDA offers better performance thanℓ1 or ℓ∞ MK-FDAs. Moreover, we
compare the performance ofℓp MK-FDA and that of several variants ofℓp MK-SVM, and
show that on image categorisation problemsℓp MK-FDA tends to have a small but consistent
edge over its SVM counterpart.

• In Section 3.6 we further compareℓp MK-FDA and ℓp MK-SVM on the protein subcellular
localisation problem studied in Zien and Ong (2007) and Ong and Zien (2008). On this dataset
ℓp MK-SVM outperformsℓp MK-FDA by a small margin, and the results suggest that given
the same set of base kernels, the two MKL algorithms may favour slightly different norms.

• Finally, in Section 3.7, the training speed of our wrapper-basedℓp MK-FDA and severalℓp

MK-SVM implementations is analysed empirically on a few small/medium sized problems,
where MK-FDA compares favourably or similarly against state-of-the-art MKL techniques.

Among the six datasets used in the experiments, three of them (synthetic, VOC08, VOC07) are
binary problems and the rest (Caltech101, Flower17, Protein) are multiclass ones. In our experi-
ments the wrapper-basedℓp MK-FDA is implemented in Matlab with the outer-subproblem solved
using the Mosek optimisation toolbox. The code of ourℓp MK-FDA implementation is available on-
line.2 Once the kernel weights have been learnt, we use a spectral regression based efficient kernel
FDA implementation (Cai et al., 2007; Tahir et al., 2009) to compute the optimal projection direc-
tions, the code of which is also available online.3 On binary problems, we compareℓp MK-FDA
with two implementations of binaryℓp MK-SVM, namely, MK-SVM Shogun (Sonnenburg et al.,
2006, 2010),4 and SMO-MKL (Vishwanathan et al., 2010);5 while on multiclass problems, we com-
pareℓp MK-FDA with two variants of multiclassℓp MK-SVM: MK-SVM Shogun and MK-SVM
OBSCURE (Orabona et al., 2010; Orabona and Jie, 2011).6 In bothℓp MK-FDA and ℓp MK-SVM

2. The code of ourℓp MK-FDA is available athttp://www.featurespace.org
3. The code of spectral regression FDA can be found athttp://www.zjucadcg.cn/dengcai/SR/index.html .
4. Version 0.10.0 of the Shogun toolbox, the latest version as of the writing of this paper, can be found athttp:

//www.shogun-toolbox.org .
5. The code of SMO-MKL is available athttp://research.microsoft.com/en-us/um/people/manik /code/

SMO-MKL/download.html .
6. The code of OBSCURE can be found athttp://dogma.sourceforge.net .
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Shogun, the stopping thresholdε is set to 10−4 unless stated otherwise. Parameters in MK-SVM
OBSCURE and SMO-MKL are set to default values unless stated otherwise.

All kernels used in the experiments have been normalised. For the first fivedatasets, due to the
kernel functions used, the kernel matrices are by definition spherically normalised: all data points
lie on the unit hypersphere in the feature space. For the protein localisationdataset, the kernels
are multiplicatively normalised following Ong and Zien (2008) and Kloft et al. (2011) to allow
comparison with Kloft et al. (2011). After normalisation, the kernels are then centred in the feature
spaces, as required byℓp MK-FDA. Note thatℓp MK-SVM is not affected by centring. Kernels
used in the experiments (except for those in the simulation and in training speedexperiments) are
also available online.7

3.1 Simulation

We first perform simulation to illustrate the different behaviour ofℓ1 MK-FDA and a special case
of ℓp MK-FDA, namely, the case ofp= 2. We simulate two classes by sampling 100 points from
two 2-dimensional Gaussian distributions, 50 points from each. The means of the two distributions
in both dimensions are drawn from a uniform distribution between 1 and 2, and the covariances
of the two distributions are also randomly generated. A radial basis function(RBF) kernel is then
constructed using these 2-dimensional points. Similarly, 100 test points are sampled from the same
distributions, 50 from each, and an RBF kernel is built for the test points.Kernel FDA is then
applied to find the best projection direction in the feature space and compute the error rate on the
test set. Figure 1 (a) gives 3 examples of the simulated points. It shows thatdue to the parameters
used in the two Gaussian distributions, the two classes are heavily, but not completely, overlapping.
As a result, the error rate given by single kernel FDA is around 0.43: slightly better than a random
guess.

The above process of mean/covariance generation, sampling, and kernel building is repeatedn
times, resulting inn training kernels (andn corresponding test kernels). Thesen training kernels,
although generated independently, can be thought of as kernels that capture different “views” of a
single binary classification problem. With this interpretation in mind, we applyℓ1 andℓ2 MK-FDAs
to learn optimal kernel weights for this classification problem. We vary the number n from 5 to 50
at a step size of 5. For each value ofn, ℓ1 andℓ2 MK-FDAs are applied and the resulting error
rates are recorded. This process is repeated 100 time for each value ofn to compute the mean and
standard deviation of error rates. The results for variousn values are plotted in Figure 1 (c).

It is clear in Figure 1 (c) that as the number of kernels increases, the error rates of both methods
drop. This is expected, since more kernels bring more discriminative information. Another obser-
vation is thatℓ1 MK-FDA slightly outperformsℓ2 MK-FDA when the number of kernels is 5, and
vice versa when the number of kernels is 10 or 15. When there are 20 kernels, the advantage ofℓ2

MK-FDA becomes clear. As the number of kernels keeps increasing, its advantage becomes more
and more evident.

The different behaviour ofℓ1 andℓ2 MK-FDAs can be explained by the different weights learnt
from them. Two typical examples of such weights, learnt usingn = 5 kernels andn = 30 kernels
respectively, are plotted in Figure 1 (b). It has been known thatℓ1 norm regularisation tends to
produce sparse solutions (Rätsch, 2001; Kloft et al., 2008). When kernels carry complementary
information, this will lead to a loss of information and hence degraded performance. When the

7. The kernels can be downloaded athttp://www.featurespace.org .
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(a)

(b) (c)

Figure 1: Simulation: (a) Three examples of the two Gaussian distributions. (b) Comparing the
kernel weights learnt fromℓ1 MK-FDA and ℓ2 MK-FDA. Left: using 5 kernels. Right:
using 30 kernels. (c) Mean and standard deviation of error rates ofℓ1 MK-FDA and ℓ2

MK-FDA using various number of kernels.

number of kernels is sufficiently small, however, this effect does not occur: as can be seen in the
left plot of Figure 1 (b), when there are only 5 kernels, all of them get non-zero weights in bothℓ1

andℓ2 MK-FDAs.
As the number of kernels increases, eventually there are enough of themfor the over-selectiveness

of ℓ1 regularisation to exhibit itself. As the right plot of Figure 1 (b) shows, when 30 kernels are
used, many of them are assigned zero weights byℓ1 MK-FDA. This leads to a loss of information.
By contrast, the weights learnt inℓ2 MK-FDA are non-sparse, hence the better performance. Fi-
nally, it is worth noting that the sparsity of learnt kernel weights, which captures the sparsity of
information in the kernel set, is not to be confused with the numerical sparsityof the kernel matri-
ces. For example, when the RBF kernel function is used, the kernel matrices will not contain any
zero, regardless of the sparsity of kernel weights.

3.2 Pascal VOC2008

In this section, we demonstrate again the different behaviour ofℓ1 andℓ2 MK-FDAs, but this time
on a real world dataset: the Pascal visual object classes (VOC) challenge 2008 development dataset.
The VOC challenge provides a yearly benchmark for comparison of object classification methods,
with one of the most challenging datasets in the object recognition / image classification community.
The VOC2008 development dataset consists of 4332 images of 20 object classes such as aeroplane,
cat, person, etc. The dataset is divided into a pre-defined training set with 2111 images and a
validation set with 2221 images. In our experiments, the training set is used for training and the
validation set for testing. VOC2008 test set is not used as the class labels are not publicly available.

Pascal VOC2008 is a multilabel dataset in the sense that each image can contain multiple classes
of objects. To tackle this multilabel problem, the classification of the 20 object classes is treated as
20 independent binary problems. In our experiments, average precision (AP) (Snoek et al., 2006) is
used to measure the performance of each binary classifier. Average precision is particularly suitable
for evaluating the performance of a retrieval system, since it emphasises higher ranked relevant
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(a) (b)

Figure 2: VOC2008: (a) Learnt kernel weights inℓ1 MK-FDA andℓ2 MK-FDA. “motorbike” class.
(b) MAPs ofℓ1 MK-FDA and ℓ2 MK-FDA with various composition of kernel set.

instances. The mean of the APs of the 20 classes in the dataset, MAP, is usedas a measure of the
overall performance.

The SIFT descriptor (Lowe, 2004; Mikolajczyk and Schmid, 2005) and spatial pyramid match
kernel (SPMK) (Grauman and Darrell, 2007; Lazebnik et al., 2006) based on bag-of-words model
(Zhang et al., 2007; Gemert et al., 2008) are used to build base kernels.The combination of two
sampling strategies (dense sampling and Harris-Laplace interest point sampling), 5 colour variants
of SIFT descriptors (Sande et al., 2008), and 3 ways of dividing an image into spatial location grids
results in 2×5×3 = 30 “informative” kernels. We also generate 30 sets of random vectors,and
build 30 RBF kernels from them. These random kernels are then mixed with theinformative ones,
to study how the properties of kernels affect the performance ofℓ1 andℓ2 MK-FDAs.

The number of kernels used in each run is fixed to 30. In the first run, only the 30 random
kernels are used. In the following runs the number of informative kernelsis increased and that of
random kernels decreased, until the 31st run, where all 30 kernels are informative. In each run, we
apply bothℓ1 andℓ2 MK-FDAs to the 20 binary problems, compute the MAP for each algorithm,
and record the learnt kernel weights.

Figure 2 (a) plots the kernel weights learnt fromℓ1 MK-FDA and ℓ2 MK-FDA. In each subplot,
the weights of the informative kernels are plotted towards the left end and those of random ones
towards the right. We clearly observe again the “over-selective” behaviour of ℓ1 norm: it sets the
weights of most kernels, including informative kernels, to zero. By contrast, the proposedℓ2 MK-
FDA always assigns non-zero weights to the informative kernels. However,ℓ2 MK-FDA is “under-
selective”, in the sense that it assigns non-zero weights to the random kernels. It is also worth noting
that the kernels that do get selected byℓ1 MK-FDA are usually the ones that get highest weights in
ℓ2 MK-FDA.

The MAPs of bothℓ1 and ℓ2 MK-FDAs are shown in Figure 2 (b). In order to improve the
clarity of the interest region, in Figure 2 (b), the MAP of the first run, thatis, when all kernels are
random, is not plotted. In such a situation, both versions of MK-FDAs reduce to a chance classifier,
which has an MAP of around 0.007. It can be seen from Figure 2 (b) that, as expected,ℓ1 MK-FDA
outperformsℓ2 MK-FDA when the noise level is high and vice versa when the noise level is low.
Another interpretation of this observation is that when the “intrinsic” sparsityof the base kernels is
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high thenℓ1 norm regularisation is appropriate, and vice versa. This suggests that ifwe can learn
this intrinsic sparsity of base kernels on a validation set, we will be able to find the most appropriate
regularisation normp, and get improved performance over a fix norm MK-FDA. We validate this
idea in the next section.

3.3 Pascal VOC2007

Similar to Pascal VOC2008, Pascal VOC2007 is a multilabel object recognitiondataset consisting
of the same 20 object categories. The dataset is divided into training, validation and test sets, with
2501, 2510 and 4952 images respectively. As in the case of VOC2008, the classification of the
20 object classes is treated as 20 independent binary problems, and MAPis used as a measure of
overall performance.

We generate 14 base kernels by combining 7 colour variants of local descriptors (Sande et al.,
2008) and two kernel functions, namely, SPMK (Lazebnik et al., 2006; Grauman and Darrell, 2007)
and RBF kernel withχ2 distance (Zhang et al., 2007). We first perform supervised dimensionality
reduction on the descriptors to improve their discriminability, following Cai et al.(2011). The
descriptors with reduced dimensionality are clustered with k-means to learn codewords (Csurka
et al., 2004). The soft assignment scheme in Gemert et al. (2008) is then employed to generate a
histogram for each image as its representation. Finally, the two kernel functions are applied to the
histograms to build kernel matrices.

We investigate the idea of learning the intrinsic sparsity of the base kernels bytuning the regular-
isation normp on a validation set, using bothℓp MK-SVM and ℓp MK-FDA. For both methods, we
learn the parameterp on the validation set from 12 values:{1,1+2−6,1+2−5,1+2−4,1+2−3,1+
2−2,1+2−1,2,3,4,8,106}. For ℓp MK-SVM, the regularisation parameterC is learnt jointly with
p from 10 values that are logarithmically spaced over 2−2 to 27. Similarly, for ℓp MK-FDA, the
regularisation parameterλ is learnt jointly with p from a set of 10 values that are logarithmically
spaced over 4−5 to 44. The sets of values ofC andλ are chosen to cover the areas in the parameter
spaces that give the best performance for MK-SVM and MK-FDA, respectively.

Plotted in Figure 3 are the weights learnt on the training set inℓp MK-FDA and ℓp MK-SVM
with variousp values for the “aeroplane” class. Forℓp MK-FDA, for each p value, the weights
learnt with the optimalλ value are plotted; while forℓp MK-SVM, for eachp value, we show the
weights learnt with the optimalC value. It is clear that asp increases, in both MKL algorithms, the
sparsity of the learnt weights decreases. As expected, whenp= 106 (practically infinity), the kernel
weights become ones, that is,ℓ∞ MK-FDA/MK-SVM produces uniform kernel weights. Note that
for the same normp, the weights learnt inℓp MK-FDA and ℓp MK-SVM can be different. This is
especially evident whenp is small. Note also that results reported in this section are obtained using
the Shogun implementation of MK-SVM, which is based on the saddle point formulation of the
problem. The recently proposed SMO-MKL works directly with the dual andcan be more efficient,
especially on large scale problems. However, as discussed in Section 2.3,these two formulations
are equivalent and produce identical kernel weights. Considering this, we only present the results
of SMO-MKL in terms of training speed in Section 3.7.

Next, we plot in Figure 4 top-left the APs on the validation and test sets for the“bird” class
with variousp values, usingℓp MK-FDA, where again for eachp value, the APs with theλ value
that gives the best AP on the validation set are plotted. It is clear that the twocurves match well,
which implies that learningp in addition toλ should help. Shown in the middle and right columns
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Figure 3: VOC2007: Kernel weights learnt on the training set inℓp MK-FDA and ℓp MK-SVM
with variousp values. “aeroplane” class.

Figure 4: VOC2007: Learning the normp for MK-FDA on the validation set. Top row: “bird”
class. Bottom row: “pottedplant” class; left column: APs on the validation setand
test set with variousp values; middle column: kernel weights learnt on the training set
with the optimal{p,λ} combination; right column: kernel weights learnt on the train-
ing+validation set with the same{p,λ} combination.
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MK-SVM MK-FDA

ℓ1 ℓ∞ ℓp ℓ1 ℓ∞ ℓp

aeroplane 78.8 79.6 79.6 79.9 79.5 80.9

bicycle 63.4 65.0 64.7 64.7 67.6 67.8

bird 57.3 61.0 61.0 57.1 62.0 63.7

boat 71.1 70.1 71.1 70.9 70.1 70.8

bottle 29.1 29.9 29.7 27.5 29.7 29.4

bus 62.9 64.9 65.5 63.4 66.1 66.1

car 77.9 78.8 78.8 79.1 79.5 80.9

cat 56.7 56.4 57.1 57.1 56.9 58.3

chair 52.3 53.0 53.0 51.9 52.5 52.9

cow 38.7 41.4 41.4 42.3 41.5 43.4

table continued in the right column.

MK-SVM MK-FDA

ℓ1 ℓ∞ ℓp ℓ1 ℓ∞ ℓp

din. table 52.4 57.3 56.6 57.2 59.2 61.4

dog 42.8 45.8 44.6 44.2 46.1 45.1

horse 78.9 80.6 80.6 80.0 81.1 81.0

moterbike 66.3 66.8 66.8 67.8 67.8 68.8

person 86.7 88.0 88.0 86.8 88.1 88.8

pot. plant 31.8 41.0 40.5 32.5 42.6 42.5

sheep 40.2 46.0 46.0 39.0 44.4 43.9

sofa 44.0 43.8 44.0 43.5 43.7 45.9

train 81.3 82.4 82.4 83.2 84.2 85.1

tvmonitor 53.3 53.7 53.7 52.5 54.1 56.9

MAP 58.3 60.3 60.3 59.0 60.8 61.7

Table 1: VOC2007: Average precisions of six MKL methods

of the top row of Figure 4 are the learnt kernel weights with the optimal{p,λ} combination on the
training set and on the training + validation set, respectively. Since for the “bird” class the optimal
p found on the validation set is 1+ 2−1, both sets of weights are non-sparse. For this particular
binary problem, the intrinsic sparsity of the set of base kernels is medium. Similarly, the bottom
row of Figure 4 shows the results for the “pottedplant” class. We again observe that the AP on the
validation set and that on the test set show similar patterns. However, for the “pottedplant” class,
the optimalp on the validation set is found to be 8, which implies that the intrinsic sparsity of the
kernels is low.

When keeping the normp fixed at 1, 106 and learning only theC/λ parameter, theℓp MK-
SVM/MK-FDA reduces toℓ1 and ℓ∞ MK-SVM/MK-FDA, respectively. The APs and MAPs of
the six MKL methods are shown in Table 1. The results in Table 1 demonstrate that learning the
regularisation normp indeed improves the performance of MK-FDA. However, it is worth noting
that this improvement is achieved at a computational price of cross validating for an additional
parameter, the regularisation normp. In the case of MK-SVM, the learnt optimalp yields the same
MAP asℓ∞ MK-SVM. However, this does not mean learningp is not bringing anything, because
a priori we would not know thatℓ∞ is the most appropriate norm. Instead, the conclusion we can
draw from the MK-SVM results is that the sparsity of the base kernels, according to MK-SVM, is
very low. Another observation from Table 1 is that in all three cases:ℓ1, ℓ∞ andℓp tuned, MK-FDA
outperforms MK-SVM on the majority of classes.

The pairwise alignment of the 14 kernel matrices w.r.t. the Frobenius dot product (Golub and
van Loan, 1996),A(i, j) = <Ki ,K j>F

‖Ki‖F‖K j‖F
, is plotted in Figure 5, where subplot (a) shows the alignment

of uncentred kernels and subplot (b) shows that of centred kernels.Kernel alignment has been
used to analyse the property of a given kernel set (Nakajima et al., 2009;Kloft et al., 2011). We
argue, however, that kernel alignment by itself cannot reveal completely the sparsity of a kernel
set. First of all, as shown in Figure 5 (a) and (b), centring the kernel matrices changes significantly
the alignment of the kernels. On the other hand, it is well known that centringdoes not change
the effective weights learnt in MKL, since the shape of the data in the feature space is translation
invariant. Second, kernel alignment does not take into account label information. For a multilabel
dataset such as VOC07, all object classes share the same set of images (hence the same kernels),
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(a) (b)

Figure 5: VOC07: Alignment of the 14 kernels. (a) Spherically normalised kernels. (b) Spheri-
cally normalised and centred kernels. Note the scale difference between the two plots as
indicated by the colorbars.

and the labels are different depending on which object class (i.e., which binary problem) is being
considered. It is clear from Table 1 that for bothℓp MK-FDA and ℓp MK-SVM, the sparsity of the
kernel set is class dependent. This means kernel alignment, which is classindependent, by itself
cannot be expected to identify the kernel set sparsity for all classes. Instead, we hypothesise that
correlation analysis using projected labels (Braun et al., 2008) is probably more appropriate.

Finally, note that due to different parameter sets and different normalisation methods used
(spherical normalisation in this paper while unit trace normalisation in Yan et al.,2010), the re-
sults on VOC07, Caltech101 and Flower17 reported in this paper are slightly different from those
in Yan et al. (2010). However, the trends in the results remain the same, andall conclusions drawn
from the results remain unchanged.

3.4 Caltech101

In the following three sections, we compare the proposedℓp MK-FDA with several variants ofℓp

MK-SVM on multiclass problems. We start in this section with the Caltech101 objectrecognition
dataset. Caltech101 is a multiclass object recognition benchmark with 101 object categories. We
follow the popular practice of using 15 randomly selected images per class for training, up to 50
randomly selected images per class for testing, and compute the average accuracy over all classes.
This process is repeated 3 times, and we report the mean of the average accuracies on the test set
that is achieved with the optimal parameter (C for MK-SVM and λ for MK-FDA). Validation is
omitted, as the training of multiclass MK-SVM Shogun on this dataset can be verytime consuming.

We generate 10 kernels in a similar way as in the VOC2007 experiments. In addition to these
“informative” kernels, we also construct 10 RBF kernels from 10 sets of random vectors. To test
the robustness of the MKL methods, we repeat the experiment 6 times. We start with only the
informative kernels, and add two more random kernels in each subsequent run.
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p= 1 p= 1+2−6 p= 1+2−2

p= 2 p= 4 p= 106

Figure 6: Caltech101: Accuracy comparison of three multiclass MKL methods.

Two multiclass MK-SVM implementations are compared against multiclass MK-FDA, namely,
MK-SVM Shogun, and the recently proposed online MK-SVM algorithm OBSCURE (Orabona
et al., 2010). For OBSCURE, the parameters are set to default values, except for the MKL normp
and the regularisation parameterC. In our experiments,C andλ are chosen from the same set of
values that are logarithmically spaced over 4−5 to 44. We use the same set of 12p values as in the
VOC07 experiments. Note however that in OBSCURE, the MKL normp is specified equivalently
through the block normr, wherer = 2p/(p+ 1). Moreover, OBSCURE requires thatr > 1, so
p= r = 1 in the set ofp values is not used for OBSCURE.

The performance of the three MKL methods with various numbers of randomkernels is il-
lustrated in Figure 6, where we show results for sixp values, covering the spectrum from highly
sparsity-inducing norm, to uniform weighting. Whenp is large, MK-SVM Shogun does not con-
verge within 24 hours, so its performance is not plotted forp = 4 andp = 106. We can see from
Figure 6 that, whenp is small, both MK-SVM OBSCURE and MK-FDA are robust to the added
noise, and MK-FDA has a marginal advantage over OBSCURE (e.g.,∼0.003 whenp= 1+2−6).
Whenp is large, as expected, the performance of all three methods in general degrades as the num-
ber of random kernels increases. However, MK-FDA does so more gracefully than OBSCURE. On
the other hand, both MK-FDA and MK-SVM OBSCURE outperform MK-SVMShogun by a large
margin on this multiclass problem.

3.5 Oxford Flower17

Oxford Flower17 is a multiclass dataset consisting of 17 categories of flowers with 80 images per
category. This dataset comes with 3 predefined splits into training (17×40 images), validation (17×
20 images) and test (17×20 images) sets. Moreover, Nilsback and Zisserman (2008) precomputed

627



YAN , K ITTLER, M IKOLAJCZYK AND TAHIR

method accuracy and std. dev. parameters tuned on val. set

product 85.5± 1.2 C

averaging 84.9± 1.9 C

MKL (SILP) 85.2± 1.5 C

MKL (Simple) 85.2± 1.5 C

CG-Boost 84.8± 2.2 C

LP-β 85.5± 3.0 Cj , j = 1, · · · ,n andδ ∈ (0,1)

LP-B 85.4± 2.4 Cj , j = 1, · · · ,n andδ ∈ (0,1)

ℓp MK-SVM Shogun 86.0± 2.4 p andC jointly

ℓp MK-SVM OBSCURE 85.6± 0.0 p andC jointly

ℓp MK-FDA 87.2± 1.6 p andλ jointly

Table 2: Flower17: Comparison of ten kernel fusion methods.

7 distance matrices using various features, and the matrices are available online.8 We use these
distance matrices and follow the same procedure as in Gehler and Nowozin (2009) to compute 7
kernels:K j(xi ,xi′) = exp(−D j(xi ,xi′)/η j), whereη j is the mean of the pairwise distances for the
j th feature.

Table 2 comparesℓp MK-SVM Shogun,ℓp MK-SVM OBSCURE,ℓp MK-FDA, and 7 kernel
combination techniques discussed in Gehler and Nowozin (2009). Note thatthese methods are
directly comparable since they share the same kernel matrices and the same splits. Forℓp MK-SVM
Shogun,ℓp MK-SVM OBSCURE andℓp MK-FDA, the parametersp, C andλ are tuned on the
validation set from the same sets of values as in the Caltech101 experiments. For the other seven
methods, the corresponding entries in the table are taken directly from Gehler and Nowozin (2009),
where: “product” and “sum” refer to the two simplest kernel combination methods, namely, taking
the element-wise geometric mean and arithmetic mean of the kernels, respectively; “MKL (SILP)”
and “MKL (Simple)” are essentiallyℓ1 MK-SVM; while “CG-Boost”, “LP-β” and “LP-B” are three
boosting based kernel combination methods.

We can see from Table 2 that the boosting based methods, although performing well on other
datasets in Gehler and Nowozin (2009), fail to outperform the baseline methods “product” and
“averaging”. On the other hand,ℓp MK-FDA not only shows a considerable improvement over
all the methods discussed in Gehler and Nowozin (2009), but also outperforms bothℓp MK-SVM
Shogun andℓp MK-SVM OBSCURE. Note that the optimal test accuracy over all combinationsof
parameters achieved by OBSCURE is comparable to that by MK-FDA. However, the performance
on the validation set and that on the test set do not match as well for OBSCURE as for MK-FDA,9

resulting in the lower test accuracy of OBSCURE. Parameters that need to be tuned on the validation
set in these methods are also compared in Table 2.

3.6 Protein Subsellular Localisation

In the previous three sections, we have shown that on both binary and multiclass object recognition
problems,ℓp MK-FDA tends to outperformℓp MK-SVM by a small margin. In this section, we
further compareℓp MK-FDA and ℓp MK-SVM on a computational biology problem, namely, the
prediction of subcellular localisation of proteins (Zien and Ong, 2007; Ongand Zien, 2008).

8. The distance matrices can be found athttp://www.robots.ox.ac.uk/ ˜ vgg/research/flowers/index.html .
9. This is indicated by, for example, a lower Spearman or Kendall rank correlation coefficient.
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norm p 1 32/31 16/15 8/7 4/3 2 4 8 16 ∞

MK-SVM
8.18 8.22 8.20 8.21 8.43 9.47 11.00 11.61 11.91 11.85

plant
± 0.47 ± 0.45 ± 0.43 ± 0.42 ± 0.42 ± 0.43 ± 0.47 ± 0.49 ± 0.55 ± 0.60

MK-FDA
10.86 11.02 10.96 11.07 10.85 10.69 11.28 11.28 11.04 11.35

± 0.42 ± 0.43 ± 0.46 ± 0.43 ± 0.43 ± 0.37 ± 0.45 ± 0.45 ± 0.43 ± 0.46

MK-SVM
8.97 9.01 9.08 9.19 9.24 9.43 9.77 10.05 10.23 10.33

nonpl
± 0.26 ± 0.25 ± 0.26 ± 0.27 ± 0.29 ± 0.32 ± 0.32 ± 0.32 ± 0.32 ± 0.31

MK-FDA
10.93 10.59 10.91 10.89 10.84 11.00 12.12 12.12 11.81 12.15

± 0.31 ± 0.33 ± 0.31 ± 0.32 ± 0.31 ± 0.33 ± 0.41 ± 0.41 ± 0.38 ± 0.41

MK-SVM
9.99 9.91 9.87 10.01 10.13 11.01 12.20 12.73 13.04 13.33

psortNeg
± 0.35 ± 0.34 ± 0.34 ± 0.34 ± 0.33 ± 0.32 ± 0.32 ± 0.34 ± 0.33 ± 0.35

MK-FDA
9.89 10.07 9.95 9.87 9.75 9.74 11.39 11.25 11.27 11.50

± 0.34 ± 0.36 ± 0.35 ± 0.37 ± 0.39 ± 0.37 ± 0.35 ± 0.34 ± 0.35 ± 0.35

MK-SVM
13.07 13.01 13.41 13.17 13.25 14.68 15.55 16.43 17.36 17.63

psortPos
± 0.66 ± 0.63 ± 0.67 ± 0.62 ± 0.61 ± 0.67 ± 0.72 ± 0.81 ± 0.83 ± 0.80

MK-FDA
12.59 13.16 13.07 13.34 13.45 13.63 16.86 16.37 16.56 16.94

± 0.75 ± 0.80 ± 0.80 ± 0.80 ± 0.74 ± 0.70 ± 0.85 ± 0.89 ± 0.87 ± 0.84

Table 3: Protein Subcellular Localisation: comparingℓp MK-FDA and ℓp MK-SVM w.r.t. pre-
diction error and its standard error. Prediction error is measured as 1−average MCC in
percentage.

The protein subcellular localisation problem contains 4 datasets, corresponding to 4 different
sets of organisms: plant (plant), non-plant eukaryotes (nonpl), Gram-positive (psortPos) and Gram-
negative bacteria (psortNeg). Each of the 4 datasets can be considered as a multiclass classification
problem, with the number of classes ranging between 3 and 5. For each dataset, 69 kernels that
capture diverse aspects of protein sequences are available online.10 We download the kernel matri-
ces and follow the experimental setup in Kloft et al. (2011) to enable a direct comparison. More
specifically, for each dataset, we first multiplicatively normalise the kernel matrices. Then for each
of the 30 predefined splits, we use the first 20% of examples for testing andthe rest for training.

In Kloft et al. (2011), the multiclass problem associated with each dataset isdecomposed
into binary problems using the one-vs-rest strategy. This is not necessary in the case of FDA,
since FDA by its natures handles both binary and multiclass problems in a principled fashion.
For each dataset, we consider the same set of values for the normp as in Kloft et al. (2011):
{1,32/31,16/15,8/7,4/3,2,4,8,∞}. In Kloft et al. (2011), the regularisation constant C for MK-
SVM is taken from a set of 9 values:{1/32,1/8,1/2,1,2,4,8,32,128}. In our experiments, the
regularisation constantλ for MK-FDA is also taken from a set of 9 values, and the values are loga-
rithmically spaced over 10−8 to 100.

Again following Kloft et al. (2011), for eachp/λ combination, we evaluate the performance of
ℓp MK-FDA w.r.t. average (over the classes) Matthews correlation coefficient (MCC), and report in
Table 3 the average of 1−MCC over 30 splits and its standard error. For ease of comparison, we
also show in Table 3 the performance ofℓp MK-SVM as reported in Kloft et al. (2011).

10. The kernels can be downloaded athttp://www.fml.tuebingen.mpg.de/raetsch/suppl/prots ubloc .
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Table 3 demonstrates that overall the performance ofℓp MK-FDA lags behind that ofℓp MK-
SVM, except onpsortNegand onpsortPos, where it has a small edge. Another observation is
that the optimal normp identified by MK-SVM does not necessarily agree with that by MK-FDA.
On psortPosthey are in close agreement and both methods favour sparsity-inducing norms. On
plant, nonplandpsortNeg, on the other hand, the norms picked by MK-FDA are larger than those
picked by MK-SVM. Note, however, that this observation can be slightly misleading, because on
the latter three datasets, the performance curve ofℓp MK-FDA is quite “flat” in the area of optimal
performance. As a result, the optimal norm estimated may not be stable.

3.7 Training Speed

In this section we provide an empirical analysis of the efficiency of the wrapper-basedℓp MK-FDA
and various implementations ofℓp MK-SVM. We usep = 1 (or in some cases 1+2−5, 1+2−6)
andp= 2 as examples of sparse/non-sparse MKL respectively,11 and study the scalability of MK-
FDA and MK-SVM w.r.t. the number of examples and the number of kernels, onboth binary and
multiclass problems.

3.7.1 BINARY CASE: VOC2007

We first compare on the VOC2007 dataset the training speed of three binary MKL methods: the
wrapper based binaryℓp MK-FDA in Section 2.1, the binaryℓp MK-SVM Shogun implementa-
tion (Sonnenburg et al., 2006, 2010), and the SMO-MKL in Vishwanathanet al. (2010). In the
experiments, interleaved optimisation and analytical update ofβ are used for MK-SVM Shogun.

We first fix the number of training examples to 1000, and vary the number of kernels from 3 to
96. We record the time taken to learn the kernel weights, and average overthe 20 binary problems.
Figure 7 (a) shows the training time of the six MKL algorithms as functions of the number of
kernels. Next, we fix the number of kernels to 14, and vary the number of examples from 75 to
4800. Similarly, in Figure 7 (b) we plot the average training time as functions ofthe number of
examples.

Figure 7 (a) demonstrates that for small/medium sized problems, when a sparsity-inducing norm
is used, SMO-MKL is the most efficient; while whenp = 2, MK-FDA can be significantly faster
than the competing methods. On the other hand, when training efficiency is measured as a func-
tion of the number of examples, there is no clear winner, as indicated in Figure7 (b). However,
the trends in Figure 7 (b) suggest that on large scale problems, SMO-MKLis likely to be more
efficient than MK-FDA and MK-SVM Shogun. In both cases, MK-FDA has a comparable or bet-
ter efficiency than MK-SVM Shogun, despite the fact that MK-SVM Shogunuses the interleaved
algorithm while MK-FDA employs the somewhat wasteful wrapper-based implementation. Again,
this trend is likely to flip over on large scale problems. For such problems, onecan adopt either the
square loss counterpart of the interleaved algorithm, or the square loss counterpart of the SMO-MKL
algorithm, or the limited memory quasi-Newton method, to improve the efficiency ofℓp MK-FDA,
as discussed in Section 2.3.

11. Both SMO-MKL and OBSCURE require thatp > 1. Moreover, SMO-MKL is numerically unstable whenp =
1+2−6. As a result, we usep= 1+2−5 andp= 1+2−6 as sparsity-inducing norms for SMO-MKL and OBSCURE,
respectively.
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(a) (b)

Figure 7: Training speed on a binary problem: VOC2007. (a) Training time vs. number of kernels,
where number of examples is fixed at 1000. (b) Training time vs. number of examples,
where number of kernels is fixed at 14.λ = 1 for MK-FDA, andC = 1 for MK-SVM
Shogun and MK-SVM OBSCURE.

3.7.2 MULTICLASS CASE: CALTECH101

Next we compare three multiclassℓp MKL algorithms on the Caltech101 dataset, namely, the
wrapper-based multiclassℓp MK-FDA in Section 2.2, multiclassℓp MK-SVM Shogun, and MK-
SVM OBSCURE. We compare the first two methods following similar protocols as inthe binary
case. In Figure 8 (a) we show the average training time over the 3 splits as functions of the number
of kernels (from 2 to 31) when the number of examples is fixed to 101 (one example per class);
while plotted in Figure 8 (b) is the average training time as functions of the numberof examples
(from 101 to 1515, that is, from one example per class to 15 examples per class) when the number
of kernels is fixed to 10.

Figure 8 shows that on small/medium sized multiclass problems, MK-FDA is in most cases
one or two orders of magnitude faster than MK-SVM Shogun. The only exception is that as the
number of kernels increases, the efficiency ofℓ1 MK-SVM Shogun degrades more gracefully than
ℓ1 MK-FDA, and eventually overtakes. Another observation from both Figure 7 and Figure 8 is
that, ℓ2 MK-FDA tends to be more efficient thanℓ1 MK-FDA, despite the fact that in the outer
subproblem, the LP solver employed inℓ1 MK-FDA is slightly faster than the QCLP solver inℓ2

MK-FDA. This is becauseℓ1 MK-FDA usually takes a few tens of iterations to converge, while
the ℓ2 version typically takes less than 5. This difference in the number of iterationsreverses the
efficiency advantage of LP over QCLP.

Due to its online nature, the efficiency of OBSCURE has to be measured differently to allow
a fair comparison. The OBSCURE algorithm is a two-stage algorithm, and eachstage involves
an iterative process with a parameterT1/T2 controlling the number of iterations. In general the
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(a) (b)

Figure 8: Training speed on a multiclass problem: Caltech101. MK-FDA vs. MK-SVM Shogun.
(a) Training time vs. number of kernels, where number of examples is fixed at 101. (b)
Training time vs. number of examples, where number of kernels is fixed at 10. λ = 1 for
MK-FDA, andC= 1 for MK-SVM Shogun.

Figure 9: Training speed on a multiclass problem: Caltech101. MK-FDA vs. MK-SVM OB-
SCURE. Top row:p = 1+ 2−6. Bottom row: p = 2. The three columns correspond
to the three splits. 10 kernels and 101×15= 1515 training examples.
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larger the values ofT1 andT2, the longer it takes to train, but the more accurate the learnt model.
We setT1 = T2 = T and varyT in a set of 11 values from 20 to 210. This allows us to plot a
curve of model accuracy against training time. For MK-FDA, the similar curve can be plotted by
varying the convergence thresholdε in a set of 11 values:{20, · · · ,2−6,10−2, · · · ,10−5}. Note that
the regularisation parameters (λ for MK-FDA andC for OBSCURE) are set to values that yield the
highest classification accuracy.

The resulting time-accuracy curves for all 3 splits of the dataset are presented in Figure 9,
where the top row corresponds to the case ofp= 1+2−6 and the bottom row top= 2, and each
column corresponds to one split. It is evident that MK-FDA typically reaches its optimum faster
than OBSCURE, especially in the case ofp= 2. Moreover, the optimum achieved by MK-FDA is at
least as accurate as that by OBSCURE, confirming our findings in Section 3.4. All the training time
reported in this section is measured on a single core of an Intel Xeon E55202.27GHz processor.

4. Discussion: FDA vs. SVM

The empirical observation that MK-FDA tends to outperform MK-SVM on image categorisation
datasets matches well with our experience with single kernel FDA and single kernel SVM on several
other object/image/video classification benchmarks, including VOC2008, VOC2009, VOC2010,12

Trecvid2008, Trecvid2009,13 and ImageCLEF2010.14 In this section, we discuss the connection
between (MK-)SVM and (MK-)FDA from perspectives of both loss function and version space,
and attempt to explain their different performance.

It is well known that many machine learning problems essentially boil down to function learn-
ing. In the supervised scenario, it is intuitive to learn the function by minimising the empirical loss
for the given set of labelled input/output pairs{xi ,yi}

m
i=1, with respect to some loss function. How-

ever, such an empirical risk minimisation principle is ill-posed and therefore does not generalise
(Tikhonov and Arsenin, 1977; Vapnik, 1999). Regularisation tries to restore well-posedness of the
learning problem, by restricting the complexity of the function set over which the empirical loss
is minimised. By (implicitly) mapping the data into a high dimensional feature space, thiscan be
conveniently done in the form of Tikhonov regularisation:

min
w

1
2
||w||2+C

m

∑
i=1

V( f (φ(xi)),yi), (27)

whereφ(xi) is the mapping to the feature space,f (φ(xi)) = wTφ(xi) is the linear function to be
learnt, the complexity of the function set is regularised by1

2||w||2, andV(·, ·) measures the empirical
loss. Learning machines with the form of Equation (27) are collectively termed regularised kernel
machines, a name capturing the two key aspects of them: regularisation, and kernel mapping. Note
that in the formulation above, the unregularised bias termb in standard SVM is absent from the
linear function. As shown in Keerthi and Shevade (2003); Poggio et al.(2004), the two formulations,
with and withoutb, can be made equivalent by transforming the kernel function.

The setting in Equation (27) is very general, in the sense that many state-of-the-art machine
learning techniques can be realised by plugging in different loss functions. For example, the hinge
lossV( f (φ(x)),y) = (1− y f(φ(x)))+, where(·)+ = max(·,0), gives rise to the well known SVM,

12. More information on VOC can be found athttp://pascallin.ecs.soton.ac.uk/challenges/VOC .
13. More information on Trecvid can be found athttp://www-nlpir.nist.gov/projects/trecvid .
14. More information on ImageCLEF can be found athttp://www.imageclef.org/2010 .
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probably the most popular learning machine in the past ten years. On the other hand, along with the
success of SVM, regularised kernel machines using the square lossV( f (φ(x)),y) = (y− f (φ(x)))2

have emerged several times under various names, including: regularisednetworks (RN) (Girosi
et al., 1995; Evgeniou et al., 2000), regularised least squares (RLS)(Rifkin, 2002), kernel ridge
regression (KRR) (Saunders et al., 1998; Hastie et al., 2002), least squares support vector machines
(LSSVM) (Suykens and Vandewalle, 1999; Gestel et al., 2002), proximal support vector machines
(PSVM) (Fung and Mangasarian, 2001). In particular, shortly after the proposal of kernel FDA
(Mika et al., 1999; Baudat and Anouar, 2000), its regularised versionwas shown to be yet another
equivalent formulation (Duda et al., 2000; Rifkin, 2002; Gestel et al., 2002).

There is a long list of literature which compares the performance of FDA andSVM, for example,
Mika (2002), Rifkin (2002), Cai et al. (2007) and Ye et al. (2008), with most of them reporting both
methods yield virtually identical performance, and the rest claiming there is a small advantage
towards one method or the other. It is speculated in Mika et al. (1999) that the superior performance
of FDA over SVM in their experiments is due to the fact that FDA uses all training examples in the
test stage while SVM uses only the support vectors. However, a more elegant way of explaining the
different performance of SVM and FDA is probably from the perspective of version space. Version
space is the space of all consistent hypotheses, that is, allw’s that correspond to hyperplanes with
zero training error (Rujan, 1997). Note that with a full rank kernel matrix, linear separability in
the feature space and therefore the existence of version space is guaranteed. It is shown in Rujan
(1997) that the optimal hyperplane in the Bayes sense, which requires theknowledge of the joint
distribution onX ×Y thus not obtainable in practice, is arbitrarily close (with increasing training
sample size) to the centre of mass of the version space.

Algorithms that explicitly approximate the Bayes point were later termed Bayes point machine
(BPM) in Herbrich et al. (2001). Herbrich et al. (2001) also prove that the hyperplane found by
SVM corresponds to the centre of the largest inscribed ball of the version space. In this light, SVM
can be viewed as an approximation to BPM. This approximation is reasonable if the version space
is regularly shaped, but can be weak otherwise (Rujan, 1997; Herbrich et al., 2001; Mika, 2002).
For example, experiments in Herbrich et al. (2001) show that BPM consistently outperforms SVM.
Recently, an ellipsoid SVM was proposed (Momma et al., 2010), where the idea is to improve the
approximation to the Bayes point by using the centre of the largest inscribedellipsoid, instead of
that of the ball. We conjecture that for certain kernels (e.g., kernels generated using local descriptors
and bag-of-words model, as those used in image categorisation problems),due to the different loss
functions used, the hyperplane given by FDA is closer to the Bayes pointthan that given by SVM,
resulting in the superior performance of (MK-)FDA in our experiments. How to decide without a
validation process whether (MK-)FDA or (MK-SVM) is more suitable for a given kernel (set), and
how to incorporate explicit BPM approximation into MKL, are interesting research directions for
the future.

5. Conclusions

In this paper we have incorporated latest advances in both non-sparseMKL formulation and MKL
optimisation techniques into MK-FDA. We have presented a non-sparse version of MK-FDA based
on anℓp norm regularisation of kernel weights, and have discussed several of its reformulations and
associated optimisation strategies, including wrapper and interleaved algorithms for its saddle point
formulation, and an SMO-based scheme for its dual formulation.
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We carried out extensive evaluation on six datasets from various application areas. Our results
indicate that the optimal normp, and therefore the “intrinsic sparsity” of the base kernels, can be
estimated on an independent validation set. This estimation can be exploited in manypractical
applications where there is no prior knowledge on how informative the channels are. We have also
compared closely the performance ofℓp MK-FDA and that of several variants ofℓp MK-SVM.
On object and image categorisation problems, MK-FDA tends to have a small advantage. This
observation is consistent with our findings elsewhere regarding the performance of single kernel
FDA/SVM. In terms of training time, the wrapper-based MK-FDA implementation has similar or
favourable efficiency on small to medium sized problems when compared against state-of-the-art
MKL techniques. On large scale problems, alternative optimisation strategies discussed in the paper
should be employed to improve the efficiency and scalability of MK-FDA.

Finally, we have provided a discussion on the connection between (MK-)FDA and (MK-)SVM
from the perspectives of both loss function and version space, underthe unified framework of regu-
larised kernel machines.
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Appendix A. Multiclass ℓp MK-FDA Saddle Point Formulation

In this appendix, we first derive the saddle point formulation of multiclass MKL for a general
convex loss. Multiclass MK-FDA saddle point problem is then derived as aspecial case of it. Using
the output encoding scheme in Equation (18), multiclass MKL for a general convex loss function
V(ξik,hik) can be stated as:

min
w jk,ξik,β

c

∑
k=1

(

1
2

n

∑
j=1

||w jk||
2

β j
+C

m

∑
i=1

V(ξik,hik)

)

(28)

s.t.
n

∑
j=1

wT
jkφ j(xi) = ξik, ∀i, ∀k; β ≥ 0; ||β||2p ≤ 1.

We build the Lagrangian of Equation (28):

L =
c

∑
k=1

(

1
2

n

∑
j=1

||w jk||
2

β j
+C

m

∑
i=1

V(ξik,hik)

)

+ζ(
1
2
||β||2p−

1
2
)

−
c

∑
k=1

m

∑
i=1

αik

( n

∑
j=1

wT
jkφ j(xi)−ξik

)

,
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set to zero the derivatives of the Lagrangian w.r.t.w jk, and substitute back. After some rearrange-
ments we have:

L =
c

∑
k=1

(

C
m

∑
i=1

V(ξik,hik)+
m

∑
i=1

αikξik −
1
2

n

∑
j=1

αT
k β jK jαk

)

+ζ(
1
2
||β||2p−

1
2
),

whereαk = (α1k, · · · ,αmk)
T . Following Theorem 1 of Kloft et al. (2011) it can be shown that at

the optimum||β||2p = 1. Using this fact we arrive at the multiclass MKL saddle point problem for a
general loss function:

min
ξik,β

max
αik

c

∑
k=1

(

C
m

∑
i=1

V(ξik,hik)+
m

∑
i=1

αikξik −
1
2

n

∑
j=1

αT
k β jK jαk

)

(29)

s.t. β ≥ 0; ||β||2p ≤ 1.

At this point any convex loss function can be plugged into Equation (29). Take the square loss
V(ξik,hik) =

1
2(ξik − hik)

2 as an example. Setting to zero the derivatives ofL w.r.t. ξik we have
ξik = hik−αik/C. Plugging this into Equation (29) and rearranging we arrive at the multiclassMKL
saddle point problem for square loss, that is, multiclass multiple kernel regularised least squares
(MK-RLS):

min
β

max
αk

c

∑
k=1

(

hT
k αk−

1
2C

αT
k αk−

1
2

n

∑
j=1

αT
k β jK jαk

)

(30)

s.t. β ≥ 0; ||β||2p ≤ 1,

where thec classes are coupled through the common set of kernel weightsβ. By making substitu-
tionsαk →

C
2αk and thenC→ 1

λ , it directly follows that the MK-RLS in Equation (30) is equivalent
to the MK-FDA in Equation(19).

Appendix B. Multiclass ℓp MK-FDA Dual Formulation

In this appendix, we derive the dual formulation of multiclass MK-FDA. We again consider mul-
ticlass MKL with a general convex loss, but following Vishwanathan et al. (2010) this time we
impose the norm constraint in the form of Tikhonov regularisation instead ofIvanov regularisation:

min
w jk,ξik,β

c

∑
k=1

(

1
2

n

∑
j=1

‖w jk‖
2

β j
+C

m

∑
i=1

V(ξik,hik)

)

+
µ
2
‖β‖2

p (31)

s.t.
n

∑
j=1

wT
jkφ j(xi) = ξik, ∀i, ∀k; β ≥ 0.

Note however that the switching from Ivanov to Tikhonov regularisation is not essential for the
derivation in the following. The dual program for Ivanov regularisationin Equation (28) can be
derived in a similar way.

Building the Lagrangian of Equation (31):

L =
c

∑
k=1

(

1
2

n

∑
j=1

‖w jk‖
2

β j
+C

m

∑
i=1

V(ξik,hik)

)

+
µ
2
‖β‖2

p−
n

∑
j=1

γ jβ j

−
c

∑
k=1

m

∑
i=1

αik

( n

∑
j=1

wT
jkφ j(xi)−ξik

)

,
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and setting to zero the derivatives w.r.t.β j , we have:

µ(
n

∑
j=1

βp
j )

2
p−1βp−1

j = γ j +
1
2

c

∑
k=1

αT
k K jαk. (32)

Multiplying both sides of Equation (32) byβ j and then taking summation overj gives us:

µ‖β‖2
p =

n

∑
j=1

β j(γ j +
1
2

c

∑
k=1

αT
k K jαk),

or equivalently:
n

∑
j=1

γ jβ j =−
1
2

n

∑
j=1

c

∑
k=1

αT
k β jK jαk+µ‖β‖2

p. (33)

On the other hand, raise both sides of Equation (32) to powerp
p−1 and then take summation over

j, we have:

µ‖β‖2
p =

1
µ

∥

∥

∥

∥

(

γ j +
1
2

c

∑
k=1

αT
k K jαk

)n

j=1

∥

∥

∥

∥

2

q
, (34)

whereq= p
p−1 is the dual norm ofp.

Now let us set the derivatives ofL w.r.t. w jk also to zero, and substitute the result and Equa-
tion (33), Equation (34) back intoL . Using the fact thatγ j = 0 at the optimum (Vishwanathan et al.,
2010), and after some rearrangements we arrive at:

L =
c

∑
k=1

(

C
m

∑
i=1

V(ξik,hik)+
m

∑
i=1

αikξik

)

−
1
8µ

∥

∥

∥

∥

( c

∑
k=1

αT
k K jαk

)n

j=1

∥

∥

∥

∥

2

q
. (35)

At this point any convex loss function can be plugged into Equation (35) to recover the correspond-
ing multiclass MKL dual. We again take the square lossV(ξik,hik) =

1
2(ξik −hik)

2 as an example.
Setting to zero the derivatives ofL w.r.t. ξik we haveξik = hik −αik/C. Plugging this into Equa-
tion (35) and rearranging we arrive at the multiclass MK-RLS dual problem:

max
αk

c

∑
k=1

(

hT
k αk−

1
2C

αT
k αk

)

−
1
8µ

∥

∥

∥

∥

( c

∑
k=1

αT
k K jαk

)n

j=1

∥

∥

∥

∥

2

q
. (36)

Unlike the saddle point formulation in Equation (30), the kernel weightsβ have been eliminated
from Equation (36). Despite this, Equation (30) and Equation (36) are equivalent, in the sense that
for any givenC there exist aµ (and vice versa) such that the optimal solutions to both problems are
identical (Kloft et al., 2011).

Finally, substituting Equation (34) andγ j = 0 into Equation (32), we show that once the optimal
αk are found by solving Equation (36), the kernel weightsβ are given by:

β j =
1
2µ

( n

∑
j=1

(
c

∑
k=1

αT
k K jαk)

q
)

1
q−

1
p

(
c

∑
k=1

αT
k K jαk)

q
p .
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Abstract
Recent developments have demonstrated the capacity of restricted Boltzmann machines (RBM) to
be powerful generative models, able to extract useful features from input data or construct deep arti-
ficial neural networks. In such settings, the RBM only yieldsa preprocessing or an initialization for
some other model, instead of acting as a complete supervisedmodel in its own right. In this paper,
we argue that RBMs can provide a self-contained framework for developing competitive classifiers.
We study the Classification RBM (ClassRBM), a variant on the RBM adapted to the classification
setting. We study different strategies for training the ClassRBM and show that competitive classi-
fication performances can be reached when appropriately combining discriminative and generative
training objectives. Since training according to the generative objective requires the computation of
a generally intractable gradient, we also compare different approaches to estimating this gradient
and address the issue of obtaining such a gradient for problems with very high dimensional inputs.
Finally, we describe how to adapt the ClassRBM to two specialcases of classification problems,
namely semi-supervised and multitask learning.

Keywords: restricted Boltzmann machine, classification, discriminative learning, generative learn-
ing

1. Introduction

The restricted Boltzmann machine (RBM) is a probabilistic model that uses a layer of hidden binary
variables or units to model the distribution of a visible layer of variables. It has been successfully ap-
plied to problems involving high dimensional data such as images (Hinton et al., 2006; Larochelle
et al., 2007) and text (Welling et al., 2005; Salakhutdinov and Hinton, 2007; Mnih and Hinton,
2007). In this context, two approaches are usually followed. First, an RBM is trained in an unsuper-
vised manner to model the distribution of the inputs (possibly more than one RBM could be trained,
stacking them on top of each other (Hinton et al., 2006)). Then, the RBM is used in one of two
ways: either its hidden layer is used to preprocess the input data by replacing it with the represen-
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tation given by the hidden layer, or the parameters of the RBM are used to initialize a feedforward
neural network. In both cases, the RBM is paired with some other learning algorithm (the classifier
using the preprocessed inputs or the neural network) to solve the supervised learning problem at
hand. This approach unfortunately requires one to tune both sets of hyper-parameters (those of the
RBM and of the other learning algorithm) at the same time. Moreover, since the RBM is trained in
an unsupervised manner, it is blind to the nature of the supervised task thatneeds to be solved and
provides no guarantees that the information extracted by its hidden layer willbe useful.

In this paper, we argue that RBMs can provide a self-contained and competitive framework for
solving supervised learning problems. Based on the Classification Restricted Boltzmann Machine
(ClassRBM), the proposed approach and learning algorithms address both aforementioned issues.
Indeed, by relying only on the RBM, the number of hyper-parameters thatone needs to tune will
be relatively smaller, and by modelling thejoint distribution of the input and target, the ClassRBM
will be encouraged to allocate some of its capacity at modelling their relationship as well as the
relationships between the input variables. Using experiments on characterrecognition and text
classification problems, we show that the classification performance that theClassRBM can obtain
is competitive with respect to other “black box” classifiers such as standard neural networks and
Support Vector Machines (SVM). We compare different training strategies for the ClassRBM, which
rely on discriminative and/or generative learning objectives. As we will see, the best approach
tends to be an appropriately tuned combination of both learning objectives. Moreover, since the
generative learning objective doesn’t allow for the exact computation ofthe gradient with respect
to the ClassRBM’s parameters, we compare the use of different approximations of that gradient.
We also address the issue of generative learning on very high dimensional inputs and propose an
approach to reduce the computational cost per example of training. Finally,we describe how the
ClassRBM can be used to tackle semi-supervised and multitask learning problems.

2. Classification Restricted Boltzmann Machines

The Classification Restricted Boltzmann Machine (ClassRBM) (Hinton et al., 2006) models the
joint distribution of an inputx = (x1, . . . ,xD) and target classy∈ {1, . . . ,C} using a hidden layer of
binary stochastic unitsh = (h1, . . . ,hH). This is done by first defining an energy function

E(y,x,h) =−hTWx−bTx−cTh−dTey−hTUey

with parametersΘ = (W,b,c,d,U) and whereey = (1i=y)
C
i=1 is the “one out ofC” representation

of y. From the energy function, we assign probabilities to values ofy, x andh as follows:

p(y,x,h) =
exp(−E(y,x,h))

Z
(1)

whereZ is a normalization constant (also called partition function) which ensures thatEquation 1 is
a valid probability distribution. We will assume that the elements ofx are binary, but extensions to
real-valued units on bounded or unbounded intervals are straightforward (Welling et al., 2005). An
illustration of the ClassRBM is given in Figure 1.

Unfortunately, computingp(y,x,h) or p(y,x) is typically intractable. However, it is possible to
sample from the ClassRBM, using Gibbs sampling, that is, alternating between sampling a value
for the hidden layer given the current value of the visible layer (made of variablesx and theey
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representation ofy), and vice versa. All the required conditional distributions are very simple.
When conditioning on the visible layer, we have

p(h|y,x) = ∏
j

p(h j |y,x), with p(h j = 1|y,x) = sigm(c j +U jy +∑
i

Wji xi)

where sigm(a) = 1/(1+ exp(−a)) is the logistic sigmoid function. When conditioning on the
hidden layer, we have

p(x|h) = ∏
i

p(xi |h), with p(xi = 1|h) = sigm(bi +∑
j

Wji h j) ,

p(y|h) =
exp(dy+∑ j U jyh j)

∑y∗ exp(dy∗+∑ j U jy∗h j)
.

It is also possible to computep(y|x) exactly and hence perform classification. Indeed, noticing that

∑
h1∈{0,1}

· · · ∑
hH∈{0,1}

exp(hTWx +bTx+cTh+dTey+hTUey)

= exp(dy) ∑
h1∈{0,1}

exp(h1(c1+U1y+∑
i

W1ixi)) · · · ∑
hH∈{0,1}

exp(hH(cH +UHy+∑
i

WHixi))

= exp(dy)

(
1+exp(c1+U1y+∑

i

W1ixi)

)
. . .

(
1+exp(cn+UHy+∑

i

Wnixi)

)

= exp(dy+∑
j

log(1+exp(c j +U jy +∑
i

Wji xi)))

= exp(dy+∑
j

softplus(c j +U jy +∑
i

Wji xi))

where softplus(a) = log(1+exp(a)), then we can write

p(y|x) =
∑h1∈{0,1} · · ·∑hH∈{0,1}exp(hTWx +bTx+cTh+dTey+hTUey)

∑y∗∈{1,...,C}∑h1∈{0,1} · · ·∑hH∈{0,1}exp(hTWx +bTx+cTh+dTey∗+hTUey∗)

=
exp(dy+∑ j softplus(c j +U jy +∑i Wji xi))

∑y∗∈{1,...,C}exp(d∗y +∑ j softplus(c j +U jy∗+∑i Wji xi))
(2)

=
exp(−F(y,x))

∑y∗∈{1,...,C}exp(−F(y,x))
.

whereF(y,x) is referred to as the free energy. Precomputing the termsc j +∑i Wji xi and reusing them
when computing softplus(c j +U jy∗ +∑i Wji xi) for all classesy∗ yields a procedure for computing
this conditional distribution in timeO(HD+HC).

One way of interpreting Equation 2 is that, when assigning probabilities to a particular classy
for some inputx, the ClassRBM looks at how well the inputx fits or aligns with the different filters
associated with the rowsW j· of W. These filters are shared across the different classes, but different
classes will make comparisons with different filters by controlling the class-dependent biasesU jy

in the softplus(c j +U jy +∑i Wji xi) terms. Notice also that two similar classes could share some of
the filters inW, that is, both could simultaneously have large positive values ofU jy for some of the
rowsW j·.
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Figure 1: Illustration of a Classification Restricted Boltzmann Machine

3. Training Objectives

In order to train a ClassRBM to solve a particular classification problem, we can simply define
an objective to minimize for all examples in the training setDtrain = {(xt ,yt)}. The next sections
describe the different training objectives which will be considered here, starting with the one most
commonly used, that is, the generative training objective.

3.1 Generative Training Objective

Given that we have a model which defines a value for the joint probabilityp(y,x), a natural choice
for a training objective is the generative training objective

Lgen(Dtrain) =−
|Dtrain|

∑
t=1

logp(yt ,xt) . (3)

This is the most popular training objective for RBMs, for which a lot of effort has been put to obtain
better estimates for its gradient (Hinton, 2002; Tieleman, 2008; Tieleman and Hinton, 2009). In-
deed, as mentioned previously, computingp(yt ,xt) for some example(xt ,yt) is generally intractable,
as is computing logp(yt ,xt) and its gradient with respect to any ClassRBM parameterθ

∂ logp(yt ,xt)

∂θ
=−Eh|yt ,xt

[
∂

∂θ
E(yt ,xt ,h)

]
+Ey,x,h

[
∂

∂θ
E(y,x,h)

]
.

Specifically, though the first expectation is tractable, the second is not. Different approaches have
been proposed to estimate this second expectation. One which is known to work well in practice is
the contrastive divergence estimator (Hinton, 2002). This approximation replaces the expectation
by a point estimate at a sample generated after a limited number of Gibbs sampling steps, with the
sampler’s initial state for the visible variables initialized at the training example(xt ,yt). A single
Gibbs sampling iteration is often used and is usually found to be sufficient to learn a meaningful
representation of the data. Then, this gradient estimate can be used in a stochastic gradient descent
procedure for training. A pseudocode of the procedure is given by Algorithm 1, where the learning
rate is controlled byλ. We will consider this procedure for now and postpone the considerationof
other estimates of the generative gradient to Section 7.3.
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Algorithm 1 Generative training update of the ClassRBM using Contrastive Divergence
Input: training pair(yt ,xt) and learning rateλ
# Notation:a← b meansa is set to valueb
# a∼ p meansa is sampled fromp

# Positive phase
y0← yt , x0← xt , ĥ0← sigm(c+Wx0+Uey0)

# Negative phase
h0∼ p(h|y0,x0), y1∼ p(y|h0), x1∼ p(x|h0)
ĥ1← sigm(c+Wx1+Uey1)

# Update
for θ ∈Θ do

θ← θ−λ
(

∂
∂θE(y0,x0, ĥ0)− ∂

∂θE(y1,x1, ĥ1)
)

end for

4. Discriminative Training Objective

The generative training objective can be decomposed as follows:

Lgen(Dtrain) =−
|Dtrain|

∑
t=1

(logp(yt |xt)+ logp(xt)) =−
|Dtrain|

∑
t=1

logp(yt |xt)−
|Dtrain|

∑
t=1

logp(xt) (4)

hinting that the ClassRBM will dedicate some of its capacity at modelling the marginaldistribution
of the input only. Since we are in a supervised learning setting and are onlyinterested in obtaining
a good prediction of the target given the input, it might be more appropriate toignore this unsuper-
vised part of the generative objective and focus on the supervised part.

Doing so is referred to as discriminative training, where the following trainingobjective is used:

Ldisc(Dtrain) =−
|Dtrain|

∑
t=1

logp(yt |xt) . (5)

This objective is also similar to the one used by feedforward neural networks whose outputs can
be interpreted as an estimate ofp(y|x). Moreover, just like neural networks, ClassRBMs trained
this way are universal approximators for distributionsp(y|x) with binary inputs, since RBMs are
universal approximators of distributions over binary inputs (Le Roux and Bengio, 2010).

An important advantage of the discriminative training objective is that it is possible to compute
its gradient with respect to the ClassRBM’s parameters exactly. The general form of the gradient
for a single example(xt ,yt) is

∂ logp(yt |xt)

∂θ
=−Eh|yt ,xt

[
∂

∂θ
E(yt ,xt ,h)

]
+Ey,h|x

[
∂

∂θ
E(y,x,h)

]

and, more specifically, we obtain

∂ logp(yt |xt)

∂dy
= 1y=yt − p(y|xt), ∀y∈ {1, . . . ,C}
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for the target biasesd and

∂ logp(yt |xt)

∂θ
= ∑

j

sigm(oyt j(xt))
∂oyt j(xt)

∂θ
−∑

j,y∗
sigm(oy∗ j(xt))p(y

∗|xt)
∂oy∗ j(xt)

∂θ

for the other parametersθ∈ {c,U,W}, whereoy j(x) = c j +∑kWjkxk+U jy. Notice that the gradient
with respect tob is 0, since the input biases are not involved in the computation ofp(y|x). This
discriminative approach has been used previously for fine-tuning the topRBM of a Deep Belief
Network (Hinton, 2007).

5. Hybrid Training Objective

In order to get an idea of when and why generative training can be betterthan discriminative training
or vice versa, we can look at some of the known theoretical properties ofboth approaches.

In Ng and Jordan (2002), an analysis of naive Bayes and logistic regression classifiers (which
can be seen as the same parametrization but trained according to a generative or discriminative
objective respectively) indicates that the generative training objective yields models that can reach
more rapidly (with training set size) their best (asymptotic) generalization performance, than mod-
els trained discriminatively. However, when the model is misspecified, the discriminative training
objective allows the model to reach a better performance for sufficiently large training sets (i.e., has
better asymptotic performance). In Liang and Jordan (2008), it is also shown that for models from
the general exponential family, parameter estimates based on the generative training objective have
smaller variance than discriminative estimates. However, if the model is misspecified, generative
estimates will asymptotically yield models with worse performances. These resultssuggest inter-
preting the model trained with the generative training objective as being more regularized than the
model trained with the discriminative objective.

When the ultimate task is classification, adding the generative training objectiveto the discrim-
inative training objective can be seen as a way to regularize the discriminative training objective. It
was already found that unsupervised pre-training of RBMs can be seen as a form of regularization
(Erhan et al., 2010). Since we might want to adapt the amount of regularization to the problem at
hand, we could consider interpolating between the generative and discriminative objectives as in
Bouchard and Triggs (2004) or, similarly, use the following hybrid objective:

Lhybrid(Dtrain) = Ldisc(Dtrain)+αLgen(Dtrain) (6)

where the weightα of the generative criterion can be adjusted based on the performance ofthe
model on a validation set. As in Equation 4, we can separate the logp(yt ,xt) terms in two and
rewrite Equation 6 as

Lhybrid(Dtrain) =−(1+α)
|Dtrain|

∑
t=1

logp(yt |xt)−α
|Dtrain|

∑
t=1

logp(xt) .

This different expression forLhybrid(Dtrain) highlights the nature of the regularization that is im-
posed: among all configurations of the parameters of the ClassRBMs that can solve the supervised
problem well, we will favor those that also assign high probability to the inputs and hence have
extracted some of the structure present in the input’s distribution.
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6. Related Work

As mentioned previously, RBMs—sometimes also referred to as harmoniums (Welling et al., 2005),
usually when the hidden layer’s units are not binary—have been popularfeature extractors in clas-
sification applications. Most of the time however, the features are learned while ignoring the target
label information (Gehler et al., 2006; Xing et al., 2005). This implies that somelabel-related infor-
mation may be thrown away and McCallum et al. (2006) have shown that incorporating labels in a
feature learning procedure can be beneficial, in their work on Multi-Conditional Learning (MCL).1

However, this latter work still required that the relationship between the hidden features and the
target be learned a posteriori, by a separate classifier. One of the main points we wish to make in
this paper is that RBMs provide a self-contained framework for classification, which does not need
to rely on the availability of a separate classifier. This approach has two advantages: model selec-
tion is facilitated since no additional hyper-parameters from the separate classifier must be tuned,
and no additional classifier training phase is required, making it possible to employ the ClassRBM
in an online learning setting or to track the discriminative performance of the latent representation
on a validation set. Another frequent use of RBMs is as an initializing or pretraining algorithm for
deep neural networks (Hinton, 2007), but this approach shares the same disadvantages of having
two training phases.

Schmah et al. (2009) proposed a different approach to discriminative training of RBMs, where
each class is associated with its own individual RBM, as in a Bayes classifier. However, this ap-
proach does not rely on a global hidden representation (with shared parameters) for all classes and
hence cannot model directly the latent similarity between classes, which should be advantageous for
classification problems with large number of classes. From this perspective, the ClassRBM can be
seen as a form ofmulti-tasktraining, since the input to hidden weights are shared across all classes.

Yang et al. (2007) developed variants of harmoniums for video classification that can model
several modalities and class information jointly. One variant uses a separateharmonium for each
class as in Schmah et al. (2009), while a second is based on a shared hidden representation across
classes like in the ClassRBM. However, they proposed training these models generatively, which is
often not the optimal training strategy, as discussed in Section 7.

There are also several similarities between classification RBMs and ordinary multi-layer neural
networks. In particular, the computation ofp(y|x) could be implemented by a single layer neural
network with softplus and softmax activation functions in its hidden and outputlayers respectively,
as well as with a special structure in the output and hidden weights where thevalue of the output
weights is fixed and many of the hidden layer weights are shared. Glorot etal. (2011) highlight that
softplus hidden activation functions tend to yield better performances than logistic-shaped functions
(including the hyperbolic tangent). This might be one explanation behind the slightly superior
performance of discriminatively trained ClassRBMs, compared to neural networks with hyperbolic
tangent hidden units (see Sections 7.1 and 7.2). However, the main advantage of working in the
framework of RBMs is that it provides a natural way to introduce generative learning, which can
provide data set-dependent regularization and, as we will see, can be used to extend learning in
the semi-supervised setting. As mentioned earlier, a form of generative learning can be introduced
in standard neural networks with unsupervised pre-training, simply by using RBMs to initialize
the hidden layer weights. However, the extent to which the final solution forthe parameters of

1. We experimented with a version of MCL for the ClassRBM, however the results did not improve on those of hybrid
training.
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the neural network is influenced by generative learning is not well controlled, while the hybrid
objective provides an explicit handle on the role played by generative learning. One could argue
that the advantage of unsupervised pre-training is that it allows to build deeper models. However,
consider that it is always possible to use the ClassRBM as the top layer of a stack of RBMs, in the
spirit already suggested in Hinton et al. (2006).

7. Evaluation of the Training Objectives

To evaluate the performance of the different training objectives described thus far, we present exper-
iments on two classification problems: character recognition and text classification. Such problems
are particularly interesting as they are known to benefit from the extractionof non-linear features
and hence are well suited for the ClassRBM. In all experiments, for the ClassRBM variants and
for all baselines, we performed model selection based on the validation setperformance. For the
different RBM models, model selection was done with a grid-like search over the learning rateλ
(between 0.0005 and 0.1, on a log scale),H (50 to 6000), the generative learning weightα for hybrid
training (0 to 0.5, on a log scale) and the weightβ for semi-supervised learning (0, 0.01 or 0.1). In
general, bigger values ofH were found to be more appropriate with more generative learning. If no
local minima was apparent, the grid was extended. The biasesb, c andd were initialized to 0 and
the initial values for the elements of the weight matricesU andW were each taken from uniform
samples in

[
−m−0.5,m−0.5

]
, wherem is the maximum between the number of rows and columns

of the matrix. The number of iterations over the training set was determined using early stopping
according to the validation set classification error, with a look ahead of 15 iterations.

7.1 Character Recognition

We first evaluate the different training objectives for the ClassRBM on theproblem of classifying
images of digits. The images were taken from the MNIST data set, where we separated the original
training set into training and validation sets of 50000 and 10000 examples andused the standard
test set of 10000 examples. The results are given in Table 1. The RBM+NNet approach is simply
an unsupervised RBM used to initialize a one-hidden layer supervised neural net (as in Bengio et al.
2007). We give as a comparison the results of a Gaussian kernel SVM, arandom forest classifier2

and of a regular neural network (with random initialization, one hidden layer and hyperbolic tangent
hidden activation functions).

First, we observe that discriminative training of the ClassRBM outperforms generative training.
However, hybrid training appears able to make the best out of both worldsand outperforms the other
approaches.

We also experimented with a sparse version of the hybrid ClassRBM, since sparsity is known
to be a good characteristic for features of images. Sparse RBMs were developed by Lee et al.
(2008) in the context of deep neural networks. They suggest to introduce sparsity in the hidden
layer of an RBM by setting the biasesc in the hidden layer to a value that maintains the average
of the conditional expected value of these neurons to an arbitrarily small value, and so after each
iteration through the whole training set. This procedure tends to make the biases negative and large.
We followed a different approach by simply subtracting a small constantδ value, considered as an
hyper-parameter, from the biases after each update, which is more appropriate in an online setting

2. We used the implementation provided by the TreeLearn library:https://github.com/capitalk/treelearn .
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Figure 2: Filters learned by the ClassRBM on the MNIST data set. The top rowshows filters that
act as spatially localized stroke detectors, and the bottom shows filters more specific to a
particular shape of digit.

or for large data sets. To choseδ, given the selected values forλ andα for the “non sparse” hybrid
ClassRBM, we performed a second grid-search overδ (between 10−5 and 0.1, on a log scale) and
the hidden layer size, testing bigger hidden layer sizes than previously selected.

This sparse version of the hybrid ClassRBM outperforms all the other RBMapproaches, and
yields significantly lower classification error than the SVM, the random forest and the standard
neural network classifiers. The performance achieved by the sparseClassRBM is particularly im-
pressive when compared to reported performances for Deep Belief Networks (1.25% in Hinton et al.
2006) or of a deep neural network initialized using RBMs (around 1.2% in Bengio et al. 2007 and
Hinton 2007) for the MNIST data set with 50000 training examples.

The discriminative power of the hybrid ClassRBM can be better understoodby looking a the
rows of the weight matrixW, which act as filter features. Figure 2 displays some of these learned
filters. Some of them are spatially localized stroke detectors which can possibly be active for a wide
variety of digit images, and others are much more specific to a particular shape of digit.

In practice, we find that the most influential hyper-parameters are the learning rate and the
generative learning weight. Conveniently, we also find that that the best learning rate value is the
same for each values of the generative learning weight we tested. In other words, finding a good
learning rate does not require having found the best value for the generative learning weight. Once
these two hyper-parameters are set to good values, we also find that a wide range of hidden layer
sizes (between 750 to 3000) yield a competitive performance, that is, under 1.4% classification error.

7.2 Document Classification

We also evaluated the RBM models on the problem of classifying documents into their correspond-
ing newsgroup topic. We used a version of the 20 Newsgroups data set3 for which the training and
test sets contain documents collected at different times, a setting that is more reflective of a prac-
tical application. The original training set was divided into a smaller training set and a validation
set, with 9578 and 1691 examples respectively. The test set contains 7505 examples. We used the
5000 most frequent words for the binary input features. The results are given in Table 2. Again, we

3. This data set is available in Matlab format here:
http://people.csail.mit.edu/jrennie/20Newsgroups/20 news-bydate-matlab.tgz .
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Model Objective Error

ClassRBM

Generative (λ = 0.005,H = 6000) 3.39%
Discriminative (λ = 0.05,H = 500) 1.81%
Hybrid (α = 0.01,λ = 0.05,H = 1500 ) 1.28%
Sparse Hybrid (idem +H = 3000,δ = 10−4) 1.16%

SVM

-

1.40%
Random Forest 2.94%
NNet 1.93%
RBM+NNet 1.41%

Table 1: Comparison of the classification performances on the MNIST data set. SVM results for
MNIST were taken fromhttp://yann.lecun.com/exdb/mnist/ . On this data set, dif-
ferences of 0.2% in classification error are statistically significant.

Figure 3: Similarity matrix of the newsgroup weights vectorsU·y.

also provide the results of a Gaussian kernel SVM,4 a random forest classifier and a regular neural
network for comparison.

Once again, hybrid training of the ClassRBM outperforms the other approaches, including the
SVM and neural network classifiers. Notice that here generative training performs better than dis-
criminative training.

4. We usedlibSVM v2.85 to train the SVM model.
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Model Objective Error

ClassRBM
Generative (λ = 0.0005,H = 1000) 24.9%
Discriminative (λ = 0.0005,H = 50) 27.6%
Hybrid (α = 0.005,λ = 0.1, H = 1000 ) 23.8%

SVM

-

32.8%
Random Forest 29.0%
NNet 28.2%
RBM+NNet 26.8%

Table 2: Classification performances on 20 Newsgroups data set for thedifferent models. The error
differences between the hybrid ClassRBM and other approaches is statistically significant.

Much like for the character recognition experiment of the previous section, we find that the
learning rate and generative learning weight are the most crucial hyper-parameters to tune, and that
the performance is quite stable across hidden layer size as long as it is largeenough (500 or greater
for this problem).

In order to get a better understanding of how the hybrid ClassRBM solvesthis classification
problem, we looked at the weights connecting each of the classes to the hidden neurons. This corre-
sponds to the columnsU·y of the weight matrixU. Figure 3 shows a similarity matrixM(U) for the
weights of the different newsgroups, whereM(U)y1y2 = sigm(UT

·y1
U·y2). We see that the ClassRBM

does not use strictly non-overlapping sets of neurons for different newsgroups, but shares some of
those neurons for newsgroups that are semantically related. We see thatthe ClassRBM tends to share
neurons for topics such as computer (comp.* ), science (sci.* ) and politics (talk.politics.* ),
or secondary topics such as sports (rec.sports.* ) and other recreational activities (rec.autos
andrec.motorcycles ).

Table 3 also gives the set of words used by the ClassRBM to recognize some of the newsgroups.
To obtain this table we proceeded as follows: for each newsgroupy, we looked at the 20 neurons
with the largest weight amongU·y, aggregated (by summing) the associated input-to-hidden weight
vectors, sorted the words in decreasing order of their associated aggregated weights and picked
the first few words according to that order. This procedure attempts to approximate the positive
contribution of the words to the conditional probability of each newsgroup.

7.3 Variations on the Generative Learning Gradient Estimator

In the previous sections, we considered contrastive divergence forestimating the generative learning
gradient. However, other alternatives have also been proposed. An interesting question is how
much impact does the choice between these different gradient estimators has on the classification
performance of the ClassRBM?

A first alternative is based on the concept of pseudolikelihood (PL) (Besag, 1975), which aims
at replacing the regular likelihood objective with one more tractable, that is, for which gradients can
be computed exactly. The negative log-likelihood objective on a(x,y) pair is then replaced by

− logp(y|x)−
D

∑
k=1

logp(xk|x\k,y) (7)
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Class Words
alt.atheism bible, atheists, benedikt, atheism, religion, scholars, biblical
comp.graphics tiff, ftp, window, gif, images, pixel, rgb, viewer, image, color
comp.os.ms-windows.misc windows, cica, bmp, window, win,installed, toronto, dos, nt
comp.sys.ibm.pc.hardware dos, ide, adaptec, pc, config, irq, vlb, bios, scsi, esdi, dma
comp.sys.mac.hardware apple, mac, quadra, powerbook, lc,pds, centris, fpu, power, lciii
comp.windows.x xlib, man, motif, widget, openwindows, xterm, colormap, xdm
misc.forsale sell, condition, floppy, week, am, obo, shipping, company, wpi
rec.autos cars, ford, autos, sho, toyota, roads, vw, callison, sc, drive
rec.motorcycles bikes, motorcycle, ride, bike, dod, rider, bmw, honda
rec.sport.baseball pitching, braves, hitter, ryan, pitchers, so, rbi, yankees, teams
rec.sport.hockey playoffs, penguins, didn, playoff, game, out, play, cup, stanley
sci.crypt sternlight, bontchev, nsa, escrow, hamburg, encryption, rm
sci.electronics amp, cco, together, voltage, circuits, detector, connectors
sci.med drug, syndrome, dyer, diet, foods, physician, medicine, disease
sci.space orbit, spacecraft, speed, safety, known, lunar,then, rockets
soc.religion.christian rutgers, athos, jesus, christ, geneva, clh, christians, sin, paul
talk.politics.guns firearms, handgun, firearm, gun, rkba, concealed, second, nra
talk.politics.mideast armenia, serdar, turkish, turks, cs, argic, stated, armenians, uci
talk.politics.misc having, laws, clinton, time, koresh, president, federal, choose
talk.religion.misc christians, christian, bible, weiss,religion, she, latter, dwyer

Table 3: Most influential words in the hybrid ClassRBM for predicting some of the document
classes

wherex\k is a vector made of all elements ofx exceptxk. Hence, the model is trained to maximize
the likelihood of each observed variablegivenall other observed variables. Notice that the first term
corresponds to discriminative training. Hence, to obtain hybrid training we can simply weight the
second summation term byα.

Equation 7 as well as its gradient with respect to the ClassRBM’s parameterscan be computed
exactly by backpropagation. In the ClassRBM, with a development similar to theone for p(y|x),
we can show that:

p(xk|x\k,y) =
p(x|y)

p(x|y)+ p(x̄k|y)

=
exp(xkbk+∑ j softplus(c j +U jy +Wjkxk+∑i 6=kWji xi))

∑x′k∈{0,1}
exp(x′kbk+∑ j softplus(c j +U jy∗+Wjkx′k+∑i 6=kWji xi))

wherex̄k corresponds tox but where the input’skth bit has been flipped. So the terms logp(xk|x\k,y)
can be computed inO(HD). A naive computation of Equation 7, which would compute theH terms
logp(xk|x\k,y) separately, would then scale inO(HD2+HC). However, by computing∑i Wji xi for
all j only once and reusing those terms to obtain the terms∑i 6=kWji xi for any k, we can obtain a
procedure that is still linear inD, as is the CD gradient estimator. In practice, pseudolikelihood
training still has some computational overhead compared to CD. Indeed, pseudolikelihood training
requiresO(HD) computations of the exponential function, whereas CD only requiresO(H +D)
such computations.
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Generative gradient estimator
Error

MNIST 20News
Contrastive Divergence - 1 Gibbs sampling step 1.16% 23.8%
Contrastive Divergence - 10 Gibbs sampling step 1.15% 24.8%
Persistent Contrastive Divergence 1.41% 24.9%
Pseudolikelihood 1.21% 24.7%

Table 4: Comparison of the classification performances using different generative gradient estima-
tors.

To perform stochastic gradient descent, a gradient step update is made according to the objective
of Equation 7 every time a training example is visited. Because of the higher computational cost of
PL, we use a sampling trick to estimate the gradient on the second summation term ofEquation 7.
Indeed, before every update, we randomly select a subset of the input variablesxk and sum only
over those in the second term. This trick was necessary to scale down training to a reasonable time.
We used a subset of size 100 and 500 for the MNIST and 20 Newsgroups data sets respectively.

Another generative gradient estimator for RBMs that has been recently proposed is the Persistent
CD (PCD) estimator (Tieleman, 2008). PCD improves on CD by running a set of Gibbs sampling
chains which persist through training, instead of always being reinitializedat each training example.
Tieleman (2008) has shown that this new estimator can sometimes improve the rate of training as
well as the quality of the solution that is found. As proposed by Tieleman (2008), we used 100
parallel chains for Gibbs sampling. Since we use stochastic gradient descent (instead of mini-batch
gradient descent), only one chain was updated per update. The chainswere updated sequentially by
cycling through the set of chains.

Finally, an even simpler way of improving the gradient estimate that CD computes isto in-
crease the number of Gibbs sampling steps that is used in the negative phase. In their experiments,
Tieleman (2008) have found that CD with 10 Gibbs sampling steps often compares quite well to
PCD.

Is the choice of the generative gradient estimator in the hybrid objective crucial for obtaining
good classification performances? To answer this question, we have trained ClassRBMs using the
hybrid objective on the MNIST and 20 Newsgroup data sets, with the different generative gradient
estimators. Hyper-parameters were tuned separately for each variant, as in the previous sections.
For the MNIST data set, we used the sparse training variant. The results ofthis experiment are
given in Table 4. We see that in general, none of the alternative estimators provided significant
performance improvements. On 20 Newsgroups, the performance even worsened. We notice that
the performance obtained with PCD tends to be the particularly bad. This is explained by the fact
that PCD requires smaller learning rates to work well, so that the model doesn’t change faster than
the rate in which the parallel Gibbs chains mix. However, using a small learningrate does not
correspond to the regime at which the ClassRBM performs best in terms of classification error for
these problems. This is particularly true for MNIST where the optimal learningrate is between 0.05
and 0.1.
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7.4 Scaling Up to Large Input Spaces

Computing the generative gradient is typically much more computationally expensive than the
discriminative gradient. This is particularly true on problems were the input data is very high-
dimensional and sparse, such as the text classification problem. For instance, though we have
restricted its dimensionality to 5000, the 20 Newsgroup data set could be made much more high
dimensional by including more words as input features. While the computations for estimating the
discriminative gradient can take advantage of the sparsity of the input (mainly when multiplying
the input with the filters), estimating the generative gradient for all of the estimators in Section 7.3
requires an explicit loop over all inputs.

It would hence be beneficial to derive a more general generative gradient estimator that would
allow us to control more directly its computational cost, and perhaps let us trade a little bit of ac-
curacy for more computational efficiency. This would particularly be useful in an online learning
setting, where a stream of training examples is available, with examples being presented at some
given rate. In such a setting, we might want to reduce the computational time required by the gen-
erative learning objective so that updating the parameters of the ClassRBMfor a training example
can be done before the next sample is given.

As mentioned, the computational expense of training is closely related to the number of vari-
ables who’s distribution is being modelled. At one extreme, discriminative learning is very efficient
since we are only modelling the (conditional) distribution of the target variable while, at the other
extreme, generative learning is much more expensive because the distribution of the target and all
input variables is being modelled. Hence, a good handle over the computational complexity of an
estimator would be the total number of variables involved in the conditional distribution on which
the training objective is based.

Following this idea, letI = {1, . . . ,D} be the set of input variable indices and letP=L(I ) be
all the subsets ofI of cardinalityL, we could define the following as our new computation-aware
generative training objective

−
|Dtrain|

∑
t=1

ES∈P=L(I )

[
logp(yt ,xS |x\S )

]
=−

|Dtrain|

∑
t=1

∑
S∈P=L(I )

1
|P=L(I )|

logp(yt ,xS |x\S ) (8)

wherexS is the vector of input variables with index inS andx\S is the vector of all other variables.
Put briefly, this objective aims at maximizing the conditional likelihood of the target and all subsets
of input variables of sizeL given the other variables, and with a uniform distribution or weight on all
such possible partitions of the inputs. Since the expectation overS is intractable even for relatively
small values ofL, in practice we approximate it by sampling a single value from the associated
uniform distribution overS , and so for every parameter update.

This training objective actually corresponds to a particular type of compositelikelihood esti-
mator (Lindsay, 1988; Liang and Jordan, 2008). Here, we in addition propose to approximate the
gradients of the logp(yt ,xS |x\S ) terms

∂ logp(yt ,xS |x\S )

∂θ
=−Eh|yt ,xt

[
∂

∂θ
E(yt ,xt ,h)

]
+Ey,xS ,h|x\S

[
∂

∂θ
E(y,x,h)

]

by using contrastive divergence with one step of Gibbs sampling. This approximation requires that
only theL variables inxS be sampled, making this procedure efficient for smallL.
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Model
Hybrid training (for varyingL) Discriminative
250 500 5000 10000 training

Error 22.9% 22.2% 21.9% 21.9% 26.9%

Table 5: Evaluation of the composite likelihood variant of contrastive divergence on the 20 News-
groups data set, with an input dimensionality of 25247.

We experimentally investigated how varyingL impacts the performance of ClassRBMs trained
using a hybrid objective based on the generative objective of Equation 8. We took the 20 News-
groups data set and, instead of only using the 5000 most frequent words as features, we considered
all words appearing at least 5 times, adding up to 25247 words. The results are given in Table 5.
We observe a big improvement on the classification error obtained by restricting the input to only
5000 words, as in Table 2. The performance of purely discriminative training in the large vocabu-
lary setting, which is essentially equivalent to settingL = 0, is also improved on. We see that the
composite likelihood variant still allows for better generalization performanceto be achieved, even
for relatively small values ofL. Interestingly, we also observe a fairly rapid diminishing return in
the improvement of generalization error asL increases.

The idea of combining composite likelihood objectives and contrastive divergence has also been
combined previously by Asuncion et al. (2010), but in a different way.Asuncion et al. (2010)
focused on models for which standard contrastive divergence with Gibbs sampling corresponds to
sampling only a single randomly selected variable at each step. In this case, contrastive divergence
with one sampling step actually corresponds to a stochastic version of pseudolikelihood (Hyv̈arinen,
2006). They propose instead to use block-Gibbs sampling on randomly selected blocks of variables
of limited sizeL at each step.L must be small however since, in general, computing the associated
conditionals is exponential inL. Using a single sampling step then corresponds to a stochastic
version of composite likelihood. They show that increasingL and using a single Gibbs step can be
more advantageous than usingL = 1 and increasing the number of iterations. Their work can be
understood as an investigation of how to improve contrastive divergenceusing ideas from composite
likelihood objectives.

However, for RBMs, block-Gibbs sampling is actually the standard, wherewe first sample all
hidden units and then all input variables in one iteration. Hence, the approach of Asuncion et al.
(2010) is not directly applicable here. What we propose instead, is to apply contrastive divergence
to a composite likelihood objective, such that we approximate the gradients on the logp(yt ,xS |x\S )
terms. Crucially, this approach is linear inL, as opposed to exponential.

8. Semi-supervised Learning

In certain situations, in addition to a (possibly small) set of labeled training examplesDtrain, even
more data can be obtained in the form of an unlabeled training setDunlab= {(xt)}. This is par-
ticularly true for data such as images and text documents, for which the Internet is an almost infi-
nite source. Semi-supervised learning algorithms (Chapelle et al., 2006) address this situation by
leveraging the unlabeled data to bias learning towards solutions that are also“consistent” with the
unlabeled data. Different algorithms can then be seen as defining different notions of consistency.
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Because a ClassRBM is a proper generative model, a very natural notionof consistency in
this context is that unlabeled training data have high likelihood under it. To achieve this, one can
optimize the following negative log-likelihood

Lunsup(Dunlab) =−
|Dunlab|

∑
t=1

logp(xt) (9)

which requires computing the gradients

∂ logp(xt)

∂θ
=−Ey,h|xt

[
∂

∂θ
E(yt ,xt ,h)

]
+Ey,x,h

[
∂

∂θ
E(y,x,h)

]
.

The contrastive divergence approximation proceeds slightly differentlyhere. The first term can be
computed in timeO(HD+HC), by noticing that

Ey,h|xt

[
∂

∂θ
E(yt ,xt ,h)

]
= Ey|xt

[
Eh|y,xt

[
∂

∂θ
E(yt ,xt ,h)

]]

and then either average the usual RBM gradient∂
∂θE(yt ,xt ,h) for each classy (weighted byp(y|xt)),

or sample fromp(y|xt) and only collect the gradient for the sampled value ofy. In the latter sampling
version, the online training update for this objective can be described as replacing the statement
y0← yt with y0∼ p(y|xt) in Algorithm 1. We used this version in our experiments.

In order to perform semi-supervised learning, we can weight and combine the objective of
Equation 9 with those of Equations 3, 5 or 6 as follows:

Lsemi−sup(Dtrain,Dunlab) = LTYPE(Dtrain)+βLunsup(Dunlab) (10)

where TYPE∈ {gen,disc,hybrid}. Online training by stochastic gradient descent then corresponds
to applying two gradients updates: one for the objectiveLTYPE and one for the unlabeled data
objectiveLunsup.

We evaluated our semi-supervised learning algorithm for the hybrid ClassRBM on both previous
digit recognition and document classification problems. We also experimentedwith a version (noted
MNIST-BI) of the MNIST data set proposed by Larochelle et al. (2007) where background images
have been added to MNIST digit images. This version corresponds to a much harder problem and
it will help to illustrate the advantage brought by semi-supervised learning in ClassRBMs. The
ClassRBM trained on this data used truncated exponential input units (see Bengio et al., 2007).

In this semi-supervised setting, we reduced the size of the labeled training set to 800 exam-
ples, and used some of the remaining data to form an unlabeled data setDunlab. The validation
set was also reduced to 200 labeled examples. Model selection covered all the parameters of the
hybrid ClassRBM as well as the unsupervised objective weightβ of Equation 10, withβ = 0.1
for MNIST and 20 Newsgroups, andβ = 0.01 for MNIST-BI performing best. For comparison
purposes, we also provide the performance of a standard non-parametric semi-supervised learning
algorithm based on function induction (Bengio et al., 2006a), which is verysimilar to other non-
parametric semi-supervised learning algorithms such as Zhu et al. (2003).We provide results for the
use of a Gaussian kernel (NP-Gauss) and a data-dependent truncated Gaussian kernel (NP-Trunc-
Gauss) used in Bengio et al. (2006a), which essentially outputs zero forpairs of inputs that are not
near neighbors. The experiments on the MNIST and MNIST-BI (with background images) data
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Model Objective MNIST MNIST-BI 20News

ClassRBM
Hybrid 9.73% 42.4% 40.5%
Semi-supervised + Hybrid 8.04% 37.5% 31.8%

NP-Gauss
-

10.60% 66.5% 85.0%
NP-Trunc-Gauss 7.49% 61.3% 82.6%

Table 6: Comparison of the classification errors in semi-supervised learning setting. The errors in
bold are statistically significantly better.

sets used 5000 unlabeled examples and the experiment on 20 Newsgroupsused 8778. The results
are given in Table 6, where we observe that semi-supervised learning consistently improves the
performance of the ClassRBM trained based on the hybrid objective.

The usefulness of non-parametric semi-supervised learning algorithms has been demonstrated
many times in the past, but usually so on problems where the dimensionality of the inputs is low or
the data lies on a much lower dimensional manifold. This is reflected in the result on MNIST for the
non-parametric methods. However, for high dimensional data with many factors of variation, these
methods can quickly suffer from the curse of dimensionality, as argued byBengio et al. (2006b).
This is also reflected in the results for the MNIST-BI data set which containsmany factors of vari-
ation, and for the 20 Newsgroups data set where the input is very high dimensional. Finally, it is
important to notice that semi-supervised learning in ClassRBMs proceeds in an online fashion and
hence could scale to very large data sets, unlike most non-parametric methods.

We mention that, in the context of log-linear models, Druck et al. (2007) introduced semi-
supervised learning in hybrid generative/discriminative models using a similarapproach to the one
presented in here. While log-linear models depend much more on the discriminative quality of the
features that are fed as input, the ClassRBM can learn useful featuresthrough its hidden layer and
model non-linear decision boundaries.

9. Multitask Learning

The classification problems considered so far had in common that a given input could only belong to
a single class, that is, classes were mutually exclusive. For certain problems, this assumption is too
restrictive and inputs can be simultaneously associated with multiple classes or labels. One example
is online collections of images, documents or music augmented with social tags (see Lamere 2008
for an example), which are short descriptions applied by users to items andcan be used by users to
search and browse through a collection. One approach to this problem would be to train a separate
classifier for each tag. However, a better approach is to perform multitasklearning (Caruana, 1997),
where a single model is trained to perform all tasks simultaneously. This allowsfor the model to
leverage the similarity between certain tasks and improve generalization.

We describe here how multitask learning can also be performed within a ClassRBM. In this
context, the target’s representation in the energy function of the ClassRBMdoes not follow the “one
out ofC” constraint and is an unconstrained binary vectory. The conditional distribution ofy given
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h then becomes:

p(y|h) = ∏
c

p(yc|h), with p(yc = 1|h) = sigm(dc+∑
i

U jch j).

Another important implication of this change is that the predictive posteriorp(y|x) is no longer
tractable, sincey now has 2C possible values. At test time, we are particularly interested in estimat-
ing p(yc = 1|x) for each label, in order to make a prediction of the binary value of each individual
label. Fortunately, there exist several message-passing approximate inference procedures for gen-
eral graphical models that can be employed here. The two most popular are mean field and loopy
belief propagation.

The mean field (MF) approach tries to approximate the joint posteriorp(y,h|x) by a factorial

distributionq(y,h) =∏C
c=1µyc

c (1−µc)
1−yc ∏n

j=1 τh j
j (1−τ j)

1−h j that minimizes the Kullback-Leibler
(KL) divergence with the true posterior. Running the following message passing procedure to con-
vergence

µc ← sigm

(
dc+∑

j

U jcτ j

)
∀ c∈ {1, . . . ,C},

τ j ← sigm

(
c j +∑

c
U jcµc+∑

i

Wji xi

)
∀ j ∈ {1, . . . ,n}

we can reach a saddle point of the KL divergence, at which pointµc serves as the estimate for
p(yc = 1|x) and τ j can be used to estimatep(h j = 1|x). In our experiments, we initialized the
messages to 0. Moreover, we treat the number of message passing iterations as an hyper-parameter,
so as to control the computational cost of inference.

Loopy belief propagation (Pearl, 1988) (LBP) also relies on a message passing procedure be-
tween variables. LBP is more complex than MF in that the number of distinct messages to be main-
tained scales inO(HC), that is, the number of connections betweeny andh, instead of inO(H +C)
as in MF. It also provides a direct estimate of the pair-wise probabilitiesp(yc = 1,h j = 1|x). LBP
tends to give estimates of the true marginals that are more accurate than the iterative MF procedure
(Weiss, 2001). While not guaranteed to converge it frequently does in practice. One method that has
been shown to be useful in aiding convergence is message damped belief propagation (Pretti, 2005).
In this case the normal updates computed by belief propagation are mixed with the previous updates
in order to smooth them, the damping factor being a parameter of the algorithm. Algorithm 2 details
the procedure.

As for learning, the discriminative gradient expression, which is now

∂ logp(yt |xt)

∂θ
=−Eh|yt ,xt

[
∂

∂θ
E(yt ,xt ,h)

]
+Ey,h|x

[
∂

∂θ
E(y,x,h)

]

must also be approximated, specifically the second expectation overy andh. Contrastive divergence
is a natural approach to estimating this expectation, usingK iterations of Gibbs sampling alternating
between samplingh andy.

However, MF or LBP can also be used to approximate the expectation. Because the energy
function decomposes into sums of either unary or pairwise terms, only the marginals p(yc = 1|x),
p(h j = 1|x) andp(yc = 1,h j = 1|x) are required. The assumption of a factorial distribution behind
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Algorithm 2 Loopy Belief Propagation algorithm for inference in the multilabel ClassRBM
Input: training pair(y,x), number of iterationsK and damping factorβ
m↑jc← 0, m↓jc← 0 ∀ c, j

cdata← c+Wx

# Update downwards (towardsy) and upwards (towardsh) messages
for K iterationsdo

m↓jc← βm↓jc +(1−β) log
(

1+(exp(U jc)−1) sigm(cdata
j +∑c∗ 6=cm↑jc∗)

)
, ∀ c, j

m↑jc← βm↑jc +(1−β) log
(

1+(exp(U jc)−1) sigm(dc+∑ j∗ 6= j m
↓
j∗c)
)
, ∀ c, j

end for

# Compute estimated marginals
pLBP(yc = 1|x)← sigm(dc+∑ j m

↓
jc), ∀ c

pLBP(h j = 1|x)← sigm(cdata
j +∑cm↑jc), ∀ j

num01
jc ← dc+∑ j∗ 6= j m

↓
j∗c, num10

jc ← cdata
j +∑c∗ 6=cm↑jc∗ , ∀ c, j

num11
jc ←U jc +num10

jc +num01
jc , ∀ c, j

pLBP(yc = 1,h j = 1|x) = exp(num11
jc )/(exp(num11

jc )+exp(num01
jc )+exp(num10

jc )), ∀ c, j

MF means thatp(yc = 1,h j = 1|x) is simply estimated as the product of its estimates forp(yc = 1|x)
and p(h j = 1|x), while LBP provides a more sophisticated estimate. The MF gradient estimates
can also be improved by initializing theµc message to the value of the associated training target
yk. This approach was first described by Welling and Hinton (2002) and is known as mean field
contrastive divergence. It was also extended to general variationalapproximations in Welling and
Sutton (2005). When making predictions at test time however, we still must initializeµc to 0.

Finally, as in Section 7.3, the intractability of discriminative maximum likelihood trainingcan
be avoided by using a pseudolikelihood objective−∑C

c=1 logp(yc|y\cx) for which exact gradients
can be computed.

Given all of these possible ways of approximating the marginal posteriorsp(yc = 1|x) at test
time and of performing discriminative training, we performed an extensive comparison of all pos-
sible combinations of such choices. We used three different music social tags data sets based on
databases of 10-second song clips. The first data set, was collected from Amazon.com’s Mechanical
Turk service and is described in Mandel et al. (2010). The second data set was collected from the
MajorMiner music labeling game and is described in Mandel and Ellis (2008). The final data set
was collected from Last.fm’s website and is described in Schifanella et al. (2010). We will refer to
these data sets as MTurk, MajMin and Last.fm respectively.

All of these data sets were in the form of (user, item, tag) triples, where the items were either
10-second clips of tracks or whole tracks. These data were condensed into (item, tag, count) triples
by summing across users. Converting (item, tag, count) triples to binary matrices for training and
evaluation purposes required some care. In the MajorMiner and Last.fm data, the counts were high
enough that we could require the verification of an (item, tag) pair by at least two people, meaning
that the count had to be at least 2 to be considered as a positive example. The Mechanical Turk
data set did not have high enough counts to allow this, so we had to count every (item, tag) pair.
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Figure 4: Results of the multilabel ClassRBM (discriminative training) on the Mechanical Turk and
MajorMiner data sets, comparing the performance of different approximation combina-
tions for training and testing. The approximations used during training are represented
on the x-axis, while the approximations used during testing are representedthrough the
color of the bar. The error bars correspond to the standard error across folds.

In the MajorMiner and Last.fm data sets, (item, tag) pairs with only a single count were not used
as negative examples because we assumed that they had higher potential relevance than (item, tag)
pairs that never occurred, which served as stronger negative examples.

The timbral and rhythmic features of Mandel and Ellis (2008) were used to characterize the
audio of 10-second song clips. Each dimension of both sets of features was normalized across
the database to have zero-mean and unit-variance, and then each feature vector was normalized to
be unit norm to reduce the effect of outliers. The timbral features were 189-dimensional and the
rhythmic features were 200-dimensional, making the combined feature vector389-dimensional.

In order to asses the impact of different approximations (of the gradientsor p(y|x)) on the
solution found by the model we only considered discriminative learning. We also augmented the
number of data sets by changing the number of tags, to see how this factor influences the results.
Next to a data set name, the number in parenthesis thus indicates the number oftags considered.
The tags were selected by sorting them by popularity and picking the leading tags. For all data sets
we select the hyper-parameters of the model using a 5-fold cross-validation. In order to increase the
accuracy of our procedure, for each fold we computed the score as an average across 4 sub-folds.
Each run used a different fold (from the remaining 4 folds) as the validation set and the other 3
as the training set. From this validation procedure, 50, 100 and 200 hiddenunits were selected
respectively for the MTurk, MajMin and Last.fm data sets and a learning rate of 0.01 for all data
sets. We also fixed a priori the number of iterations for approximating the gradients (for CD, MF
or LBP) to 10, and the number of MF or LBP iterations for approximatingp(y|x) to 20, to limit
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Figure 5: Comparison of the multilabel ClassRBM and with a multitask neural network (NNet) and
with single task logistic regression classifiers (LOG). Bars show the numberof labels
(tags) on which the ClassRBM is significantly better (>) or worse (<) than the baseline
in a two-sided paired t-test.

the hyper-parameter search space.5 Finally, we set to 0.9 the damping factor for LBP inference, but
other values were found to yield similar performances.

Figure 4 provides the performance of all possible combinations of approximations at training
and test time, on two data sets. The performance is evaluated in terms of retrieval performance using
the area under the ROC curve (AROC) (Cortes and Mohri, 2004).6 We measure the AROC for each
tag separately and use the average across tags and folds as an overallmeasure of performance.
As we see, contrastive divergence tends to outperform other approaches for training the ClassRBM,
either when mean field or loopy belief propagation is used at test time. Using thesame deterministic
inference at training and test time hence appears not to be optimal, with mean field being the worst
option.

We also compared the performance of the ClassRBM with two baselines. The first is a multitask
neural network (Caruana, 1997), which is among the best baselines for multitask learning. More-
over, a neural network makes for an interesting comparison because its prediction for the marginals
p(yc = 1|x) is also non-linear, but feedforward and non-recursive, unlike in theClassRBM. The
second baseline is a set of single task logistic regression classifiers (onefor each task). Though
previous work on these multitask data sets has instead considered single taskSVMs as a baseline
(Mandel et al., 2011a), we have found logistic regression classifiers tooutperform SVMs, hence we
use those here as the single task baseline.

The same model selection procedure was used to select the baselines’ hyper-parameters, namely
the learning rate (both baselines) and hidden layer size (neural networkbaseline only). Contrastive
divergence and loopy belief propagation was used in this comparison, for discriminative training.

5. We validated this choice for these hyper-parameters afterwards, based on the best learning rate and hidden layer
size found, and observed that while the performance increases with thenumber of iterations, the increase is not
considerable, especially when we account for the increase in training time.

6. This metric scores the ability of an algorithm to rank relevant examples in acollection above irrelevant examples. A
random ranking will achieve an AROC of approximately 0.5, while a perfect ranking will achieve an AROC of 1.0.
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Model MTurk (77) MTurk (27) Last.fm (100) Last.fm (70) MajMin (77)
ClassRBM 65.9 68.8 72.4 72.2 76.1
NNet 65.8 65.4 72.4 72.0 75.3
LOG 63.4 65.7 70.2 70.3 70.7

Table 7: Average AROC across labels as a percentage for each model on all multitask data sets.

We compared the ClassRBM in a head to head fashion with each baseline, andcomputed a two-
sided paired t-test across folds, per tag, to count the number of tags forwhich either model performs
significantly better than the other. As illustrated in Figure 5, the ClassRBM is a better classifier for
strictly more tags on all data sets when compared to the logistic regression approach and on 4 out
of 5 data sets when compared to the neural network (with a tie on the remaining data set). Finally,
Table 7 gives the absolute performance of the ClassRBM and the baselines.

10. Conclusion

We argued that RBMs can and should be used as stand-alone non-linearclassifiers alongside other
standard and more popular classifiers, instead of merely being considered as simple feature extrac-
tors. We considered different training strategies for the Classification RBM and evaluated them.
In particular, we highlighted the importance of combining generative and discriminative training
and we explored the impact of using different generative gradient estimators on the classification
performance of the ClassRBM. We also extended the range of situations where the ClassRBM can
be employed, by presenting learning algorithms tailored to settings where unlabeled data are avail-
able, where the input is sparse and very high-dimensional, as well as when multiple classification
problems must be solved.

By describing and establishing the ClassRBM as a “black box” classifier in itsown right, we
hope to make its use more accessible and stimulate research in how to adapt it to even more applica-
tion settings. As an illustration of this potential, we end by mentioning extensions ofthe ClassRBM
that have already been developed, since the first conference publication of this work (Larochelle
and Bengio, 2008). Gelfand et al. (2010) explored a different way of using the ClassRBM energy
function to perform classification, using a conditional herding learning algorithm. Memisevic et al.
(2010) investigated a variant of the ClassRBM with third-order (as opposed to pair-wise) interac-
tions between the input, target and hidden units. van der Maaten et al. (2011) developed an extension
for sequential classification problems with linear-chain interactions betweenthe sequence of targets,
while Mnih et al. (2011) considered other structured output prediction problems such as denoising.
Finally Louradour and Larochelle (2011) adapted the ClassRBM to problems where the inputx is a
set containing an arbitrary number of input vectors.
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Jérôme Louradour and Hugo Larochelle. Classification of sets using restricted Boltzmann ma-
chines. InProceedings of the Twenty-seventh Conference on Uncertainty in Artificial Intelligence
(UAI’11) (to appear).AUAI Press, 2011.

Michael I. Mandel and Daniel P. W. Ellis. A web-based game for collectingmusic metadata.Journal
of New Music Research, 37(2):151–165, 2008.

Michael I. Mandel, Douglas Eck, and Yoshua Bengio. Learning tags that vary within a song. In
Proceedings of the Eleventh International Conference on Music Information Retrieval (ISMIR),
pages 399–404, August 2010.

Michael I. Mandel, Razvan Pascanu, Douglas Eck, Yoshua Bengio, Luca M. Aiello, Rossano Schi-
fanella, and Filippo Menczer. Contextual tag inference.ACM Transactions on Multimedia Com-
puting, Communications and Applications, 7S(1):32:1–32:18, October 2011a.

Michael I. Mandel, Razvan Pascanu, Hugo Larochelle, and Yoshua Bengio. Autotagging music
with conditional restricted Boltzmann machines.ArXiv e-prints, March 2011b.

Andrew McCallum, Chris Pal, Gregory Druck, and Xuerui Wang. Multi-conditional learning: Gen-
erative/discriminative training for clustering and classification. InTwenty-first National Confer-
ence on Artificial Intelligence (AAAI’06). AAAI Press, 2006.

Roland Memisevic, Christopher Zach, Geoffrey Hinton, and Marc Pollefeys. Gated softmax classi-
fication. In J. Lafferty, C. K. I. Williams, J. Shawe-Taylor, R.S. Zemel, and A. Culotta, editors,
Advances in Neural Information Processing Systems 23 (NIPS’10), pages 1603–1611. Curran
Associates, 2010.

Andriy Mnih and Geoffrey E. Hinton. Three new graphical models for statistical language mod-
elling. In Zoubin Ghahramani, editor,Proceedings of the Twenty-fourth International Conference
on Machine Learning (ICML’07), pages 641–648. ACM, 2007.

Volodymyr Mnih, Hugo Larochelle, and Geoffrey E. Hinton. Conditional restricted boltzmann
machines for structured output prediction. InProceedings of the Twenty-seventh Conference on
Uncertainty in Artificial Intelligence (UAI’11) (to appear).AUAI Press, 2011.

Andrew Y. Ng and Michael I. Jordan. On discriminative vs. generativeclassifiers: A comparison
of logistic regression and naive bayes. In T.G. Dietterich, S. Becker, and Z. Ghahramani, editors,
Advances in Neural Information Processing Systems 14 (NIPS’01), pages 841–848, 2002.

Judea Pearl.Probabilistic Reasoning in Intelligent Systems:Networks of Plausible Inference. Mor-
gan Kaufmann, 1988.

Marco Pretti. A message-passing algorithm with damping.Journal of Statistical Mechanics: Theory
and Experiment, page P11008, 2005.

Ruslan Salakhutdinov and Geoffrey E. Hinton. Semantic hashing. InProceedings of the 2007
Workshop on Information Retrieval and applications of Graphical Models(SIGIR’07), Amster-
dam, 2007. Elsevier.

667



LAROCHELLE, MANDEL , PASCANU AND BENGIO

Rossano Schifanella, Alain Barrat, Ciro Cattuto, Benjamin Markines, and Filippo Menczer. Folks
in folksonomies: Social link prediction from shared metadata. InProceedings of the Third Inter-
national Conference on Web Search and Data Mining (WSDM’10), pages 271–280. ACM, Mar
2010.

Tanya Schmah, Geoffrey E. Hinton, Richard Zemel, Steven L. Small, and Stephen Strother. Genera-
tive versus discriminative training of RBMs for classification of fMRI images. In Daphne Koller,
Dale Schuurmans, Yoshua Bengio, and Leon Bottou, editors,Advances in Neural Information
Processing Systems 21 (NIPS’08), pages 1409–1416. Curran Associates, 2009.

Tijmen Tieleman. Training restricted Boltzmann machines using approximations to thelikelihood
gradient. In William W. Cohen, Andrew McCallum, and Sam T. Roweis, editors, Proceedings of
the Twenty-fifth International Conference on Machine Learning (ICML’08), pages 1064–1071.
ACM, 2008.

Tijmen Tieleman and Geoffrey Hinton. Using fast weights to improve persistentcontrastive di-
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Abstract

We present a data dependent generalization bound for a largeclass of regularized algorithms which
implement structured sparsity constraints. The bound can be applied to standard squared-norm
regularization, the Lasso, the group Lasso, some versions of the group Lasso with overlapping
groups, multiple kernel learning and other regularizationschemes. In all these cases competitive
results are obtained. A novel feature of our bound is that it can be applied in an infinite dimensional
setting such as the Lasso in a separable Hilbert space or multiple kernel learning with a countable
number of kernels.

Keywords: empirical processes, Rademacher average, sparse estimation.

1. Introduction

We study a class of regularization methods used to learn a linear function from a finite set of ex-
amples. The regularizer is expressed as an infimum convolution which involves a setM of linear
transformations (see Equation (1) below). As we shall see, this regularizer generalizes, depending
on the choice of the setM , the regularizers used by several learning algorithms, such as ridge re-
gression, the Lasso, the group Lasso (Yuan and Lin, 2006), multiple kernel learning (Lanckriet et al.,
2004; Bach et al., 2004), the group Lasso with overlap (Obozinski et al., 2009), and the regularizers
in Micchelli et al. (2010).

We give a bound on the Rademacher average of the linear function class associated with this
regularizer. The result matches existing bounds in the above mentioned cases but also admits a
novel, dimension free interpretation. In particular, the bound applies to the Lasso in a separable
Hilbert space or to multiple kernel learning with a countable number of kernels, under certain finite
second-moment conditions.

We now introduce some necessary notation and state our main results. LetH be a real Hilbert
space with inner product〈·, ·〉 and induced norm‖ · ‖. LetM be an at most countable set of sym-
metric bounded linear operators onH such that for everyx∈H, x 6= 0, there is some linear operator
M ∈M with Mx 6= 0 and that supM∈M |||M||| < ∞, where||| · ||| is the operator norm. Define the

c©2012 Andreas Maurer and Massimiliano Pontil.
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function‖·‖M : H→ R+∪{∞} by

‖β‖M = inf

{

∑
M∈M

‖vM‖ : vM ∈ H, ∑
M∈M

MvM = β

}

. (1)

It is shown in Section 3.2 that the chosen notation is justified, because‖·‖M is indeed a norm on the
subspace ofH where it is finite, and the dual norm is, for everyz∈ H, given by

‖z‖M ∗ = sup
M∈M

‖Mz‖ .

The somewhat complicated definition of‖·‖M is contrasted by the simple form of the dual norm.
As an example, ifH = R

d andM = {P1, . . . ,Pd}, wherePi is the orthogonal projection on the
i-th coordinate, then the function (1) reduces to theℓ1 norm.

Using well known techniques, as described in Koltchinskii and Panchenko (2002) and Bartlett
and Mendelson (2002), our study of generalization reduces to the search for a good bound on the
empirical Rademacher complexity of a set of linear functionals with‖·‖M -bounded weight vectors

RM (x) =
2
n
E sup

β: ‖β‖M≤1

n

∑
i=1

εi 〈β,xi〉 , (2)

wherex=(x1, . . . ,xn)∈Hn is a sample vector representing observations, andε1, . . . ,εn are Rademacher
variables, mutually independent and each uniformly distributed on{−1,1}.1 Given a bound on
RM (x) we obtain uniform bounds on the estimation error, for example using the following stan-
dard result (adapted from Bartlett and Mendelson 2002), where the Lipschitz functionφ is to be
interpreted as a loss function.

Theorem 1 Let X = (X1, . . . ,Xn) be a vector of iid random variables with values in H, let X be iid
to X1, let φ : R→ [0,1] have Lipschitz constant L andδ ∈ (0,1). Then with probability at least1−δ
in the draw ofX it holds, for everyβ ∈ R

d with ‖β‖M ≤ 1, that

Eφ(〈β,X〉)≤ 1
n

n

∑
i=1

φ(〈β,Xi〉)+L RM (X)+

√

9ln2/δ
2n

.

A similar (slightly better) bound is obtained ifRM (X) is replaced by its expectationRM =
ERM (X) (see Bartlett and Mendelson 2002).

The following is the main result of this paper and leads to consistency proofsand finite sample
generalization guarantees for all algorithms which use a regularizer of theform (1). A proof is given
in Section 3.3.

Theorem 2 Let x = (x1, . . . ,xn) ∈ Hn andRM (x) be defined as in (2). Then

RM (x) ≤ 23/2

n

√

sup
M∈M

n

∑
i=1

‖Mxi‖2









2+

√

√

√

√

√

√

ln





 ∑
M∈M

∑i ‖Mxi‖2

sup
N∈M

∑ j

∥

∥Nxj
∥

∥

2















≤ 23/2

n

√

n

∑
i=1

‖xi‖2M ∗

(

2+
√

ln
∣

∣M
∣

∣

)

.

1. Our definition coincides with the one in Bartlett and Mendelson (2002), while other authors omit the factor of 2. This
is relevant when comparing the constants in different bounds.
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The second inequality follows from the first one, the inequality

sup
M∈M

n

∑
i=1

‖Mxi‖2≤
n

∑
i=1

‖xi‖2M ∗ ,

a fact which will be tacitly used in the sequel, and the observation that everysummand in the
logarithm appearing in the first inequality is bounded by 1. Of course the second inequality is
relevant only ifM is finite. In this case we can draw the following conclusion: If we have an a
priori bound on‖X‖M ∗ for some data distribution, say‖X‖M ∗ ≤C, andX = (X1, . . . ,Xn), with Xi

iid to X, then

RM (X)≤ 23/2C√
n

(

2+
√

ln
∣

∣M
∣

∣

)

,

thus passing from a data-dependent to a distribution dependent bound.In Section 2 we show that
this recovers existing results (Cortes et al., 2010; Kakade et al., 2010; Kloft et al., 2011; Meir and
Zhang, 2003; Ying and Campbell, 2009) for many regularization schemes.2

But the first bound in Theorem 2 can be considerably smaller than the second and may be finite
even ifM is infinite. This gives rise to some novel features, even in the well studied case of the
Lasso, when there is a (finite but potentially large)ℓ2-bound on the data.

Corollary 3 Under the conditions of Theorem 2 we have

RM (x)≤ 23/2

n

√

sup
M∈M

∑
i

‖Mxi‖2
(

2+

√

ln
1
n ∑

i
∑

M∈M
‖Mxi‖2

)

+
2√
n
.

A proof is given in Section 3.3. To obtain a distribution dependent bound weretain the condition
‖X‖M ∗ ≤C and replace finiteness ofM by the condition that

R2 := E ∑
M∈M

‖MX‖2 < ∞. (3)

Taking the expectation in Corollary 3 and using Jensen’s inequality then gives a bound on the ex-
pected Rademacher complexity

RM ≤
23/2C√

n

(

2+
√

lnR2
)

+
2√
n
. (4)

The key features of this result are the dimension-independence and the only logarithmic dependence
onR2, which in many applications turns out to be simplyR2 = E‖X‖2.

The rest of the paper is organized as follows. In the next section, we specialize our results to
different regularizers. In Section 3, we present the proof of Theorem 2 as well as the proof of other
results mentioned above. In Section 4, we discuss the extension of these results to theℓq case.
Finally, in Section 5, we draw our conclusions and comment on future work.

2. We note that the numerical implementation and practical application of specific cases of the regularizer described
here have been addressed in detail in a number of papers. We recommend Baldassarre et al. (2012), Obozinski et al.
(2009) and Jenatton et al. (2011) and references therein for detailedinformation on such matters. We also refer to
Baraniuk et al. (2010) and Huang et al. (2009) for related work usinggreedy methods.
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2. Examples

Before giving the examples we mention a great simplification in the definition of thenorm ‖·‖M
which occurs when the members ofM have mutually orthogonal ranges. A simple argument, given
in Proposition 8 below shows that in this case

‖β‖M = ∑
M∈M

∥

∥M+β
∥

∥ ,

whereM+ is the pseudoinverse ofM. If, in addition, every member ofM is an orthogonal projection
P, the norm further simplifies to

‖β‖M = ∑
P∈M
‖Pβ‖ ,

and the quantityR2 occurring in the second moment condition (3) simplifies to

R2 = E ∑
P∈M
‖PX‖2 = E‖X‖2 .

For the remainder of this sectionX = (X1, . . . ,Xn) will be a generic iid random vector of data
points,Xi ∈ H, andX will be a generic data variable, iid toXi . If H = R

d we write(X)k for thek-th
coordinate ofX, not to be confused withXk, which would be thek-th member of the vectorX.

2.1 The Euclidean Regularizer

In this simplest case we setM = {I}, whereI is the identity operator on the Hilbert spaceH. Then
‖β‖M = ‖β‖, ‖z‖M ∗ = ‖z‖, and the bound on the empirical Rademacher complexity becomes

RM (x)≤ 25/2

n

√

∑
i

‖xi‖2,

worse by a constant factor of 23/2 than the corresponding result in Bartlett and Mendelson (2002),
a tribute paid to the generality of our result.

2.2 The Lasso

Let us first assume thatH = R
d is finite dimensional and setM = {P1, . . . ,Pd} wherePk is the

orthogonal projection onto the 1-dimensional subspace generated by thebasis vectorek. All the
above mentioned simplifications apply and we have‖β‖M = ‖β‖1 and‖z‖M ∗ = ‖z‖∞. The bound
onRM (x) now reads

RM (x)≤ 23/2

n

√

∑
i

‖xi‖2∞
(

2+
√

lnd
)

.

If ‖X‖∞ ≤ 1 almost surely we obtain

RM (X)≤ 23/2
√

n

(

2+
√

lnd
)

,

which agrees with the bound in Kakade et al. (2010) on the dominant term (see also Bartlett and
Mendelson 2002 and Meir and Zhang 2003).
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Our last bound is useless ifd ≥ en or if d is infinite. But whenever the norm of the data has
finite second moments we can use Corollary 3 and inequality (4) to obtain

RM (X)≤ 23/2
√

n

(

2+
√

lnE‖X‖22
)

+
2√
n
.

For nontrivial resultsE‖X‖2 only needs to be subexponential inn.
We remark that a similar condition to Equation (3) for the Lasso, replacing the expectation with

the supremum overX, has been considered within the context of elastic net regularization (De Mol
et al., 2009).

2.3 The Weighted Lasso

The Lasso assigns an equal penalty to all regression coefficients, whilethere may be a priori infor-
mation on the respective significance of the different coordinates. For this reason different weight-
ings have been proposed (see, for example, Shimamura et al. 2007). Inour framework an appro-
priate set of operators isM = {α1P1, . . . ,αkPk, . . .}, with αk > 0 whereα−1

k is the penalty weight
associated with thek-th coordinate. Then

‖β‖M = ∑
k

α−1
k |βk|

and
‖z‖M ∗ = sup

k
αk |zk| .

To further illustrate the use of Corollary 3 let us assume that the underlying spaceH is infinite
dimensional (that is,H = ℓ2(N)), and make the compensating assumption thatα∈H, that is∑k α2

k =
R2 < ∞. For simplicity we also assume that supk αk ≤ 1. Then, if‖X‖∞ ≤ 1 almost surely, we have
both‖X‖M ∗ ≤ 1 and∑k α2

k (X)2
k ≤ R2. Again we obtain

RM (X)≤ 23/2
√

n

(

2+
√

lnR2
)

+
2√
n
.

So in this case the second moment bound is enforced by the weighting sequence.

2.4 The Group Lasso

Let H =R
d and let{J1, . . . ,Jr} be a partition of the index set{1, . . . ,d}. We takeM ={PJ1, . . . ,PJr}

wherePJℓ = ∑i∈Jℓ Pi is the projection onto the subspace spanned by the basis vectorei . The ranges
of thePJℓ then provide an orthogonal decomposition ofR

d and the above mentioned simplifications
also apply. We get

‖β‖M =
r

∑
ℓ=1

‖PJℓβ‖

and
‖z‖M ∗ =

r
max
ℓ=1
‖PJℓz‖ .

The algorithm which uses‖β‖M as a regularizer is called the group Lasso (see, for example, Yuan
and Lin 2006). It encourages vectorsβ whose support lies the union of a small number of groupsJℓ
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of coordinate indices. If we know that‖PJℓX‖ ≤ 1 almost surely for allℓ ∈ {1, . . . , r} then we get

RM (X)≤ 23/2
√

n

(

2+
√

ln r
)

, (5)

in complete symmetry with the Lasso and essentially the same as given in Kakade etal. (2010). If
r is prohibitively large or if different penalties are desired for differentgroups, the same remarks
apply as in the previous two sections. Just as in the case of the Lasso the second moment condition
(3) translates to the simple formE‖X‖22 < ∞.

2.5 Overlapping Groups

In the previous examples the members ofM always had mutually orthogonal ranges, which gave
a simple appearance to the norm‖β‖M . If the ranges are not mutually orthogonal, the norm has a
more complicated form. For example, in the group Lasso setting, if the groupsJℓ cover{1, . . . ,d},
but are not disjoint, we obtain the regularizer of Obozinski et al. (2009), given by

Ωoverlap(β) = inf

{

r

∑
ℓ=1

‖vℓ‖ : (vℓ) jk = 0 if k /∈ Jℓ and
r

∑
ℓ=1

vℓ = β

}

.

If ‖PJℓXi‖ ≤ 1 almost surely for allℓ ∈ {1, . . . , r} then the Rademacher complexity of the set of
linear functionals withΩoverlap(β) ≤ 1 is bounded as in (5), in complete equivalence to the bound
for the group Lasso.

The same bound also holds for the class satisfyingΩgroup(β) ≤ 1, where the functionΩgroup is
defined, for everyβ ∈ R

d, as

Ωgroup(β) =
r

∑
ℓ=1

‖PJℓβ‖

which has been proposed by Jenatton et al. (2011) and Zhao et al. (2009). To see this we only
have to show thatΩoverlap≤Ωgroupwhich is accomplished by generating a disjoint partition{J′ℓ}

r
ℓ=1

whereJ′ℓ ⊆ Jℓ, writing β = ∑r
ℓ=1PJ′ℓ

β and realizing that
∥

∥

∥
PJ′ℓ

β
∥

∥

∥
≤ ‖PJℓβ‖. The bound obtained from

this simple comparison may however be quite loose.

2.6 Regularizers Generated from Cones

Our next example considers structured sparsity regularizers as in Micchelli et al. (2010). LetΛ be a
nonempty subset of the open positive orthant inR

d and define a functionΩΛ : Rd→ R by

ΩΛ (β) =
1
2

inf
λ∈Λ

d

∑
j=1

(

β2
j

λ j
+λ j

)

.

If Λ is a convex cone, then it is shown in Micchelli et al. (2011) thatΩΛ is a norm and that the dual
norm is given by

‖z‖Λ∗ = sup







(

d

∑
j=1

µjz
2
j

)1/2

: µj = λ/‖λ‖1 with λ ∈ Λ







.
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The supremum in this formula is evidently attained on the setE (Λ) of extreme points of the closure
of {λ/‖λ‖1 : λ ∈ Λ}. Forµ∈ E (Λ) let Mµ be the diagonal matrix whose diagonal entries are those
of the vectorµj and letMΛ be the collection of matricesMΛ =

{

Mµ : µ∈ E (Λ)
}

. Then

‖z‖Λ∗ = sup
M∈MΛ

‖Mz‖ .

ClearlyMΛ is uniformly bounded in the operator norm, so ifΛ is a cone andE (Λ) is at most
countable, then‖·‖Λ∗ = ‖·‖M ∗ , ΩΛ = ‖·‖M ∗ and our bounds apply. IfE (Λ) is finite andx is a
sample then the Rademacher complexity of the class withΩΛ (β)≤ 1 is bounded by

23/2

n

√

n

∑
i=1

‖xi‖2Λ∗
(

2+
√

ln |E (Λ)|
)

.

2.7 Kernel Learning

This is the most general case to which the simplification applies: Suppose thatH is the direct sum
H = ⊕ j∈JH j of an at most countable number of Hilbert spacesH j . We setM =

{

Pj
}

j∈J , where
Pj : H→ H is the projection onH j . Then

‖β‖M = ∑
j∈J

∥

∥Pjβ
∥

∥

and
‖z‖M ∗ = sup

j∈J

∥

∥Pjz
∥

∥ .

Such a situation arises in multiple kernel learning (Bach et al., 2004; Lanckriet et al., 2004) or the
nonparametric group Lasso (Meier et al., 2009) in the following way: One has an input spaceX and
a collection

{

K j
}

j∈J of positive definite kernelsK j : X ×X → R. Let φ j : X → H j be the feature
map representation associated with kernelK j , so that, for everyx, t ∈ X K j(x, t) = 〈φ j(x),φ j(t)〉 (for
background on kernel methods see, for example, Shawe-Taylor and Cristianini 2004).

Suppose thatx = (x1, . . . ,xn) ∈ X n is a sample. Define the kernel matrixK j = (K j(xi ,xk))
n
i,k=1.

Using this notation the bound in Theorem 2 reads

R ((φ(x1), . . . ,φ(xn)))≤
23/2

n

√

sup
j∈J

trK j

(

2+

√

ln
∑ j∈J trK j

supj∈J trK j

)

.

In particular, ifJ is finite andK j(x,x)≤ 1 for everyx∈ X and j ∈ J , then the the bound reduces to

23/2
√

n

(

2+
√

ln |J |
)

,

essentially in agreement with Cortes et al. (2010), Kakade et al. (2010) and Ying and Campbell

(2009). Our leading constant of 2
√

2 is slightly better than the constant of 2
√

23
22e, given by Cortes

et al. (2010).
For infinite or prohibitively largeJ the second moment condition now becomes

E ∑
j∈J

K j (X,X)< ∞.
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We conclude this section by noting that, for every setM we may choose a set of kernels such
that empirical risk minimization with the norm‖ · ‖M is equivalent to multiple kernel learning with
kernelsKM(x, t) = 〈Mx,Mt〉, M ∈M . To see this, choose, for everyM ∈M , φM(x) = Mx. Note
however, that this may yield an overparameterization of the problem. For example, the regularizers
in Section 2.6 can be reformulated as a multiple kernel learning problem, but thisrequiresd|E(Λ)|
parameters instead ofd.

3. Proofs

We first give some notation and auxiliary results, then we prove the results announced in the intro-
duction.

3.1 Notation and Auxiliary Results

The Hilbert spaceH and the collectionM are fixed throughout the following, as is the sample size
n∈ N.

Recall that‖·‖ and 〈·, ·〉 denote the norm and inner product inH, respectively. For a linear
transformationM : Rn→ H the Hilbert-Schmidt norm is defined as

‖M‖HS=

(

n

∑
i=1

‖Mei‖2
)1/2

where{ei : i ∈ N} is the canonical basis ofRn.
We use bold letters (x, X, ε, . . . ) to denoten-tuples of objects, such as vectors or random

variables.
Let X be any space. Forx = (x1, . . . ,xn) ∈ X n, 1≤ k≤ n andy∈ X we usexk←y to denote the

object obtained fromx by replacing thek-th coordinate ofx with y. That is

xk←y = (x1, . . . ,xk−1,y,xk+1, . . . ,xn) .

The following concentration inequality, known as the bounded differenceinequality (see McDi-
armid 1998), goes back to the work of Hoeffding (1963). We only need itin the weak form stated
below.

Theorem 4 Let F : X n→ R and write

B2 =
n

∑
k=1

sup
y1,y2∈X , x∈X n

(F (xk←y1)−F (xk←y2))
2 .

Let X = (X1, . . . ,Xn) be a vector of independent random variables with values inX , and letX′ be
iid to X. Then for any t> 0

Pr
{

F (X)> EF
(

X′
)

+ t
}

≤ e−2t2/B2
.

Finally we need a simple lemma on the normal approximation:

Lemma 5 Let a,δ > 0. Then
∫ ∞

δ
exp

(−t2

2a2

)

dt ≤ a2

δ
exp

(−δ2

2a2

)

.
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Proof For t ≥ δ/a we have 1≤ at/δ. Thus

∫ ∞

δ
exp

(−t2

2a2

)

dt = a
∫ ∞

δ/a
e−t2/2dt ≤ a2

δ

∫ ∞

δ/a
te−t2/2dt =

a2

δ
exp

(−δ2

2a2

)

.

3.2 Properties of the Regularizer

In this section, we show that the regularizer in Equation (1) is indeed a normand we derive the
associated dual norm. In parallel we treat an entire class of regularizers, which relates to‖·‖M
as theℓq-norm relates to theℓ1-norm. To this end, we fix an exponentq ∈ [1,∞]. The conjugate
exponent is denotedp, with 1/q+1/p= 1.

Recall that||| · ||| denotes the operator norm. We first state the general conditions on the setM

of operators.

Condition 6 M is an at most countable set of symmetric bounded linear operators on a real sepa-
rable Hilbert space H such that

(a) For every x∈ H with x 6= 0, there exists M∈M such that Mx6= 0

(b) supM∈M |||M|||< ∞ if q = 1 and∑M∈M |||M|||p < ∞ if q > 1.

Now we defineℓq(M ) to be the set of those vectorsβ ∈ H for which the quantity

‖β‖Mq
= inf







(

∑
M∈M

‖vM‖q
)1/q

: vM ∈ H and ∑
M∈M

MvM = β







is finite. If q= 1 we drop the subscript in‖ · ‖Mq
to lighten notation. Observe that the caseq= 1

coincides with the definition given in the introduction.

Theorem 7 ℓq(M ) is a Banach space with norm‖·‖Mq
, andℓq(M ) is dense in H. IfM is finite or

H is finite-dimensional, thenℓq(M ) =H. For z∈H the norm of the linear functionalβ∈ ℓq(M ) 7→
〈β,z〉 is

‖z‖Mq∗
=















sup
M∈M

‖Mz‖ , if q = 1,

(

∑
M∈M

‖Mz‖p
)1/p

, if q > 1.

Proof LetVq(M ) = {v : v= (vM)M∈M , vM ∈ H} be the set of thoseH-valued sequences indexed
byM , for which the function

v 7→ ‖v‖Vq(M ) =

(

∑
M∈M

‖vM‖q
)1/q

679



MAURER AND PONTIL

is finite. Then‖·‖Vq(M ) defines a complete norm onVq(M ), makingVq(M ) a Banach space. If

w= (wM)M∈M is anH-valued sequence indexed byM , then the linear functional

v∈ Vq(M ) 7→ ∑
M∈M

〈vM,wM〉

has norm

‖w‖Vq(M )
∗ =















sup
M∈M

‖MwM‖ , if q= 1,

(

∑
M∈M

‖vM‖p
)1/p

, if q> 1.

The verification of these claims parallels that of the standard results on Lebesgue spaces.
Now define a map

A : v∈ Vq(M ) 7→ ∑
M∈M

MvM ∈ H.

We have
‖Av‖ ≤ ∑

M∈M
|||M|||‖vM‖ .

By Condition 6(b) and Ḧolder’s inequalityA is a bounded linear transformation whose kernelK

is therefore closed, making the quotient spaceVq(M )/K into a Banach space with quotient norm

‖w+K ‖Q = inf
{

‖v‖Vq(M ) : w−v∈K
}

. The mapA induces an isomorphism

Â : w+K ∈ V q(M )/K 7→Aw∈ H.

The range of̂A is ℓq(M ) and becomes a Banach space with the norm
∥

∥Â−1(β)
∥

∥

Q. But

∥

∥Â−1(β)
∥

∥

Q = inf
{

‖v‖Vq(M ) : Â−1(β)−v∈K
}

= inf
{

‖v‖Vq(M ) : β = Av
}

= ‖β‖Mq
,

so‖.‖Mq
is a norm makingℓq(M ) into a Banach space.

Suppose thatw∈ H is orthogonal toℓq(M ). Let M0 ∈M be arbitrary and definev= (vM) by
vM0 = M0w andvM = 0 for all otherM. Then

0= 〈w,Av〉=
〈

w,M2
0w
〉

= ‖M0w‖2 ,
soM0 = 0. This holds for anyM0 ∈M , so Condition 6(a) implies thatw= 0. By the Hahn Banach
Theoremℓq(M ) is therefore dense inH. If M is finite orH is finite-dimensional, thenℓq(M ) is
also finite-dimensional and closed and thusℓq(M ) = H.

For the last assertion letz∈ H. Then

‖z‖M ∗
q

= sup
{

〈z,β〉 : ‖β‖Mq
≤ 1
}

= sup
{

〈z,Av〉 : ‖v‖Vq(M ) ≤ 1
}

= sup
{

〈A∗z,v〉 : ‖v‖Vq(M ) ≤ 1
}

= ‖A∗z‖Vq(M )
∗

= sup
M∈M

‖Mz‖ if q= 1 or

(

∑
M∈M

‖Mz‖p

)1/p

if q> 1.
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Proposition 8 If the ranges of the members ofM are mutually orthogonal then forβ ∈ ℓ1(M )

‖β‖M = ∑
M∈M

∥

∥M+β
∥

∥ ,

where M+ is the pseudoinverse of M.

Proof The ranges of the members ofM provide an orthogonal decomposition ofH, so

β = ∑
M∈M

M
(

M+β
)

,

where we used the fact thatMM+ is the orthogonal projection onto the range ofM. TakingvM =
M+β this implies that‖β‖M ≤∑M∈M ‖M+β‖. On the other hand, ifβ = ∑N∈M NvN, then, applying
M+ to this identity we see thatM+MvM = M+β for all M, so

∑
M∈M

‖vM‖ ≥ ∑
M∈M

∥

∥M+MvM
∥

∥= ∑
M∈M

∥

∥M+β
∥

∥ ,

which shows the reverse inequality.

3.3 Bounds for the ℓ1(M )-Norm Regularizer

We use the bounded difference inequality to derive a concentration inequality for linearly trans-
formed random vectors.

Lemma 9 Let ε = (ε1, . . . ,εn) be a vector of independent real random variables with−1≤ εi ≤ 1,
andε′ iid to ε. Suppose that M is a linear transformation M: Rn→ H.

(i) Then for t> 0 we have

Pr
{

‖Mε‖ ≥ E
∥

∥Mε′
∥

∥+ t
}

≤ exp

(

−t2

2‖M‖2HS

)

.

(ii) If ε is orthonormal (satisfyingEεiε j = δi j ), then

E‖Mε‖ ≤ ‖M‖HS. (6)

and, for every r> 0,

Pr{‖Mε‖> t} ≤ e1/r exp

(

−t2

(2+ r)‖M‖2HS

)

.
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Proof (i) DefineF : [−1,1]n→ R by F (x) = ‖Mx‖. By the triangle inequality

n

∑
k=1

sup
y1,y2∈[−1,1], x∈[−1,1]n

(F (xk←y1)−F (xk←y2))
2

≤
n

∑
k=1

sup
y1,y2∈[−1,1], x∈[−1,1]n

‖M (xk←y1−xk←y2)‖2

=
n

∑
k=1

sup
y1,y2∈[−1,1]

(y1−y2)
2‖Mek‖2

≤ 4‖M‖2HS.

The result now follows from the bounded difference inequality (Theorem 4).
(ii) If ε is orthonormal then it follows from Jensen’s inequality that

E‖Mε‖ ≤



E

∥

∥

∥

∥

∥

n

∑
i=1

εiMei

∥

∥

∥

∥

∥

2




1/2

=

(

n

∑
i=1

‖Mei‖2
)1/2

= ‖M‖HS.

For the second assertion of (ii) first note that from calculus we get(t−1)2/2− t2/(2+ r)≥−1/r
for all t ∈ R. This implies that

e−(t−1)2/2≤ e1/re−t2/(2+r). (7)

Since 1/r ≥ 1/(2+ r) the inequality to be proved is trivial fort ≤ ‖M‖HS. If t > ‖M‖HS then, using
E‖Mε‖ ≤ ‖M‖HS, we havet−E‖Mε‖ ≥ t−‖M‖HS> 0, so by part (i) and (7) we obtain

Pr{‖Mε‖ ≥ t} = Pr{‖Mε‖ ≥ E‖Mε‖+(t−E‖Mε‖)}

≤ exp

(

−(t−E‖Mε‖)2

2‖M‖2HS

)

≤ exp

(

−(t−‖M‖HS)
2

2‖M‖2HS

)

= exp

(

−(t/‖M‖HS−1)2

2

)

≤ e1/re−(t/‖M‖HS)
2/(2+r)

= e1/r exp

(

−t2

(2+ r)‖M‖2HS

)

.

We now use integration by parts, a union bound and the above concentration inequality to derive
a bound on the expectation of the supremum of the norms‖Mε‖. This is the essential step in the
proof of Theorem 2. It is by no means a new technique, in fact it appears many times in the book by
Ledoux and Talagrand (1991), but compared to the combinatorial approach by Cortes et al. (2010)
it seems more suited to the study of the problem at hand, and gives insights intothe fine structure of
the logarithmic factor appearing in bounds for Lasso-like methods.
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Lemma 10 Let M be an at most countable set of linear transformations M: Rn→ H and ε =
(ε1, . . . ,εn) a vector of orthonormal random variables (satisfyingEεiε j = δi j ) with values in[−1,1].
Then

E sup
M∈M

‖Mε‖ ≤
√

2 sup
M∈M

‖M‖HS

(

2+

√

ln
∑M∈M ‖M‖2HS

supM∈M ‖M‖2HS

)

.

Proof To lighten notation we abbreviateM∞ := supM∈M ‖M‖HS below. We now use integration by
parts

E sup
M∈M

‖Mε‖ =
∫ ∞

0
Pr

{

sup
M∈M

‖Mε‖> t

}

dt

≤ M∞ +δ+
∫ ∞

M∞+δ
Pr

{

sup
M∈M

‖Mε‖> t

}

dt

≤ M∞ +δ+ ∑
M∈M

∫ ∞

M∞+δ
Pr{‖Mε‖> t}dt,

where we have introduced a parameterδ ≥ 0. The first inequality above follows from the fact that
probabilities never exceed 1, and the second from a union bound. Now for anyM ∈M we can make
a change of variables and use (6), which givesE‖Mε‖ ≤ ‖M‖HS≤M∞, so that

∫ ∞

M∞+δ
Pr{‖Mε‖> t}dt ≤

∫ ∞

δ
Pr{‖Mε‖> E‖Mε‖+ t}dt

≤
∫ ∞

δ
exp

(

−t2

2‖M‖2HS

)

dt

≤ ‖M‖2HS

δ
exp

(

−δ2

2‖M‖2HS

)

,

where the second inequality follows from Lemma 9-(i), and the third from Lemma5. Substitution
in the previous chain of inequalities and using Hoelder’s inequality (in theℓ1/ℓ∞-version) give

E sup
M∈M

‖Mε‖ ≤M∞ +δ+
1
δ

(

∑
M∈M

‖M‖2HS

)

exp

( −δ2

2M 2
∞

)

. (8)

We now set

δ =M∞

√

√

√

√2ln

(

e
∑M∈M ‖M‖2HS

M 2
∞

)

.

Thenδ ≥ 0 as required. The substitution makes the last term in (8) smaller thanM∞/
(

e
√

2
)

, and

since 1+1/
(

e
√

2
)

<
√

2, we obtain

E sup
M∈M

‖Mε‖ ≤
√

2M∞



1+

√

√

√

√ln

(

e∑M∈M ‖M‖2HS

M 2
∞

)



 .
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Finally we use
√

lnes≤ 1+
√

lns for s≥ 1.

Proof of Theorem 2 Let ε = (ε1, . . . ,εn) be a vector of iid Rademacher variables. ForM ∈M we
useMx to denote the linear transformationMx : Rn→H given by(Mx)y = ∑n

i=1(Mxi)yi . We have

RM (x) =
2
n
E sup

β:‖β‖M≤1

〈

β,
n

∑
i=1

εixi

〉

≤ 2
n
E

∥

∥

∥

∥

∥

n

∑
i=1

εixi

∥

∥

∥

∥

∥

M ∗

=
2
n
E sup

M∈M
‖Mxε‖ .

Applying Lemma 10 to the set of transformationsM x =
{

Mx : M ∈M
}

gives

RM (x)≤ 23/2supM∈M ‖Mx‖HS

n

(

2+

√

ln
∑M∈M ‖Mx‖2HS

supM∈M ‖Mx‖2HS

)

.

Substitution of‖Mx‖2HS= ∑n
i=1‖Mxi‖2 gives the first inequality of Theorem 2 and

sup
M∈M

‖Mx‖2HS≤
n

∑
i=1

sup
M∈M

‖Mxi‖2 =
n

∑
i=1

‖xi‖2M ∗

gives the second inequality.

Proof of Corollary 3 From calculus we find thatt ln t ≥−1/e for all t > 0. ForA,B> 0 andn∈ N

this implies that

Aln
B
A
= n[(A/n) ln(B/n)− (A/n) ln(A/n)]≤ Aln(B/n)+n/e. (9)

Now multiply out the first inequality of Theorem 2 and use (9) with

A= sup
M∈M

n

∑
i=1

‖Mxi‖2 andB= ∑
M∈M

n

∑
i=1

‖Mxi‖2 .

Finally use
√

a+b≤√a+
√

b for a,b> 0 and the fact that 23/2/
√

e≤ 2.

4. The ℓq(M ) Case

In this section we give bounds for theℓq(M )-norm regularizers, withq> 1.
We give two results, which can be applied to cases analogous to those in Section 2. The first

result is essentially equivalent to Cortes et al. (2010), Kakade et al. (2010) and Kloft et al. (2011)
and is presented for completeness. The second result is not dimension free, but it approaches the
bound in Theorem 2 for arbitrarily large dimensions. The proofs are analogous to the proof of
Theorem 2.

Theorem 11 Let x be a sample andRMq
(x) the empirical Rademacher complexity of the class of

linear functions parameterized byβ with ‖β‖Mq
≤ 1. Then for1< q≤ 2

RMq
(x)≤ 2

n

(

1+
(π

2

)
1

2p√
p

)

√

n

∑
i=1

‖xi‖2M ∗
q
.
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The proof is based on the following

Lemma 12 Let M be an at most countable set of linear transformations M: Rn→ H and ε =
(ε1, . . . ,εn) a vector of orthonormal random variables (satisfyingEεiε j = δi j ) with values in[−1,1].
Then for p≥ 2

E





(

∑
M∈M

‖Mε‖p

)1/p


≤
(

1+
(π

2

)
1

2p√
p

)

(

∑
M∈M

‖M‖p
HS

)1/p

.

Proof We first note, by Jensen inequality, that

E





(

∑
M∈M

‖Mε‖p

)1/p


≤
(

E

[

∑
M∈M

‖Mε‖p

])1/p

. (10)

We rewrite the expectation appearing in the right hand side using integration by parts and a change
of variable as

E [‖Mε‖p] =
∫ ∞

0
Pr{‖Mε‖p > t}dt = Ap+ p

∫ ∞

0
Pr{‖Mε‖p > sp+Ap}sp−1ds (11)

whereA≥ 0. Next, we use convexity of the functionx 7→ xp, x≥ 0, which gives forλ ∈ (0,1)

(

λ
p−1

p s+(1−λ)
p−1

p A
)p
≤ λ

( s

λ1/p

)p
+(1−λ)

(

A

(1−λ)1/p

)p

= sp+Ap.

This allows us to bound

Pr{‖Mε‖p > sp+Ap} ≤ Pr
{

‖Mε‖p >
(

λ
p−1

p s+(1−λ)
p−1

p A
)p}

= Pr
{

‖Mε‖> λ
p−1

p s+(1−λ)
p−1

p A
}

. (12)

Combining Equations (11) and (12), choosingA = (1−λ)
1−p

p ‖M‖HS and making the change of

variablet = λ
p−1

p s, gives
∫ ∞

0
Pr{‖Mε‖p > t}dt ≤ (1−λ)1−p‖M‖p

HS+ pλ1−p
∫ ∞

0
Pr{‖Mε‖> ‖M‖HS+ t} t p−1dt

≤ (1−λ)1−p‖M‖p
HS+ pλ1−p

∫ ∞

0
t1−pe−t2/2‖M‖2HSdt

≤ (1−λ)1−p‖M‖p
HS+ pλ1−p‖M‖p

HS

√

π
2

pp/2−1

= ‖M‖p
HS

(

(1−λ)1−p+λ1−p

√

π
2

pp/2
)

where the second inequality follows by Lemma 9-(i) and the third inequality follows by a standard
result on the moments of the normal distribution, namely

∫ ∞

0
t p−1exp

(−t2

2

)

dt ≤
√

π
2
(p−2)!! ≤

√

π
2
(1·3· . . . · p−2)≤

√

π
2

pp/2−1.
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Summing both sides of Equation (13) overM we obtain that

E

[

∑
M∈M

‖Mε‖p

]

≤∑
M

‖M‖p
HS

(

(1−λ)1−p+λ1−p

√

π
2

pp/2
)

.

A direct computation gives that the right hand side of the above equation attains its minimum at

λ =
(π

2)
1

2p p
1
2

1+(π
2)

1
2p p

1
2

.

The result now follows by Equation (10).

Proof of Theorem 11 Let α = 1+
(π

2

) 1
2p
√

p. As in the proof of Theorem 2 we proceed using
duality and apply Lemma 12 to the set of transformationsM x =

{

Mx : M ∈M
}

,

RMq
(x) ≤ 2

n
E

∥

∥

∥

∥

∥

n

∑
i=1

εixi

∥

∥

∥

∥

∥

M ∗
q

=
2
n
E





(

∑
M∈M

‖Mxε‖p

)1/p




≤ 2α
n

(

∑
M∈M

‖Mx‖p
HS

)1/p

=
2α
n

√

√

√

√

√



 ∑
M∈M

(

n

∑
i=1

‖Mxi‖2
)p/2





2/p

≤ 2α
n

√

√

√

√

n

∑
i=1

(

∑
M∈M

(

‖Mxi‖2
)p/2

)2/p

=
2α
n

√

n

∑
i=1

‖xi‖2Mq∗
,

where the last inequality is just the triangle inequality inℓp/2.

One can verify that the leading constant in our bound is smaller than the one inCortes et al.
(2010) forp> 12. Note that the bound in Theorem 11 diverges forq going to 1 since in this casep
grows to infinity.

We conclude this section with a result, which shows that the bound in Theorem2 has a stability
property in the following sense: IfM is finite, then we can give a bound on the Rademacher com-
plexity of the unit ball inℓq(M ) which converges to the bound in Theorem 2 asq→ 1, regardless
of the size ofM . Only the rate of convergence is dimension dependent.

Theorem 13 Under the conditions of Theorem 11

RMq
(x)≤ 4

∣

∣M
∣

∣

1/p

n

√

sup
M∈M

∑
i

‖Mxi‖2
(

2+

√

ln∑
M

∑i ‖Mxi‖2

supN∈M ∑i ‖Nxi‖2

)

.

So, asq goes to 1,p→ ∞ and we recover the bound in Theorem 2 up to a small multiplicative
constant. The key step in the proof of Theorem 13 is the following
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Lemma 14 LetM be a finite set of linear transformations M:Rn→H andε= (ε1, . . . ,εn) a vector
of orthonormal random variables with values in[−1,1]. Then

E





(

∑
M

‖Mε‖p

)1/p
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∣
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∣

∣

1/p
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M∈M
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√
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)

.

Proof If t ≥ 0 and∑M ‖Mε‖p > t p, then there must exist someM ∈M such that‖Mε‖p > t p/
∣

∣M
∣

∣,

which in turn implies that‖Mε‖> t/
∣

∣M
∣

∣

1/p
. It then follows from a union bound that
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≤ exp

(

−t2

4
∣
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∣

∣

2/p‖M‖2HS

)

,

where we used the subgaussian concentration inequality Lemma 9-(ii) withr = 2. Using integration
by parts we have withδ≥ 0 that

E
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where the third inequality follows from Lemma 5 and the fourth from Hölder’s inequality. We now
substitute

δ = 2
∣

∣M
∣

∣

1/p
sup

M∈M
‖M‖HS

√

ln
e∑M ‖M‖2HS

supN∈M ‖N‖2HS

and use 1+1/e≤ 2 to arrive at the conclusion.

Proof of Theorem 13 Apply Lemma 12 to the set of transformationsM x =
{

Mx : M ∈M
}

. This
gives

E
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∑
M

‖Mxε‖p

)1/p


≤ 2
∣

∣M
∣

∣

1/p
sup

M∈M
‖Mx‖HS

(

2+

√
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∑M ‖Mx‖2HS
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)

.

We now proceed as in the proof of Theorem 11 to obtain the result.
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5. Conclusion and Future Work

We have presented a bound on the Rademacher average for linear function classes described by
infimum convolution norms which are associated with a class of bounded linear operators on a
Hilbert space. We highlighted the generality of the approach and its dimensionindependent features.

When the bound is applied to specific cases (ℓ2, ℓ1, mixed ℓ1/ℓ2 norms) it recovers existing
bounds (up to small changes in the constants). The bound is however more general and allows for
the possibility to remove the “logd” factor which appears in previous bounds. Specifically, we have
shown that the bound can be applied in infinite dimensional settings, providedthat the moment
condition (3) is satisfied. We have also applied the bound to multiple kernel learning. While in the
standard case the bound is only slightly worse in the constants, the bound is potentially smaller and
applies to the more general case in which there is a countable set of kernels, provided the expectation
of the sum of the kernels is bounded.

An interesting question is whether the bound presented is tight. As noted in Cortes et al. (2010)
the “logd” is unavoidable in the case of the Lasso. This result immediately implies that our bound
is also tight, since we may chooseR2 = d in Equation (3).

A potential future direction of research is the application of our results in thecontext of spar-
sity oracle inequalities. In particular, it would be interesting to modify the analysis in Lounici et
al. (2011), in order to derive dimension independent bounds. Anotherinteresting scenario is the
combination of our analysis with metric entropy.
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Abstract

We propose a novel model for meta-generalisation, that is, performing prediction on novel tasks
based on information from multiple different but related tasks. The model is based on two cou-
pled Gaussian processes with structured covariance function; one model performs predictions by
learning a constrained covariance function encapsulatingthe relations between the various training
tasks, while the second model determines the similarity of new tasks to previously seen tasks. We
demonstrate empirically on several real and synthetic datasets both the strengths of the approach
and its limitations due to the distributional assumptions underpinning it.

Keywords: transfer learning, meta-generalising, multi-task learning, Gaussian processes, mixture
of experts

1. Introduction

The central problem of supervised learning isgeneralisation, learning input/ output relations from
training data that, when applied to unseen test data, will give good performance (in terms of an
appropriate loss function). A common assumption underlying many supervised learning algorithms
is that the training and testing data distribution are the same, which allows them to make predictions
of future instances of the problem at hand. On the other hand, in the complex world that we live
in we are usually faced with unseen but similar problems, situations which humanintelligence
handles by adaptively taking decisions on the new tasks using knowledge from similar tasks. In this
direction,Transfer learning(TL) has emerged as a framework to handle situations where there are
multiple but related problems to be solved. The term TL is used here in its broader sense, to cover
more specific areas of research such as domain adaptation, co-variate shift, sample selection bias,
self-taught learning, and multi-task learning. One of the main differences between these subfields
of TL lies in the availability of outputs (labels) for input data in the various tasks, no matter if it
is a regression or classification problem (Arnold et al., 2007). For example, the situation where
labels are available for all tasks is tackled by multi-task learning, which synergistically solves the
learning problem in all tasks simultaneously (Caruana, 1997; Bakker andHeskes, 2003; Ando and
Zhang, 2005). Domain adaptation (Daumé III and Marcu, 2006; Dauḿe, 2007; Crammer et al.,
2008; Mansour et al., 2009; Pan et al., 2009), co-variate shift (Sugiyama et al., 2007; Storkey and
Sugiyama, 2007; Bickel et al., 2009), and sample selection bias (Huang etal., 2007) are settings
appropriate for problems where labels are only available for a task that is similar to the task that we
wish to make predictions in (target task). Contrary to domain adaptation, and sample selection bias,
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self-taught learning (Raina et al., 2007) is a setting where labeled data areavailable for the target
task, but the learning algorithm wishes to also use unlabelled data from a source task to improve
performance. In its own right, self-taught learning is distinguishable fromsemi-supervised learning
(Chapelle et al., 2006), where labelled and unlabelled data are assumed to come from the same
task. The purpose of all these TL approaches is to enhance the generalisation power of a specific
algorithm by leveraging related (but different) knowledge from multiple tasks. In particular, it is
generally assumed that at least the input data for the target task will be availableduring the learning,
so that a measure of similarity between the training and target tasks can be estimated.

The question that we wish to raise in this work is whether the notion of generalisation can be
extended to the level of tasks as a form ofmeta-generalisation. Meta-generalisation is a concept
introduced in Baxter (2000), where the author argues whether a transfer learning algorithm can gen-
eralise well on totallyunseentasks after seeing sufficiently manysource(or training) tasks. We
emphasize that this is much more than a theoretically interesting question. Our motivating example
is a strongly applied one: we wish to create an automated diagnosis tool that can accommodate
variability among patients, so that, once trained on a sufficient number of patients, it can gener-
alise to new patients. In his work Baxter (2000) derives bounds on the generalisation error of this
problem in terms of a generalised VC-dimension parameter, as well as commentsthat the number
of source tasks and examples per task required to ensure good performance on novel tasks has to
be sufficiently large. While Baxter (2000) derives an algorithm to select asubset of features to
perform multi-task learning based on Neural Networks (NN), his work is more on the theoretical
side as no experimental results are presented. Besides that, the model proposed in this work needs
to be retrained in case a new target task arrives in order to learn a small number of task dependent
parameters.

One way to approach meta-generalising is through domain adaptation, by training a model on
the data of the source and the target set of tasks (Ben-David et al., 2007). This type of approach,
as well as the model proposed in Baxter (2000), are essentially trained in atransductive way, as the
algorithm is able to make predictions only on the test tasks that is trained on, or needs to be re-
trained in case a new task arrives. Obviously, the performance and the success of domain adaptation
algorithms depends strongly on certain assumptions, with most important the similarity between the
target and the source distribution (Ben-David et al., 2010). Clearly, if these assumptions are violated
then the success of these algorithms is doubtful.

The problem of sampling the space of tasks to make predictions on totally unseen tasks in the
inductive setting, which is the exact analog of generalising in the level of tasks, to the best of our
knowledge has not been specifically addressed. As we mentioned before, TL is separated into dif-
ferent sub-categories based on the level of supervision on the targettask. Hence, multi-task learning
can be seen as anInductiveTL algorithm since input data and labels are available for all the tasks
that we wish to make predictions. On the other end, settings like to Domain adaptation, Covariate
shift or Sample selection bias, can be viewed as a form ofTransductiveTL since the algorithm can
exploit only the input distribution of the target task they want to make predictions (Arnold et al.,
2007). On this basis, meta-generalising can be considered as a form ofUnsupervisedTL, since the
learning algorithm does not have any exploitable information about the target tasks during training
. Note, that this classification of TL algorithms is different from the one employed in Pan and Yang
(2010), where unsupervised TL encapsulates problems like dimensionalityreduction, density esti-
mation, or clustering but in situations where multiple tasks are involved, but is in agreement with
the taxonomy of TL algorithms introduced in Arnold et al. (2007).
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In this paper we investigate the use of coupled Gaussian process models to address this problem.
The model uses a multi-class Gaussian process for assigning probabilistically unseen tasks to source
tasks (determining task responsibilities), and then uses a multi-task Gaussian process (Bonilla et al.,
2008) to perform prediction in individual tasks. Extensive testing on real and simulated data shows
the promise of the model, as well as giving insight on the underlying assumptions.

The rest of the paper is organised as follows: in Section 2 we formally define the meta-
generalising problem, emphasizing the main assumptions and highlighting the important special
case offully observed tasks. In Section 3 and 4 we present our model and the inference methodol-
ogy used. We present our empirical results in Section 5, and we finish in Section 6 by discussing the
merits of our model in the context of the wider literature in transfer learning and meta-generalisation.

2. Meta-generalising

In this section, we formally state the problem of meta-generalising, while we introduce the notation
that will be used throughout this paper unless specified otherwise. For simplicity, we concentrate
on binary classification problems within each task, while we note that the same formalism applies
to regression and multi-class classification problems.

In a meta-generalising scenario the learner is provided with a set of source tasksTS =
{T s

1 , . . . ,T
s

M} which are used for training the model; testing is then performed on a set of target
tasksTT = {T t

1 , . . . ,T
t

H}. Each of theM source tasks will contain a training set of input/ output
pairs(x,y), while data from any of theH target tasks are hidden. For later convenience, we will
define the whole training set across tasks as a set of triplesTs = {xs

i ,y
st
i ,y

sx
i }

Ns

i=1, wherexs
i ∈ R

d is
the input feature vector,ysx

i ∈ {−1,+1} are the class labels, andyst
i ∈ {1, . . . ,M} is the source task

label indicating to which task the input/ output pair pertains, andNs = ∑M
j=1ns

j is the total number
of training pairs wherens

j is number of data points from thej th source task. Moreover, we will

write Xs
j = {xs

i j}
ns

j

i=1 to denote the total item set of thej th source task, whileysx
j = {ysx

i j }
ns

j

i=1 and

yst
j = {yst

i j}
ns

j

i=1 will be used to denote all class and task labels from thej th source task. In the rest of
the paper subscriptj will be used to refer to tasks, and subscripti to data points.

Each of theH target tasksT t
j will consist of a setXt

j = {xt
i j}

nt
j

i=1 of input points, wherent
j is

number of data points from thej th target task and both types of labels are missing. Likewise, the
total number of test points will be denoted byNt = ∑M

j=1nt
j . For reasons that will become clear later

on, it is further assumed that for each target task data pointxt
j there is information that it comes

from the j th target task, but there is no knowledge with which of the source tasks is moresimilar.
Note that each source task training inputxs

i is assigned two types of labels. This implies supervision
in both the levels of the tasks and the data, throughyst andysx respectively; task labelsyst indicate
from which of the source task a specific data point comes from, as a form of meta-level information,
and class labelsysx indicate to which class inside the task the data point belongs to, as a form of
inter-task information.

Meta-generalisation, as all machine learning methods, relies on certain assumptions. We con-
centrate on two basic assumptions; the first one is thesimilarity of the distributionof the target task
with at least one of the source tasks, while the second one is the agreementbetween the labels of
the distributions termed aslow-error joint prediction(Ben-David et al., 2010). Differently from
Ben-David et al. (2010), we will define thelow-error joint predictionbetween a source and a target
task as the errorλe between their predictive functionsfs and ft respectively, evaluated at the union
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of the source and the target setsX = Xs∪Xt , with N = Ns+Nt . Hence, the errorλe will be given
by,

λe =
N

∑
i=1

| ft(xi)− fs(xi)|,

wherexi ∈X. Intuitively, if the errorλe is large then there is a disagreement between the labels of the
source and target tasks distribution. Also note that, in a multi-task scenario theparameterλe can be
computed by training two separate models under the same learning framework (e.g., NN, GPs, etc)
since labeled data are available for both the source and target task. Thus, the predictive functions
of the source and target task can be estimated separately andλe can also be used as an empirical
measure of the relatedness of the two tasks. Conversely, in the scenariosof meta-generalising and
domain adaptation one has toassumethat the errorλe will be low, since labels are available only
for the source tasks. If one of these assumptions is not valid, then meta-generalisation can not be
expected to guarantee success.

We now give a formal definition of meta-generalising.

Definition 1 Given a set of source tasksTS and a set of target tasksTT , meta-generalising is an
inductive inference method that aims at making predictions on the set of target tasks by sampling
the space of source tasks .

We further define two possible scenarios: in thefully observed taskscase, we assume that the
similarity of the distribution assumption is perfectly met, so that the data generating distribution of
the target task is the same as that of one of the source tasks (but we do notknow which one). This
assumption is relaxed in thepartially observed tasksscenario, where we still assume similarity of
the distribution but we do not necessarily have identity.

The meta-generalising setting implies that there is hierarchical structure in the problem. The
data of each task are on the base level and the distribution of the tasks is on the meta level. Hence,
it is intuitive that mechanisms are required to

1. Model the distribution of the data of each task, and the distribution of the source tasks (corre-
lation between tasks).

2. Infer the level of correlation between the target task and the source tasks.

The first prerequisite leads us to multi-task learning, as many approaches offer mechanisms to
model both the data and the task distribution (Bakker and Heskes, 2003; Yuet al., 2005; Ando
and Zhang, 2005; Xue et al., 2007; Argyriou et al., 2008; Bonilla et al., 2008; Dauḿe III, 2009).
Following the multi-task route, informally speaking, the second prerequisite canbe translated as
the problem of which of theM outputs of the multi-task classifier to select to make predictions for
the target task. In some cases, task-descriptor features may be available, giving a direct measure of
task similarity. In this work, we are interested in the general case where no reliable task descriptor
features are available; we will then learn similarities between tasks through adistribution matching
pursuit.

Another way of approaching the problem of meta-generalisation is throughthe framework of
mixtures of experts(ME) (Jacobs et al., 1991; Waterhouse, 1997), under which a biggerlearn-
ing problem is broken down to smaller subproblems that are handled by individual experts. The
underlying assumption of this framework is that the data are generated by different processes (Wa-
terhouse, 1997, Ch. 2), an assumption that can also be made in the multi-task setting about the
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data generating mechanism of each task; under the ME framework each expert is used to model
the data generating process of each subproblem. These experts are then combined through a gating
network that models the responsibilities of the experts on each data partition. Hence, attacking the
meta-generalisation problem through the ME framework can be seen as an unsupervised alternative
method to that problem, that does not use the information about the origins of each task (the source
task labels) but instead allows the algorithm to automatically infer the data partitionsand the regions
of expertise of each expert. Therefore the ME approach is in direct connection to multi-task learning
and meta-generalisation in which cases the experts are equivalent to the tasks, and this framework
could be used as a rough lower bound on the performance of a multi-task classifier. Note though
that in principle it would be desirable to be able to automatically infer the number ofexperts as in
Rasmussen and Ghahramani (2001) which can be seen as a similar mechanism of finding cluster of
tasks, in contrast with the method of ME with GPs in Tresp (2000) where the number of experts had
to be knowna priori.

3. A Model for Meta-generalisation

Having identified the nature of the problem, we now propose a model for meta-generalising. The
model builds upon the multi-task learning framework of Bonilla et al. (2008) which is able to capture
the dependencies between the data and the tasks. In addition, we employ a classifier over the tasks
to learn the task labels (from which task each data point comes from). Both ofthose two learning
mechanisms, multi-task setting and classification of the tasks, are modeled by Gaussian Processes
(GPs), which are coupled by sharing a common hyper-prior. In the restof this section, we first give
a short introduction to GPs and we review multi-task learning with GPs of Bonilla et al. (2008), we
then present the model for meta-generalising, and finally we describe howto make predictions on
new tasks.

3.1 Multi-task Learning with Gaussian Processes

Gaussian processes (Rasmussen and Williams, 2005) provide a flexible modelling framework for
supervised learning which has become increasingly popular in recent years. A Gaussian Process
is a probability distribution over functionsf , where the joint distribution of function evaluations
over a finite set of inputs is a multivariate Gaussian distribution. At core of theGP prediction is the
covariance functionor kernel, parameterised byθx, that models the output covariance at different
pairs of input points, and in essence acts as a measure of similarity between different input locations.
In order for a covariance function to be valid it has to be positive semidefinite, and has to satisfy
Mercer’s theorem (Rasmussen and Williams, 2005).

In a multi-task scenario the interest lies in learningM related functionsf j , j = 1, . . . ,M, from
training dataxi j , yi j , i = 1, . . . ,n j , with x ∈ R

d, andn1+ . . .+nM = N. In the following of this
section, data points from taskj will be denoted byXj = [x1 j , . . . ,xn j j ] andX = [X1, . . . ,XM] will be
used to denote the set of all data points. Focussing on a regression problem for simplicity, the noise
model will be given by

yi j = f j(xi j )+ ε j , with ε j ∼N (0,σ2
j ), (1)

whereyi j (xi j ) denotes theith output (input) of thej th task. We note that each input point hasM func-
tion values associated with it (one per task); thiscomplete set of responseswill rarely be observed in
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practice, but function values corresponding to unobserved values can easily be marginalised using
the consistency of GPs

The multi-task model of Bonilla et al. (2008), which has been known in the geo-statistics com-
munity as the “Intrinsic Model of Coregionalization” (IMC) (Cressie, 1993), can be elegantly re-
covered from the theory of matrix variate distributions (Gupta and Nagar, 2000). Define the vector
f by stacking the columns ofF = [f1 . . . fM] into a single vector,f = vec(F), wheref j ∈ R

N×1 is the
column vector of all latent functions evaluations of taskj. Then theprobability density functionof
matrixF will be given by:

(2π)−
1
2NM|K t |−

1
2N|K x|−

1
2M exp

{

−
1
2

trace
(

(

K t)−1F(K x)−1FT
)

}

, (2)

whereK t ∈ R
M×M andK x ∈ R

N×N (Gupta and Nagar, 2000). This configuration implies that the
matrix K t models the correlations between the vectorsf j , that is, the tasks in the multi-task view,
andK x models the correlations between each element of vectorsf j . In the GP framework, this corre-
lation between function evaluations at different input points is captured bythe covariance function.
Then, by using some matrix algebra involving the vec and Kronecker operator, Equation (2) can be
written in the form Bonilla et al. (2008) proposed,

p(f|X) = GP (0,K t ⊗K x).

Employing this type of prior for the latent functionsf the noise model for the regression problem
stated in equation (1) becomes,p(y|f) =N (f,D⊗ I), whereD ∈ RM×M is diagonal withD j j = σ2

j

andI ∈ R
N×N is the identity matrix.

The key element of this formulation is the task covariance matrixK t which reflects the task
correlations. For example, ifK t was fixed to the identity matrix, then all tasks would be indepen-
dent but they would still share the same hyperparameters of the covariance function. Of course,
one of the main goals of multi-task learning is to learn these task dependencies.Bonilla et al.
(2008) approached this problem by parameterizing the task covariance matrix, with parametersθt ,
always retaining positive definite restrictions, and treating these parameters as hyperparameters to
be learned. Positive definite guarantees were achieved, by parameterizing a lower triangular matrix
L to employ the Cholesky factorizationK t = LLT . Most importantly, parameters related to the data
covariance function or the task covariance matrix can be learned in the standard GP formulation, by
maximizing the marginal likelihoodp(y|X) =

∫
p(y|f)p(f|X)df.

3.2 Model

In this section we describe the Coupled Multi-Task Multi-Class (CMTMC) modelwe propose for
meta-generalisation. The objectives of the model are first to model the dependencies between the
tasks, and second to assign unseen tasks to source tasks by finding tasksimilarities. The first ob-
jective is met through the Multi-task part of the model, while the second is achieved through the
Multi-class classifier. Figure 1 shows the graphical model of the CMTMC classifier. In this subsec-
tion we usex, yt

, andyx to refer toxs
, yst

, andysx to keep the notation light, since in the learning
phase only source tasks are involved. Therefore, notation introducedin Section 3.1 applies here.
Moreover, from Section 2 we have thatyt ∈ {1, . . . ,M} andyx ∈ {−1,+1} as the task and class
labels respectively. Since both class and task prediction are effectivelyclassification models, we
choose the probit and multinomial probit models as noise models respectively.Following Albert
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Figure 1: Coupled Multi-Task Multi-Class (CMTMC) model. Variablesf andg are the two sets of
GPs for the multi-task and multi-class classifiers respectively, whereas variableshx and
ht denote the auxiliary variables of the two classifiers; (a) graphical representation of the
training phase, (b) graphical representation of Meta-generalising.

and Chib (1993), we define two sets of auxiliary variablesht = vec(Ht), andhx = vec(Hx), which
as shown later on enables the multinomial and the binary probit model respectively. For later con-
venience, we will be usinght

j andht
n to denote thej th column andnth row of matrixHt .

Figure 1 shows that there are two directed channels of variables. The upper channel, with
variablesCt = {g,ht

,yt}, is responsible for learning the task labels, thus from which task each data
point comes from, while the lower channel, with variablesCx = {f,hx

,yx}, learns to classify the
data points inside every task and to find task correlations, through the standard multi-task classifier.

Thus, there are two sets of Gaussian Processes. The first one is responsible for the classification
over the tasksg|X,θx ∼ GP (0, I ⊗K x), whereg= vec(G), G = [g1, . . . ,gM], andg j ∈ R

N×1. The
second one is responsible for the multi-task classificationf|X,θx

,θt ∼ GP (0,K t ⊗K x), where as
stated before variablesθx and θt are used to denote the hyperparameters of the data covariance
function and task matrix respectively. As in the multi-class case we will have that f = vec(F), where
F = [f1, . . . , fM] andf j ∈ R

N×1. In the rest of the paper we will writeK x to denote the covariance
matrix between all data pointsX, unless specified otherwise. Moreover,I andK t will be M ×M,
where the identity matrix in the multi-class case implies independence between the classes, thus
g j |X,θx ∼GP (0,K x). The key objective is to learnM functionsg j for the multi-class classifier and
M related functionsf j for the multi-task classifier.

Note that the data covariance matrixK x is shared by both sets of processesg and f. This is
graphically illustrated by the fact that the node of hyperparametersθx is connected to both latent
functions; thus, the multi-class and the multi-task classifier share the same hyperparameter space
for θx. The multi-class classifier is restricted to have the same covariance function across the classes
in contrast with the standard model for multi-class classification with GPs, whichin principle al-
lows you to use different covariance functions across classes. In fact, the CMTMC model could be
decoupled into two separate classifiers with different sets of hyperparametersθx between the two
processesf andg. Seemingly, this decoupling would result in a more flexible model, but prelim-
inary experiments with both models, the CMTMC and the decoupled model, has shown that this

697



SKOLIDIS AND SANGUINETTI

restriction does not affect the performance. In contrast, it reduces dramatically the computational
cost since the hyperparameters of the data covariance function need to be estimated only one time.

The probit model is enabled in both channels by a standardized normal noise model over the
auxiliary variables,ht

i j |gi j ∼ N (gi j ,1), andhx
i | fi ∼ N ( fi ,1) (Albert and Chib, 1993; Csató et al.,

2000; Girolami and Rogers, 2006; Skolidis and Sanguinetti, 2011). The relationship between out-
putsyt andyx and auxiliary variablesht , andhx is deterministic and will be given by:

yt
i = j if ht

ji = max
1≤k≤M

{ht
ki},

p(yx
i |h

x
i ) =

{

δ(hx
i )δ(yx

i ) if yx
i =+1

δ(−hx
i )δ(−yx

i ) if yx
i =−1

,

whereδ is one if its argument is positive and zero otherwise, which completes the specification of
the model.

3.2.1 INFERENCE

Classification problems imply non-Gaussian noise models, which make inference intractable. To
address this intractability, we adopt a variational approximate treatment to the problem, as it is
computationally more efficient than sampling-based methods while retaining a reasonable accuracy
in empirically approximating posterior marginals.1 For a comprehensive comparison between these
approximations for GP multi-class classification, and on the multinomial probit model the interested
reader in referred to Girolami and Rogers (2006). The dependenciesof the random variablesΘ =
{g,ht

, f,hx} are depicted graphically in Figure 1.a and are summarized in the joint likelihood of the
CMTMC model as:

p(yt
,yx

,Θ|θx
,θt

,X) = p(yt |ht)p(ht |g)p(g|θx
,X)p(yx|hx)p(hx|f)p(f|θx

,θt
,X).

Variational methods approach this problem by approximating the joint posterior of the latent
variablesΘ within a family of tractable distributions; in our case, we will approximate the joint pos-
terior as a factored distributionp(Θ|yt

,yx
,X,θt

,θx)≈ Q(Θ) = ∏i=1Q(Θi) = Q(g)Q(ht)Q(f)Q(hx).
Minimizing the Kullback-Leibler divergence between the approximating and thetrue distribution is
equivalent to maximizing the following lower bound on the marginal likelihood

logp(yt
,yx|X,θx

,θt)≥
∫

Q(Θ) log
p(yt

,yx
,Θ|X,θx

,θt)

Q(Θ)
dΘ, (3)

which is found by applying Jensen’s inequality (MacKay, 2003). Standard results show that the
distributions that maximize the lower bound are given by

Q(Θi) =
exp(EQ(Θ\Θi){log p(yt

,yx
,Θ|X,θt

,θx)})∫
exp(EQ(Θ\Θi){log p(yt

,yx
,Θ|X,θt

,θx)})dΘi

whereQ(Θ\Θi) denotes the factorized distribution with theith component removed. Inference and
learning are performed in a variational EM algorithm: the E-step computes the variational posteri-
ors on the variablesΘ, and the M-step optimizes the hyperparametersθt

,θx given the expectations

1. Another setting for approximate inference producing comparable results with the Variational approach that could
have been employed is the EP approximation (Opper and Winther, 2000; Minka, 2001; Rasmussen and Williams,
2005); this has also been extended to the multi-class classification scenarioin Girolami and Zhong (2007).
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computed in the previous step. At each (E or M) iteration the variational lowerbound,L(Q) (given
in Appendix B Equation (15)), provably increases (or at worst remainsunchanged), and these two
steps are repeated until convergence.2 We now briefly summarize the calculations needed to perform
the E and M steps. The pseudo-algorithm of the training of the CMTMC model isgiven in Algo-
rithm 3.2.1. We omit any details and emphasize only the occurrence of the special form covariance
function we employ; fuller details can be found in Appendices A, and B.

E-step. The approximate posteriors for the multi-class classifier will be given by,

Q(g) =
M

∏
j=1

Ng j (g̃ j ,Σ
g), (4)

Q(ht) =
N

∏
n=1

N
yt

n
ht

n
(g̃n, I), (5)

whereΣg=
(

I +(K x)−1
)−1

=K x (I +K x)−1, g̃ j =Σ
gh̃t

j , andN yt
n

ht
n
(g̃n, I) denotes an M-dimensional

Gaussian distribution truncated such that jth dimension has the largest value if yt
n = j. In the lower

channel, the approximate posteriors for the multi-task classifier will be givenby,

Q(f) =Nf(f̃,Σ f ), (6)

Q(hx) =
NM

∏
i=1

(

f̃i +yx
i

N f̃i (0,1)

Φ(yx
i f̃i)

)

, (7)

where f̃ = Σ
f h̃x, andΣ

f = K t ⊗K x(I +K t ⊗K x)−1 and the tilde notation in the above random
variables denotes posterior expectation, that is,t̃(α) = EQ(α){t(α)}; more details can be found in
Appendix A.

M-step. The M-step optimises the lower bound with respect to the hyperparametersθx andθt .
This is performed by gradient descent; computation of the gradients of the lower bound given in
Equation (3) are somewhat intricate and are given in Appendix B.

Algorithm 1 CMTMC model - Training
1: Inputs : Xs

j , ysx
j , yst

j for j = 1, . . . ,M
2: Sample parametersg,ht

, f,hx from prior
3: Initialise hyper-parametersθx

,θt

4: repeat
5: E-step
6: ComputeQ(g) andQ(ht) for MC-classifier, Equations (4),(5)
7: ComputeQ(f) andQ(hx) for MT-classifier, Equations (6),(7)
8: M-step
9: Optimize hyperparametersθx

,θt , Equations (16), (16)
10: Compute Lower-bound on log-marginal likelihood, Equation(15)
11: until convergence

2. In practice, estimation of the convergence of the EM algorithm was inferred when the increase between iterations
was zero or smaller than a very small constant.
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3.3 Prediction on Novel Tasks

While in the previous section we described how to train the model on training datafrom the source
tasks, we now describe how to perform predictions on unseen target tasks. We adopt a mixture of
experts type approach; in these networks, multiple outputs are combined andweighted according
to the responsibilities they have on a certain prediction task. In a similar manner,the multi-task
classifier of the CMTMC model can be seen as a multi-output predictor, and the classifier over the
task labels (multi-class) can be used to infer the responsibilities of the outputs of the multi-task
classifier, since it produces posterior probabilities of task memberships. Then predictions on novel
tasks are computed according to

p(yf∗ =+1|x∗,X,yt
,yx) =

M

∑
j=1

p(yx∗
j =+1|x∗,yt∗

,X,yx)p(yt∗
j |x

∗
,X,yt), (8)

wherep(yx∗
j =+1|x∗,yt∗

,X,yx) = p(yx∗
j =+1|x∗,X,yx) is the posterior of thej th task belonging to

class “+1” from the multi-task classifier, andp(yt∗
j |x

∗
,X,yt) is the posterior ofx∗ coming from the

j th task, or the test point task responsibility from the multi-class classifier. A graphical representa-
tion of this process is given in Figure 1.b, where it is shown that nodesyt∗, andyx∗ are combined to
give the final predictionsyf∗.

However, the meta-generalisation scenario presents some additional challenges which are not
found in classical mixture of experts models. In many cases, a target task consists of abatchof
input points, and the simple fact that they all come from the same task contains valuable information
about the correlations between the associated outputs. Another closely related issue is that of the
correlation between the target task and the source tasks. In many multi-task problems it is a usual
phenomenon to observe groups of highly correlated tasks (e.g., Figure 3.b), while other times tasks
are correlated but in a more random fashion (e.g., Figure 6.b, 7.b). As wewill see in the experimental
sections, this can have important consequences in terms of predictive accuracy, and in terms of
choosing an appropriate prediction model.

In the following, we present two distinct scenarios for inferring the task responsibilities. Given
a target task withnt data pointsxt∗ = {xt∗

1 ,x
t∗
2 , . . . ,x

t∗
nt}, in the first scenario we treat each data point

from the target task individually to infer its task responsibilities, which we will refer to asPoint
to Point Gating(P2PGat). This approach neglects the information that all target points comefrom
the same task, and as we will see in the experimental section, is more appropriate when inter-task
correlations are weaker. In the second scenario we wish to combine the information from allnt test
points to infer the overall task responsibilities for the target task, which we will refer to asBatch
predictions.

3.3.1 POINT TO POINT GATING

Given a new input point which lacks both class and target labels, the CMTMC model combines
the predictions of a multi-task classifier using task responsibilities obtained from the multi-class
classifier channel. Thus, two sets of quantities need to be computed. The first set are the posterior
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probabilities of theM outputsp(yx∗
j =+1|x∗,X,yx) of the multi-task classifier, as

p(yx∗
j =+1|x∗,X,yx) =

∫
p(yx∗

j = 1|hx∗)p(hx∗|x∗,X,yx)dhx∗
,

≡
∫ +∞

0
Nhx∗

j
(λ∗

j ,υ
∗
j
2)dhx∗ = Φ

(

λ∗
j

υ∗
j

)

(9)

where we have used thatυ∗
j
2 = 1+kt

j j k
x
x∗x∗ −

(

kt
j ⊗kx

x,x∗

)T
(I +K t ⊗K x)−1

(

kt
j ⊗kx

x,x∗

)

, andλ∗
j =

kt
j ⊗ kx

x,x∗ (I +K t ⊗K x)−1 h̃x. Additionally, kt
j , kt

j j are used to denote thej th column and thej j th

element ofK t respectively,kx
x,x∗ is used to denote the covariance vector betweenX andx∗, andΦ is

the probit function.
The second set of quantities are the task responsibilities which are computedfrom Girolami and

Rogers (2006)

p(yt∗ = k|x∗,X,yt) =
∫

p(yt∗ = k|ht∗)p(ht∗|x∗,X,yt)dht∗

≡
∫ +∞

−∞
Nht∗

k
(µ∗k,ν

∗
k) ∏

m6=k

∫ ht∗
k

−∞
Nht∗

m
(µ∗m,ν

∗
m) dht∗

m dht∗
k , (10)

which can be evaluated using numerical integration as:

p(yt∗ = k|x∗,X,yt) = Ep(u)

{

∏
j 6=k

Φ

(

1
ν∗

j

[

uν∗
k +µ∗k −µ∗j

]

)}

, (11)

whereu∼Nu(0,1), ν∗
m = 1+kx

x∗,x∗ −kxT

x,x∗ (I +K x)−1kx
x,x∗ , andµ∗m = kxT

x,x∗ (I +K x)−1 h̃t
m.

In the P2PGat scenario, the novel input points are not assumed to sharea common task la-
bel. Therefore, class prediction is performed straightforwardly on every new input by inserting the
posterior probabilities obtained in Equations (9,10) in the gating network given by Equation (8).

3.3.2 BATCH

In a Bayesian way using all test pointsxt∗ to infer the overall task responsibility is performed
by replacing the univariate distributions from Equation (10) with the appropriate multivariate. As a
result the second integral of Equation (10) becomes the multivariate cumulative distribution function∫ ht∗

k
−∞Nht∗

m
(Mg∗

m ,Υ
∗) dht∗

m. Specifically the mean and the variance of the auxiliary variablesht∗
m on the

batch of test pointsx∗ will be given by:

Mg∗
m = E[ht∗

m|x
∗] = K xT

x,x∗
(

I +K x
x,x

)−1 h̃t
m (12)

Υ
∗ = cov[ht∗

m|x
∗] = I +K x

x∗,x∗ −K xT

x,x∗
(

I +K x
x,x

)−1K x
x,x∗ , (13)

whereK xT

x,x∗ is theN×nt covariance matrix of all training pointsX, and all test task data pointsx∗,
andK x

x∗,x∗ is thent ×nt full covariance matrix ofx∗. Equations (12) and (13), indicate that inferring
the tasks responsibilities on a set of points depends not only on the correlations between the test
points and the train points but also on the correlations between the test points themselves.
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Algorithm 2 CMTMC model - Meta-generalising
1: Inputs : xt∗ = [xt∗

1 , . . . ,x
t∗
nt ], Q(g), Q(ht), Q(f), Q(hx), X

2: for i = 1 tont do
3: for j = 1 toM do
4: Compute MC posterior probabilitiesp(yt∗

i j = j|xt∗
i ,X,yt), Equation (11)

5: Compute MT posterior probabilitiesp(yx∗
i j =+1|xt∗

i ,X,yx), Equation (9)
6: end for
7: end for
8: P2PGatpredictions
9: for i = 1 tont do

10: Computep(yf∗ =+1|x∗,X,yt
,yx), Equation (8) based on steps 4 and 5

11: end for
12: BATCH predictions
13: for j = 1 to M do
14: Compute overall task posterior probabilitiesp(yt∗ = k|x∗,X,yt), Equation (14)
15: end for
16: for i = 1 tont do
17: Computep(yf∗ =+1|x∗,X,yt

,yx), Equation (8) based on steps 5 and 14
18: end for

On the other hand, truncated multivariate Gaussian distributions are hard to deal with, and usu-
ally approximations are applied (Deak, 1980; Genz, 1992; Gassmann et al., 2002). The dimensions
of the multivariate distribution function in the batch prediction problem depend on the number of
data pointsn∗ of the target task, which can be several thousands depending the application. To the
best of our knowledge no method can tackle very high dimensional c.d.f. , and even approximations
can become extremely computationally intensive whenn∗ is more than a few dozens (these esti-
mations would be carried out within the inner loop of a VBEM algorithm, which would obviously
further aggravate the problem). A solution to this problem is to assume that datapoints from the
test task are i.i.d. from the unknown data generating distribution, and approximate it by:

p(yt∗ = k|x∗,X,yt)≈
∏n∗

i=1 p(yt∗
i = k|x∗i ,X,yt)

∑M
m=1 ∏n∗

j=1 p(yt∗
j = m|x∗j ,X,yt)

, (14)

wherep(yt∗
i = k|x∗i ,X,yt) are the task responsibilities computed individually for each test point. We

will adopt this approximation in the experimental section for computational reasons; calculations
using the full covariances in Equation (13) are unfeasible with more than 100 points (test or train-
ing). While this approximation may appear crude, we experimented extensively in medium-scale
problems using a reduced rank approximation forΥ

∗ (capturing up to 90% of the total variance),
but this did not appear to yield significant empirical advantages justifying thesubstantial computa-
tional costs. Note though that although the i.i.d. approximation misses the correlations between the
test samples, it still uses information from all test points to produce overall test task class posterior
probabilities.

The pseudo-algorithm for the stage of Meta-generalisation for both typesof predictions, P2PGat
and Batch, is given in algorithm 3.3.1.
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4. Experiments

This section aims at providing insights into the workings of our meta-generalising model through
empirical evidence. Experiments are presented for both the fully observed and partially observed
task scenarios described in Section 2, and in both cases we investigate boththe P2P gating and the
Batch mode of predictions on new tasks. The fully observed tasks case, considered in Section 4.1,
investigates the situation where data generating distribution of the target task isactually the same as
that of one of the source tasks. In this case all available tasks are used inthe training phase, but in
the testing phase the model has no information from which of the source task the target task comes
from. The second set of experiments, described in Section 4.2, considers the case of the partially
observed tasks. In this case the data generating distribution of the target task does not match the
distribution of one of the source tasks, so that the set of source tasks is strictly a subset of the set
of all tasks. Training is performed on the source tasks, and testing on the totally unseen target
tasks. While both scenarios are plausible applications of meta-generalising,Section 4.2 gives more
insight into the connections between the correlation structure of the tasks and the task prediction
mechanism on totally unseen tasks.

Five different data sets are considered in the experiments. The first twodata sets are artificially
generated to demonstrate the strengths and the limitations of the method; the first one satisfies
the assumptions of the model, and the second one, which is only considered inSection 4.1, is
in conflict with them. The third data set is a character classification problem between commonly
confused handwritten letters. The fourth data set is an automated diagnosisproblem: annotated
heartbeats from ECG recordings are used to discriminate normal from arrhythmic beats, and each
patient is considered as a task. The last data set, which is considered onlyin the second set of
experiments, is a landmine detection problem. More details are given in each section separately. We
present results for different training set sizes, and for each trainingsize experiments are repeated
25 times by randomly selecting the data points used for training from each task.Furthermore, in
both scenarios three types of outputs are considered from the CMTMC model; the batch written as
“BatchMCAppr”, the P2P gating written as “P2PMCGat”, and the “MAP” estimate which simply
selects the output of the multi-task classifier that has the highest posterior, something that is usually
considered in classifier fusion techniques (Kuncheva, 2002). As ourmethod essentially relies on
the covariance structure between tasks, two types of baseline comparisons are possible: in the worst
case, results should not be worse than completely ignoring the task structure and pooling together
all training data. We refer to this baseline as Pool. In the best case, our method should not be
statistically better than a method which leverages the same covariance structureand has access to
all the task label information, for example, a standard multi-task learning approach. We refer to this
best-case scenario as MTL; we compare with this only in the fully observed task scenario, as in the
partially observed case the meta-generalising results are generally quite far from this best case.

All methods are compared in terms of the area under the precision-recall curve, also known as
theAverage Precision(AP) (Davis and Goadrich, 2006). Simulation results were processed based on
the work of Brodersen et al. (2010), that provides a smooth estimate of theprecision-recall curve;3

an equivalent performance measure that could have been used is the Area Under the Curve (AUC)
(Hanley and Mcneil, 1982), which is also appropriate for imbalanced data sets. Note that simulation
results follow the same pattern with both measures. In all experiments the task covariance matrixKt

3. Code downloaded from:http://people.inf.ethz.ch/bkay/downloads.
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was parameterized as a correlation matrix (Rebonato and Jäckel, 2000), with unit diagonal, while
the data covariance functionKx is set specifically for each data set depending the application.

4.1 Fully Observed Tasks

In this scenario, the data distribution of the target task is the same as that of (at least) one of the
source tasks. This guarantees that the similarity of distribution assumption is met,however, as
we’ll see in the case of Toy dataII , the low joint prediction error assumption is not automatically
satisfied. Obviously, the actual input data will be different, due to the stochasticity of the data
generating process. Intuitively, the success of the model depends strongly on whether the model
will be able to infer correctly from which of the source tasks the target taskactually comes from.
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Figure 2: Toy data set I distribution; (a) scatter plot and density for the first cluster of tasks (1-3),
(b) scatter plot and density for the second cluster of tasks (4-6).

4.1.1 TOY DATA SET I

The first toy data set is comprised of six binary classification tasks. This toyproblem was previously
used in Liu et al. (2009) in the context of semi-supervised multi-task learning. Data for the first
three tasks are generated from a mixture of two partially overlapping Gaussian distributions, and
similarly for the remaining three tasks. Hence, the six tasks cluster in two groups; for each task 600
data points were generated, which were equally divided between the two classes. The scatter plots
of the two clusters are shown in Figures 2.a and 2.b.

This data set is ideal for demonstrating the concept of the meta-generalisingfor three reasons.
First of all the assumptions of the model are satisfied. Secondly, the tasks group in two clusters.
The third reason is that the densities of the clusters though similar are not exactly the same; this is
illustrated in Figures 2.a and 2.b, which shows the contour plot of the densitiesof the two clusters.
We use an Automatic Relevance Determination (ARD) data covariance function, which employs a
different characteristic length scale for each feature, and is able to identify which features are more
relevant for classification (Rasmussen and Williams, 2005).
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Figure 3: Toy data set I classification Results; (a) Average AP over the 6tasks, (b) Hinton Diagram
of the task covariance matrix of the CMTMC model computed by averaging over the 25
repetitions with 50 data points per task.

Classification results are presented in Figure 3.a; the Y axis is the AP, and theX axis is the
number of data points from each task (DPET) used for training. The results show that, in this toy
problem, the Batch mode performs similarly to the ideal MTL case, although it has ahigh variance
for the case of 10 DPET. The P2PGat and Pooling method perform approximately 10% worse than
the Batch, while the MAP estimate gives roughly 20% less than the Batch. Moreover, Figure 3.b
shown the Hinton diagram4 (Hinton, 1989) of the task covariance matrix of the CMTMC model
which accurately recovers the structure of the tasks.

4.1.2 TOY DATA SET II

The second toy data set consists of four tasks which group into two clusters. The scatter plot as well
as the density of the two clusters are shown in Figures 4.a and 4.b, for the first and second cluster
respectively. The main feature of this data set, evident visually from Figure 4, is the similarity of the
data generating distribution for the two tasks. While the densities are peaked indifferent locations,
without class labels the tasks are almost identical, meaning that the multi-class classifier cannot
learn to discriminate between the two tasks. As in the previous example, each task consisted of 600
data points equally divided between the two classes, and we used the ARD covariance function.

Figure 5.a shows the results the different methods produced. As expected, the Batch mode fails
to correctly identify the task responsibilities; as a result, it gives a lower average AP than the MTL,
a difference which does not decrease with the number of DPET, indicatingstatistical inconsistency.
This is reinforced by the Hinton diagram ofK t in Figure 5.b, where it fails to identify the clusters of
the tasks. Even though this difference is small it is significant for this easy problem, where the MTL
algorithm performs close to 100%. Additionally, the P2PGat, the Pooling, and the MAP estimates
perform better that the Batch, but they also fail to reach the performanceof MTL.

4. The Hinton diagram is a graphical representation of the values in a data matrix; here, it is used to display the corre-
lations between the tasks.
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Figure 4: Toy data set II distribution;(a) scatter plot and density for the first cluster of tasks(1-2),
(b) scatter plot and density for the second cluster of task(3-4).

4.1.3 CHARACTER CLASSIFICATION

In this data set the task is to learn to classify between commonly confused handwritten letters,
which is included in the “Transfer learning Toolkit” of Berkeley Universityavailable athttp://
multitask.cs.berkeley.edu/. This data set is comprised of eight binary classification tasks.
The characters that are used and the number of samples are given in Table 1. Each sample is a 16×8
image, which results into a binary 128 feature vector. The covariance function that is employed for
this data set is theRadial Basis Function(RBF).
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Figure 5: Toy data set II classification Results; (a) Average AP over the4 tasks, (b) Hinton Diagram
of the task covariance matrix.

The classification results for this data set are presented in Figure 6.a. TheBatch method follows
closely the ideal MTL performance, and outperforms the P2PGat, Pooling,and the MAP methods
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Task 1 2 3 4 5 6 7 8

Letter c g m a i a f h
Number of data 2017 2460 1596 4016 4895 4016 918 858
Letter e y n g j o t n
Number of data 4928 1218 5004 2460 188 3880 2131 5004

Table 1: Description of the Character data set; each column is a task showingthe two letters as well
as the corresponding number of examples per character.

(although there is significant variability for small numbers of labeled data pertask). Figure 6.b
shows the Hinton diagram of the task covariance matrix, which indicates a morerandom structure
between the tasks, but finds that some tasks are more correlated than others, for example ‘a/g’
with ‘a/o’, and ‘i/j’ with ‘f/t’. It should be noted though, that in this data set the“low-error joint
prediction” assumption is partially violated since there is label disagreement between tasks ‘a/g’
and ‘g/y’, where the ‘g’ letter belongs to class “+1” in task ‘a/g’ and to “-1” in task ‘g/y’. This does
not seem to have any adverse effect on the performance of the model, presumably as the difference
between letters ‘a’ and ‘y’ is sufficient to unambiguously assign the targettask to the correct source
task.
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Figure 6: Character Classification Results; (a) Average AP over the 8 tasks, (b) Hinton Diagram of
the task covariance matrix.

4.1.4 ARRHYTHMIA CLASSIFICATION

The arrhythmia data set consists of seven ECG recordings from different patients, which were ac-
quired from the MIT-BIH Arrhythmia database (Goldberger et al., 2000).Each recording corre-
sponds to a large number of heart beats, which is summarized in Table 2. Each patient is treated
as a separate task, and the goal is to classify each heart beat into two classes, normal or premature
ventricular contraction (PVC) arrhythmic beats. The same problem was considered in Skolidis et al.
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(2008) using single task GP classifiers. Each recording was sampled at 360Hz, and annotation pro-
vided by the database was used to separate the beats before any preprocessing. Each beat segment,
consisting of 360 data points (one minute), was transformed into the frequency domain using a Fast
Fourier Transform with a Hanning window. Only the first ten harmonics areused as features for
classifying heart beats, as most of the information of the signal is containedin these harmonics.

Recording ID 106 200 203 217 221 223 233

Total number of data 2021 2567 2970 406 2349 2417 3053

Number of Normal heart beats 1503 1740 2526 244 1954 1955 2224
Number of PVC heart beats 518 827 444 162 395 462 829

Table 2: Description of the Arrhythmia data set.

Figure 7.a shows the average AP over the seven tasks. On average, theBatch method performs
better than the P2PMCGat, the MAP, and the Pool, while it presents a small advantage compared
to MTL. Interestingly, the MAP approach is consistently worse than other methods, a situation that
will be reversed in the partially observed tasks scenario. As in the character classification problem
the task covariance matrixK t , shown in Figure 7.b, demonstrates that there are correlations between
the tasks but in more random way.
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Figure 7: Arrhythmia Classification Results; (a) Average AP over the 7 tasks, (b) Hinton Diagram
of the task covariance matrix.

4.1.5 OBSERVATIONS

This set of experiments has demonstrated the effectiveness of the CMTMCmodel in situations
where the data distribution of the target task comes from one of the source tasks. Several observa-
tions are made:

1. In the fully observed tasks scenario, the space of tasks has been sampled sufficiently (by
definition). In this case the Batch mode should theoretically be the best method,since all data
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points are needed to produce an accurate estimate of the density of the target task. This is
empirically confirmed in our investigation, as Batch closely approaches the MTL results in
all cases.

2. If the “low-error joint prediction” assumption is violated, then meta-generalising becomes a
very hard problem, possible unsolvable. The performance on the second toy example was
not particularly bad, since all methods achieved higher that 90% in terms of AP, but none of
methods reached the performance of the MTL algorithm, and the performance did not appre-
ciably improve when more training data were provided, indicating statistical inconsistency.
This effect could be dramatically increased if for example the classes between the clusters
were anti-correlated, so that similar data generating distributions could be potentially associ-
ated with opposite predictions. Note though that if discriminative task descriptor features are
available then this problem can be overcome, because augmenting the feature space would
result in a different mapping of the latent functionf .

3. If the model assumptions are met, the correlation structure of the tasks does not have a strong
influence on the predictions, since the Batch mode outperformed the P2PGatgating and MAP
estimate in all experiments. As we will see, this will be a crucial difference between the fully
and partially observed tasks scenario.

4.2 Partially Observed Tasks

We now consider the harder problem of making predictions on completely unseen tasks. In this
case,a priori we have no guarantee that any of the underlying modelling assumptions (similarity
of distribution and low-error joint prediction) may hold. However, in some situations it is not
unrealistic to assume that inter-task correlations will be structured, for example by the presence of
clustersof similar tasks. These clusters may be evident from the experimental designof the problem
(as in the case of the landmine data set discussed below), or may become evident from the training
phase on the source tasks, if the learned task covariance matrix exhibits a strong block structure.

We are not aware of other methods that has a distribution matching mechanism to perform
predictions on totally unseen tasks. Therefore, in this section we will only compare the different
inference mechanisms of the CMTMC model (Batch and P2PGat) with a GP modeltrained by
pooling all data together and with the MAP combination of classifiers.

4.2.1 TOY DATA SET I

We consider the toy data set that was used in Section 4.1.1 consisting of two clusters of tasks; in
this section, training tasks are selected by randomly selecting equal number of tasks from each
cluster. The challenge for the model is to correctly classify the task, giventhe similarity of the
task distributions between the two clusters (see Figure 2). While it could be argued that, as the
tasks in each cluster have the same data generating distribution, this example is very close to the
fully observed case scenario (and it certainly is if we consider the underlying tasks to be two rather
than six), it is still a useful illustrative example as a limiting case where assumptions are perfectly
met. Experimental results are presented for two and four training tasks in Figures 8.a and 8.b
respectively. Naturally, as this data set is designed to match our modelling assumptions, the Batch
method outperforms all other methods; it is interesting however that the method successfully detects
from which cluster of tasks the unseen target task comes from even for relatively small training set
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Figure 8: Average AP on the unseen tasks of Toy data setI ; (a) training on 2 tasks generalising on
4, (b) training on 4 tasks generalising on 2.

sizes. Comparing the performance of the Toy data setI in the fully and partially observed cases, in
Figures 3 and 8 respectively, reveals that the same levels of AUC are achieved in both experimental
setups, indicating that the task classification GP is highly confident of the correct result.

4.2.2 LANDMINE DETECTION

The landmine detection data set consists of images measured with airborne radar systems, and the
goal is to predict landmines or clutter (Xue et al., 2007). Data are collected from 19 landmine fields,
which are considered as subtasks, and each point is represented by anine-dimensional feature vector.
Tasks 1-10 correspond to regions that are relatively highly foliated whiletasks 11-19 correspond to
regions that are bare earth or desert. Figure 9 shows the number of datapoints from each task
and each class, which indicates that this data set is highly imbalanced in favorof the Clutter (‘-1’)
class. The experimental setup suggests the presence of two clusters of tasks corresponding to the
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Figure 9: Landmine detection data distribution.
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geomorphology of the region the observations come from; this is confirmed byour preliminary
investigation (not shown), as well as from previously published results on this data set by Xue et al.
(2007) and Liu et al. (2009). Thus, in this data set training tasks are setby randomly selecting
equal number of tasks from the first cluster, tasks 1-10, and from the second cluster, tasks 11-19.
Experiments are presented for two, four, and eight training tasks. The data covariance function that
is used for this data set is the ARD.

Figures 10.a, 11.a, and 12.a shows the mean AP on the 17, 15, and 11 unseen target tasks for
each partition respectively. Due to the high imbalance between the classes (Landmine-Clutter) the
achieved AP of all methods is very low. Therefore, in this data set we also present the AP of a
random predictor which clearly shows the improvement of each method considered. Note that in
terms of AUC the results obtained in this work are consistent with previous studies in this data set
(Xue et al., 2007; Liu et al., 2009), which are presented in Appendix C Figure 14 for completeness.
Moreover, it is noticed that there are large overlapping error bars between all methods. Large error
bars give evidence that there might be two levels of performance. Therefore, for each partition we
provide the average AP for each cluster separately; subfigures (b) from Figures 10, 11, and 12 show
the average AP for the first cluster, and subfigures (c) for the second cluster. Measuring the AP in
each cluster separately gives significantly smaller error bars, and reveals interesting structures in the
problem. Specifically, the performance on the second cluster is always better than on the first cluster
by a considerable margin. Moreover, comparing the methods on each cluster separately we see that
the Batch method outperformed the pooling and the P2PGat in most of the cases, particularly in
the first cluster where the advantages become very significant as we increase the number of tasks/
DPETs. The correlation structure within the second cluster is looser, immplyinga weaker applica-
bility of our modelling assumptions. However it should be pointed out that this is asubstantially
harder pattern recognition task compared to the toy data set considered above. For example, Liu
et al. (2009) that investigated the application of semi-supervised MTL on thisdata set achieved a
best performance of 78% AUC; the CMTMC (which relies on the more flexibleGP framework for
MTL) achieves an average AUC above 76% on totally unseen tasks havingtrained ononly8 source
tasks with 100 DPET (see Figure 14).

20 50 100
0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

DPET

A
ve

ra
g

e
 A

P

Training on "2" tasks, generalizing on"17"

 

 

BatchMCAppr
P2PMCGat
MAP
Pool
Random

20 50 100
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

DPET

A
ve

ra
g

e
 A

P

AP on the first Cluster

 

 

BatchMCAppr
P2PMCGat
MAP
Pool
Random

20 50 100
0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

DPET

A
ve

ra
g

e
 A

P

AP on the second Cluster

 

 

BatchMCAppr
P2PMCGat
MAP
Pool
Random

(a) (b) (c)

Figure 10: AP on the 17 unseen tasks of Landmine data set; training on 2 tasks, generalising on 17;
(a) AP over 17 tasks, (b) AP over 9 tasks of the first cluster, (c) AP over 8 tasks of the
second cluster.
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Figure 11: Average AP on the 15 unseen tasks of Landmine data set; training on 4 tasks, generalis-
ing on 15; (a) Overall AP over 15 tasks, (b) Average AP over 8 tasks of the first cluster,
(c) Average AP over 7 tasks of the second cluster.
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Figure 12: Average AP on the 11 unseen tasks of Landmine data set; training on 8 tasks, generalis-
ing on 11; (a) Overall AP over 11 tasks, (b) Average AP over 6 tasks of the first cluster,
(c) Average AP over 5 tasks of the second cluster.

4.2.3 ARRHYTHMIA CLASSIFICATION

As a second real data set, we return to the arrhythmia classification problemintroduced in Section
4.1.4. The results from the fully observed tasks scenario indicate an unclear pattern of correlations
between the tasks, as summarised in the task covariance matrix Figure 7.b, which calls into question
the validity of the similarity of distribution assumption. Fortunately, in this application the classes
have a physical interpretation. For example normal heart beats between different patients, although
not exactly the same, can be expected to be similar, and a PVC arrhythmic heart beat of one patient
can not have the wave form of a normal heart beat from another patient. This allows us to assume
that the classes between the tasks will not be anti-correlated, so that at least the low-error joint
prediction assumption should approximately hold.

Since there are no obvious clusters among tasks, in this set of experiments the training tasks
are chosen by randomly selecting some for training and keeping the rest astest tasks. Figure 13
presents the results on the unseen tasks that were obtained by training the CMCMT model with
4 and 5 tasks. First of all, we observe that the average AUC in the partially observed case is a
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lot lower than in the fully observed case, something perhaps to be expectedsince, contrary to the
previous two examples, the model assumptions are not fully met in this data set. Surprisingly, the
method that achieved the best performance was the MAP, and no principledjustification can be
given for that. Secondly, we observe that the performance in this set ofexperiments exhibits some
interesting patterns as the number of training tasks increases. Specifically,for four training tasks
the performance of all methods does not significantly improve as we increase the number of data
points per task, and in some cases it even deteriorates, a phenomenon thatwas also observed for
2 and 3 training tasks but results are omitted for brevity. This indicates that if the space of tasks
has not been sampled sufficiently, the model can not yield good generalisation performance to new
tasks, even if the number of training data increases. In contrast, for fivetraining tasks the MAP
and P2PGat methods yield a significant improvement of performance as the number of data points
increases (levelling off after 200 DPETs).
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Figure 13: Average AP on the unseen tasks of Arrhythmia data set on different number of training
tasks; (a) training on 4 tasks, generalising on 3, (b) training on 5 tasks, generalising on
2.

Empirically, it would appear that the P2PGat method is preferable to the Batch method when the
model assumptions are violated. Intuitively, one could argue that the Batch method is less flexible,
as the relative contribution of the different single-class predictors is fixed across all points in the
target task. Therefore, if the model assumptions are violated, leading to anincorrect task labelling,
the propagated error could have a worse effect in Batch than in P2PGat.This is partly confirmed
by the analysis of Toy data setII in Section 4.1.2, where the model assumptions were violated and
P2PGat gave significantly higher AP than the Batch method.

4.2.4 CHARACTER CLASSIFICATION

For reasons of completeness, we present an analysis of the characterclassification problem in the
partially observed tasks scenario. Here the validity of the model assumptionsis dubious; neverthe-
less, we believe that interesting lessons can be learned from model failure. The fully observed tasks
analysis of the character classification problem did not reveal any clusters of tasks. Furthermore,
there is no reason to believe that the low-error joint prediction assumption mayhold: some tasks
might even be anticorrelated, as in tasks ‘a/g’ and ‘g/y’, where letter ‘g’ belongs to the negative class
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for task ‘a/g’, and to the positive class for task ‘g/y’. Therefore, the character classification problem
is ill-suited for this type of experiments. This is borne out by experimental evidence: simulation
results with 4, 5, and 6 training tasks, which are omitted for brevity, indicated that increasing the
number of tasks and the number of training points per task does not improve the performance in any
of the methods. Specifically, the results obtained were close to that of a random predictor indicating
statistical inconsistency of the model assumptions with the data.

4.2.5 OBSERVATIONS

Meta-generalising in a partially observed tasks scenario is an extremely hard problem; neverthe-
less, we believe there are some interesting points that can be made from the previous experimental
analysis. Below we summarise the most important observations for this scenario.

1. In situations where there are clusters of tasks, even though the model hasn’t seen all tasks, the
Batch method can still make accurate predictions that reaches the performance of the fully
observed tasks case. Pragmatically, one could consider whether the training phase of the
model has revealed clusters of tasks when deciding which prediction methodto apply.

2. In multi-task problems where the correlations between the tasks are less pronounced, but
where the low-error joint prediction is satisfied and where a sufficient number of training
tasks is available, the method that is most appropriate is the P2PGat, since it provides a more
flexible task assignment mechanism than the Batch mode. The validity of the low-error joint
prediction assumption can sometimes be assessed from the nature of the problem (as in the
arrhythmia case).

3. Sufficient exploration of the task space is essential for the success of the method. While
we have not tested our model for very large numbers of training tasks, theresults suggest
that often a significant improvement in performance can be achieved whenthe number of
training tasks crosses a critical number, indicating a sufficient coverageof the task space.
This phenomenon was observed in the Arrhythmia classification problem for2 and 3 training
tasks where the performance of the models remained the same as the number oftraining
samples per task increased. In essence more training data lead to strongerbiases for meta-
generalisation in target tasks that are not correlated with any of the trainingtasks.

4. In most cases, when the assumptions of the model are only approximately met and when the
exploration of the task space is insufficient, the generalisation performanceon totally unseen
tasks is still modest, and it may be that other approaches based on mixtures ofGP experts
(Tresp, 2000) achieve similar results. An extensive comparison with theseapproaches would
be interesting, but outside the scope of the present work.

5. Conclusions

In this paper we presented an investigation on the use of Gaussian Processes for meta-generalisation,
that is, predicting on unseen learning tasks by leveraging the information ofseveral, related tasks.
Our model attacks the meta-generalisation problem by coupling two GPs, a multi-class classifier
that learns task responsibilities, and a multi-task classifier that learns prediction models on indi-
vidual tasks as well as learning the global correlation structure between training tasks. While it
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should be emphasized that this is an initial attempt to address what is certainly a very ambitious
problem, we believe the model will prove useful to understand meta-generalisation. First of all, it
provides a constructive approach to meta-generalisation: most previousstudies (Baxter, 2000) have
been mainly theoretical investigations attempting to establish the necessary conditions for meta-
generalisation to work, or have focused on the domain adaptation scenario(Ben-David et al., 2007,
2010). Our model is an attempt to translate these conditions into a model, and to investigate how
well such a model may perform on real meta-generalisation problems.

It is important to remark that our method crucially relies on the ability to learn the covariance
matrix of a GP: the fundamental ingredient in this work is the task correlation matrix which cap-
tures the correlations between source tasks. This not only has a significant impact on the prediction
results, but can reveal the presence of clusters of tasks within the data,hence guiding the choice of
the appropriate prediction method (Batch or P2PGat). Many multi-task learningapproaches do not
explicitly model the correlations, but transfer learning solely through some shared prior over param-
eters (Yu et al., 2005, e.g.). While this could have computational advantages, we would argue that
the implicit modelling of task correlations would make them less suitable for meta-generalisation.
A common problem, shared by many GP models, is the computational cost when samples become
large, which would be the probable situation in many applications such as personalised medicine.
Our approach also suffers from the cubic scaling of matrix inversions needed within GP inference;
while sparsity inducing approaches could be helpful (Snelson and Ghahramani, 2006), it would be
interesting to explore sparsity within the task space as well as within the data space.

While we believe that our results are encouraging and help clarify the importance of the various
assumptions underlying meta-generalisation, it remains undeniable that in manypractical situations
it is impossible to assess the validity of these assumptions, making meta-generalisation an extremely
challenging problem. Possible avenues to extend the applicability of the approach could be to
consider task descriptor features, or to introduce a semi-supervised element in the model in the
spirit of domain adaptation approaches.
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Appendix A. Approximate Inference

This appendix computes the approximate posteriors forQ(g), Q(f) andQ(hx). The posterior of
Q(Ht) can be found in Girolami and Rogers (2006) and therefore details are omitted.
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A.1 Q(g)

The approximate posterior forQ(g) is computed as Girolami and Rogers (2006)

Q(g) ∝ exp

{

EQ(ht)

(

N

∑
i=1

M

∑
j=1

logp(ht
i j |gi j )+ logp(g j |X)

)}

∝ exp

{

EQ(ht)

(

M

∑
j=1

logNht
j
(g j , I)+ logNg j (0,K

x)

)}

∝
M

∏
j=1

Nh̃t
j
(g j , I)Ng j (0,K

x),

which gives thatQ(g) = ∏M
j=1Q(g j) = ∏M

j=1Ng j (g̃ j ,Σ
g), where Σ

g =
(

I +(K x)−1
)−1

=

K x (I +K x)−1, andg̃ j =Σ
gh̃t

j .

A.2 Q(f)

Q(f) ∝ exp

{

EQ(hx)

{

NM

∑
i=1

logp(hx
i | fi)+ logp(f|X)

}}

∝ exp

{

EQ(hx)

{

−
1
2

hxThx+ fThx−
1
2

fT f−
1
2

fT (K t ⊗K x)−1 f+const.

}}
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{

−
1
2

fT(I +
(
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)f+ fT h̃+const.

}

,

which gives thatQ(f) =Nf(f̃,Σ f ) wheref̃ =Σ
f h̃x, andΣ f = (I +(K t ⊗K x)−1)−1 = K t ⊗K x(I +

K t ⊗K x)−1.

A.3 Q(hx)

Q(hx) ∝ exp

{

EQ(f)

{

NM

∑
i=1

logp(yx
i |h

x
i )+ logp(hx

i | fi)

}}

∝ exp
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(

NM

∏
i=1

p(yx
i |h

x
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)
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(
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Nhx
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which gives thatQ(hx
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1
Zi
Nhx
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( f̃i ,1)δ(hx

i ), and we have that

Q(hx
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1
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∫ +∞
0 hx

i Nhx
i
( f̃i ,1) = f̃i +

N f̃i
(0,1)

Φ( f̃i)
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1
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i Nhx
i
( f̃i ,1) = f̃i −

N f̃i
(0,1)

Φ(− f̃i)
) for yx

i =−1















,

whereZi = Φ(± f̃i) for yx
i =±1. The approximate posterior ofQ(Ht) can be computed in a similar

manner, and we refer the interested reader to Girolami and Rogers (2006).
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Appendix B. Lower Bound

This appendix presents the analytical form of the variational bound as well as the gradients of the
bound with respect to the hyperparametersθx andθt .

B.1 Lower Bound on Log Marginal Likelihodd

The lower bound on the log marginal likelihood is computed by

L(Q) = EQ(Θ)[log p(yt
,yx

,g,ht
, f,hx|X,θt

,θx)]−

EQ(Θ)[log Q(g)Q(ht)Q(f)Q(hx)]

=−
NM
2

log(2π)+
N
2

log(2π)+
NM
2

−
M
2

trace(Σg)−
1
2 ∑

m
g̃T

mK x−1
g̃m

−
M
2

trace
(

K x−1
Σ

g
)

−
M
2

log|K x|+
M
2

log|Σg|+∑
n

logzt
n

+
N

∑
n=1

logzx
n−

1
2

log|I +K t ⊗K x|−
1
2

f̃T(K t ⊗K x)−1f̃, (15)

wherezt
n = Ep(u)

{

∏ j 6=i Φ(u+ g̃ni − g̃n j)
}

, andzx
n = Φ(yx

n f̃n).
Terms that depend on hyperparametersθx andθt are:

L(Q)θx
,θt =−

M
2

trace(Σg)−
1
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m
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M
2
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g
)

−
M
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M
2
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1
2
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1
2

f̃T(K t ⊗K x)−1f̃.

B.2 Gradients on Lower Bound

The gradients with respect to the parameters of the data covariance function K x are computed from:

∂
∂θxL(q) =−

M
2

trace
{

Ω(I +K x)−1−K x(I +K x)−1
Ω(I +K x)−1}+
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While the gradients with respect to the parameters of the task covariance matrixare computed from:

∂
∂θt L(q) =

1
2

f̃T (K t ⊗K x)−1
Ξ⊗K x(K t ⊗K x)−1 f̃−

1
2

trace
(

(

I +K t ⊗K x)−1
Ξ⊗K x

)

,

whereΩ= ∂Kx

∂θx , andΞ= ∂K t

∂θt
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Appendix C. Additional Results on the Landmine Detection Problem

This appendix provides additional results for the Landmine detection problem (section 4.2.2) from
the Partially observed tasks scenario. In contrast to the results presented in section 4.2.2 where
methods were compared in terms of AP, Figure 14 presents results in terms of AUC, similarly to
previous studies in that data set (Xue et al., 2007; Liu et al., 2009).
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Figure 14: AUC on the Landmine detection problem; (a) AUC over 17 tasks bytraining on 2 tasks,
(b) AUC over 15 tasks by training on 4 tasks, (c) AUC over 11 tasks by training on 8
tasks.
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1. Introduction

We address the problem of comparing samples from two probability distributions, by proposing
statistical tests of the null hypothesis that these distributions are equal against the alternative hy-
pothesis that these distributions are different (this is called the two-sample problem). Such tests
have application in a variety of areas. In bioinformatics, it is of interest to compare microarray
data from identical tissue types as measured by different laboratories, todetect whether the data
may be analysed jointly, or whether differences in experimental procedure have caused systematic
differences in the data distributions. Equally of interest are comparisons between microarray data
from different tissue types, either to determine whether two subtypes of cancer may be treated as
statistically indistinguishable from a diagnosis perspective, or to detect differences in healthy and
cancerous tissue. In database attribute matching, it is desirable to merge databases containing mul-
tiple fields, where it is not known in advance which fields correspond: thefields are matched by
maximising the similarity in the distributions of their entries.

We test whether distributionsp andq are different on the basis of samples drawn from each of
them, by finding a well behaved (e.g., smooth) function which is large on the points drawn fromp,
and small (as negative as possible) on the points fromq. We use as our test statistic the difference
between the mean function values on the two samples; when this is large, the samples are likely
from different distributions. We call this test statistic the Maximum Mean Discrepancy (MMD).

Clearly the quality of the MMD as a statistic depends on the classF of smooth functions that
define it. On one hand,F must be “rich enough” so that the population MMD vanishes if and only
if p= q. On the other hand, for the test to be consistent in power,F needs to be “restrictive” enough
for the empirical estimate of the MMD to converge quickly to its expectation as the sample size
increases. We will use the unit balls in characteristic reproducing kernelHilbert spaces (Fukumizu
et al., 2008; Sriperumbudur et al., 2010b) as our function classes, since these will be shown to satisfy
both of the foregoing properties. We also review classical metrics on distributions, namely the
Kolmogorov-Smirnov and Earth-Mover’s distances, which are based ondifferent function classes;
collectively these are known as integral probability metrics (Müller, 1997). On a more practical
note, the MMD has a reasonable computational cost, when compared with other two-sample tests:
given m points sampled fromp andn from q, the cost isO(m+n)2 time. We also propose a test
statistic with a computational cost ofO(m+n): the associated test can achieve a given Type II error
at a lower overall computational cost than the quadratic-cost test, by looking at a larger volume of
data.

We define three nonparametric statistical tests based on the MMD. The first two tests are
distribution-free, meaning they make no assumptions regardingp andq, albeit at the expense of
being conservative in detecting differences between the distributions. The third test is based on the
asymptotic distribution of the MMD, and is in practice more sensitive to differences in distribution at
small sample sizes. The present work synthesizes and expands on results of Gretton et al. (2007a,b)
and Smola et al. (2007),1 who in turn build on the earlier work of Borgwardt et al. (2006). Note that

1. In particular, most of the proofs here were not provided by Grettonet al. (2007a), but in an accompanying technical
report (Gretton et al., 2008a), which this document replaces.
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the latter addresses only the third kind of test, and that the approach of Gretton et al. (2007a,b) is
rigorous in its treatment of the asymptotic distribution of the test statistic under the null hypothesis.

We begin our presentation in Section 2 with a formal definition of the MMD. We review the
notion of a characteristic RKHS, and establish that whenF is a unit ball in a characteristic RKHS,
then the population MMD is zero if and only ifp = q. We further show that universal RKHSs in
the sense of Steinwart (2001) are characteristic. In Section 3, we givean overview of hypothesis
testing as it applies to the two-sample problem, and review alternative test statistics, including the
L2 distance between kernel density estimates (Anderson et al., 1994), whichis the prior approach
closest to our work. We present our first two hypothesis tests in Section 4, based on two different
bounds on the deviation between the population and empirical MMD. We take a different approach
in Section 5, where we use the asymptotic distribution of the empirical MMD estimate as the basis
for a third test. When large volumes of data are available, the cost of computingthe MMD (quadratic
in the sample size) may be excessive: we therefore propose in Section 6 a modified version of the
MMD statistic that has a linear cost in the number of samples, and an associatedasymptotic test.
In Section 7, we provide an overview of methods related to the MMD in the statistics and machine
learning literature. We also review alternative function classes for which the MMD defines a metric
on probability distributions. Finally, in Section 8, we demonstrate the performance of MMD-based
two-sample tests on problems from neuroscience, bioinformatics, and attribute matching using the
Hungarian marriage method. Our approach performs well on high dimensional data with low sample
size; in addition, we are able to successfully distinguish distributions on graph data, for which ours
is the first proposed test.

A Matlab implementation of the tests is atwww.gatsby.ucl.ac.uk/∼ gretton/mmd/mmd.htm.

2. The Maximum Mean Discrepancy

In this section, we present the maximum mean discrepancy (MMD), and describe conditions under
which it is a metric on the space of probability distributions. The MMD is defined interms of
particular function spaces that witness the difference in distributions: we therefore begin in Section
2.1 by introducing the MMD for an arbitrary function space. In Section 2.2,we compute both the
population MMD and two empirical estimates when the associated function spaceis a reproducing
kernel Hilbert space, and in Section 2.3 we derive the RKHS function thatwitnesses the MMD for
a given pair of distributions.

2.1 Definition of the Maximum Mean Discrepancy

Our goal is to formulate a statistical test that answers the following question:

Problem 1 Let x and y be random variables defined on a topological spaceX, with respective
Borel probability measures p and q . Given observations X:= {x1, . . . ,xm} and Y := {y1, . . . ,yn},
independently and identically distributed (i.i.d.) from p and q, respectively, canwe decide whether
p 6= q?

Where there is no ambiguity, we use the shorthand notationEx[ f (x)] := Ex∼p[ f (x)] andEy[ f (y)] :=
Ey∼q[ f (y)] to denote expectations with respect top andq, respectively, wherex∼ p indicatesx has
distributionp. To start with, we wish to determine a criterion that, in the population setting, takes
on a unique and distinctive value only whenp = q. It will be defined based on Lemma 9.3.2 of
Dudley (2002).
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Lemma 1 Let (X,d) be a metric space, and let p,q be two Borel probability measures defined on
X. Then p= q if and only ifEx( f (x)) = Ey( f (y)) for all f ∈ C(X), where C(X) is the space of
bounded continuous functions onX.

AlthoughC(X) in principle allows us to identifyp= q uniquely, it is not practical to work with such
a rich function class in the finite sample setting. We thus define a more general class of statistic, for
as yet unspecified function classesF, to measure the disparity betweenp andq (Fortet and Mourier,
1953; Müller, 1997).

Definition 2 LetF be a class of functions f: X→ R and let p,q,x,y,X,Y be defined as above. We
define the maximum mean discrepancy (MMD) as

MMD [F, p,q] := sup
f∈F

(Ex[ f (x)]−Ey[ f (y)]) . (1)

In the statistics literature, this is known as an integral probability metric (Müller, 1997). A biased2

empirical estimate of the MMD is obtained by replacing the population expectations with empirical
expectations computed on the samples X and Y,

MMDb [F,X,Y] := sup
f∈F

(

1
m

m

∑
i=1

f (xi)−
1
n

n

∑
i=1

f (yi)

)

. (2)

We must therefore identify a function class that is rich enough to uniquely identify whetherp= q,
yet restrictive enough to provide useful finite sample estimates (the latter property will be established
in subsequent sections).

2.2 The MMD in Reproducing Kernel Hilbert Spaces

In the present section, we propose as our MMD function classF the unit ball in a reproducing kernel
Hilbert spaceH. We will provide finite sample estimates of this quantity (both biased and unbiased),
and establish conditions under which the MMD can be used to distinguish between probability
measures. Other possible function classesF are discussed in Sections 7.1 and 7.2.

We first review some properties ofH (Scḧolkopf and Smola, 2002). SinceH is an RKHS, the
operator of evaluationδx mapping f ∈H to f (x) ∈ R is continuous. Thus, by the Riesz represen-
tation theorem (Reed and Simon, 1980, Theorem II.4), there is a feature mapping φ(x) from X to
R such thatf (x) = 〈 f ,φ(x)〉H. This feature mapping takes the canonical formφ(x) = k(x, ·) (Stein-
wart and Christmann, 2008, Lemma 4.19), wherek(x1,x2) : X×X → R is positive definite, and
the notationk(x, ·) indicates the kernel has one argument fixed atx, and the second free. Note in
particular that〈φ(x),φ(y)〉H = k(x,y). We will generally use the more concise notationφ(x) for the
feature mapping, although in some cases it will be clearer to writek(x, ·).

We next extend the notion of feature map to the embedding of a probability distribution: we
will define an elementµp ∈ H such thatEx f = 〈 f ,µp〉H for all f ∈ H, which we call themean
embeddingof p. Embeddings of probability measures into reproducing kernel Hilbert spaces are
well established in the statistics literature: see Berlinet and Thomas-Agnan (2004, Chapter 4) for
further detail and references. We begin by establishing conditions under which the mean embedding
µp exists (Fukumizu et al., 2004, p. 93), (Sriperumbudur et al., 2010b, Theorem 1).

2. The empirical MMD defined below has an upward bias—we will define anunbiased statistic in the following section.
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Lemma 3 If k(·, ·) is measurable andEx

√

k(x,x)< ∞ then µp ∈H.

Proof The linear operatorTp f := Ex f for all f ∈ F is bounded under the assumption, since

|Tp f |= |Ex f | ≤ Ex | f |= Ex |〈 f ,φ(x)〉H| ≤ Ex

(√

k(x,x)‖ f‖H
)

.

Hence by the Riesz representer theorem, there exists aµp ∈H such thatTp f = 〈 f ,µp〉H. If we set
f = φ(t) = k(t, ·), we obtainµp(t) = 〈µp,k(t, ·)〉H = Exk(t,x): in other words, the mean embedding
of the distributionp is the expectation underp of the canonical feature map.

We next show that the MMD may be expressed as the distance inH between mean embeddings
(Borgwardt et al., 2006).

Lemma 4 Assume the condition in Lemma 3 for the existence of the mean embeddings µp, µq is
satisfied. Then

MMD2[F, p,q] =
∥
∥µp−µq

∥
∥2
H
.

Proof

MMD2[F, p,q] =

[

sup
‖ f‖

H
≤1

(Ex [ f (x)]−Ey [ f (y)])

]2

=

[

sup
‖ f‖

H
≤1

〈
µp−µq, f

〉

H

]2

=
∥
∥µp−µq

∥
∥2
H
.

We now establish a condition on the RKHSH under which the mean embeddingµp is injective,
which indicates that MMD[F, p,q] = 0 is a metric3 on the Borel probability measures onX. Evi-
dently, this property will not hold for allH: for instance, a polynomial RKHS of degree two cannot
distinguish between distributions with the same mean and variance, but different kurtosis (Sriperum-
budur et al., 2010b, Example 3). The MMD is a metric, however, whenH is auniversalRKHSs,
defined on a compact metric spaceX. Universality requires thatk(·, ·) be continuous, andH be
dense inC(X) with respect to theL∞ norm. Steinwart (2001) proves that the Gaussian and Laplace
RKHSs are universal.

Theorem 5 LetF be a unit ball in a universal RKHSH, defined on the compact metric spaceX,
with associated continuous kernel k(·, ·). ThenMMD [F, p,q] = 0 if and only if p= q.

Proof The proof follows Cortes et al. (2008, Supplementary Appendix), whose approach is clearer
than the original proof of Gretton et al. (2008a, p. 4).4 First, it is clear thatp = q implies

3. According to Dudley (2002, p. 26) a metricd(x,y) satisfies the following four properties: symmetry, triangle in-
equality,d(x,x) = 0, andd(x,y) = 0 =⇒ x= y. A pseudo-metric only satisfies the first three properties.

4. Note that the proof of Cortes et al. (2008) requires an application the of dominated convergence theorem, rather than
using the Riesz representation theorem to show the existence of the mean embeddingsµp andµq as we did in Lemma
3.
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MMD {F, p,q} is zero. We now prove the converse. By the universality ofH, for any givenε > 0
and f ∈C(X) there exists ag∈H such that

‖ f −g‖∞ ≤ ε.

We next make the expansion

|Ex f (x)−Ey( f (y))| ≤ |Ex f (x)−Exg(x)|+ |Exg(x)−Eyg(y)|+ |Eyg(y)−Ey f (y)| .

The first and third terms satisfy

|Ex f (x)−Exg(x)| ≤ Ex | f (x)−g(x)| ≤ ε.

Next, write
Exg(x)−Eyg(y) =

〈
g,µp−µq

〉

H
= 0,

since MMD{F, p,q}= 0 impliesµp = µq. Hence

|Ex f (x)−Ey( f (y))| ≤ 2ε

for all f ∈C(X) andε > 0, which impliesp= q by Lemma 1.

While our result establishes the mappingµp is injective for universal kernels on compact domains,
this result can also be shown in more general cases. Fukumizu et al. (2008) introduces the notion
of characteristic kernels, these being kernels for which the mean map is injective. Fukumizu et al.
establish that Gaussian and Laplace kernels are characteristic onR

d, and thus that the associated
MMD is a metric on distributions for this domain. Sriperumbudur et al. (2008, 2010b) and Sripe-
rumbudur et al. (2011a) further explore the properties of characteristic kernels, providing a simple
condition to determine whether translation invariant kernels are characteristic, and investigating the
relation between universal and characteristic kernels on non-compactdomains.

Given we are in an RKHS, we may easily obtain of the squared MMD,
∥
∥µp−µq

∥
∥2
H

, in terms of
kernel functions, and a corresponding unbiased finite sample estimate.

Lemma 6 Given x and x′ independent random variables with distribution p, and y and y′ indepen-
dent random variables with distribution q, the squared populationMMD is

MMD2 [F, p,q] = Ex,x′
[
k(x,x′)

]
−2Ex,y [k(x,y)]+Ey,y′

[
k(y,y′)

]
,

where x′ is an independent copy of x with the same distribution, and y′ is an independent copy of y.
Anunbiasedempirical estimate is a sum of two U-statistics and a sample average,

MMD2
u[F,X,Y] =

1
m(m−1)

m

∑
i=1

m

∑
j 6=i

k(xi ,x j)+
1

n(n−1)

n

∑
i=1

n

∑
j 6=i

k(yi ,y j)

− 2
mn

m

∑
i=1

n

∑
j=1

k(xi ,y j). (3)

When m= n, a slightly simpler empirical estimate may be used. Let Z:= (z1, . . . ,zm) be m i.i.d.
random variables, where z:= (x,y)∼ p×q (i.e., x and y are independent). An unbiased estimate of
MMD2 is

MMD2
u [F,X,Y] =

1
(m)(m−1)

m

∑
i 6= j

h(zi ,zj), (4)
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which is a one-sample U-statistic with

h(zi ,zj) := k(xi ,x j)+k(yi ,y j)−k(xi ,y j)−k(x j ,yi).

Proof Starting from the expression for MMD2[F, p,q] in Lemma 4,

MMD2[F, p,q] =
∥
∥µp−µq

∥
∥2
H

= 〈µp,µp〉H+
〈
µq,µq

〉

H
−2
〈
µp,µq

〉

H

= Ex,x′
〈
φ(x),φ(x′)

〉

H
+Ey,y′

〈
φ(y),φ(y′)

〉

H
−2Ex,y〈φ(x),φ(y)〉H ,

The proof is completed by applying〈φ(x),φ(x′)〉H = k(x,x′); the empirical estimates follow straight-
forwardly, by replacing the population expectations with their corresponding U-statistics and sample
averages. This statistic is unbiased following Serfling (1980, Chapter 5).

Note that MMD2
u may be negative, since it is an unbiased estimator of(MMD [F, p,q])2. The only

terms missing to ensure nonnegativity, however, areh(zi ,zi), which were removed to remove spuri-
ous correlations between observations. Consequently we have the bound

MMD2
u+

1
m(m−1)

m

∑
i=1

k(xi ,xi)+k(yi ,yi)−2k(xi ,yi)≥ 0.

Moreover, while the empirical statistic form= n is an unbiased estimate of MMD2, it does not have
minimum variance, since we ignore the cross-termsk(xi ,yi), of which there areO(n). From (3),
however, we see the minimum variance estimate is almost identical (Serfling, 1980, Section 5.1.4).

The biased statistic in (2) may also be easily computed following the above reasoning. Substi-
tuting the empirical estimatesµX := 1

m ∑m
i=1 φ(xi) andµY := 1

n ∑n
i=1 φ(yi) of the feature space means

based on respective samplesX andY, we obtain

MMDb [F,X,Y] =

[

1
m2

m

∑
i, j=1

k(xi ,x j)−
2

mn

m,n

∑
i, j=1

k(xi ,y j)+
1
n2

n

∑
i, j=1

k(yi ,y j)

] 1
2

. (5)

Note that the U-statistics of (3) have been replaced by V-statistics. Intuitively we expect the empir-
ical test statistic MMD[F,X,Y], whether biased or unbiased, to be small ifp= q, and large if the
distributions are far apart. It costsO((m+n)2) time to compute both statistics.

2.3 Witness Function of the MMD for RKHSs

We define the witness functionf ∗ to be the RKHS function attaining the supremum in (1), and
its empirical estimatêf ∗ to be the function attaining the supremum in (2). From the reasoning in
Lemma 4, it is clear that

f ∗(t) ∝
〈
φ(t),µp−µq

〉

H
= Ex [k(x, t)]−Ey [k(y, t)] ,

f̂ ∗(t) ∝ 〈φ(t),µX −µY〉H = 1
m ∑m

i=1k(xi , t)− 1
n ∑n

i=1k(yi , t).

where we have definedµX = m−1 ∑m
i=1 φ(xi), andµY by analogy. The result follows since the unit

vectorv maximizing〈v,x〉H in a Hilbert space isv= x/‖x‖H.
We illustrate the behavior of MMD in Figure 1 using a one-dimensional example. The dataX

andY were generated from distributionsp andq with equal means and variances, withp Gaussian
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−6 −4 −2 0 2 4 6
−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

t

P
ro

b
.

d
en

si
ti

es
a
n
d

f̂
∗
(t

)

 

 

f̂ ∗

p (Gauss)
q (Laplace)

Figure 1: Illustration of the function maximizing the mean discrepancy in the casewhere a Gaussian
is being compared with a Laplace distribution. Both distributions have zero meanand unit
variance. The function̂f ∗ that witnesses the MMD has been scaled for plotting purposes,
and was computed empirically on the basis of 2×104 samples, using a Gaussian kernel
with σ = 0.5.

andq Laplacian. We choseF to be the unit ball in a Gaussian RKHS. The empirical estimatef̂ ∗

of the function f ∗ that witnesses the MMD—in other words, the function maximizing the mean
discrepancy in (1)—is smooth, negative where the Laplace density exceeds the Gaussian density (at
the center and tails), and positive where the Gaussian density is larger. The magnitude off̂ ∗ is a
direct reflection of the amount by which one density exceeds the other, insofar as the smoothness
constraint permits it.

3. Background Material

We now present three background results. First, we introduce the terminology used in statistical
hypothesis testing. Second, we demonstrate via an example that even for tests which have asymp-
totically no error, we cannot guarantee performance at any fixed samplesize without making as-
sumptions about the distributions. Third, we review some alternative statistics used in comparing
distributions, and the associated two-sample tests (see also Section 7 for an overview of additional
integral probability metrics).

3.1 Statistical Hypothesis Testing

Having described a metric on probability distributions (the MMD) based on distances between their
Hilbert space embeddings, and empirical estimates (biased and unbiased) of this metric, we address
the problem of determining whether the empirical MMD shows astatistically significantdifference
between distributions. To this end, we briefly describe the framework of statistical hypothesis testing
as it applies in the present context, following Casella and Berger (2002, Chapter 8). Given i.i.d.
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samplesX ∼ p of sizemandY ∼ q of sizen, the statistical test,T(X,Y) : Xm×Xn 7→ {0,1} is used
to distinguish between the null hypothesisH0 : p= q and the alternative hypothesisHA : p 6= q.
This is achieved by comparing the test statistic5 MMD [F,X,Y] with a particular threshold: if the
threshold is exceeded, then the test rejects the null hypothesis (bearing inmind that a zero population
MMD indicatesp= q). The acceptance region of the test is thus defined as the set of real numbers
below the threshold. Since the test is based on finite samples, it is possible thatan incorrect answer
will be returned. A Type I error is made whenp = q is rejected based on the observed samples,
despite the null hypothesis having generated the data. Conversely, a Type II error occurs when
p = q is accepted despite the underlying distributions being different. Thelevel α of a test is an
upper bound on the probability of a Type I error: this is a design parameterof the test which must
be set in advance, and is used to determine the threshold to which we comparethe test statistic
(finding the test threshold for a givenα is the topic of Sections 4 and 5). Thepower of a test
against a particular member of the alternative classHA (i.e., a specific(p,q) such thatp 6= q) is the
probability of wrongly acceptingp= q in this instance. A consistent test achieves a levelα, and a
Type II error of zero, in the large sample limit. We will see that the tests proposed in this paper are
consistent.

3.2 A Negative Result

Even if a test is consistent, it is not possible to distinguish distributions with high probability at a
given,fixedsample size (i.e., to provide guarantees on the Type II error), without prior assumptions
as to the nature of the difference betweenp andq. This is true regardless of the two-sample test
used. There are several ways to illustrate this, which each give insight into the kinds of differences
that might be undetectable for a given number of samples. The following example6 is one such
illustration.

Example 1 Assume we have a distribution p from which we have drawn m i.i.d. observations.
We construct a distribution q by drawing m2 i.i.d. observations from p, and defining a discrete
distribution over these m2 instances with probability m−2 each. It is easy to check that if we now
draw m observations from q, there is at least a

(m2

m

)
m!

m2m > 1−e−1 > 0.63probability that we thereby
obtain an m sample from p. Hence no test will be able to distinguish samples fromp and q in this
case. We could make the probability of detection arbitrarily small by increasing the size of the
sample from which we construct q.

3.3 Previous Work

We next give a brief overview of some earlier approaches to the two sampleproblem for multivariate
data. Since our later experimental comparison is with respect to certain of these methods, we give
abbreviated algorithm names in italics where appropriate: these should be used as a key to the tables
in Section 8.

5. This may be biased or unbiased.
6. This is a variation of a construction for independence tests, which was suggested in a private communication by John

Langford.
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3.3.1 L2 DISTANCE BETWEENPARZEN WINDOW ESTIMATES

The prior work closest to the current approach is the Parzen window-based statistic of Anderson
et al. (1994). We begin with a short overview of the Parzen window estimateand its properties
(Silverman, 1986), before proceeding to a comparison with the RKHS approach. We assume a
distributionp onR

d, which has an associated density functionfp. The Parzen window estimate of
this density from an i.i.d. sampleX of sizem is

f̂p(x) =
1
m

m

∑
i=1

κ(xi −x) , whereκ satisfies
∫
X

κ(x)dx= 1 andκ(x)≥ 0.

We may rescaleκ according to1
hd

m
κ
(

x
hm

)

for a bandwidth parameterhm. To simplify the discussion,

we use a single bandwidthhm+n for both f̂p and f̂q. Assumingm/n is bounded away from zero and
infinity, consistency of the Parzen window estimates forfp and fq requires

lim
m,n→∞

hd
m+n = 0 and lim

m,n→∞
(m+n)hd

m+n = ∞. (6)

We now show theL2 distance between Parzen windows density estimates is a special case of the bi-
ased MMD in Equation (5). Denote byDr(p,q) :=

∥
∥ fp− fq

∥
∥

r theLr distance between the densities
fp and fq corresponding to the distributionsp andq, respectively. Forr = 1 the distanceDr(p,q) is
known as the Ĺevy distance (Feller, 1971), and forr = 2 we encounter a distance measure derived
from the Renyi entropy (Gokcay and Principe, 2002). Assume thatf̂p and f̂q are given as kernel
density estimates with kernelκ(x− x′), that is, f̂p(x) = m−1 ∑m

i=1 κ(xi − x) and f̂q(y) is defined by
analogy. In this case

D2( f̂p, f̂q)
2 =

∫ [
1
m

m

∑
i=1

κ(xi −z)− 1
n

n

∑
i=1

κ(yi −z)

]2

dz

=
1

m2

m

∑
i, j=1

k(xi −x j)+
1
n2

n

∑
i, j=1

k(yi −y j)−
2

mn

m,n

∑
i, j=1

k(xi −y j),

wherek(x−y) =
∫

κ(x−z)κ(y−z)dz. By its definitionk(x−y) is an RKHS kernel, as it is an inner
product betweenκ(x−z) andκ(y−z) on the domainX.

We now describe the asymptotic performance of a two-sample test using the statistic D2( f̂p, f̂q)2.
We consider the power of the test under local departures from the null hypothesis. Anderson et al.
(1994) define these to take the form

fq = fp+δg, (7)

whereδ∈R, andg is a fixed, bounded, integrable function chosen to ensure thatfq is a valid density
for sufficiently small|δ|. Anderson et al. consider two cases: the kernel bandwidth converging to
zero with increasing sample size, ensuring consistency of the Parzen window estimates offp and
fq; and the case of a fixed bandwidth. In the former case, the minimum distance with which the test

can discriminatefp from fq is7 δ = (m+n)−1/2h−d/2
m+n . In the latter case, this minimum distance is

δ = (m+n)−1/2, under the assumption that the Fourier transform of the kernelκ does not vanish

7. Formally, definesα as a threshold for the statisticD2
(

f̂p, f̂q
)2

, chosen to ensure the test has levelα, and letδ =

(m+ n)−1/2h−d/2
m+n c for some fixedc 6= 0. Whenm,n → ∞ such thatm/n is bounded away from 0 and∞, and
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on an interval (Anderson et al., 1994, Section 2.4), which implies the kernel k is characteristic
(Sriperumbudur et al., 2010b). The power of theL2 test against local alternatives is greater when
the kernel is held fixed, since forany rate of decrease ofhm+n with increasing sample size,δ will
decrease more slowly than for a fixed kernel.

An RKHS-based approach generalizes theL2 statistic in a number of important respects. First,
we may employ a much larger class of characteristic kernels that cannot be written as inner products
between Parzen windows: several examples are given by Steinwart (2001, Section 3) and Micchelli
et al. (2006, Section 3) (these kernels are universal, hence characteristic). We may further generalize
to kernels on structured objects such as strings and graphs (Schölkopf et al., 2004), as done in our
experiments (Section 8). Second, even when the kernel may be written as an inner product of
Parzen windows onRd, theD2

2 statistic with fixed bandwidth no longer converges to anL2 distance
between probability density functions, hence it is more natural to define the statistic as an integral
probability metric for a particular RKHS, as in Definition 2. Indeed, in our experiments, we obtain
good performance in experimental settings where the dimensionality greatly exceeds the sample
size, and density estimates would perform very poorly8 (for instance the Gaussian toy example
in Figure 5B, for which performance actually improves when the dimensionalityincreases; and the
microarray data sets in Table 1). This suggests it is not necessary to solvethe more difficult problem
of density estimation in high dimensions to do two-sample testing.

Finally, the kernel approach leads us to establish consistency against a larger class of local
alternatives to the null hypothesis than that considered by Anderson et al. In Theorem 13, we prove
consistency against a class of alternatives encoded in terms of the mean embeddings ofp andq,
which applies to any domain on which RKHS kernels may be defined, and not only densities onRd.
This more general approach also has interesting consequences for distributions onRd: for instance,
a local departure fromH0 occurs whenp andq differ at increasing frequencies in their respective
characteristic functions. This class of local alternatives cannot be expressed in the formδg for fixed
g, as in (7). We discuss this issue further in Section 5.

3.3.2 MMD FOR MULTINOMIALS

Assume a finite domainX := {1, . . . ,d}, and define the random variablesx andy on X such that
pi :=P(x= i) andq j :=P(y= j). We embedx into an RKHSH via the feature mappingφ(x) := ex,
wherees is the unit vector inRd taking value 1 in dimensions, and zero in the remaining entries.
The kernel is the usual inner product onRd. In this case,

MMD2[F, p,q] = ‖p−q‖2
Rd =

d

∑
i=1

(pi −qi)
2 . (8)

Harchaoui et al. (2008, Section 1, long version) note that thisL2 statistic may not be the best choice
for finite domains, citing a result of Lehmann and Romano (2005, Theorem 14.3.2) that Pearson’s

assuming conditions (6), the limit

π(c) := lim
(m+n)→∞

PrHA

(

D2
(

f̂p, f̂q
)2

> sα
)

is well-defined, and satisfiesα < π(c)< 1 for 0< |c|< ∞, andπ(c)→ 1 asc→ ∞.
8. TheL2 error of a kernel density estimate converges asO(n−4/(4+d)) when the optimal bandwidth is used (Wasserman,

2006, Section 6.5).
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Chi-squared statistic is optimal for the problem of goodness of fit testing formultinomials.9 It would
be of interest to establish whether an analogous result holds for two-sample testing in a wider class
of RKHS feature spaces.

3.3.3 FURTHER MULTIVARIATE TWO-SAMPLE TESTS

Biau and Gyorfi (2005)(Biau) use as their test statistic theL1 distance between discretized esti-
mates of the probabilities, where the partitioning is refined as the sample size increases. This space
partitioning approach becomes difficult or impossible for high dimensional problems, since there
are too few points per bin. For this reason, we use this test only for low-dimensional problems in
our experiments.

A generalisation of the Wald-Wolfowitz runs test to the multivariate domain was proposed and
analysed by Friedman and Rafsky (1979) and Henze and Penrose (1999) (FR Wolf), and involves
counting the number of edges in the minimum spanning tree over the aggregateddata that connect
points inX to points inY. The resulting test relies on the asymptotic normality of the test statistic,
and is not distribution-free under the null hypothesis for finite samples (thetest threshold depends
on p, as with our asymptotic test in Section 5; by contrast, our tests in Section 4 are distribution-
free). The computational cost of this method using Kruskal’s algorithm isO((m+n)2 log(m+n)),
although more modern methods improve on the log(m+n) term: see Chazelle (2000) for details.
Friedman and Rafsky (1979) claim that calculating the matrix of distances, which costsO((m+n)2),
dominates their computing time; we return to this point in our experiments (Section 8). Two possible
generalisations of the Kolmogorov-Smirnov test to the multivariate case were studied by Bickel
(1969) and Friedman and Rafsky (1979). The approach of Friedman and Rafsky(FR Smirnov)in
this case again requires a minimal spanning tree, and has a similar cost to their multivariate runs
test.

A more recent multivariate test was introduced by Rosenbaum (2005). This entails computing
the minimum distance non-bipartite matching over the aggregate data, and using the number of pairs
containing a sample from bothX andY as a test statistic. The resulting statistic is distribution-free
under the null hypothesis at finite sample sizes, in which respect it is superior to the Friedman-
Rafsky test; on the other hand, it costsO((m+ n)3) to compute. Another distribution-free test
(Hall) was proposed by Hall and Tajvidi (2002): for each point fromp, it requires computing the
closest points in the aggregated data, and counting how many of these are from q (the procedure is
repeated for each point fromq with respect to points fromp). As we shall see in our experimental
comparisons, the test statistic is costly to compute; Hall and Tajvidi consider only tens of points in
their experiments.

4. Tests Based on Uniform Convergence Bounds

In this section, we introduce two tests for the two-sample problem that have exact performance
guarantees at finite sample sizes, based on uniform convergence bounds. The first, in Section 4.1,
uses the McDiarmid (1989) bound on the biased MMD statistic, and the second, in Section 4.2, uses
a Hoeffding (1963) bound for the unbiased statistic.

9. A goodness of fit test determines whether a sample fromp is drawn from aknowntarget multinomialq. Pearson’s
Chi-squared statistic weights each term in the sum (8) by its correspondingq−1

i .
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4.1 Bound on the Biased Statistic and Test

We establish two properties of the MMD, from which we derive a hypothesistest. First, we show
that regardless of whether or notp= q, the empirical MMD converges in probability at rateO((m+

n)−
1
2 ) to its population value. This shows the consistency of statistical tests based onthe MMD.

Second, we give probabilistic bounds for large deviations of the empiricalMMD in the casep= q.
These bounds lead directly to a threshold for our first hypothesis test. Webegin by establishing the
convergence of MMDb[F,X,Y] to MMD[F, p,q]. The following theorem is proved in A.2.

Theorem 7 Let p,q,X,Y be defined as in Problem 1, and assume0≤ k(x,y)≤ K. Then

PrX,Y

{

|MMDb[F,X,Y]−MMD [F, p,q]|> 2
(

(K/m)
1
2 +(K/n)

1
2

)

+ ε
}

≤ 2exp
(

−ε2mn
2K(m+n)

)

,

wherePrX,Y denotes the probability over the m-sample X and n-sample Y.

Our next goal is to refine this result in a way that allows us to define a test threshold under the null
hypothesisp= q. Under this circumstance, the constants in the exponent are slightly improved. The
following theorem is proved in Appendix A.3.

Theorem 8 Under the conditions of Theorem 7 where additionally p= q and m= n,

MMDb[F,X,Y]≤ m− 1
2

√

2Ex,x′ [k(x,x)−k(x,x′)]
︸ ︷︷ ︸

B1(F,p)

+ ε ≤ (2K/m)1/2

︸ ︷︷ ︸

B2(F,p)

+ ε,

both with probability at least1−exp
(

− ε2m
4K

)

.

In this theorem, we illustrate two possible boundsB1(F, p) andB2(F, p) on the bias in the empirical
estimate (5). The first inequality is interesting inasmuch as it provides a link between the bias bound
B1(F, p) and kernel size (for instance, if we were to use a Gaussian kernel with largeσ, thenk(x,x)
andk(x,x′) would likely be close, and the bias small). In the context of testing, however,we would
need to provide an additional bound to show convergence of an empiricalestimate ofB1(F, p) to its
population equivalent. Thus, in the following test forp= q based on Theorem 8, we useB2(F, p)
to bound the bias.10

Corollary 9 A hypothesis test of levelα for the null hypothesis p= q, that is, forMMD [F, p,q] = 0,

has the acceptance regionMMDb[F,X,Y]<
√

2K/m
(

1+
√

2logα−1
)

.

We emphasize that this test is distribution-free: the test threshold does not depend on the particular
distribution that generated the sample. Theorem 7 guarantees the consistency of the test against fixed
alternatives, and that the Type II error probability decreases to zero at rateO

(
m−1/2

)
, assumingm=

n. To put this convergence rate in perspective, consider a test of whether two normal distributions
have equal means, given they have unknown but equal variance (Casella and Berger, 2002, Exercise
8.41). In this case, the test statistic has a Student-t distribution withn+m−2 degrees of freedom,
and its Type II error probability converges at the same rate as our test.

It is worth noting that bounds may be obtained for the deviation between population mean
embeddingsµp and the empirical embeddingsµX in a completely analogous fashion. The proof

10. Note that we use a tighter bias bound than Gretton et al. (2007a).
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requires symmetrization by means of aghost sample, that is, a second set of observations drawn
from the same distribution. While not the focus of the present paper, suchbounds can be used to
perform inference based on moment matching (Altun and Smola, 2006; Dudı́k and Schapire, 2006;
Dud́ık et al., 2004).

4.2 Bound on the Unbiased Statistic and Test

The previous bounds are of interest since the proof strategy can be used for general function classes
with well behaved Rademacher averages (see Sriperumbudur et al., 2010a). WhenF is the unit ball
in an RKHS, however, we may very easily define a test via a convergencebound on the unbiased
statistic MMD2

u in Lemma 4. We base our test on the following theorem, which is a straightforward
application of the large deviation bound on U-statistics of Hoeffding (1963,p. 25).

Theorem 10 Assume0≤ k(xi ,x j)≤ K, from which it follows−2K ≤ h(zi ,zj)≤ 2K. Then

PrX,Y
{

MMD2
u(F,X,Y)−MMD2(F, p,q)> t

}
≤ exp

(−t2m2

8K2

)

where m2 := ⌊m/2⌋ (the same bound applies for deviations of−t and below).

A consistent statistical test forp= q using MMD2
u is then obtained.

Corollary 11 A hypothesis test of levelα for the null hypothesis p= q has the acceptance region
MMD2

u < (4K/
√

m)
√

log(α−1).

This test is distribution-free. We now compare the thresholds of the above test with that in Corollary
9. We note first that the threshold for the biased statistic applies to an estimate ofMMD, whereas
that for the unbiased statistic is for an estimate of MMD2. Squaring the former threshold to make
the two quantities comparable, the squared threshold in Corollary 9 decreases asm−1, whereas the
threshold in Corollary 11 decreases asm−1/2. Thus for sufficiently large11 m, the McDiarmid-based
threshold will be lower (and the associated test statistic is in any case biased upwards), and its Type
II error will be better for a given Type I bound. This is confirmed in our Section 8 experiments.
Note, however, that the rate of convergence of the squared, biased MMD estimate to its population
value remains at 1/

√
m (bearing in mind we take the square of a biased estimate, where the bias

term decays as 1/
√

m).
Finally, we note that the bounds we obtained in this section and the last are rather conservative

for a number of reasons: first, they do not take the actual distributions intoaccount. In fact, they are
finite sample size, distribution-free bounds that hold even in the worst casescenario. The bounds
could be tightened using localization, moments of the distribution, etc.: see, for example, Bousquet
et al. (2005) and de la Peña and Gińe (1999). Any such improvements could be plugged straight
into Theorem 19. Second, in computing bounds rather than trying to characterize the distribution of
MMD(F,X,Y) explicitly, we force our test to be conservative by design. In the followingwe aim for
an exact characterization of the asymptotic distribution of MMD(F,X,Y) instead of a bound. While
this will not satisfy the uniform convergence requirements, it leads to superior tests in practice.

11. In the case ofα = 0.05, this ism≥ 12.
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5. Test Based on the Asymptotic Distribution of the Unbiased Statistic

We propose a third test, which is based on the asymptotic distribution of the unbiased estimate of
MMD2 in Lemma 6. This test uses the asymptotic distribution of MMD2

u underH0, which follows
from results of Anderson et al. (1994, Appendix) and Serfling (1980, Section 5.5.2): see Appendix
B.1 for the proof.

Theorem 12 Let k̃(xi ,x j) be the kernel between feature space mappings from which the mean em-
bedding of p has been subtracted,

k̃(xi ,x j) :=
〈
φ(xi)−µp,φ(x j)−µp

〉

H

= k(xi ,x j)−Exk(xi ,x)−Exk(x,x j)+Ex,x′k(x,x
′), (9)

where x′ is an independent copy of x drawn from p. Assumek̃∈ L2(X×X, p× p) (i.e., the centred
kernel is square integrable, which is true for all p when the kernel is bounded), and that for t=
m+n, limm,n→∞ m/t → ρx and limm,n→∞ n/t → ρy := (1−ρx) for fixed0< ρx < 1. Then underH0,
MMD2

u converges in distribution according to

tMMD2
u[F,X,Y]→

D

∞

∑
l=1

λl

[

(ρ−1/2
x al −ρ−1/2

y bl )
2− (ρxρy)

−1
]

, (10)

where al ∼ N(0,1) and bl ∼ N(0,1) are infinite sequences of independent Gaussian random vari-
ables, and theλi are eigenvalues of

∫
X

k̃(x,x′)ψi(x)dp(x) = λiψi(x
′).

We illustrate the MMD density under both the null and alternative hypotheses by approximating it
empirically for p= q andp 6= q. Results are plotted in Figure 2.

Our goal is to determine whether the empirical test statistic MMD2
u is so large as to be outside

the 1−α quantile of the null distribution in (10), which gives a levelα test. Consistency of this test
against local departures from the null hypothesis is provided by the following theorem, proved in
Appendix B.2.

Theorem 13 Defineρx, ρy, and t as in Theorem 12, and write µq = µp+gt , where gt ∈H is chosen
such that µp+gt remains a valid mean embedding, and‖gt‖H is made to approach zero as t→ ∞ to
describe local departures from the null hypothesis. Then‖gt‖H = ct−1/2 is the minimum distance
between µp and µq distinguishable by the test.

An example of a local departure from the null hypothesis is described earlier in the discussion of
the L2 distance between Parzen window estimates (Section 3.3.1). The class of local alternatives
considered in Theorem 13 is more general, however: for instance, Sriperumbudur et al. (2010b,
Section 4) and Harchaoui et al. (2008, Section 5, long version) give examples of classes of pertur-
bationsgt with decreasing RKHS norm. These perturbations have the property thatp differs fromq
at increasing frequencies, rather than simply with decreasing amplitude.

One way to estimate the 1−α quantile of the null distribution is using the bootstrap on the
aggregated data, following Arcones and Giné (1992). Alternatively, we may approximate the null
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Figure 2: Left: Empirical distribution of the MMD underH0, with p andq both Gaussians with

unit standard deviation, using 50 samples from each.Right: Empirical distribution of
the MMD underHA, with p a Laplace distribution with unit standard deviation, andq
a Laplace distribution with standard deviation 3

√
2, using 100 samples from each. In

both cases, the histograms were obtained by computing 2000 independent instances of
the MMD.

distribution by fitting Pearson curves to its first four moments (Johnson et al.,1994, Section 18.8).
Taking advantage of the degeneracy of the U-statistic, we obtain form= n

E
([

MMD2
u

]2
)

=
2

m(m−1)
Ez,z′

[
h2(z,z′)

]
and

E
([

MMD2
u

]3
)

=
8(m−2)

m2(m−1)2Ez,z′
[
h(z,z′)Ez′′

(
h(z,z′′)h(z′,z′′)

)]
+O(m−4) (11)

(see Appendix B.3), whereh(z,z′) is defined in Lemma 6,z= (x,y)∼ p×q wherex andy are inde-

pendent, andz′,z′′ are independent copies ofz. The fourth momentE
([

MMD2
u

]4
)

is not computed,

since it is both very small,O(m−4), and expensive to calculate,O(m4). Instead, we replace the kur-

tosis12 with a lower bound due to Wilkins (1944), kurt
(
MMD2

u

)
≥
(
skew

(
MMD2

u

))2
+1. In Figure

3, we illustrate the Pearson curve fit to the null distribution: the fit is good in theupper quantiles of
the distribution, where the test threshold is computed. Finally, we note that two alternative empiri-
cal estimates of the null distribution have more recently been proposed by Gretton et al. (2009): a
consistent estimate, based on an empirical computation of the eigenvaluesλl in (10); and an alter-
native Gamma approximation to the null distribution, which has a smaller computational cost but is
generally less accurate. Further detail and experimental comparisons are given by Gretton et al.

12. The kurtosis is defined in terms of the fourth and second moments as kurt
(
MMD2

u
)
=

E
(

[MMD2
u]

4
)

[

E
(

[MMD2
u]

2
)]2 −3.
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Figure 3: Illustration of the empirical CDF of the MMD and a Pearson curve fit. Both p andq were
Gaussian with zero mean and unit variance, and 50 samples were drawn from each. The
empirical CDF was computed on the basis of 1000 randomly generated MMD values. To
ensure the quality of fit was determined only by the accuracy of the Pearson approxima-
tion, the moments used for the Pearson curves were also computed on the basis of these
1000 samples. The MMD used a Gaussian kernel withσ = 0.5.

6. A Linear Time Statistic and Test

The MMD-based tests are already more efficient than theO(m2 logm) andO(m3) tests described in
Section 3.3.3 (assumingm= n for conciseness). It is still desirable, however, to obtainO(m) tests
which do not sacrifice too much statistical power. Moreover, we would like toobtain tests which
haveO(1) storage requirements for computing the test statistic, in order to apply the test todata
streams. We now describe how to achieve this by computing the test statistic usinga subsampling
of the terms in the sum. The empirical estimate in this case is obtained by drawing pairs fromX and
Y respectivelywithout replacement.

Lemma 14 Define m2 := ⌊m/2⌋, assume m= n, and define h(z1,z2) as in Lemma 6. The estimator

MMD2
l [F,X,Y] :=

1
m2

m2

∑
i=1

h((x2i−1,y2i−1),(x2i ,y2i))

can be computed in linear time, and is an unbiased estimate ofMMD2[F, p,q].

While it is expected that MMD2l has higher variance than MMD2u (as we will see explicitly later), it
is computationally much more appealing. In particular, the statistic can be used in stream computa-
tions with need for onlyO(1) memory, whereas MMD2u requiresO(m) storage andO(m2) time to
compute the kernelh on all interacting pairs.

Since MMD2
l is just the average over a set of random variables, Hoeffding’s bound and the cen-

tral limit theorem readily allow us to provide both uniform convergence and asymptotic statements
with little effort. The first follows directly from Hoeffding (1963, Theorem2).
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Theorem 15 Assume0≤ k(xi ,x j)≤ K. Then

PrX,Y
{

MMD2
l (F,X,Y)−MMD2(F, p,q)> t

}
≤ exp

(−t2m2

8K2

)

where m2 := ⌊m/2⌋ (the same bound applies for deviations of−t and below).

Note that the bound of Theorem 10 is identical to that of Theorem 15, whichshows the former is
rather loose. Next we invoke the central limit theorem (e.g., Serfling, 1980, Section 1.9).

Corollary 16 Assume0 < E
(
h2
)
< ∞. ThenMMD2

l converges in distribution to a Gaussian ac-
cording to

m
1
2
(
MMD2

l −MMD2 [F, p,q]
) D→N

(
0,σ2

l

)
,

whereσ2
l = 2

[

Ez,z′h2(z,z′)− [Ez,z′h(z,z′)]
2
]

, where we use the shorthandEz,z′ := Ez,z′∼p×q.

The factor of 2 arises since we are averaging over only⌊m/2⌋ observations. It is instructive to
compare this asymptotic distribution with that of the quadratic time statistic MMD2

u underHA,
whenm= n. In this case, MMD2u converges in distribution to a Gaussian according to

m
1
2
(
MMD2

u−MMD2 [F, p,q]
) D→N

(
0,σ2

u

)
,

whereσ2
u = 4

(

Ez
[
(Ez′h(z,z′))2

]
− [Ez,z′(h(z,z′))]

2
)

(Serfling, 1980, Section 5.5). Thus for MMD2
u,

the asymptotic variance is (up to scaling) the variance ofEz′ [h(z,z′)], whereas for MMD2l it is
Varz,z′ [h(z,z′)].

We end by noting another potential approach to reducing the cost of computing an empirical
MMD estimate, by using a low rank approximation to the Gram matrix (Fine and Scheinberg, 2001;
Williams and Seeger, 2001; Smola and Schölkopf, 2000). An incremental computation of the MMD
based on such a low rank approximation would requireO(md) storage andO(md) computation
(whered is the rank of the approximate Gram matrix which is used to factorizeboth matrices)
rather thanO(m) storage andO(m2) operations. That said, it remains to be determined what effect
this approximation would have on the distribution of the test statistic underH0, and hence on the
test threshold.

7. Related Metrics and Learning Problems

The present section discusses a number of topics related to the maximum mean discrepancy, includ-
ing metrics on probability distributions using non-RKHS function classes (Sections 7.1 and 7.2), the
relation with set kernels and kernels on probability measures (Section 7.3),an extension to kernel
measures of independence (Section 7.4), a two-sample statistic using a distribution over witness
functions (Section 7.5), and a connection to outlier detection (Section 7.6).

7.1 The MMD in Other Function Classes

The definition of the maximum mean discrepancy is by no means limited to RKHS. In fact, any
function classF that comes with uniform convergence guarantees and is sufficiently rich will enjoy
the above properties. Below, we consider the case where the scaled functions inF are dense inC(X)
(which is useful for instance when the functions inF are norm constrained).
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Definition 17 LetF be a subset of some vector space. The star S[F] of a setF is

S[F] := {α f | f ∈ F andα ∈ [0,∞)}
Theorem 18 Denote byF the subset of some vector space of functions fromX to R for which
S[F]∩C(X) is dense in C(X) with respect to the L∞(X) norm. ThenMMD [F, p,q] = 0 if and only
if p = q, andMMD [F, p,q] is a metric on the space of probability distributions. Whenever the star
ofF is notdense, theMMD defines a pseudo-metric space.

Proof It is clear thatp = q implies MMD[F, p,q] = 0. The proof of the converse is very similar
to that of Theorem 5. DefineH := S(F)∩C(X). Since by assumptionH is dense inC(X), there
exists anh∗ ∈H satisfying‖h∗− f‖∞ < ε for all f ∈ C(X). Write h∗ := α∗g∗, whereg∗ ∈ F. By
assumption,Exg∗−Eyg∗ = 0. Thus we have the bound

|Ex f (x)−Ey( f (y))| ≤ |Ex f (x)−Exh
∗(x)|+α∗ |Exg

∗(x)−Eyg
∗(y)|+ |Eyh

∗(y)−Ey f (y)|
≤ 2ε

for all f ∈C(X) andε > 0, which impliesp= q by Lemma 1.
To show MMD[F, p,q] is a metric, it remains to prove the triangle inequality. We have

sup
f∈F

∣
∣Ep f −Eq f

∣
∣+sup

g∈F

∣
∣Eqg−Erg

∣
∣≥ sup

f∈F

[∣
∣Ep f −Eq f

∣
∣+
∣
∣Eq f −Er

∣
∣
]

≥ sup
f∈F

|Ep f −Er f | .

Note that any uniform convergence statements in terms ofF allow us immediately to characterize
an estimator of MMD(F, p,q) explicitly. The following result shows how (this reasoning is also the
basis for the proofs in Section 4, although here we do not restrict ourselves to an RKHS).

Theorem 19 Let δ ∈ (0,1) be a confidence level and assume that for someε(δ,m,F) the following
holds for samples{x1, . . . ,xm} drawn from p:

PrX

{

sup
f∈F

∣
∣
∣
∣
∣
Ex[ f ]−

1
m

m

∑
i=1

f (xi)

∣
∣
∣
∣
∣
> ε(δ,m,F)

}

≤ δ.

In this case we have that,

PrX,Y {|MMD [F, p,q]−MMDb[F,X,Y]|> 2ε(δ/2,m,F)} ≤ δ,

whereMMDb[F,X,Y] is taken from Definition 2.

Proof The proof works simply by using convexity and suprema as follows:

|MMD [F, p,q]−MMDb[F,X,Y]|

=

∣
∣
∣
∣
∣
sup
f∈F

|Ex[ f ]−Ey[ f ]|−sup
f∈F

∣
∣
∣
∣
∣

1
m

m

∑
i=1

f (xi)−
1
n

n

∑
i=1

f (yi)

∣
∣
∣
∣
∣

∣
∣
∣
∣
∣

≤sup
f∈F

∣
∣
∣
∣
∣
Ex[ f ]−Ey[ f ]−

1
m

m

∑
i=1

f (xi)+
1
n

n

∑
i=1

f (yi)

∣
∣
∣
∣
∣

≤sup
f∈F

∣
∣
∣
∣
∣
Ex[ f ]−

1
m

m

∑
i=1

f (xi)

∣
∣
∣
∣
∣
+sup

f∈F

∣
∣
∣
∣
∣
Ey[ f ]−

1
n

n

∑
i=1

f (yi)

∣
∣
∣
∣
∣
.
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Bounding each of the two terms via a uniform convergence bound provesthe claim.

This shows that MMDb[F,X,Y] can be used to estimate MMD[F, p,q], and that the quantity is
asymptotically unbiased.

Remark 20 (Reduction to Binary Classification) As noted by Friedman (2003), any classifier
which maps a set of observations{zi , l i} with zi ∈ X on some domainX and labels li ∈ {±1}, for
which uniform convergence bounds exist on the convergence of the empirical loss to the expected
loss, can be used to obtain a similarity measure on distributions—simply assignl i = 1 if zi ∈ X and
l i = −1 for zi ∈ Y and find a classifier which is able to separate the two sets. In this case maxi-
mization ofEx[ f ]−Ey[ f ] is achieved by ensuring that as many z∼ p(z) as possible correspond to
f (z) = 1, whereas for as many z∼ q(z) as possible we have f(z) = −1. Consequently neural net-
works, decision trees, boosted classifiers and other objects for which uniform convergence bounds
can be obtained can be used for the purpose of distribution comparison. Metrics and divergences
on distributions can also be defined explicitly starting from classifiers. For instance, Sriperumbudur
et al. (2009, Section 2) show theMMD minimizes the expected risk of a classifier with linear loss
on the samples X and Y, and Ben-David et al. (2007, Section 4) use the error of a hyperplane clas-
sifier to approximate theA-distance between distributions (Kifer et al., 2004). Reid and Williamson
(2011) provide further discussion and examples.

7.2 Examples of Non-RKHS Function Classes

Other function spacesF inspired by the statistics literature can also be considered in defining the
MMD. Indeed, Lemma 1 defines an MMD withF the space of bounded continuous real-valued
functions, which is a Banach space with the supremum norm (Dudley, 2002, p. 158). We now
describe two further metrics on the space of probability distributions, namely the Kolmogorov-
Smirnov and Earth Mover’s distances, and their associated function classes.

7.2.1 KOLMOGOROV-SMIRNOV STATISTIC

The Kolmogorov-Smirnov (K-S) test is probably one of the most famous two-sample tests in statis-
tics. It works for random variablesx∈ R (or any other set for which we can establish a total order).
Denote byFp(x) the cumulative distribution function ofp and letFX(x) be its empirical counterpart,

Fp(z) := Pr{x≤ z for x∼ p} andFX(z) :=
1
|X|

m

∑
i=1

1z≤xi .

It is clear thatFp captures the properties ofp. The Kolmogorov metric is simply theL∞ distance
‖FX −FY‖∞ for two sets of observationsX andY. Smirnov (1939) showed that forp= q the limiting
distribution of the empirical cumulative distribution functions satisfies

lim
m,n→∞

PrX,Y

{[
mn

m+n

] 1
2 ‖FX −FY‖∞ > x

}

= 2
∞

∑
j=1

(−1) j−1e−2 j2x2
for x≥ 0, (12)

which is distribution independent. This allows for an efficient characterization of the distribution
under the null hypothesisH0. Efficient numerical approximations to (12) can be found in numerical
analysis handbooks (Press et al., 1994). The distribution under the alternative p 6= q, however, is
unknown.
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The Kolmogorov metric is, in fact, a special instance of MMD[F, p,q] for a certain Banach
space (M̈uller, 1997, Theorem 5.2).

Proposition 21 Let F be the class of functionsX → R of bounded variation13 1. Then
MMD [F, p,q] =

∥
∥Fp−Fq

∥
∥

∞.

7.2.2 EARTH-MOVER DISTANCES

Another class of distance measures on distributions that may be written as maximum mean discrep-
ancies are the Earth-Mover distances. We assume(X,ρ) is a separable metric space, and define
P1(X) to be the space of probability measures onX for which

∫
ρ(x,z)dp(z)< ∞ for all p∈ P1(X)

andx∈ X (these are the probability measures for whichEx |x|< ∞ whenX= R). We then have the
following definition (Dudley, 2002, p. 420).

Definition 22 (Monge-Wasserstein metric)Let p∈P1(X) and q∈P1(X). The Monge-Wasserstein
distance is defined as

W(p,q) := inf
µ∈M(p,q)

∫
ρ(x,y)dµ(x,y),

where M(p,q) is the set of joint distributions onX×X with marginals p and q.

We may interpret this as the cost (as represented by the metricρ(x,y)) of transferring mass dis-
tributed according top to a distribution in accordance withq, whereµ is the movement schedule.
In general, a large variety of costs of moving mass fromx to y can be used, such as psycho-optical
similarity measures in image retrieval (Rubner et al., 2000). The following theorem provides the
link with the MMD (Dudley, 2002, Theorem 11.8.2).

Theorem 23 (Kantorovich-Rubinstein) Let p∈ P1(X) and q∈ P1(X), whereX is separable.
Then a metric onP1(S) is defined as

W(p,q) = ‖p−q‖∗L = sup
‖ f‖L≤1

∣
∣
∣
∣

∫
f d(p−q)

∣
∣
∣
∣
,

where

‖ f‖L := sup
x6=y∈X

| f (x)− f (y)|
ρ(x,y)

is the Lipschitz seminorm14 for real valued f onX.

A simple example of this theorem is as follows (Dudley, 2002, Exercise 1, p. 425).

Example 2 LetX = R with associatedρ(x,y) = |x−y|. Then given f such that‖ f‖L ≤ 1, we use
integration by parts to obtain

∣
∣
∣
∣

∫
f d(p−q)

∣
∣
∣
∣
=

∣
∣
∣
∣

∫
(Fp−Fq)(x) f ′(x)dx

∣
∣
∣
∣
≤

∫
∣
∣(Fp−Fq)

∣
∣(x)dx,

13. A function f defined on[a,b] is of bounded variationC if the total variation is bounded byC, that is, the supremum
over all sums

∑
1≤i≤n

| f (xi)− f (xi−1)|,

wherea≤ x0 ≤ . . .≤ xn ≤ b (Dudley, 2002, p. 184).
14. A seminorm satisfies the requirements of a norm besides‖x‖= 0 only forx= 0 (Dudley, 2002, p. 156).
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where the maximum is attained for the function g with derivative g′ = 21Fp>Fq −1 (and for which
‖g‖L = 1). We recover the L1 distance between distribution functions,

W(P,Q) =
∫
∣
∣(Fp−Fq)

∣
∣(x)dx.

One may further generalize Theorem 23 to the set of all lawsP(X) on arbitrary metric spacesX
(Dudley, 2002, Proposition 11.3.2).

Definition 24 (Bounded Lipschitz metric) Let p and q be laws on a metric spaceX. Then

β(p,q) := sup
‖ f‖BL≤1

∣
∣
∣
∣

∫
f d(p−q)

∣
∣
∣
∣

is a metric onP(X), where f belongs to the space of bounded Lipschitz functions with norm

‖ f‖BL := ‖ f‖L +‖ f‖∞ .

Empirical estimates of the Monge-Wasserstein and Bounded Lipschitz metrics on R
d are provided

by Sriperumbudur et al. (2010a).

7.3 Set Kernels and Kernels Between Probability Measures

Gärtner et al. (2002) propose kernels for Multi-Instance Classification (MIC) which deal with sets of
observations. The purpose of MIC is to find estimators which are able to infer that if some elements
in a set satisfy a certain property, then the set of observations also has this property. For instance,
a dish of mushrooms is poisonous if it contains any poisonous mushrooms. Likewise a keyring
will open a door if it contains a suitable key. One is only given the ensemble, however, rather than
information about which instance of the set satisfies the property.

The solution proposed by G̈artner et al. (2002) is to map the ensemblesXi := {xi1, . . . ,ximi},
where i is the ensemble index andmi the number of elements in theith ensemble, jointly into
feature space via

φ(Xi) :=
1
mi

mi

∑
j=1

φ(xi j ),

and to use the latter as the basis for a kernel method. This simple approach affords rather good
performance. With the benefit of hindsight, it is now understandable why the kernel

k(Xi ,Xj) =
1

mimj

mi ,mj

∑
u,v

k(xiu,x jv)

produces useful results: it is simply the kernel between the empirical meansin feature space
〈
µ(Xi),µ(Xj)

〉
(Hein et al., 2004, Equation 4). Jebara and Kondor (2003) later extended this set-

ting by smoothing the empirical densities before computing inner products.
Note, however, that the empirical mean embeddingµX may not be the best statistic to use for

MIC: we are only interested in determining whethersomeinstances in the domain have the desired
property, rather than making a statement regarding the distribution over all instances. Taking this
into account leads to an improved algorithm (Andrews et al., 2003).
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7.4 Kernel Measures of Independence

We next demonstrate the application of MMD in determining whether two random variablesx and
y are independent. In other words, assume that pairs of random variables (xi ,yi) are jointly drawn
from some distributionp := pxy. We wish to determine whether this distribution factorizes; that
is, whetherq := px× py is the same asp. One application of such an independence measure is in
independent component analysis (Comon, 1994), where the goal is to finda linear mapping of the
observationsxi to obtain mutually independent outputs. Kernel methods were employed to solve
this problem by Bach and Jordan (2002), Gretton et al. (2005a,b), andShen et al. (2009). In the
following we re-derive one of the above kernel independence measures as a distance between mean
embeddings (see also Smola et al., 2007).

We begin by defining

µ[pxy] := Ex,y [v((x,y), ·)]
andµ[px× py] := ExEy [v((x,y), ·)] .

Here we assumeV is an RKHS overX×Ywith kernelv((x,y),(x′,y′)). If x andyare dependent, then
µ[pxy] 6= µ[px× py]. Hence we may use∆(V, pxy, px× py) := ‖µ[pxy]−µ[px× py]‖V as a measure of
dependence.

Now assume thatv((x,y),(x′,y′)) = k(x,x′)l(y,y′), that is, the RKHSV is a direct productH⊗G

of RKHSs onX andY. In this case it is easy to see that

∆2(V, pxy, px× py) = ‖Exy[k(x, ·)l(y, ·)]−Ex [k(x, ·)]Ey [l(y, ·)]‖2
V

= ExyEx′y′
[
k(x,x′)l(y,y′)

]
−2ExEyEx′y′

[
k(x,x′)l(y,y′)

]

+ExEyEx′Ey′
[
k(x,x′)l(y,y′)

]
.

The latter is also the squared Hilbert-Schmidt norm of the cross-covariance operator between RKHSs
(Gretton et al., 2005a): for characteristic kernels, this is zero if and onlyif x andy are independent.

Theorem 25 Denote by Cxy the covariance operator between random variables x and y, drawn
jointly from pxy, where the functions onX andY are the reproducing kernel Hilbert spacesF andG
respectively. Then the Hilbert-Schmidt norm‖Cxy‖HS equals∆(V, pxy, px× py).

Empirical estimates of this quantity are as follows:

Theorem 26 Denote by K and L the kernel matrices on X and Y respectively, and by H= I −1/m
the projection matrix onto the subspace orthogonal to the vector with all entries set to1 (where1 is
an m×m matrix of ones). Then m−2 trHKHL is an estimate of∆2 with bias O(m−1). The deviation
from ∆2 is OP(m−1/2).

Gretton et al. (2005a) provide explicit constants. In certain circumstances, including in the case of
RKHSs with Gaussian kernels, the empirical∆2 may also be interpreted in terms of a smoothed
difference between the joint empirical characteristic function (ECF) and the product of the marginal
ECFs (Feuerverger, 1993; Kankainen, 1995). This interpretation does not hold in all cases, however,
for example, for kernels on strings, graphs, and other structured spaces. An illustration of the wit-
ness functionf ∗ ∈ V from Section 2.3 is provided in Figure 4, for the case of dependence detection.
This is a smooth function which has large magnitude where the joint density is mostdifferent from
the product of the marginals.
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Figure 4: Illustration of the function maximizing the mean discrepancy when MMDis used as a
measure of dependence. A sample from dependent random variablesx andy is shown
in black, and the associated functionf̂ ∗ that witnesses the MMD is plotted as a contour.
The latter was computed empirically on the basis of 200 samples, using a Gaussian kernel
with σ = 0.2.

We remark that a hypothesis test based on the above kernel statistic is more complicated than
for the two-sample problem, since the product of the marginal distributions is ineffect simulated
by permuting the variables of the original sample. Further details are provided by Gretton et al.
(2008b).

7.5 Kernel Statistics Using a Distribution over Witness Functions

Shawe-Taylor and Dolia (2007) define a distance between distributions asfollows: letH be a set of
functions onX andr be a probability distribution overH. Then the distance between two distribu-
tions p andq is given by

D(p,q) := E f∼r( f ) |Ex[ f (x)]−Ey[ f (y)]| . (13)
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That is, we compute the average distance betweenp andq with respect to a distribution over test
functions. The following result shows the relation with the MMD, and is due to Song et al. (2008,
Section 6).

Lemma 27 LetH be a reproducing kernel Hilbert space, f∈H, and assume r( f ) = r(‖ f‖H) with
finite E f∼r [‖ f‖H]. Then D(p,q) = C

∥
∥µp−µq

∥
∥
H

for some constant C which depends only onH

and r.

Proof By definitionEx[ f (x)] = 〈µp, f 〉
H

. Using linearity of the inner product, Equation (13) equals
∫
∣
∣
〈
µp−µq, f

〉

H

∣
∣dr( f )

=
∥
∥µp−µq

∥
∥
H

∫ ∣∣
∣
∣
∣

〈

µp−µq
∥
∥µp−µq

∥
∥
H

, f

〉

H

∣
∣
∣
∣
∣
dr( f ),

where the integral is independent ofp,q. To see this, note that for anyp,q, µp−µq

‖µp−µq‖
H

is a unit vector

which can be transformed into the first canonical basis vector (for instance) by a rotation which
leaves the integral invariant, bearing in mind thatr is rotation invariant.

7.6 Outlier Detection

An application related to the two sample problem is that of outlier detection: this is thequestion of
whether a novel point is generated from the same distribution as a particulari.i.d. sample. In a way,
this is a special case of a two sample test, where the second sample contains only one observation.
Several methods essentially rely on the distance between a novel point to thesample mean in feature
space to detect outliers.

For instance, Davy et al. (2002) use a related method to deal with nonstationary time series.
Likewise Shawe-Taylor and Cristianini (2004, p. 117) discuss how to detect novel observations by
using the following reasoning: the probability of being an outlier is bounded both as a function of
the spread of the points in feature space and the uncertainty in the empirical feature space mean (as
bounded using symmetrisation and McDiarmid’s tail bound).

Instead of using the sample mean and variance, Tax and Duin (1999) estimatethe center and
radius of a minimal enclosing sphere for the data, the advantage being that such bounds can po-
tentially lead to more reliable tests for single observations. Schölkopf et al. (2001) show that the
minimal enclosing sphere problem is equivalent to novelty detection by means of finding a hyper-
plane separating the data from the origin, at least in the case of radial basis function kernels.

8. Experiments

We conducted distribution comparisons using our MMD-based tests on data sets from three real-
world domains: database applications, bioinformatics, and neurobiology. Weinvestigated both
uniform convergence approaches (MMDb with the Corollary 9 threshold, and MMD2u H with the
Corollary 11 threshold); the asymptotic approaches with bootstrap (MMD2

u B) and moment match-
ing to Pearson curves (MMD2u M), both described in Section 5; and the asymptotic approach using
the linear time statistic (MMD2l ) from Section 6. We also compared against several alternatives from
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the literature (where applicable): the multivariate t-test, the Friedman-RafskyKolmogorov-Smirnov
generalisation(Smir), the Friedman-Rafsky Wald-Wolfowitz generalisation(Wolf), the Biau-Gÿorfi
test(Biau) with a uniform space partitioning, and the Hall-Tajvidi test(Hall). See Section 3.3 for
details regarding these tests. Note that we do not apply the Biau-Györfi test to high-dimensional
problems (since the required space partitioning is no longer possible), andthat MMD is the only
method applicable to structured data such as graphs.

An important issue in the practical application of the MMD-based tests is the selection of the
kernel parameters. We illustrate this with a Gaussian RBF kernel, where we must choose the kernel
width σ (we use this kernel for univariate and multivariate data, but not for graphs). The empirical
MMD is zero both for kernel sizeσ = 0 (where the aggregate Gram matrix overX andY is a unit
matrix), and also approaches zero asσ → ∞ (where the aggregate Gram matrix becomes uniformly
constant). We setσ to be the median distance between points in the aggregate sample, as a compro-
mise between these two extremes: this remains a heuristic, similar to those described in Takeuchi
et al. (2006) and Scḧolkopf (1997), and the optimum choice of kernel size is an ongoing area of
research. We further note that setting the kernel using the sample being tested may cause changes to
the asymptotic distribution: in particular, the analysis in Sections 4 and 5 assumesthe kernel not to
be a function of the sample. An analysis of the convergence of MMD when the kernel is adapted on
the basis of the sample is provided by Sriperumbudur et al. (2009), althoughthe asymptotic distri-
bution in this case remains a topic of research. As a practical matter, however, the median heuristic
has not been observed to have much effect on the asymptotic distribution, and in experiments is
indistinguishable from results obtained by computing the kernel on a small subset of the sample set
aside for this purpose. See Appendix C for more detail.

8.1 Toy Example: Two Gaussians

In our first experiment, we investigated the scaling performance of the various tests as a function
of the dimensionalityd of the spaceX ⊂ R

d, when bothp andq were Gaussian. We considered
values ofd up to 2500: the performance of the MMD-based tests cannot therefore be explained
in the context of density estimation (as in Section 3.3.1), since the associated density estimates are
necessarily meaningless here. The levels for all tests were set atα= 0.05,m= n= 250 samples were
used, and results were averaged over 100 repetitions. In the first case, the distributions had different
means and unit variance. The percentage of times the null hypothesis was correctly rejected over a
set of Euclidean distances between the distribution means (20 values logarithmically spaced from
0.05 to 50), was computed as a function of the dimensionality of the normal distributions. In case
of the t-test, a ridge was added to the covariance estimate, to avoid singularity (the ratio of largest
to smallest eigenvalue was ensured to be at most 2). In the second case, samples were drawn from
distributionsN(0, I) andN(0,σ2I) with different variance. The percentage of null rejections was
averaged over 20σ values logarithmically spaced from 100.01 to 10. The t-test was not compared in
this case, since its output would have been irrelevant. Results are plotted in Figure 5.

In the case of Gaussians with differing means, we observe the t-test performs best in low di-
mensions, however its performance is severely weakened when the number of samples exceeds the
number of dimensions. The performance ofMMD2

u M is comparable to the t-test in low dimen-
sions, and outperforms all other methods in high dimensions. The worst performance is obtained
for MMD2

u H, thoughMMDb also does relatively poorly: this is unsurprising given that these tests
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Figure 5: Type II performance of the various tests when separating two Gaussians, with test level
α = 0.05. A Gaussians having same variance and different means.B Gaussians having
same mean and different variances.

derive from distribution-free large deviation bounds, and the sample sizeis relatively small. Re-
markably,MMD2

l performs quite well compared with the Section 3.3.3 tests in high dimensions.

In the case of Gaussians of differing variance, theHall test performs best, followed closely
by MMD2

u M. FR Wolf and (to a much greater extent)FR Smirnovboth have difficulties in high
dimensions, failing completely once the dimensionality becomes too great. The linear-cost test
MMD2

l again performs surprisingly well, almost matching theMMD2
u M performance at the highest

dimensionality. BothMMD2
u H and MMDb perform poorly, the former failing completely: this

is one of several illustrations we will encounter of the much greater tightness of the Corollary 9
threshold over that in Corollary 11.

8.2 Data Integration

In our next application of MMD, we performed distribution testing for data integration: the objec-
tive being to aggregate two data sets into a single sample, with the understandingthat both original
samples were generated from the same distribution. Clearly, it is important to check this last con-
dition before proceeding, or an analysis could detect patterns in the new data set that are caused
by combining the two different source distributions. We chose several real-world settings for this
task: we compared microarray data from normal and tumor tissues (Health status), microarray data
from different subtypes of cancer (Subtype), and local field potential (LFP) electrode recordings
from the Macaque primary visual cortex (V1) with and without spike events(Neural Data I and
II, as described in more detail by Rasch et al., 2008). In all cases, the two data sets have different
statistical properties, but the detection of these differences is made difficult by the high data dimen-
sionality (indeed, for the microarray data, density estimation is impossible giventhe sample size and
data dimensionality, and no successful test can rely on accurate density estimates as an intermediate
step).
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Data Set Attr. MMDb MMD2
u H MMD2

u B MMD2
u M t-test Wolf Smir Hall

Neural Data I Same 100.0 100.0 96.5 96.5 100.0 97.0 95.0 96.0
Different 38.0 100.0 0.0 0.0 42.0 0.0 10.0 49.0

Neural Data II Same 100.0 100.0 94.6 95.2 100.0 95.0 94.5 96.0
Different 99.7 100.0 3.3 3.4 100.0 0.8 31.8 5.9

Health status Same 100.0 100.0 95.5 94.4 100.0 94.7 96.1 95.6
Different 100.0 100.0 1.0 0.8 100.0 2.8 44.0 35.7

Subtype Same 100.0 100.0 99.1 96.4 100.0 94.6 97.3 96.5
Different 100.0 100.0 0.0 0.0 100.0 0.0 28.4 0.2

Table 1: Distribution testing for data integration on multivariate data. Numbers indicate the per-
centage of repetitions for which the null hypothesis (p=q) was accepted,givenα = 0.05.
Sample size (dimension; repetitions of experiment): Neural I 4000 (63; 100) ; Neural II
1000 (100; 1200); Health Status 25 (12,600; 1000); Subtype 25 (2,118; 1000).

Data Set Attr. MMDb MMD2
u H MMD2

u B MMD2
u M t-test Wolf Smir Hall Biau

BIO Same 100.0 100.0 93.8 94.8 95.2 90.3 95.8 95.3 99.3
Different 20.0 52.6 17.2 17.6 36.2 17.2 18.6 17.9 42.1

FOREST Same 100.0 100.0 96.4 96.0 97.4 94.6 99.8 95.5 100.0
Different 3.9 11.0 0.0 0.0 0.2 3.8 0.0 50.1 0.0

CNUM Same 100.0 100.0 94.5 93.8 94.0 98.4 97.5 91.2 98.5
Different 14.9 52.7 2.7 2.5 19.17 22.5 11.6 79.1 50.5

FOREST10D Same 100.0 100.0 94.0 94.0 100.0 93.5 96.5 97.0 100.0
Different 86.6 100.0 0.0 0.0 0.0 0.0 1.0 72.0 100.0

Table 2: Naive attribute matching on univariate (BIO, FOREST, CNUM) andmultivariate (FOR-
EST10D) data. Numbers indicate the percentage of times the null hypothesisp = q was
accepted withα = 0.05, pooled over attributes. Sample size (dimension; attributes; repeti-
tions of experiment): BIO 377 (1; 6; 100); FOREST 538 (1; 10; 100); CNUM 386 (1; 13;
100); FOREST10D 1000 (10; 2; 100).

We applied our tests to these data sets in the following fashion. Given two data sets A and B,
we either chose one sample from A and the other from B(attributes = different); or both samples
from either A or B(attributes = same). We then repeated this process up to 1200 times. Results
are reported in Table 1. Our asymptotic tests perform better than all competitors besidesWolf: in
the latter case, we have greater Type II error for one neural data set,lower Type II error on the
Health Status data (which has very high dimension and low sample size), and identical (error-free)
performance on the remaining examples. We note that the Type I error of thebootstrap test on the
Subtype data set is far from its design value of 0.05, indicating that the Pearson curves provide a
better threshold estimate for these low sample sizes. For the remaining data sets,the Type I errors
of the Pearson and Bootstrap approximations are close. Thus, for larger data sets, the bootstrap is
to be preferred, since it costsO(m2), compared with a cost ofO(m3) for the Pearson curves (due to
the cost of computing (11)). Finally, the uniform convergence-based tests are too conservative, with
MMDb finding differences in distribution only for the data with largest sample size, and MMD2

u H
never finding differences.
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8.3 Computational Cost

We next investigate the tradeoff between computational cost and performance of the various tests,
with a particular focus on how the quadratic-cost MMD tests from Sections 4and 5 compare with the
linear time MMD-based asymptotic test from Section 6. We consider two 1-D datasets (CNUM and
FOREST) and two higher-dimensional data sets (FOREST10D and NEUROII). Results are plotted
in Figure 6. If cost is not a factor, then the MMD2

u B shows best overall performance as a function
of sample size, with a Type II error dropping to zero as fast or faster than competing approaches in
three of four cases, and narrowly trailingFR Wolfin the remaining case (FOREST10D). That said,
for data sets CNUM, FOREST, and FOREST10D, the linear time MMD achievesa given Type II
error at a far smaller computational cost than MMD2

u B, albeit by looking at a great deal more data.
In the CNUM case, however, the linear test is not able to achieve zero error even for the largest
data set size. For the NEUROII data, attaining zero Type II error has about the same cost for both
approaches. The difference in cost of MMD2

u B and MMDb is due to the bootstrapping required for
the former, which produces a constant offset in cost between the two (here 150 resamplings were
used).

Thet-test also performs well in three of the four problems, and in fact represents the best cost-
performance tradeoff in these three data sets (i.e., while it requires much more data than MMD2u B
for a given Type II error rate, it costs far less to compute). Thet-test assumes that only the difference
in means is important in distinguishing the distributions, and it requires an accurate estimate of
the within-sample covariance; the test fails completely on the NEUROII data. Weemphasise that
the Kolmogorov-Smirnov results in 1-D were obtained using the classical statistic, and not the
Friedman-Rafsky statistic, hence the low computational cost. The cost of both Friedman-Rafsky
statistics is therefore given by theFR Wolf cost in this case. The latter scales similarly with sample
size to the quadratic time MMD tests, confirming Friedman and Rafsky’s observation that obtaining
the pairwise distances between sample points is the dominant cost of their tests.We also remark
on the unusual behaviour of the Type II error of theFR Wolf test in the FOREST data set, which
worsens for increasing sample size.

We conclude that the approach to be recommended for two-sample testing will depend on the
data available: for small amounts of data, the best results are obtained usingevery observation to
maximum effect, and employing the quadratic time MMD2

u B test. When large volumes of data are
available, a better option is to look at each point only once, which can yield lower Type II error for a
given computational cost. It may also be worth doing a t-test first in this case, and only running more
sophisticated nonparametric tests if the t-test accepts the null hypothesis, to verify the distributions
are identical in more than just mean.

8.4 Attribute Matching

Our final series of experiments addresses automatic attribute matching. Given two databases, we
want to detect corresponding attributes in the schemas of these databases, based on their data-
content (as a simple example, two databases might have respective fields Wage and Salary, which are
assumed to be observed via a subsampling of a particular population, and wewish to automatically
determine that both Wage and Salary denote to the same underlying attribute). We use a two-
sample test on pairs of attributes from two databases to find correspondingpairs.15 This procedure

15. Note that corresponding attributes may have different distributions inreal-world databases. Hence, schema matching
cannot solely rely on distribution testing.
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Figure 6: Linear-cost vs quadratic-cost MMD. The first column showsType II performance, and
the second shows runtime. The dashed grey horizontal line indicates zeroType II error
(required due to log y-axis).
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is also calledtable matchingfor tables from different databases. We performed attribute matching
as follows: first, the data set D was split into two halves A and B. Each of then attributes in A (and
B, resp.) was then represented by its instances in A (resp. B). We then tested all pairs of attributes
from A and from B against each other, to find the optimal assignment of attributesA1, . . . ,An from
A to attributesB1, . . . ,Bn from B. We assumed that A and B contain the same number of attributes.

As a naive approach, we could assume that any possible pair of attributesmight correspond,
and thus that every attribute ofA needs to be tested against all the attributes ofB to find the opti-
mal match. We report results for this naive approach, aggregated overall pairs of possible attribute
matches, in Table 2. We used three data sets: the census income data set from the UCI KDD archive
(CNUM), the protein homology data set from the 2004 KDD Cup (BIO) (Caruana and Joachims,
2004), and the forest data set from the UCI ML archive (Blake and Merz, 1998). For the final data
set, we performed univariate matching of attributes (FOREST) and multivariate matching of tables
(FOREST10D) from two different databases, where each table represents one type of forest. Both
our asymptotic MMD2

u-based tests perform as well as or better than the alternatives, notably for
CNUM, where the advantage of MMD2u is large. Unlike in Table 1, the next best alternatives are not
consistently the same across all data: for example, in BIO they areWolf or Hall, whereas in FOR-
EST they areSmir, Biau, or the t-test. Thus, MMD2u appears to perform more consistently across
the multiple data sets. The Friedman-Rafsky tests do not always return a Type I error close to the
design parameter: for instance,Wolf has a Type I error of 9.7% on the BIO data set (on these data,
MMD2

u has the joint best Type II error without compromising the designed Type I performance).
Finally, MMDb performs much better than in Table 1, although surprisingly it fails to reliably detect
differences in FOREST10D. The results of MMD2

u H are also improved, although it remains among
the worst performing methods.

A more principled approach to attribute matching is also possible. Assume that
φ(A) = (φ1(A1),φ2(A2), ...,φn(An)): in other words, the kernel decomposes into kernels on the indi-
vidual attributes of A (and also decomposes this way on the attributes of B). In this case,MMD2 can
be written∑n

i=1‖µi(Ai)−µi(Bi)‖2, where we sum over the MMD terms on each of the attributes.
Our goal of optimally assigning attributes fromB to attributes ofA via MMD is equivalent to finding
the optimal permutationπ of attributes ofB that minimizes∑n

i=1‖µi(Ai)−µi(Bπ(i))‖2. If we define
Ci j = ‖µi(Ai)−µi(B j)‖2, then this is the same as minimizing the sum overCi,π(i). This is the linear
assignment problem, which costsO(n3) time using the Hungarian method (Kuhn, 1955).

While this may appear to be a crude heuristic, it nonetheless defines a semi-metric on the sample
spacesX andY and the corresponding distributionsp andq. This follows from the fact that matching
distances are proper metrics if the matching cost functions are metrics. We formalize this as follows:

Theorem 28 Let p,q be distributions onRd and denote by pi ,qi the marginal distributions on the
i-th variable. Moreover, denote byΠ the symmetric group on{1, . . . ,d}. The following distance,
obtained by optimal coordinate matching, is a semi-metric.

∆[F, p,q] := min
π∈Π

d

∑
i=1

MMD [F, pi ,qπ(i)].

Proof Clearly∆[F, p,q] is nonnegative, since it is a sum of nonnegative quantities. Next we show
the triangle inequality. Denote byr a third distribution onRd and letπp,q,πq,r and πp,r be the
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distance minimizing permutations over the associated pairs from{p,q, r}. It follows that

∆[F, p,q]+∆[F,q, r] =
d

∑
i=1

MMD [F, pi ,qπp,q(i)]+
d

∑
i=1

MMD [F,qi , rπq,r (i)]

≥
d

∑
i=1

MMD [F, pi , r[πp,q◦πq,r ](i)]≥ ∆[F, p, r].

The first inequality follows from the triangle inequality on MMD,

MMD [F, pi ,qπp,q(i)]+MMD [F,qπp,q(i), r[πp,q◦πq,r ](i)]≥ MMD [F, pi , r[πp,q◦πq,r ](i)].

The second inequality is a result of minimization overπ.

We tested this ’Hungarian approach’ to attribute matching via MMD2
u B on three univariate

data sets (BIO, CNUM, FOREST) and for table matching on a fourth (FOREST10D). To study
MMD2

u B on structured data, we used two data sets of protein graphs (PROTEINSand ENZYMES)
and used the graph kernel for proteins from Borgwardt et al. (2005) for table matching via the
Hungarian method (the other tests were not applicable to these graph data).The challenge here is
to match tables representing one functional class of proteins (or enzymes)from data set A to the
corresponding tables (functional classes) in B. Results are shown in Table 3. Besides on the BIO
and CNUM data sets, MMD2u B made no errors.

Data Set Data type No. attributes Sample size Repetitions % correct

BIO univariate 6 377 100 90.0
CNUM univariate 13 386 100 99.8
FOREST univariate 10 538 100 100.0
FOREST10D multivariate 2 1000 100 100.0
ENZYME structured 6 50 50 100.0
PROTEINS structured 2 200 50 100.0

Table 3: Hungarian Method for attribute matching via MMD2
u B on univariate (BIO, CNUM,

FOREST), multivariate (FOREST10D), and structured (ENZYMES, PROTEINS) data
(α = 0.05; “% correct” is the percentage of correct attribute matches over all repetitions).

9. Conclusion

We have established three simple multivariate tests for comparing two distributionsp andq, based
on samples of sizem andn from these respective distributions. Our test statistic is the maximum
mean discrepancy (MMD), defined as the maximum deviation in the expectation of a function eval-
uated on each of the random variables, taken over a sufficiently rich function class: in our case, a
reproducing kernel Hilbert space (RKHS). Equivalently, the statistic can be written as the norm of
the difference between distribution feature means in the RKHS. We do not require density estimates
as an intermediate step. Two of our tests provide Type I error bounds thatare exact and distribution-
free for finite sample sizes. We also give a third test based on quantiles of the asymptotic distribution
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of the associated test statistic. All three tests can be computed inO((m+n)2) time, however when
sufficient data are available, a linear time statistic can be used, which in our experiments was able to
achieve a given Type II error at smaller computational cost, by looking atmany more samples than
the quadratic-cost tests.

We have seen in Section 7 that several classical metrics on probability distributions can be writ-
ten as integral probability metrics with function classes that are not Hilbert spaces, but rather Banach
or seminormed spaces (for instance the Kolmogorov-Smirnov and Earth Mover’s distances). It is
therefore of interest to establish under what conditions one could write these discrepancies in terms
of norms of differences of mean embeddings. Sriperumbudur et al. (2011b) provide expressions
for the maximum mean discrepancy in terms of mean embeddings in reproducing kernel Banach
spaces. When the Banach space is not an RKBS, the question of establishing a mean embedding
interpretation for the MMD remains open.

We also note (following Section 7.3) that the MMD for RKHSs is associated with aparticular
kernel between probability distributions. Hein et al. (2004) describe several further such kernels,
which induce corresponding distances between feature space distribution mappings: these may in
turn lead to new and powerful two-sample tests.

Two recent studies have shown that additional divergence measures between distributions can
be obtained empirically through optimization in a reproducing kernel Hilbert space. Harchaoui
et al. (2008) define a two-sample test statistic arising from the kernel Fisher discriminant, rather
than the difference of RKHS means; and Nguyen et al. (2008) obtain a KLdivergence estimate
by approximating the ratio of densities (or its log) with a function in an RKHS. By design, both
these kernel-based statistics prioritise different features ofp andq when measuring the divergence
between distributions, and the resulting effects on distinguishability of distributions are therefore of
interest.
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Appendix A. Large Deviation Bounds for Tests with Finite Sample Guarantees

This section contains proofs of the theorems of Section 4.1. We begin in Section A.1 with a review
of McDiarmid’s inequality and the Rademacher average of a function class.We prove Theorem 7
in Section A.2, and Theorem 8 in Section A.3.
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A.1 Preliminary Definitions and Theorems

We need the following theorem, due to McDiarmid (1989).

Theorem 29 (McDiarmid’s inequality) Let f : Xm→R be a function such that for all i∈{1, . . . ,m},
there exist ci < ∞ for which

sup
X∈Xm,x̃∈X

| f (x1, . . .xm)− f (x1, . . .xi−1, x̃,xi+1, . . . ,xm)| ≤ ci .

Then for all probability measures p and everyε > 0,

PrX ( f (X)−EX( f (X))> t)< exp

(

− 2ε2

∑m
i=1c2

i

)

,

whereEX denotes the expectation over the m random variables xi ∼ p, andPrX denotes the proba-
bility over these m variables.

We also define the Rademacher average of the function classF with respect to them-sampleX.

Definition 30 (Rademacher average ofF on X) LetF be the unit ball in an RKHS on the domain
X, with kernel bounded according to0 ≤ k(x,y) ≤ K. Let X be an i.i.d. sample of size m drawn
according to a probability measure p onX, and letσi be i.i.d and take values in{−1,1} with equal
probability. We define the Rademacher average

Rm(F,X) := Eσ sup
f∈F

∣
∣
∣
∣
∣

1
m

m

∑
i=1

σi f (xi)

∣
∣
∣
∣
∣

≤ (K/m)1/2 ,

where the upper bound is due to Bartlett and Mendelson (2002, Lemma 22), andEσ denotes the
expectation over all theσi . Similarly, we define

Rm(F, p) := Ex,σ sup
f∈F

∣
∣
∣
∣
∣

1
m

m

∑
i=1

σi f (xi)

∣
∣
∣
∣
∣
.

A.2 Bound whenp and q May Differ

We want to show that the absolute difference between MMD(F, p,q) and MMDb(F,X,Y) is close to
its expected value, independent of the distributionsp andq. To this end, we prove three intermediate
results, which we then combine. The first result we need is an upper bound on the absolute difference
between MMD(F, p,q) and MMDb(F,X,Y). We have

|MMD(F, p,q)−MMDb(F,X,Y)|

=

∣
∣
∣
∣
∣
sup
f∈F

(Ex( f )−Ey( f ))−sup
f∈F

(

1
m

m

∑
i=1

f (xi)−
1
n

n

∑
i=1

f (yi)

)∣
∣
∣
∣
∣

≤ sup
f∈F

∣
∣
∣
∣
∣
Ex( f )−Ey( f )− 1

m

m

∑
i=1

f (xi)+
1
n

n

∑
i=1

f (yi)

∣
∣
∣
∣
∣

︸ ︷︷ ︸

∆(p,q,X,Y)

. (14)

756



A K ERNEL TWO-SAMPLE TEST

Second, we provide an upper bound on the difference between∆(p,q,X,Y) and its expectation.
Changing either ofxi or yi in ∆(p,q,X,Y) results in changes in magnitude of at most 2K1/2/m
or 2K1/2/n, respectively. We can then apply McDiarmid’s theorem, given a denominator in the
exponent of

m
(

2K1/2/m
)2

+n
(

2K1/2/n
)2

= 4K

(
1
m
+

1
n

)

= 4K
m+n
mn

,

to obtain

PrX,Y (∆(p,q,X,Y)−EX,Y [∆(p,q,X,Y)]> ε)≤ exp

(

− ε2mn
2K(m+n)

)

. (15)

For our final result, we exploit symmetrisation, following, for example, van der Vaart and Wellner
(1996, p. 108), to upper bound the expectation of∆(p,q,X,Y). Denoting byX′ an i.i.d sample of
sizemdrawn independently ofX (and likewise forY′), we have

EX,Y [∆(p,q,X,Y)]

= EX,Y sup
f∈F

∣
∣
∣
∣
∣
Ex( f )− 1

m

m

∑
i=1

f (xi)−Ey( f )+
1
n

n

∑
i=1

f (y j)

∣
∣
∣
∣
∣

= EX,Y sup
f∈F

∣
∣
∣
∣
∣
EX′

(

1
m

m

∑
i=1

f (x′i)

)

− 1
m

m

∑
i=1

f (xi)−EY′

(

1
n

n

∑
i=1

f (y′j)

)

+
1
n

n

∑
i=1

f (y j)

∣
∣
∣
∣
∣

≤
(a)

EX,Y,X′,Y′ sup
f∈F

∣
∣
∣
∣
∣

1
m

m

∑
i=1

f (x′i)−
1
m

m

∑
i=1

f (xi)−
1
n

n

∑
i=1

f (y′j)+
1
n

n

∑
i=1

f (y j)

∣
∣
∣
∣
∣

= EX,Y,X′,Y′,σ,σ′ sup
f∈F

∣
∣
∣
∣
∣

1
m

m

∑
i=1

σi
(

f (x′i)− f (xi)
)
+

1
n

n

∑
i=1

σ′
i

(
f (y′j)− f (y j)

)

∣
∣
∣
∣
∣

≤
(b)

EX,X′,σ sup
f∈F

∣
∣
∣
∣
∣

1
m

m

∑
i=1

σi
(

f (x′i)− f (xi)
)

∣
∣
∣
∣
∣
+EY,Y′,σ sup

f∈F

∣
∣
∣
∣
∣

1
n

n

∑
i=1

σi
(

f (y′j)− f (y j)
)

∣
∣
∣
∣
∣

≤
(c)

2[Rm(F, p)+Rn(F,q)] .

≤
(d)

2
[

(K/m)1/2+(K/n)1/2
]

, (16)

where (a) uses Jensen’s inequality, (b) uses the triangle inequality, (c)substitutes Definition 30 (the
Rademacher average), and (d) bounds the Rademacher averages, also via Definition 30.

Having established our preliminary results, we proceed to the proof of Theorem 7.
Proof (Theorem 7)Combining Equations (15) and (16), gives

PrX,Y

(

∆(p,q,X,Y)−2
[

(K/m)1/2+(K/n)1/2
]

> ε
)

≤ exp

(

− ε2mn
2K(m+n)

)

.

Substituting Equation (14) yields the result.
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A.3 Bound whenp= q and m= n

In this section, we derive the Theorem 8 result, namely the large deviation bound on the MMD
whenp= q andm= n. Note also that we consider only positive deviations of MMDb(F,X,Y) from
MMD(F, p,q), since negative deviations are irrelevant to our hypothesis test. The proof follows the
same three steps as in the previous section. The first step in (14) becomes

MMDb(F,X,Y)−MMD(F, p,q) = MMDb(F,X,X′)−0

= sup
f∈F

(

1
m

m

∑
i=1

(
f (xi)− f (x′i)

)

)

. (17)

The McDiarmid bound on the difference between (17) and its expectation is now a function of 2m

observations in (17), and has a denominator in the exponent of 2m
(
2K1/2/m

)2
= 8K/m. We use a

different strategy in obtaining an upper bound on the expected (17), however: this is now

EX,X′

[

sup
f∈F

1
m

m

∑
i=1

(
f (xi)− f (x′i)

)

]

=
1
m

EX,X′

∥
∥
∥
∥
∥

m

∑
i=1

(
φ(xi)−φ(x′i)

)

∥
∥
∥
∥
∥

=
1
m

EX,X′

[
m

∑
i=1

m

∑
j=1

(
k(xi ,x j)+k(x′i ,x

′
j)−k(xi ,x

′
j)−k(x′i ,x j)

)

] 1
2

≤ 1
m

[
2mExk(x,x)+2m(m−1)Ex,x′k(x,x

′)−2m2Ex,x′k(x,x
′)
] 1

2

=

[
2
m

Ex,x′
(
k(x,x)−k(x,x′)

)
] 1

2

(18)

≤ (2K/m)1/2 . (19)

We remark that both (18) and (19) bound the amount by which our biased estimate of the population
MMD exceeds zero underH0. Combining the three results, we find that underH0,

PrX,X′

(

MMDb(F,X,X′)−
[

2
m

Ex,x′
(
k(x,x)−k(x,x′)

)
] 1

2

> ε

)

< exp

(−ε2m
4K

)

and

PrX,X′

(

MMDb(F,X,X′)− (2K/m)1/2 > ε
)

< exp

(−ε2m
4K

)

.

Appendix B. Proofs for Asymptotic Tests

We derive results needed in the asymptotic test of Section 5. Appendix B.1 describes the distribution
of the empirical MMD underH0 (i.e., p= q). Appendix B.2 establishes consistency of the test under
local departures fromH0. Appendix B.3 contains derivations of the second and third moments of
the empirical MMD, also underH0.
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B.1 Convergence of the Empirical MMD underH0

In this appendix, we prove Theorem 12, which describes the distribution of the unbiased estimator
MMD2

u[F,X,Y] under the null hypothesis. Thus, throughout this section, the reader should bear in
mind thaty now has the same distribution asx, that is,y ∼ p. We first recall from Lemma 6 in
Section 2.2 the population expression,

MMD2[F, p,q] := Ex,x′k(x,x
′)+Ey,y′k(y,y

′)−2Ex,yk(x,y),

and its empirical counterpart,

MMD2
u[F,X,Y] =

1
m(m−1)

m

∑
i=1

m

∑
j 6=i

k(xi ,x j)+
1

n(n−1)

n

∑
i=1

n

∑
j 6=i

k(yi ,y j)

− 2
mn

m

∑
i=1

n

∑
j=1

k(xi ,y j). (20)

We begin with the asymptotic analysis of MMD2
u[F,X,Y] under the null hypothesis. This is based

on the reasoning of Anderson et al. (1994, Appendix), bearing in mind the following changes:

• we do not need to deal with the bias termsS1 j in Anderson et al. (1994, Appendix) that vanish
for large sample sizes, since our statistic is unbiased;

• we require greater generality, since our kernels are not necessarily inner products inL2 be-
tween probability density functions (although this is a special case: see Section 3.3.1).

We first transform each term in the sum (20) by centering. UnderH0, bothx andy have the same
mean embeddingµp. Thus we replace each instance ofk(xi ,x j) in the sum with a kernel̃k(xi ,x j)
between feature space mappings from which the mean has been subtracted,

k̃(xi ,x j) :=
〈
φ(xi)−µp,φ(x j)−µp

〉

H

= k(xi ,x j)−Exk(xi ,x)−Exk(x,x j)+Ex,x′k(x,x
′).

The centering terms cancel across the three terms (the distance between thetwo points is unaffected
by an identical global shift in both the points). This gives the equivalent form of the empirical
MMD,

MMD2
u[F,X,Y] =

1
m(m−1)

m

∑
i=1

m

∑
j 6=i

k̃(xi ,x j)+
1

n(n−1)

n

∑
i=1

n

∑
j 6=i

k̃(yi ,y j)

− 2
mn

m

∑
i=1

n

∑
j=1

k̃(xi ,y j), (21)

where each of the three sums has expected value zero. Note in particular that the U-statistics in
k̃(xi ,x j) are degenerate, meaning

Exk̃(x,v) = Exk(x,v)−Ex,x′k(x,x
′)−Exk(x,v)+Ex,x′k(x,x

′) = 0. (22)

We define the operatorS̃k : L2(p)→ F satisfying

S̃kg(x) :=
∫
X

k̃(x,x′)g(x′)dp(x′).
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According to Reed and Simon (1980, Theorem VI.23), this operator is Hilbert-Schmidt, and hence
compact, if and only if the kernelk̃ is square integrable underp,

k̃∈ L2(X×X, p× p) . (23)

We may write the kernel̃k(xi ,x j) in terms of eigenfunctionsψl (x) with respect to the probability
measurep,

k̃(x,x′) =
∞

∑
l=1

λl ψl (x)ψl (x
′), (24)

where ∫
X

k̃(x,x′)ψi(x)dp(x) = λiψi(x
′),

∫
X

ψi(x)ψ j(x)dp(x) = δi j , (25)

and the convergence is inL2(X×X, p× p). Since the operator is Hilbert-Schmidt, we have by Reed
and Simon (1980, Theorem VI.22) that∑λ2

i < ∞.
Using the degeneracy of the U-statistic in (22), then whenλi 6= 0,

λiEx′ψi(x
′) =

∫
X

Ex′ k̃(x,x
′)ψi(x)dp(x)

= 0,

and hence
Exψi(x) = 0. (26)

In other words, the eigenfunctionsψi(x) are zero mean and uncorrelated.
We now use these results to find the asymptotic distribution of (21). First,

1
m

m

∑
i=1

m

∑
j 6=i

k̃(xi ,x j) =
1
m

m

∑
i=1

m

∑
j 6=i

∞

∑
l=1

λl ψl (xi)ψl (x j)

=
1
m

∞

∑
l=1

λl





(

∑
i

ψl (xi)

)2

−∑
i

ψ2
l (xi)





→
D

∞

∑
l=1

λl (a
2
l −1), (27)

whereal ∼ N(0,1) are i.i.d., and the final relation denotes convergence in distribution, which is
proved by Serfling (1980, Section 5.5.2) using (25) and (26).16 Given that the random variables
a2

l are zero mean with finite variance, it can be shown either via Kolmogorov’s inequality or by
the Martingale convergence theorem that the above sum converges almostsurely if ∑∞

l=1 λ2
l < ∞

(Grimmet and Stirzaker, 2001, Chapter 7.11 Exercise 30). As we have seen, this is guaranteed
under the assumption (23).

Likewise
1
n

n

∑
i=1

n

∑
j 6=i

k̃(yi ,y j)→
D

∞

∑
l=1

λl (b
2
l −1),

16. Simply replacẽh2(xi ,x j ) with k̃(xi ,x j ) in Serfling (1980, top of p. 196).
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wherebl ∼N(0,1) independent of theal , and

1√
mn

m

∑
i=1

n

∑
j=1

k̃(xi ,y j)→
D

∞

∑
l=1

λl al bl , (28)

both jointly in distribution with (27), where (28) is proved at the end of the section. We now combine
these results. Definet = m+n, and assume limm,n→∞ m/t → ρx and limm,n→∞ n/t → ρy := (1−ρx)
for fixed 0< ρx < 1. Then

tMMD2
u[F,X,Y] →

D
ρ−1

x

∞

∑
l=1

λl (a
2
l −1)+ρ−1

y

∞

∑
l=1

λl (b
2
l −1)− 2

√ρxρy

∞

∑
l=1

λl al bl

=
∞

∑
l=1

λl

[

(ρ−1/2
x al −ρ−1/2

y bl )
2− (ρxρy)

−1
]

.

Proof (Equation 28) The proof is a modification of the result for convergence of degenerateU-
statistics of Serfling (1980, Section 5.5.2). We only provide those details thatdiffer from the proof
of Serfling, and otherwise refer to the steps in the original proof as needed. First, using (24) to
expand out the centred kernel, we may write

Tmn :=
1√
mn

m

∑
i=1

n

∑
j=1

k̃(xi ,y j) =
1√
mn

m

∑
i=1

n

∑
j=1

∞

∑
l=1

λl ψl (xi)ψl (y j).

We define a truncation of this sum,

TmnL :=
1√
mn

m

∑
i=1

n

∑
j=1

L

∑
l=1

λl ψl (xi)ψl (y j).

The target distribution is written

V =
∞

∑
l=1

λl al bl ,

and its truncation is

VL :=
L

∑
l=1

λl al bl .

Our goal is to show
∣
∣EX,Y

(
eısTmn

)
−Ea,b

(
eısV)

∣
∣

vanishes for alls asm andn increase, where the expectationEX,Y is over all sample points, which
impliesTmn→

D
V (Dudley, 2002, Theorem 9.8.2). We achieve this via the upper bound

∣
∣EX,Y

(
eısTmn

)
−Ea,b

(
eısV)

∣
∣ ≤

∣
∣EX,Y

(
eısTmn

)
−EXY

(
eısTmnL

)∣
∣+
∣
∣EXY

(
eısTmnL

)
−Ea,b

(
eısVL

)∣
∣

+
∣
∣Ea,b

(
eısVL

)
−Ea,b

(
eısV)

∣
∣ ,

where we need to show that for large enoughL, each of the three terms vanish.
First term: We first show that for large enoughL, Tmn andTmnL are close in distribution. From

Serfling (1980, p. 197),

∣
∣EX,Y

(
eısTmn

)
−EX,Y

(
eısTmnL

)∣
∣≤ |s|

[

EX,Y (Tmn−TmnL)
2
]1/2

,
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and we may write the difference between the full sum and its truncation as

Tmn−TmnL=
1√
mn

m

∑
i=1

n

∑
j=1

(

k̃(xi ,y j)−
L

∑
l=1

λl ψl (xi)ψl (y j)

)

︸ ︷︷ ︸

gK(xi ,y j )

.

Each of the properties (Serfling, 1980, Equations (6a)-(6c) p. 197)still holds forgK , namely

Ex,x′
(
gK(x,x

′)
)

= 0,

Ex,x′
(
g2

K(x,x
′)
)

=
∞

∑
l=L+1

λ2
l ,

Ex
(
gK(x,x

′)
)

= 0.

Then

EX,Y (Tmn−TmnL)
2 =

1
mn

m

∑
i=1

m

∑
q=1

n

∑
j=1

n

∑
r=1

Exi ,xq,y j ,yr [gK(xi ,y j)gK(xq,yr)]

=

{ 1
mn∑m

i=1 ∑n
j=1Ex,x′

(
g2

K(x,x
′)
)

i = qandj = r,
0 otherwise.

where we have used thatp= q underH0, which allows us to replaceEx,y with Ex,x′ in the final line.
It follows that for large enoughL,

|s|
[

EX,Y (Tmn−TmnL)
2
]1/2

= |s|
[

1
mn

m

∑
i=1

n

∑
j=1

Ex,x′
(
g2

K(x,x
′)
)

]1/2

= |s|
[

∞

∑
l=L+1

λ2
l

]1/2

< ε.

Second term:We show that
TmnL→

D
VL (29)

asm→ ∞ andn→ ∞. We rewriteTmnL as

TmnL=
L

∑
l=1

λl

(

1√
m

m

∑
i=1

ψl (xi)

)(

1√
n

n

∑
i=1

ψl (y j)

)

.

Define the lengthL vectorsWm andW′
n havingl th entries

Wml =
1√
m

m

∑
i=1

ψl (xi), W′
nl =

1√
n

n

∑
i=1

ψl (y j),

respectively. These have mean and covariance

EX(Wml) = 0, CovX,Y(Wml,Wml′) =

{

1 l = l ′,

0 l 6= l ′.
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Moreover, the vectorsWm andW′
n are independent. The result (29) then holds by the Lindberg-Lévy

CLT (Serfling, 1980, Theorem 1.9.1A).
Third term : From Serfling (1980, p. 199), we have

∣
∣Ea,b

(
eısVL

)
−Ea,b

(
eısV)

∣
∣≤ |s|

[

Ea,b(V −VL)
2
]1/2

.

We can bound the right hand term by

Ea,b(V −VL)
2 = Ea,b

(
∞

∑
l=L+1

λl al bl

)2

=
∞

∑
l=L+1

λ2
l Ey
(
a2

l

)
Ez
(
b2

l

)

=
∞

∑
l=L+1

λ2
l

≤ ε

for L sufficiently large.

B.2 Alternative Distribution: Consistency Against Local Alternatives

We prove Theorem 13, which gives the power against a local alternative hypothesis of a two-sample
test based on MMD2u. The proof modifies a result of Anderson et al. (1994, Section 2.4), where we
consider a more general class of local departures from the null hypothesis (rather than the class of
perturbed densities described in Section 3.3.1).

First, we recall our test statistic,

MMD2
u[F,X,Y] =

1
m(m−1)

m

∑
i=1

m

∑
j 6=i

k(xi ,x j)

+
1

n(n−1)

n

∑
i=1

n

∑
j 6=i

k(yi ,y j)−
2

mn

m

∑
i=1

n

∑
j=1

k(xi ,y j).

We begin by transforming this statistic by centering the samplesX andY in feature space byµp and
µq, respectively; unlike theH0 case, however,µp 6= µq, and the new statistic MMD2c is not the same
as MMD2

u. The first term is centered as in (9). The second and third terms are respectively replaced
by

1
n(n−1)

n

∑
i=1

n

∑
j 6=i

〈
φ(yi)−µq,φ(y j)−µq

〉

H

and
2

mn

m

∑
i=1

n

∑
j=1

〈
φ(xi)−µp,φ(y j)−µq

〉

H
.
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The resulting centred statistic is

MMD2
c[F,X,Y] =

1
m(m−1)

m

∑
i=1

m

∑
j 6=i

〈
φ(xi)−µp,φ(x j)−µp

〉

H

+
1

n(n−1)

n

∑
i=1

n

∑
j 6=i

〈
φ(yi)−µq,φ(y j)−µq

〉

H
− 2

mn

m

∑
i=1

n

∑
j=1

〈
φ(xi)−µp,φ(y j)−µq

〉

H
.

We writeµq = µp+gt , wheregt ∈H is chosen such thatµp+gt remains a valid distribution embed-
ding, and‖gt‖H can be made to approach zero to describe local departures from the nullhypothesis.
The difference between the original statistic and the centred statistic is then

MMD2
u[F,X,Y]−MMD2

c[F,X,Y]

=
2
m

m

∑
i=1

〈µp,φ(xi)〉H−〈µp,µp〉H+
2
n

n

∑
i=1

〈
µq,φ(yi)

〉

H
−
〈
µq,µq

〉

H

− 2
m

m

∑
i=1

〈
µq,φ(xi)

〉

H
− 2

n

n

∑
i=1

〈µp,φ(yi)〉H+2
〈
µp,µq

〉

H

=
2
n

n

∑
i=1

〈
gt ,φ(yi)−µq

〉

H
− 2

m

m

∑
i=1

〈gt ,φ(xi)−µp〉H+ 〈gt ,gt〉H .

We next showgt can be used to encode a local departure from the null hypothesis. Define
t = m+n, and assume limm,n→∞ m/t → ρx and limm,n→∞ n/t → ρy := (1−ρx) where 0< ρx < 1.
Consider the case where the departure from the null hypothesis satisfies‖gt‖H = ct−1/2. Then, as
t → ∞,

tMMD2
c[F,X,Y]→

D

∞

∑
l=1

λl

[

(ρ−1/2
x al +ρ−1/2

y bl )
2− (ρxρy)

−1
]

=: S

as before, since the distance betweenµp andµq vanishes for larget (as‖gt‖H → 0). Next, the terms

1√
n

n

∑
i=1

〈
gt

‖gt‖H
,φ(yi)−µq

〉

H

and
1√
m

m

∑
i=1

〈
gt

‖gt‖H
,φ(xi)−µp

〉

H

in the difference between MMD2u and MMD2
c are straightforward sums of independent zero mean

random variables, and have Gaussian asymptotic distribution. Defininguy to be the zero mean
Gaussian random variable associated with the first term,

t
n

n

∑
i=1

〈
gt ,φ(yi)−µq

〉

H
=

t
n

(

ct−1/2
) n

∑
i=1

〈
gt

‖gt‖H
,φ(yi)−µq

〉

H

→
D

cρ−1/2
y uy.

Likewise,
t
m

m

∑
i=1

〈gt ,φ(xi)−µp〉H →
D

cρ−1/2
x ux,

whereux is a zero mean Gaussian random variable independent ofuy (note, however, thatux and
uy are correlated with terms inS, and are defined on the same probability space asal andbl in this
sum). Finally,

t 〈gt ,gt〉H = c2.
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This leads to our main result: given the thresholdsα, then

PrHA

(
tMMD2

u > sα
)
→ Pr

(

S+2c
(

ρ−1/2
x ux−ρ−1/2

y uy

)

+c2 > sα

)

,

which is constant int, and increases asc → ∞. Thus,‖gt‖H = ct−1/2 is the minimum distance
betweenµp andµq distinguishable by the asymptotic MMD-based test.

B.3 Moments of the Empirical MMD Under H0

In this section, we compute the moments of the U-statistic in Section 5 form= n, under the null
hypothesis conditions

Ez,z′h(z,z
′) = 0, (30)

and, importantly,

Ez′h(z,z
′) = 0. (31)

Note that the latter implies the former.
Variance/2nd moment: This was derived by Hoeffding (1948, p. 299), and is also described

by Serfling (1980, Lemma A p. 183). Applying these results,

E
([

MMD2
u

]2
)

=

(
2

n(n−1)

)2[n(n−1)
2

(n−2)(2)Ez
[
(Ez′h(z,z

′))2]+
n(n−1)

2
Ez,z′

[
h2(z,z′)

]
]

=
2(n−2)
n(n−1)

Ez
[
(Ez′h(z,z

′))2]+
2

n(n−1)
Ez,z′

[
h2(z,z′)

]

=
2

n(n−1)
Ez,z′

[
h2(z,z′)

]
,

where the first term in the penultimate line is zero due to (31). Note that variance and 2nd moment
are the same under the zero mean assumption.

3rd moment: We consider the terms that appear in the expansion ofE
([

MMD2
u

]3
)

. These are

all of the form
(

2
n(n−1)

)3

E(habhcdhe f),

where we shortenhab= h(za,zb), and we knowza andzb are always independent. Most of the terms
vanish due to (30) and (31). The first terms that remain take the form

(
2

n(n−1)

)3

E(habhbchca),

and there are
n(n−1)

2
(n−2)(2)
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of them, which gives us the expression

(
2

n(n−1)

)3 n(n−1)
2

(n−2)(2)Ez,z′
[
h(z,z′)Ez′′

(
h(z,z′′)h(z′,z′′)

)]

=
8(n−2)

n2(n−1)2Ez,z′
[
h(z,z′)Ez′′

(
h(z,z′′)h(z′,z′′)

)]
. (32)

Note the scaling8(n−2)
n2(n−1)2 ∼ 1

n3 . The remaining non-zero terms, for whicha= c= e andb= d = f ,
take the form

(
2

n(n−1)

)3

Ez,z′
[
h3(z,z′)

]
,

and there aren(n−1)
2 of them, which gives

(
2

n(n−1)

)2

Ez,z′
[
h3(z,z′)

]
.

However
(

2
n(n−1)

)2
∼ n−4 so this term is negligible compared with (32). Thus, a reasonable ap-

proximation to the third moment is

E
([

MMD2
u

]3
)

≈ 8(n−2)
n2(n−1)2Ez,z′

[
h(z,z′)Ez′′

(
h(z,z′′)h(z′,z′′)

)]
.

Appendix C. Empirical Evaluation of the Median Heuristic for Ke rnel Choice

In this appendix, we provide an empirical evaluation of the median heuristic for kernel choice,
described at the start of Section 8: according to this heuristic, the kernelbandwidth is set at the
median distance between points in the aggregate sample overp andq (in the case of a Gaussian
kernel onRd). We investigated three kernel choice strategies: kernel selection on theentire sample
from p andq; kernel selection on a hold-out set (10% of data), and testing on the remaining 90%;
and kernel selectionand testing on 90% of the available data. These strategies were evaluated on
the Neural Data I data set described in Section 8.2, using a Gaussian kernel, and both the bootstrap
and Pearson curve methods for selecting the test threshold. Results are plotted in Figure 7. We note
that the Type II error of each approach follows the same trend. The Type II errors of the second and
third approaches are indistinguishable, and the first approach has a slightly lower Type II error (as it
is computed on slightly more data). In this instance, the null distribution with the kernel bandwidth
set using the tested data is not substantially different to that obtained when aheld-out set is used.
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B. Scḧolkopf. Support Vector Learning. R. Oldenbourg Verlag, Munich, 1997. Download:
http://www.kernel-machines.org.
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A. J. Smola and B. Scḧolkopf. Sparse greedy matrix approximation for machine learning. InPro-
ceedings of the International Conference on Machine Learning, pages 911–918, San Francisco,
2000. Morgan Kaufmann Publishers.

A. J. Smola, A. Gretton, L. Song, and B. Schölkopf. A Hilbert space embedding for distributions.
In Proceedings of the International Conference on Algorithmic Learning Theory, volume 4754,
pages 13–31. Springer, 2007.

L. Song, X. Zhang, A. Smola, A. Gretton, and B. Schölkopf. Tailoring density estimation via re-
producing kernel moment matching. InProceedings of the International Conference on Machine
Learning, pages 992–999. ACM, 2008.

B. Sriperumbudur, A. Gretton, K. Fukumizu, G. Lanckriet, and B. Schölkopf. Injective Hilbert space
embeddings of probability measures. InProceedings of the Annual Conference on Computational
Learning Theory, pages 111–122, 2008.

B. Sriperumbudur, K. Fukumizu, A. Gretton, G. Lanckriet, and B. Schoelkopf. Kernel choice
and classifiability for RKHS embeddings of probability distributions. InAdvances in Neural
Information Processing Systems 22, Red Hook, NY, 2009. Curran Associates Inc.

B. Sriperumbudur, K. Fukumizu, A. Gretton, B. Schölkopf, and G. Lanckriet. Non-parametric
estimation of integral probability metrics. InInternational Symposium on Information Theory,
pages 1428 – 1432, 2010a.

B. Sriperumbudur, A. Gretton, K. Fukumizu, G. Lanckriet, and B. Schölkopf. Hilbert space em-
beddings and metrics on probability measures.Journal of Machine Learning Research, 11:1517–
1561, 2010b.

B. Sriperumbudur, K. Fukumizu, and G. Lanckriet. Universality, characteristic kernels and RKHS
embedding of measures.Journal of Machine Learning Research, 12:2389–2410, 2011a.

B. Sriperumbudur, K. Fukumizu, and G. Lanckriet. Learning in Hilbert vs. Banach spaces: A mea-
sure embedding viewpoint. InAdvances in Neural Information Processing Systems 24. Curran
Associates Inc., Red Hook, NY, 2011b.

I. Steinwart. On the influence of the kernel on the consistency of support vector machines.Journal
of Machine Learning Research, 2:67–93, 2001.

I. Steinwart and A. Christmann.Support Vector Machines. Information Science and Statistics.
Springer, 2008.

I. Takeuchi, Q. V. Le, T. Sears, and A. J. Smola. Nonparametric quantileestimation. Journal of
Machine Learning Research, 7, 2006.

D. M. J. Tax and R. P. W. Duin. Data domain description by support vectors. In Proceedings
ESANN, pages 251–256, Brussels, 1999. D Facto.

A. W. van der Vaart and J. A. Wellner.Weak Convergence and Empirical Processes. Springer, 1996.

L. Wasserman.All of Nonparametric Statistics. Springer, 2006.

772



A K ERNEL TWO-SAMPLE TEST

J. E. Wilkins. A note on skewness and kurtosis.The Annals of Mathematical Statistics, 15(3):
333–335, 1944.

C. K. I. Williams and M. Seeger. Using the Nystrom method to speed up kernelmachines. In
Advances in Neural Information Processing Systems 13, pages 682–688, Cambridge, MA, 2001.
MIT Press.

773



 



Journal of Machine Learning Research 13 (2012) 775-779 Submitted 9/11; Published 1/12

GPLP: A Local and Parallel Computation Toolbox
for Gaussian Process Regression

Chiwoo Park CHIWOO.PARK@ENG.FSU.EDU

Department of Industrial and Manufacturing Engineering
Florida A&M - Florida State University College of Engineering
2525 Pottsdamer St
Tallahassee, FL 32310-6046, USA

Jianhua Z. Huang JIANHUA@STAT.TAMU .EDU

Department of Statistics
Texas A&M University
3143 TAMU
College Station, TX 77843-3143, USA

Yu Ding YUDING@IEMAIL .TAMU .EDU

Department of Industrial and Systems Engineering
Texas A&M University
3131 TAMU
College Station, TX 77843-3131, USA

Editor: Mikio Braun

Abstract

This paper presents theGetting-startedstyle documentation for the local and parallel computa-
tion toolbox for Gaussian process regression (GPLP), an open source software package written in
Matlab (but also compatible withOctave ). The working environment and the usage of the software
package will be presented in this paper.

Keywords: Gaussian process regression, domain decomposition method, partial independent con-
ditional, bagging for Gaussian process, local probabilistic regression

1. Introduction

The Gaussian process regression (GP regression) has recently developed to be a useful tool in ma-
chine learning (Rasmussen and Williams, 2006). A GP regression providesthe best unbiased linear
estimator computable by a simple closed form expression and is a popular methodfor interpolation
or extrapolation. A major limitation of GP regression is its computational complexity, scaled by
O(N3), whereN is the number of training observations.

Many fast computation methods have been introduced in the literature to relievethe computation
burden:matrix approximation(Williams and Seeger, 2000; Smola and Bartlett, 2001),likelihood
approximation(Seeger et al., 2003; Snelson and Ghahramani, 2006, 2007) andlocalized regression
(Tresp, 2000; Schwaighofer et al., 2003; Urtasun and Darrell, 2008; Rasmussen and Ghahramani,
2002; Gramacy and Lee, 2008; Chen and Ren, 2009; Park et al., 2011).
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Many of the computation methods have been implemented as software, which includesSOGP1,
GPML2, SPGP3, TGP4 andGPStuff 5. However, many of the methods are still not implemented,
because of various complexities involved in the methods as well as in their implementation. In
particular, most of the localized regression methods are not implemented in spiteof their unique
advantages such as adaptivity to non-stationary changes and easinessof being parallelized for faster
computation.

TheGPLPis theOctave andMatlab implementation of several localized regression methods:
the domain decomposition method (Park et al., 2011, DDM), partial independent conditional (Snel-
son and Ghahramani, 2007, PIC), localized probabilistic regression (Urtasun and Darrell, 2008,
LPR), and bagging for Gaussian process regression (Chen and Ren, 2009, BGP). Most of the lo-
calized regression methods can be applied for general machine learning problems although DDM
is only applicable for spatial data sets. In addition, theGPLPprovides two parallel computation
versions of the domain decomposition method. The easiness of being parallelized is one of the
advantages of the localized regression, and the two parallel implementations will provide a good
guidance about how to materialize this advantage as software.

This manual is written inGetting-startedstyle; it introduces the working environment ofGPLP
(in Section 2) and illustrates the usage with an simple example (in Section 3). If you need more
detailed documentation, please refer toUser Manualat ./doc directory.

2. Implementation

TheGPLPis implemented inMatlab code such that it is executable and has been tested inMatlab
Version 7.7 or later versions, andOctave Version 3.2.4 or later versions. It might be executable
in any of Matlab Version 7.x and any ofOctave Version 3.2.x, but it has not been tested on
those versions. One exception is the implementation of LPR that only works inMatlab 7.12.0,
in Matlab 7.7.0 or later versions with a compiler supporting mex-compile, or in Octave 3.2.4 or
later versions. For information on the list of compilers to support the mex-compile in Matlab ,
please refer to the technical support webpage athttp://www.mathworks.com/support/
compilers/previous_releases.html .

The GPLPalso includes the parallel computation version of DDM, which requires the open
source message passing interface,MatMPI Version 1.2, to be pre-installed before executing the
parallel version. All of theMatlab , Octave and MatMPI are working in many versions of
Windows andUnix , soGPLPis virtually OS-independent.

The implementation consists of six different main modules for the six different methods imple-
mented, but all of the main modules are structured in the common form having the similar input
and output arguments. In addition, the implementation partially supports the separation of the main

1. Implementation of SOGP (Smola and Bartlett, 2001) is available athttp://cs.brown.edu/people/dang/
code.shtml .

2. Implementation of GPML (Williams and Seeger, 2000) is available athttp://gaussianprocess.org/
gpml/code/matlab/doc/index.html .

3. Implementation of SPGP (Snelson and Ghahramani, 2006) is available at http://www.gatsby.ucl.ac.uk/

˜ snelson .
4. Implementation of TGP (Gramacy and Lee, 2008) is available athttp://users.soe.ucsc.edu/

˜ rbgramacy/tgp.html .
5. Implementation of GPStuff (Snelson and Ghahramani, 2006, 2007; Schwaighofer et al., 2003) is available athttp:

//www.lce.hut.fi/research/mm/gpstuff/ .
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logic from the specification of the covariance function and the mesh generation function (the spec-
ification of mesh generation function is only applicable for DDM and its two parallel computation
versions; the explanation of the mesh generation function will be in the next section). With such
separation, users can easily extend the function ofGPLPby adding a new covariance function and
adding a new mesh generation function without major modification of the main logic.

The code and documentation ofGPLPare publicly available on the JMLR MOSS website at
http://www.jmlr.org/mloss under GNU General Public License version 3.0 (GPL-3.0).

3. GPLP: A software Package for Localized and Parallel Computation of GP
Regression

TheGPLPprovides an individual function for calling each one of the six localized regression meth-
ods (including two parallel implementations. The individual functions have a common structure of
input and output arguments so that users can easily use all functions once they learn the common
structure. In this section, we will explain the common structure by means of a simple example.

Consider a unknown random functionf : X → R. The GP regression predicts the realization
of the random function at test locationsxs , given a set of observationsx from the realization.
The localized GP regression partitionsx into many smaller chunks,x_j ’s, and it does localized
predictions atxs with each one ofx_j ’s as the training data for everyj. Finally, the localized GP
regression combines the localized predictions to make a global prediction in many different ways.
The key design parameters for the localized GP regression are (1) mean function and covariance
function defining the GP, and (2) mesh generation function for partitioningx into x_j ’s.

1 % define the structure of local regions
2 param1.meshfunc = 'rectMesh' ; % mesh generation function
3 param1.mparam = [14 21]; % mesh generation function parameters
4 param1.p = 3; param1.q = 3; % parameters defining the interaction
5 % between local regions for improving
6 % prediction accuracy
7

8 % set the prior GP by specifying a covariance function
9 param2.covfunc = { 'covSum' , { 'covSEard' , 'covNoise' }}; %covariance function

10 D = size(x, 2);
11 logtheta0 = log(ones(D+2,1));
12 logtheta0(D+2) = log(0.3);
13 param2.logtheta0 = logtheta0; % initial value of log hyperparameters
14 param2.frachyper = 0.5; % fraction of training data used for learning
15 % hyperparameters
16 param2.nIter = 100; % maximum number of iterations in optimizing the
17 % log hyperparameters
18

19 % train the localized regression model for Gaussian process regression
20 [model, elpasedTrain] = ddmGP(x, y, param1, param2);
21

22 % predict at test inputs
23 [meanPred, varPred, elapsedPred] = ddm_pred(model, xs);

In line 2 and 3, we specify the mesh generation function asrectMesh with its input parameter
(14, 21) . The mesh generation function decomposesX (domain of f ) into 14-by-21 rectangular
meshes,{X j}, and it partitionsx into x_j ’s such thatx_j belongs toX j .
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In line 4, there are two parameters that defines how many localized predictions are combined to
produce a global prediction. In the domain decomposition method (DDM), a localized prediction is
available for each meshX j , which becomes the global prediction if the test input is in the interior
of local domainX j . If the test input is over the common boundary ofX j andXk, the localized
predictions are constrained by two factors: (1) the two local predictions for both ofX j andXk

should have limited degrees of freedom on the common boundary (calledflexibility of boundary
prediction); and (2) the two localized predictions should produce the same values on the boundary
(calledconsistency of boundary prediction). Theparam1.q is the the number of control points on
the boundary where the DDM checks theconsistency of boundary prediction, and theparam1.p
is the number of degrees of freedom to constrain theflexibility of boundary prediction.

In line 9 through 13, we specify thecovSum composite covariance function. The compos-
ite covariance function generates the covariance by summing two base covariance functions: the
anisotropic version of squared exponential covariance function (covSEard ) and the noise covari-
ance function (covNoise ). ThecovSEard is parameterized by(D+1) hyperparameters as fol-
lows:

K(x,x′) = θ2
D+1exp

{

−
1
2

D

∑
d=1

(

xd −x′d
θd

)2
}

,

whereD is the dimension ofX . ThecovNoise is parameterized by noise variance parameterσ2 as
K(x,x′)=σ2δ(x,x′). In total, the composite covariance function is parameterized by(D+2) param-
eter values, so the initial guess of hyperparameter,logtheta0 , should be(D+2)-dimensional.
In line 11 and 12, the first(D+1) elements oflogtheta0 are initialized for the hyperparameter
values ofcovSEard , and the last one element oflogtheta0 is initialized for the value ofσ2.

In line 14 and 15,param2.frachyper andparam2.nIter are the process parameters
used in maximizing the likelihood function with respect to the hyperparameters. The maximization
is an iterative process that updates the log hyperparameter values, starting with the initial guess
logtheta0 . Theparam2.nIter=100 implies that the number of the iterations allowed for the
iterative maximization is at most one hundred. In each iteration, the likelihood function is evaluated.
Since the evaluation is computationally expensive with big size of training data, people usually uses
only a subset of the training data for the evaluation. Theparam2.frachyper = 0.5 implies
that only half of the training datax will be used for the evaluation of the likelihood function.

Last, in line 20, the functionddmGPtrains the domain decomposition method for the localized
GP regression with training data setx and the previously specified parameters, andddmGPreturns
the trained model (model ) and the elapsed time (elpasedTrain ). The number of the parameters
to be specified depends on the method used for the training. For more details,please refer toUser
Manualat ./doc directory in this package. In line 22, the functionddm_pred produces the mean
predictionmeanPred and the variance predictionvarPred at test locationsxs , and also reports
the time used for prediction (elpasedPred ).
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Abstract
We consider the sparse inverse covariance regularization problem orgraphical lassowith regular-
ization parameterλ. Suppose the samplecovariance graphformed by thresholding the entries of
the sample covariance matrix atλ is decomposed into connected components. We show that the
vertex-partitioninduced by the connected components of the thresholded sample covariance graph
(at λ) is exactlyequal to that induced by the connected components of the estimated concentration
graph, obtained by solving the graphical lasso problem for thesameλ. This characterizes a very
interesting property of a path of graphical lasso solutions. Furthermore, this simple rule, when used
as a wrapper around existing algorithms for the graphical lasso, leads to enormous performance
gains. For a range of values ofλ, our proposal splits a large graphical lasso problem into smaller
tractable problems, making it possible to solve an otherwise infeasible large-scale problem. We
illustrate the graceful scalability of our proposal via synthetic and real-life microarray examples.
Keywords: sparse inverse covariance selection, sparsity, graphicallasso, Gaussian graphical mod-
els, graph connected components, concentration graph, large scale covariance estimation

1. Introduction

Consider a data matrixXn×p comprising ofn sample realizations from ap dimensional Gaus-
sian distribution with zero mean and positive definite covariance matrixΣp×p (unknown), that is,

xi
i.i.d∼ MVN(0,Σ), i = 1, . . . ,n. The task is to estimate the unknownΣ based on then samples.ℓ1

regularized Sparse Inverse Covariance Selection also known asgraphical lasso(Friedman et al.,
2007; Banerjee et al., 2008; Yuan and Lin, 2007) estimates the covariance matrixΣ, under the as-
sumption that the inverse covariance matrix, that is,Σ−1 is sparse. This is achieved by minimizing
the regularized negative log-likelihood function:

minimize
Θ�0

− logdet(Θ)+ tr(SΘ)+λ∑
i, j

|Θi j |, (1)

whereS is the sample covariance matrix. Problem (1) is a convex optimization problem in the

variableΘ (Boyd and Vandenberghe, 2004). LetΘ̂
(λ)

denote the solution to (1). We note that (1)
can also be used in a more non-parametric fashion for any positive semi-definite input matrixS, not
necessarily a sample covariance matrix of a MVN sample as described above.

∗. Also in the Department of Health, Research and Policy
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A related criterion to (1) is one where the diagonals are not penalized—by substitutingS←
S+λIp×p in the “unpenalized” problem we get (1). In this paper we concentrate onproblem (1).

Developing efficient large-scale algorithms for (1) is an active area of research across the fields
of Convex Optimization, Machine Learning and Statistics. Many algorithms havebeen proposed
for this task (Friedman et al., 2007; Banerjee et al., 2008; Lu, 2009, 2010; Scheinberg et al., 2010;
Yuan, 2009, for example). However, it appears that certain special properties of the solution to
(1) have been largely ignored. This paper is about one such (surprising) property—namely estab-
lishing an equivalence between thevertex-partitioninduced by the connected components of the

non-zero pattern of̂Θ
(λ)

and the thresholded sample covariance matrixS. This paper isnot about
a specific algorithm for the problem (1)—it focuses on the aforementionedobservation that leads
to a novel thresholding/screening procedure based onS. This provides interesting insight into the

path of solutions{Θ̂(λ)}λ≥0 obtained by solving (1), over a path ofλ values. The behavior of

the connected-components obtained from the non-zero patterns of{Θ̂(λ)}λ≥0 can be completely
understood by simple screening rules onS. This can be done withouteven attemptingto solve (1)—
arguably a very challenging convex optimization problem. Furthermore, this thresholding rule can
be used as awrapper to enormously boost the performance of existing algorithms, as seen in our
experiments. This strategy becomes extremely effective in solving large problems over a range of
values ofλ—sufficiently restricted to ensure sparsity and the separation into connected components.
Of course, for sufficiently small values ofλ there will be no separation into components, and hence
no computational savings.

At this point we introduce some notation and terminology, which we will use throughout the
paper.

1.1 Notations and Preliminaries

For a matrixZ, its (i, j)th entry is denoted byZi j .

We also introduce some graph theory notations and definitions (Bollobas, 1998) sufficient for
this exposition. A finite undirected graphG on p vertices is given by the ordered tupleG = (V ,E),
whereV is the set of nodes andE the collection of (undirected) edges. The edge-set is equiv-
alently represented via a (symmetric) 0-1 matrix1 (also known as theadjacencymatrix) with p
rows/columns. We use the convention that a node is not connected to itself, so the diagonals of the
adjacency matrix are all zeros. Let|V | and|E | denote the number of nodes and edges respectively.

We say two nodesu,v∈V areconnectedif there is apathbetween them. A maximal connected
subgraph2 is aconnected componentof the graphG . Connectednessis an equivalence relation that
decomposes a graphG into its connected components{(Vℓ,E ℓ)}1≤ℓ≤K—with G = ∪K

ℓ=1(Vℓ,E ℓ),
whereK denotes the number of connected components. This decomposition partitions the vertices
V of G into {Vℓ}1≤ℓ≤K . Note that the labeling of the components is unique upto permutations
on {1, . . . ,K}. Throughout this paper we will often refer to this partition as thevertex-partition
induced by the components of the graphG . If the size of a component is one, that is,|Vℓ| =
1, we say that the node isisolated. Suppose a grapĥG defined on the set of verticesV admits

the following decomposition into connected components:Ĝ = ∪K̂
ℓ=1(V̂ℓ, Ê ℓ). We say the vertex-

1. 0 denotes absence of an edge and 1 denotes its presence.
2. G ′ = (V ′,E ′) is asubgraphof G if V ′ ⊂ V andE ′ ⊂ E .
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partitions induced by the connected components ofG and Ĝ are equal if K̂ = K and there is a

permutationπ on{1, . . . ,K} such thatV̂π(ℓ) = Vℓ for all ℓ ∈ {1, . . . ,K}.
The paper is organized as follows. Section 2 describes the covariance graph thresholding idea

along with theoretical justification and related work, followed by complexity analysis of the algo-
rithmic framework in Section 3. Numerical experiments appear in Section 4, concluding remarks in
Section 5 and the proofs are gathered in the Appendix A.

2. Methodology: Exact Thresholding of the Covariance Graph

The sparsity pattern of the solution̂Θ
(λ)

to (1) gives rise to the symmetric edge matrix/skeleton
∈ {0,1}p×p defined by:

E
(λ)
i j =

{
1 if Θ̂

(λ)
i j 6= 0, i 6= j;

0 otherwise.
(2)

The above defines a symmetric graphG (λ) = (V ,E (λ)), namely theestimated concentration graph
(Cox and Wermuth, 1996; Lauritzen, 1996) defined on the nodesV = {1, . . . , p} with edgesE (λ).

Suppose the graphG (λ) admits a decomposition intoκ(λ) connected components:

G (λ) = ∪κ(λ)
ℓ=1G

(λ)
ℓ , (3)

whereG (λ)
ℓ = (V̂

(λ)
ℓ ,E

(λ)
ℓ ) are the components of the graphG (λ). Note thatκ(λ) ∈ {1, . . . , p}, with

κ(λ) = p (largeλ) implying that all nodes are isolated and for small enough values ofλ, there is
only one component, that is,κ(λ) = 1.

We now describe the simple screening/thresholding rule. Givenλ, we perform a thresholding
on the entries of the sample covariance matrixS and obtain a graph edge skeleton E(λ) ∈ {0,1}p×p

defined by:

E(λ)
i j =

{
1 if |Si j |> λ, i 6= j;
0 otherwise.

(4)

The symmetric matrix E(λ) defines a symmetric graph on the nodesV = {1, . . . , p} given by G(λ) =
(V ,E(λ)). We refer to this as thethresholded sample covariance graph. Similar to the decomposi-
tion in (3), the graph G(λ) also admits a decomposition into connected components:

G(λ) = ∪k(λ)
ℓ=1G(λ)

ℓ , (5)

where G(λ)ℓ = (V
(λ)
ℓ ,E(λ)

ℓ ) are the components of the graph G(λ).

Note that the components ofG (λ) require knowledge of̂Θ
(λ)

—the solution to (1). Construction
of G(λ) and its components require operating onS—an operation that can be performed completely
independent of the optimization problem (1), which is arguably more expensive (See Section 3). The
surprising message we describe in this paper is that thevertex-partitionof the connected components
of (5) isexactlyequal to that of (3).

This observation has the following consequences:

1. We obtain a very interesting property of the path of solutions{Θ̂(λ)}λ≥0—the behavior of the
connected components of the estimated concentration graph can be completelyunderstood by
simple screening rules onS.
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2. The cost of computing the connected components of the thresholded sample covariance graph
(5) is orders of magnitude smaller than the cost of fitting graphical models (1). Furthermore,
the computations pertaining to the covariance graph can be done off-line and are amenable to
parallel computation (See Section 3).

3. The optimization problem (1) completely separates intok(λ) separate optimization
sub-problems of the form (1). The sub-problems have size equal to the number of nodes
in each componentpi := |Vi |, i = 1, . . . ,k(λ). Hence for certain values ofλ, solving prob-
lem (1) becomes feasible although it may be impossible to operate on thep× p dimensional
(global) variableΘ on a single machine.

4. Suppose that forλ0, there arek(λ0) components and the graphical model computations are
distributed.3 Since the vertex-partitions induced via (3) and (5) are nested with increasing λ
(see Theorem 2), it suffices to operate independently on these separate machines to obtain the

path of solutions{Θ̂(λ)}λ for all λ≥ λ0.

5. Consider a distributed computing architecture, where every machine allows operating on a
graphical lasso problem (1) of maximal sizepmax. Then with relatively small effort we can
find the smallest value ofλ = λpmax, such that there are no connected components of size
larger thanpmax. Problem (1) thus ‘splits up’ independently into manageable problems across
the different machines. When this structure is not exploited the global problem (1) remains
intractable.

The following theorem establishes the main technical contribution of this paper—the equivalence
of the vertex-partitions induced by the connected components of the thresholded sample covariance
graph and the estimated concentration graph.

Theorem 1 For anyλ > 0, the components of the estimated concentration graphG (λ), as defined
in (2) and (3) induceexactly the same vertex-partition as that of the thresholded sample covari-
ance graphG(λ), defined in (4) and (5). That isκ(λ) = k(λ) and there exists a permutationπ on
{1, . . . ,k(λ)} such that:

V̂
(λ)
i = V

(λ)
π(i), ∀i = 1, . . . ,k(λ). (6)

Proof The proof of the theorem appears in Appendix A.1.

Since the decomposition of a symmetric graph into its connected components depends upon the
ordering/ labeling of the components, the permutationπ appears in Theorem 1.

Remark 1 Note that the edge-structureswithin each block need not be preserved. Under a match-
ing reordering of the labels of the components ofG (λ) andG(λ):

for every fixedℓ such thatV̂ (λ)
ℓ = V

(λ)
ℓ the edge-setsE (λ)

ℓ andE(λ)
ℓ arenotnecessarily equal.

3. Distributing these operations depend upon the number of processorsavailable, their capacities, communication lag,
the number of components and the maximal size of the blocks across all machines. These of-course depend upon the
computing environment. In the context of the present problem, it is oftendesirable to club smaller components into
a single machine.
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Theorem 1 leads to a special property of the path-of-solutions to (1), that is, the vertex-partition
induced by the connected components ofG (λ) are nested with increasingλ. This is the content of
the following theorem.

Theorem 2 Consider two values of the regularization parameter such thatλ > λ′ > 0, with corre-
sponding concentration graphsG (λ) andG (λ′) as in (2) and connected components (3). Then the
vertex-partition induced by the components ofG (λ) are nestedwithin the partition induced by the

components ofG (λ′). Formally,κ(λ)≥ κ(λ′) and the vertex-partition{V̂ (λ)
ℓ }1≤ℓ≤κ(λ) forms a finer

resolution of{V̂ (λ′)
ℓ }1≤ℓ≤κ(λ′).

Proof The proof of this theorem appears in the Appendix A.2.

Remark 2 It is worth noting that Theorem 2 addresses the nesting of the edgesacrossconnected
components and not within a component. In general, the edge-setE (λ) of the estimated concentra-
tion graph need not be nested as a function ofλ:
for λ > λ′, in general,E (λ) 6⊂ E (λ′).

See Friedman et al. (2007, Figure 3), for numerical examples demonstrating the non-monotonicity
of the edge-set acrossλ, as described in Remark 2.

2.1 Node-Thresholding

A simple consequence of Theorem 1 is that ofnode-thresholding. If λ ≥ maxj 6=i |Si j |, then the
ith node will be isolated from the other nodes, the off-diagonal entries of theith row/column are

all zero, that is, maxj 6=i |Θ̂
(λ)
i j | = 0. Furthermore, theith diagonal entries of the estimated covari-

ance and precision matrices are given by(Sii + λ) and 1
Sii+λ , respectively. Hence, as soon as

λ ≥ maxi=1,...,p{maxj 6=i |Si j |}, the estimated covariance and precision matrices obtained from (1)
are both diagonal.

2.2 Related Work

Witten et al. (2011) independently discovered block screening as described in this paper. At the
time of our writing, an earlier version of their paper was available (Witten and Friedman, 2011); it
proposed a scheme to detect isolated nodes for problem (1) via a simple screening of the entries of
S, but no block screening. Earlier, Banerjee et al. (2008, Theorem 4)made the same observation
about isolated nodes. The revised manuscript (Witten et al., 2011) that includes block screening
became available shortly after our paper was submitted for publication.

Zhou et al. (2011) use a thresholding strategy followed by re-fitting for estimating Gaussian
graphical models. Their approach is based on the node-wise lasso-regression procedure of Mein-
shausen and B̈uhlmann (2006). A hard thresholding is performed on theℓ1-penalized regression
coefficient estimates at every node to obtain the graph structure. A restricted MLE for the concen-
tration matrix is obtained for the graph. The proposal in our paper differssince we are interested in
solving theGLASSOproblem (1).
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3. Computational Complexity

The overall complexity of our proposal depends upon (a) the graph partition stage and (b) solving
(sub)problems of the form (1). In addition to these, there is an unavoidable complexity associated
with handling and/or formingS.

The cost of computing the connected components of the thresholded covariance graph is fairly
negligible when compared to solving a similar sized graphical lasso problem (1)—see also our sim-
ulation studies in Section 4. In case we observe samplesxi ∈ℜp, i = 1, . . . ,n the cost for creating the
sample covariance matrixS is O(n · p2). Thresholding the sample covariance matrix costsO(p2).
Obtaining the connected components of the thresholded covariance graphcostsO(|E(λ)|+ p) (Tar-
jan, 1972). Since we are interested in a region where the thresholded covariance graph is sparse
enough to be broken into smaller connected components—|E(λ)| ≪ p2. Note that all computations
pertaining to the construction of the connected components and the task of computing S can be
computed off-line. Furthermore the computations are parallelizable. Gazit (1991, for example)
describes parallel algorithms for computing connected components of a graph—they have a time
complexityO(log(p)) and requireO((|E(λ)|+ p)/ log(p)) processors with spaceO(p+ |E(λ)|).

There are a wide variety of algorithms for the task of solving (1). While an exhaustive review
of the computational complexities of the different algorithms is beyond the scope of this paper, we
provide a brief summary for a few algorithms below.

Banerjee et al. (2008) proposed a smooth accelerated gradient basedmethod (Nesterov, 2005)

with complexityO( p4.5

ε ) to obtain anε accurate solution—the per iteration cost beingO(p3). They
also proposed a block coordinate method which has a complexity ofO(p4).

The complexity of theGLASSO algorithm (Friedman et al., 2007) which uses a row-by-row
block coordinate method is roughlyO(p3) for reasonably sparse-problems withp nodes. For denser
problems the cost can be as large asO(p4).

The algorithmSMACS proposed in Lu (2010) has a per iteration complexity ofO(p3) and an

overall complexity ofO( p4
√

ε) to obtain anε > 0 accurate solution.

It appears that most existing algorithms for (1), have a complexity of at least O(p3) to O(p4)
or possibly larger, depending upon the algorithm used and the desired accuracy of the solution—
making computations for (1) almost impractical for values ofp much larger than 2000.

It is quite clear that the role played by covariance thresholding is indeed crucial in this context.
Assume that we use a solver of complexityO(pJ) with J ∈ {3,4}, along with our screening proce-
dure. Suppose for a givenλ, the thresholded sample covariance graph hask(λ) components—the

total cost of solving these smaller problems is then∑k(λ)
i=1 O(|V (λ)

i |J)≪O(pJ), with J∈ {3,4}. This
difference in practice can be enormous—see Section 4 for numerical examples. This is what makes
large scale graphical lasso problems solvable!

4. Numerical Examples

In this section we show via numerical experiments that the screening property helps in obtaining
many fold speed-ups when compared to an algorithm that does not exploit it.Section 4.1 considers
synthetic examples and Section 4.2 discusses real-life microarray data-examples.
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4.1 Synthetic Examples

Experiments are performed with two publicly available algorithm implementations forthe problem
(1):

GLASSO: The algorithm of Friedman et al. (2007). We used the MATLAB wrapper available at
http://www-stat.stanford.edu/ ˜ tibs/glasso/index.html to the Fortran code. The
specific criterion for convergence (lack of progress of the diagonalentries) was set to 10−5

and the maximal number of iterations was set to 1000.

SMACS: denotes the algorithm of Lu (2010). We used the MATLAB implementation
smooth_covsel available athttp://people.math.sfu.ca/ ˜ zhaosong/Codes/SMOOTH_
COVSEL/. The criterion for convergence (based on duality gap) was set to 10−5 and the max-
imal number of iterations was set to 1000.

We will like to note that the convergence criteria of the two algorithmsGLASSOandSMACS are not
the same. For obtaining the connected components of a symmetric adjacency matrix we used the
MATLAB function graphconncomp . All of our computations are done in MATLAB 7.11.0 on a 3.3
GhZ Intel Xeon processor.

The simulation examples are created as follows. We generated a block diagonal matrix given by
S̃ = blkdiag(S̃1, . . . , S̃K), where each block̃Sℓ = 1pℓ×pℓ—a matrix of all ones and∑ℓ pℓ = p. In the
examples we took allpℓs to be equal top1 (say). Noise of the formσ ·UU ′ (U is ap× p matrix with
i.i.d. standard Gaussian entries) is added toS̃ such that 1.25 times the largest (in absolute value) off
block-diagonal (as in the block structure ofS̃) entry ofσ ·UU ′ equals the smallest absolute non-zero
entry inS̃, that is, one. The sample covariance matrix isS = S̃+σ ·UU ′.

We consider a number of examples for varyingK andp1 values, as shown in Table 1. Sizes were
chosen such that it is at-least ‘conceivable’ to solve (1) on the full dimensional problem, without
screening. In all the examples shown in Table 1, we setλI := (λmax+λmin)/2, where for all values
of λ in the interval[λmin,λmax] the thresh-holded version of the sample covariance matrix has exactly
K connected components. We also took a larger value ofλ, that is,λII := λmax, which gave sparser
estimates of the precision matrix but the number of connected components werethe same.

The computations across different connected blocks could be distributedinto as many machines.
This would lead to almost aK fold improvement in timings, however in Table 1 we report the timings
by operating serially across the blocks. The serial ‘loop’ across the different blocks are implemented
in MATLAB.

Table 1 shows the rather remarkable improvements obtained by using our proposed covariance
thresholding strategy as compared to operating on the whole matrix. Timing comparisons between
GLASSO and SMACS are not fair, sinceGLASSO is written in Fortran andSMACS in MATLAB.
However, we note that our experiments are meant to demonstrate how the thresholding helps in
improving the overall computational time over the baseline method of not exploitingscreening.
Clearly our proposed strategy makes solving larger problems (1), not only feasible but with quite
attractive computational time. The time taken by the graph-partitioning step in splittingthe thresh-
olded covariance graph into its connected components is negligible as compared to the timings for
the optimization problem.
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K p1 / p λ Algorithm
Algorithm Timings (sec) Ratio Time (sec)
with without Speedup graph

screen screen factor partition

2 200 / 400 λI
GLASSO 11.1 25.97 2.33

0.04
SMACS 12.31 137.45 11.16

λII
GLASSO 1.687 4.783 2.83

0.066
SMACS 10.01 42.08 4.20

2 500 /1000 λI
GLASSO 305.24 735.39 2.40

0.247
SMACS 175 2138* 12.21

λII
GLASSO 29.8 121.8 4.08

0.35
SMACS 272.6 1247.1 4.57

5 300 /1500 λI
GLASSO 210.86 1439 6.82

0.18
SMACS 63.22 6062* 95.88

λII
GLASSO 10.47 293.63 28.04

0.123
SMACS 219.72 6061.6 27.58

5 500 /2500 λI
GLASSO 1386.9 - -

0.71
SMACS 493 - -

λII
GLASSO 17.79 963.92 54.18

0.018
SMACS 354.81 - -

8 300 /2400 λI
GLASSO 692.25 - -

0.713
SMACS 185.75 - -

λII
GLASSO 9.07 842.7 92.91

0.023
SMACS 153.55 - -

Table 1: Table showing (a) the times in seconds with screening, (b) without screening, that is, on
the whole matrix and (c) the ratio (b)/(a)—‘Speedup factor’ for algorithmsGLASSO and
SMACS. Algorithms with screening are operated serially—the times reflect the total time
summed across all blocks. The column ‘graph partition’ lists the time for computingthe
connected components of the thresholded sample covariance graph. Since λII > λI , the
former gives sparser models. ‘*’ denotes the algorithm did not converge within 1000
iterations. ‘-’ refers to cases where the respective algorithms failed to converge within 2
hours.

4.2 Micro-array Data Examples

The graphical lasso is often used in learning connectivity networks in gene-microarray data (Fried-
man et al., 2007, see for example). Since in most real examples the number ofgenesp is around
tens of thousands, obtaining an inverse covariance matrix by solving (1) iscomputationally imprac-
tical. The covariance thresholding method we propose easily applies to theseproblems—and as we
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see gracefully delivers solutions over a large range of the parameterλ. We study three different
micro-array examples and observe that as one variesλ from large to small values, the thresholded
covariance graph splits into a number of non-trivial connected components of varying sizes. We
continue till a small/moderate value ofλ when the maximal size of a connected component gets
larger than a predefined machine-capacity or the ‘computational budget’ for a single graphical lasso
problem. Note that in relevant micro-array applications, sincep≫ n (n, the number of samples is
at most a few hundred) heavy regularization is required to control the variance of the covariance
estimates—so it does seem reasonable to restrict to solutions of (1) for large values ofλ.

Following are the data-sets we used for our experiments:

(A) This data-set appears in Alon et al. (1999) and has been analyzedby Rothman et al. (2008,
for example). In this experiment, tissue samples were analyzed using an Affymetrix Oligonu-
cleotide array. The data were processed, filtered and reduced to a subset of p = 2000 gene
expression values. The number of Colon Adenocarcinoma tissue samples isn= 62.

(B) This is an early example of an expression array, obtained from the Patrick Brown Laboratory
at Stanford University. There aren= 385 patient samples of tissue from various regions of
the body (some from tumors, some not), with gene-expression measurementsfor p = 4718
genes.

(C) The third example is the by now famous NKI data set that produced the 70-gene prognostic
signature for breast cancer (Van-De-Vijver et al., 2002). Here there aren= 295 samples and
p= 24481 genes.

Among the above, both (B) and (C) have few missing values—which we imputedby the respective
global means of the observed expression values. For each of the threedata-sets, we tookS to be the
corresponding sample correlation matrix. Theexact thresholdingmethodolgy could have also been
applied to the sample covariance matrix. Since it is a common practice to standardize the “genes”,
we operate on the sample correlation matrix.

Figure 1 shows how the component sizes of the thresholded covariance graph change acrossλ.
We describe the strategy we used to arrive at the figure. Note that the connected components change
only at the absolute values of the entries ofS. From the sorted absolute values of the off-diagonal
entries ofS, we obtained the smallest value ofλ, say λ′min, for which the size of the maximal
connected component was 1500. For a grid of values ofλ till λ′min, we computed the connected
components of the thresholded sample-covariance matrix and obtained the size-distribution of the
various connected components. Figure 1 shows how these components change over a range of values
of λ for the three examples (A), (B) and (C). The number of connected components of a particular
size is denoted by a color-scheme, described by the color-bar in the figures. With increasingλ: the
larger connected components gradually disappear as they decompose intosmaller components; the
sizes of the connected components decrease and the frequency of the smaller components increase.
Since these are all correlation matrices, forλ ≥ 1 all the nodes in the graph become isolated. The
range ofλ values for which the maximal size of the components is smaller than 1500 differ across
the three examples. For (C) there is a greater variety in the sizes of the components as compared
to (A) and (B). Note that by Theorem 1, the pattern of the components appearing in Figure 1 are
exactly the same as the components appearing in the solution of (1) for thatλ.
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Figure 1: Figure showing the size distribution (in the log-scale) of connected components arising
from the thresholded sample covariance graph for examples (A)-(C). For every value ofλ
(vertical axis), the horizontal slice denotes the sizes of the different components appearing
in the thresholded covariance graph. The colors represent the numberof components in
the graph having that specific size. For every figure, the range ofλ values is chosen such
that the maximal size of the connected components do not exceed 1500.

For examples (B) and (C) we found that the full problem sizes are beyond the scope ofGLASSO

andSMACS—the screening rule is apparently theonlyway to obtain solutions for a reasonable range
of λ-values as shown in Figure 1.

5. Conclusions

In this paper we present a novel property characterizing the family of solutions to the graphical lasso
problem (1), as a function of the regularization parameterλ. The property is fairly surprising—the
vertex partition induced by the connected components of the non-zero pattern of the estimated
concentration matrix (atλ) and the thresholded sample covariance matrixS (atλ) areexactly equal.
This property seems to have been unobserved in the literature. Our observation not only provides
interesting insights into the properties of the graphical lasso solution-path but also opens the door
to solving large-scale graphical lasso problems, which are otherwise intractable. This simple rule
when used as a wrapper around existing algorithms leads to enormous performance boosts—on
occasions by a factor of thousands!
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Appendix A. Proofs

Here we provide proofs of Theorems 1 and 2.

A.1 Proof of Theorem 1

Proof SupposêΘ (we suppress the superscriptλ for notational convenience) solves problem (1),
then standard KKT conditions of optimality (Boyd and Vandenberghe, 2004) give:

|Si j −Ŵi j | ≤ λ ∀ Θ̂i j = 0; and (7)

Ŵi j = Si j +λ ∀ Θ̂i j > 0; Ŵi j = Si j −λ ∀ Θ̂i j < 0; (8)

whereŴ = (Θ̂)−1. The diagonal entries satisfŷWii = Sii +λ, for i = 1, . . . , p.
Using (4) and (5), there exists an ordering of the vertices{1, . . . , p} of the graph such that E(λ) is

block-diagonal. For notational convenience, we will assume that the matrix isalready in that order.
Under this ordering of the vertices, the edge-matrix of the thresholded covariance graph is of the
form:

E(λ) =




E(λ)
1 0 · · · 0

0 E(λ)
2 0 · · ·

...
...

.. .
...

0 · · · 0 E(λ)
k(λ)




(9)

where the different components represent blocks of indices given by: V (λ)
ℓ , ℓ= 1, . . . ,k(λ).

We will construct a matrix̂W having the same structure as (9) which is a solution to (1). Note
that if Ŵ is block diagonal then so is its inverse. Let̂W and its inversêΘ be given by:

Ŵ =




Ŵ1 0 · · · 0
0 Ŵ2 0 · · ·
...

...
.. .

...
0 · · · 0 Ŵk(λ)



, Θ̂ =




Θ̂1 0 · · · 0
0 Θ̂2 0 · · ·
...

...
. ..

...
0 · · · 0 Θ̂k(λ)




Define the block diagonal matriceŝWℓ or equivalentlyΘ̂ℓ via the following sub-problems

Θ̂ℓ = argmin
Θℓ

{− logdet(Θℓ)+ tr(SℓΘℓ)+λ∑
i j

|(Θℓ)i j |} (10)

for ℓ = 1, . . . ,k(λ), whereSℓ is a sub-block ofS, with row/column indices fromV (λ)
ℓ ×V (λ)

ℓ . The

same notation is used forΘℓ. Denote the inverses of the block-precision matrices by{Θ̂ℓ}−1 = Ŵℓ.
We will show that the abovêΘ satisfies the KKT conditions—(7) and (8).

Note that by construction of the thresholded sample covariance graph,
if i ∈ V (λ)

ℓ and j ∈ V (λ)
ℓ′ with ℓ 6= ℓ′, then|Si j | ≤ λ.

Hence, fori ∈ V
(λ)
ℓ and j ∈ V

(λ)
ℓ′ with ℓ 6= ℓ′; the choiceΘ̂i j = Ŵi j = 0 satisfies the KKT

conditions (7)
|Si j −Ŵi j | ≤ λ

for all the off-diagonal entries in the block-matrix (9).
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By construction (10) it is easy to see that for everyℓ, the matrixΘ̂ℓ satisfies the KKT conditions
(7) and (8) corresponding to theℓth block of the p× p dimensional problem. HencêΘ solves
problem (1).

The above argument shows that the connected components obtained fromthe estimated preci-

sion graphG (λ) leads to a partition of the vertices{V̂ (λ)
ℓ }1≤ℓ≤κ(λ) such that for everyℓ∈{1, . . . ,k(λ)},

there is aℓ′ ∈ {1, . . . ,κ(λ)} such thatV̂ (λ)
ℓ′ ⊂ V

(λ)
ℓ . In particulark(λ)≤ κ(λ).

Conversely, ifΘ̂ admits the decomposition as in the statement of the theorem, then it follows
from (7) that:
for i ∈ V̂ (λ)

ℓ and j ∈ V̂ (λ)
ℓ′ with ℓ 6= ℓ′; |Si j − Ŵi j | ≤ λ. SinceŴi j = 0, we have|Si j | ≤ λ. This

proves that the connected components of G(λ) leads to a partition of the vertices, which is finer than
the vertex-partition induced by the components ofG (λ). In particular this implies thatk(λ)≥ κ(λ).

Combining the above two we concludek(λ) = κ(λ) and also the equality (6). The permutation
π in the theorem appears since the labeling of the connected components is notunique.

A.2 Proof of Theorem 2

Proof This proof is a direct consequence of Theorem 1, which establishes that the vertex-partitions
induced by the the connected components of the estimated precision graph and the thresholded
sample covariance graph are equal.

Observe that, by construction, the connected components of the thresholded sample covariance
graph, that is, G(λ) are nested within the connected components of G(λ′). In particular, the vertex-
partition induced by the components of the thresholded sample covariance graph atλ, is contained
inside the vertex-partition induced by the components of the thresholded sample covariance graph
at λ′. Now, using Theorem 1 we conclude that the vertex-partition induced by the components of

the estimated precision graph atλ, given by{V̂ (λ)
ℓ }1≤ℓ≤κ(λ) is contained inside the vertex-partition

induced by the components of the estimated precision graph atλ′, given by{V̂ (λ′)
ℓ }1≤ℓ≤κ(λ′). The

proof is thus complete.
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Abstract
This paper presents new and effective algorithms for learning kernels. In particular, as shown by
our empirical results, these algorithms consistently outperform the so-called uniform combination
solution that has proven to be difficult to improve upon in thepast, as well as other algorithms for
learning kernels based on convex combinations of base kernels in both classification and regression.
Our algorithms are based on the notion of centered alignmentwhich is used as a similarity measure
between kernels or kernel matrices. We present a number of novel algorithmic, theoretical, and
empirical results for learning kernels based on our notion of centered alignment. In particular, we
describe efficient algorithms for learning a maximum alignment kernel by showing that the problem
can be reduced to a simple QP and discuss a one-stage algorithm for learning both a kernel and a
hypothesis based on that kernel using an alignment-based regularization. Our theoretical results
include a novel concentration bound for centered alignmentbetween kernel matrices, the proof of
the existence of effective predictors for kernels with highalignment, both for classification and for
regression, and the proof of stability-based generalization bounds for a broad family of algorithms
for learning kernels based on centered alignment. We also report the results of experiments with
our centered alignment-based algorithms in both classification and regression.

Keywords: kernel methods, learning kernels, feature selection

1. Introduction

One of the key steps in the design of learning algorithms is the choice of the features. This choice
is typically left to the user and represents his prior knowledge, but it is critical: a poor choice makes
learning challenging while a better choice makes it more likely to be successful.The general objec-
tive of this work is to define effective methods that partially relieve the user from the requirement
of specifying the features.

∗. A significant amount of the presented work was completed while AR was agraduate student at the Courant Institute
of Mathematical Sciences and a postdoctoral scholar at the University of Califorinia at Berkeley.

c©2012 Corinna Cortes, Mehryar Mohri and Afshin Rostamizadeh.



CORTES, MOHRI AND ROSTAMIZADEH

For kernel-based algorithms the features are provided intrinsically via the choice of a positive-
definite symmetric kernel function (Boser et al., 1992; Cortes and Vapnik,1995; Vapnik, 1998).
To limit the risk of a poor choice of kernel, in the last decade or so, a numberof publications
have investigated the idea oflearning the kernelfrom data (Cristianini et al., 2001; Chapelle et al.,
2002; Bousquet and Herrmann, 2002; Lanckriet et al., 2004; Jebara, 2004; Argyriou et al., 2005;
Micchelli and Pontil, 2005; Lewis et al., 2006; Argyriou et al., 2006; Kim etal., 2006; Cortes et al.,
2008; Sonnenburg et al., 2006; Srebro and Ben-David, 2006; Zien and Ong, 2007; Cortes et al.,
2009a, 2010a,b). This reduces the requirement from the user to only specifying a family of kernels
rather than a specific kernel. The task of selecting (or learning) a kernel out of that family is then
reserved to the learning algorithm which, as for standard kernel-basedmethods, must also use the
data to choose a hypothesis in the reproducing kernel Hilbert space (RKHS) associated to the kernel
selected.

Different kernel families have been studied in the past, but the most widely used one has been
that of convex combinations of a finite set of base kernels. However, while different learning kernel
algorithms have been introduced in that case, including those of Lanckrietet al. (2004), to our
knowledge, in the past, none has succeeded in consistently and significantly outperforming the
uniform combinationsolution, in binary classification or regression tasks. The uniform solution
consists of simply learning a hypothesis out of the RKHS associated to a uniform combination of
the base kernels. This disappointing performance of learning kernel algorithms has been pointed
out in different instances, including by many participants at different NIPS workshops organized on
the theme in 2008 and 2009, as well as in a survey talk (Cortes, 2009) and tutorial (Cortes et al.,
2011b). The empirical results we report further confirm this observation. Other kernel families
have been considered in the literature, including hyperkernels (Ong et al., 2005), Gaussian kernel
families (Micchelli and Pontil, 2005), or non-linear families (Bach, 2008; Cortes et al., 2009b;
Varma and Babu, 2009). However, the performance reported for these other families does not seem
to be consistently superior to that of the uniform combination either.

In contrast, on the theoretical side, favorable guarantees have been derived for learning kernels.
For general kernel families, learning bounds based on covering numbers were given by Srebro
and Ben-David (2006). Stronger margin-based generalization guarantees based on an analysis of
the Rademacher complexity, with only a square-root logarithmic dependencyon the number of
base kernels were given by Cortes et al. (2010b) for convex combinations of kernels with anL1

constraint. The dependency of theses bounds, as well as others given for Lq constraints, were
shown to be optimal with respect to the number of kernels. TheseL1 bounds generalize those
presented in Koltchinskii and Yuan (2008) in the context of ensembles of kernel machines. The
learning guarantees suggest that learning kernel algorithms even with a relatively large number of
base kernels could achieve a good performance.

This paper presents new algorithms for learning kernels whose performance is more consis-
tent with expectations based on these theoretical guarantees. In particular, as can be seen by our
experimental results, several of the algorithms we describe consistently outperform the uniform
combination solution. They also surpass in performance the algorithm of Lanckriet et al. (2004) in
classification and improve upon that of Cortes et al. (2009a) in regression. Thus, this can be viewed
as the first series of algorithmic solutions for learning kernels in classification and regression with
consistent performance improvements.

Our learning kernel algorithms are based on the notion ofcentered alignmentwhich is a sim-
ilarity measure between kernels or kernel matrices. This can be used to measure the similarity of
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each base kernel with the target kernelKY derived from the output labels. Our definition of cen-
tered alignment is close to the uncentered kernel alignment originally introduced by Cristianini et al.
(2001). This closeness is only superficial however: as we shall see both from the analysis of several
cases and from experimental results, in contrast with our notion of alignment, the uncentered kernel
alignment of Cristianini et al. (2001) does not correlate well with performance and thus, in general,
cannot be used effectively for learning kernels. We note that other kernel optimization criteria sim-
ilar to centered alignment, but without the key normalization have been used bysome authors (Kim
et al., 2006; Gretton et al., 2005). Both the centering and the normalization arecritical components
of our definition.

We present a number of novel algorithmic, theoretical, and empirical resultsfor learning kernels
based on our notion of centered alignment. In Section 2, we introduce and analyze the properties
of centered alignment between kernel functions and kernel matrices, and discuss its benefits. In
particular, the importance of the centering is justified theoretically and validatedempirically. We
then describe several algorithms based on the notion of centered alignmentin Section 3.

We present two algorithms that each work in two subsequent stages (Sections 3.1 and 3.2):
the first stage consists oflearning a kernelK that is a non-negative linear combination ofp base
kernels; the second stage combines this kernel with a standard kernel-based learning algorithm such
as support vector machines (SVMs) (Cortes and Vapnik, 1995) for classification, or kernel ridge
regression (KRR) for regression (Saunders et al., 1998), to selecta prediction hypothesis. These
two algorithms differ in the way centered alignment is used to learnK. The simplest and most
straightforward to implement algorithm selects the weight of each base kernel matrix independently,
only from the centered alignment of that matrix with the target kernel matrix. The other more
accurate algorithm instead determines these weights jointly by measuring the centered alignment
of a convex combination of base kernel matrices with the target one. We show that this more
accurate algorithm is very efficient by proving that the base kernel weights can be obtained by
solving a simple quadratic program (QP). We also give a closed-form expression for the weights
in the case of a linear, but not necessarily convex, combination. Note thatan alternative two-stage
technique consists of first learning a prediction hypothesis using each base kernel and then learning
the best linear combination of these hypotheses. But, as pointed out in Section 3.3, in general, such
ensemble-based techniques make use of a richer hypothesis space than the one used by learning
kernel algorithms. In addition, we present and analyze an algorithm that uses centered alignment
to both select a convex combination kernel and a hypothesis based on thatkernel, these two tasks
being performed in a single stage by solving a single optimization problem (Section 3.4).

We also present an extensive theoretical analysis of the notion of centered alignment and algo-
rithms based on that notion. We prove a concentration bound for the notion of centered alignment
showing that the centered alignment of two kernel matrices is sharply concentrated around the cen-
tered alignment of the corresponding kernel functions, the differencebeing bounded by a term in
O(1/

√
m) for samples of sizem (Section 4.1). Our result is simpler and directly bounds the dif-

ference between these two relevant quantities, unlike previous work by Cristianini et al. (2001)
(for uncentered alignments). We also show the existence of good predictors for kernels with high
centered alignment, both for classification and for regression (Section 4.2). This result justifies
the search for good learning kernel algorithms based on the notion of centered alignment. We
note that the proofs given for similar results in classification for uncentered alignments by Cris-
tianini et al. (2001, 2002) are erroneous. We also present stability-based generalization bounds for
two-stage learning kernel algorithms based on centered alignment when thesecond stage is kernel
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ridge regression (Section 4.3). We further study the application of these bounds in the case of our
alignment maximization algorithm and initiate a detailed analysis of the stability of this algorithm
(Appendix B).

Finally, in Section 5, we report the results of experiments with our centered alignment-based al-
gorithms both in classification and regression, and compare our results withL1- andL2-regularized
learning kernel algorithms (Lanckriet et al., 2004; Cortes et al., 2009a), as well as with the uniform
kernel combination method. The results show an improvement both over the uniform combina-
tion and over the one-stage kernel learning algorithms. They also demonstrate a strong correlation
between the centered alignment achieved and the performance of the algorithm.1

2. Alignment Definitions

The notion of kernel alignment was first introduced by Cristianini et al. (2001). Our definition of
kernel alignment is different and is based on the notion of centering in the feature space. Thus, we
start with the definition of centering and the analysis of its relevant properties.

2.1 Centered Kernel Functions

Let D be the distribution according to which training and test points are drawn. A feature mapping
Φ : X → H is centered by subtracting from it its expectation, that is forming it byΦ−Ex[Φ], where
Ex denotes the expected value ofΦ whenx is drawn according to the distributionD. Centering a
positive definite symmetric (PDS) kernel functionK : X ×X → R consists of centering any feature
mappingΦ associated toK. Thus, the centered kernelKc associated toK is defined for allx,x′ ∈ X

by

Kc(x,x
′) = (Φ(x)−E

x
[Φ])⊤(Φ(x′)−E

x′
[Φ])

= K(x,x′)−E
x
[K(x,x′)]−E

x′
[K(x,x′)]+ E

x,x′
[K(x,x′)].

This also shows that the definition does not depend on the choice of the feature mapping associated
to K. SinceKc(x,x′) is defined as an inner product,Kc is also a PDS kernel.2 Note also that for a
centered kernelKc, Ex,x′ [Kc(x,x′)] = 0, that is, centering the feature mapping implies centering the
kernel function.

2.2 Centered Kernel Matrices

Similar definitions can be given for a finite sampleS= (x1, . . . ,xm) drawn according toD: a feature
vectorΦ(xi) with i ∈ [1,m] is centered by subtracting from it its empirical expectation, that is form-
ing it with Φ(xi)−Φ, whereΦ = 1

m ∑m
i=1 Φ(xi). The kernel matrixK associated toK and the sample

1. This is an extended version of Cortes et al. (2010a) with much additional material, including additional empirical
evidence supporting the importance of centered alignment, the descriptionand discussion of a single-stage algorithm
for learning kernels based on centered alignment, an analysis of unnormalized centered alignment and the proof of
the existence of good predictors for large values of centered alignment,generalization bounds for two-stage learning
kernel algorithms based on centered alignment, and an experimental investigation of the single-stage algorithm.

2. For convenience, we use a matrix notation for feature vectors and useΦ(x)⊤Φ(x′) to denote the inner product between
two feature vectors and similarlyΦ(x)Φ(x′)⊤ for the outer product, including in the case where the dimension of the
feature space is infinite, in which case we are using infinite matrices.
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S is centered by replacing it withK c defined for alli, j ∈ [1,m] by

[K c]i j = K i j −
1
m

m

∑
i=1

K i j −
1
m

m

∑
j=1

K i j +
1

m2

m

∑
i, j=1

K i j . (1)

Let Φ = [Φ(x1), . . . ,Φ(xm)]
⊤ andΦ = [Φ, . . . ,Φ]⊤. Then, it is not hard to verify thatK c = (Φ−

Φ)(Φ−Φ)⊤, which shows thatK c is a positive semi-definite (PSD) matrix. Also, as with the kernel
function, 1

m2 ∑m
i, j=1[K c]i j = 0. Let〈·, ·〉F denote the Frobenius product and‖ ·‖F the Frobenius norm

defined by
∀A,B ∈ R

m×m,〈A,B〉F = Tr[A⊤B] and‖A‖F =
√
〈A,A〉F .

Then, the following basic properties hold for centering kernel matrices.

Lemma 1 Let1∈ R
m×1 denote the vector with all entries equal to one, andI the identity matrix.

1. For any kernel matrixK ∈ R
m×m, the centered kernel matrixK c can be expressed as follows

K c =

[
I − 11⊤

m

]
K
[
I − 11⊤

m

]
.

2. For any two kernel matricesK andK ′,

〈K c,K ′
c〉F = 〈K ,K ′

c〉F = 〈K c,K ′〉F .

Proof The first statement can be shown straightforwardly from the definition ofK c (Equation (1)).
The second statement follows from

〈K c,K ′
c〉F = Tr

[[
I − 11⊤

m

]
K
[
I − 11⊤

m

][
I − 11⊤

m

]
K ′

[
I − 11⊤

m

]]
,

the fact that[I − 1
m11⊤]2 = [I − 1

m11⊤], and the trace property Tr[AB] = Tr[BA], valid for all matrices
A,B ∈ R

m×m.

We shall use these properties in the proofs of the results presented in Section 4.

2.3 Centered Kernel Alignment

In the following sections, in the absence of ambiguity, to abbreviate the notation, we often omit the
variables over which an expectation is taken. We define the alignment of two kernel functions as
follows.

Definition 2 (Kernel function alignment) Let K and K′ be two kernel functions defined overX ×
X such that0 < E[K2

c ] < +∞ and 0 < E[K′
c
2] < +∞. Then, thealignmentbetween K and K′ is

defined by

ρ(K,K′) =
E[KcK′

c]√
E[K2

c ]E[K′
c
2]

.

Since|E[KcK′
c]| ≤

√
E[K2

c ]E[K′
c
2] by the Cauchy-Schwarz inequality, we haveρ(K,K′)∈ [−1,1].

The following lemma shows more precisely thatρ(K,K′)∈ [0,1] whenK andK′ are PDS kernels.
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Lemma 3 For any two PDS kernels K and K′, E[KK′]≥ 0.

Proof Let Φ be a feature mapping associated toK andΦ′ a feature mapping associated toK′. By
definition ofΦ andΦ′, and using the properties of the trace, we can write:

E
x,x′

[K(x,x′)K′(x,x′)] = E
x,x′

[Φ(x)⊤Φ(x′)Φ′(x′)⊤Φ′(x)]

= E
x,x′

[
Tr[Φ(x)⊤Φ(x′)Φ′(x′)⊤Φ′(x)]

]

= 〈E
x
[Φ(x)Φ′(x)⊤],E

x′
[Φ(x′)Φ′(x′)⊤]〉F = ‖U‖2

F ≥ 0,

whereU = Ex[Φ(x)Φ′(x)⊤].

The lemma applies in particular to any two centered kernelsKc andK′
c which, as previously shown,

are PDS kernels ifK andK′ are PDS. Thus, for any two PDS kernelsK andK′, the following holds:

E[KcK
′
c]≥ 0.

We can define similarly the alignment between two kernel matricesK and K ′ based on a finite
sampleS= (x1, . . . ,xm) drawn according toD.

Definition 4 (Kernel matrix alignment) Let K ∈ R
m×m and K ′ ∈ R

m×m be two kernel matrices
such that‖K c‖F 6= 0 and‖K ′

c‖F 6= 0. Then, thealignmentbetweenK andK ′ is defined by

ρ̂(K ,K ′) =
〈K c,K ′

c〉F

‖K c‖F‖K ′
c‖F

.

Here too, by the Cauchy-Schwarz inequality,ρ̂(K ,K ′) ∈ [−1,1] and in fact̂ρ(K ,K ′) ≥ 0 since the
Frobenius product of any two positive semi-definite matricesK andK ′ is non-negative. Indeed,
for such matrices, there exist matricesU andV such thatK = UU⊤ andK ′ = VV⊤. The statement
follows from

〈K ,K ′〉F = Tr(UU⊤VV⊤) = Tr
(
(U⊤V)⊤(U⊤V)

)
= ‖U⊤V‖2

F ≥ 0. (2)

This applies in particular to the kernel matrices of the PDS kernelsKc andK′
c:

〈K c,K ′
c〉F ≥ 0.

Our definitions of alignment between kernel functions or between kernelmatrices differ from
those originally given by Cristianini et al. (2001, 2002):

A=
E[KK′]√

E[K2]E[K′2]
, Â=

〈K ,K ′〉F

‖K‖F‖K ′‖F
,

which are thus in terms ofK andK′ instead ofKc andK′
c and similarly for matrices. This may appear

to be a technicality, but it is in fact a critical difference. Without that centering, the definition of
alignment does not correlate well with performance. To see this, considerthe standard case where
K′ is the target label kernel, that isK′(x,x′) = yy′, with y the label ofx andy′ the label ofx′, and
examine the following simple example in dimension two (X = R

2), whereK(x,x′) = x · x′+1 and
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Figure 1: (a) Representation of the distributionD. In this simple two-dimensional example, a frac-
tion α of the points are at(−1,0) and have the label−1. The remaining points are at
(1,0) and have the label+1. (b) Alignment values computed for two different definitions
of alignment. The solid line in black plots the definition of alignment computed accord-
ing to Cristianini et al. (2001)A = (α2+(1−α)2)1/2, while our definition of centered
alignment results in the straight dotted blue lineρ = 1.

KINEMATICS IONOSPHERE GERMAN SPAMBASE SPLICE

(REGR.) (REGR.) (CLASS.) (CLASS.) (CLASS.)
ρ̂ 0.9624 0.9979 0.9439 0.9918 0.9515
Â 0.8627 0.9841 0.9390 0.9889 -0.4484

Table 1: The correlations of the alignment values and error-rates of various kernels. The top row re-
ports the correlation of the accuracy of the base kernels used in Section 5with the centered
alignmentŝρ, the bottom row the correlation with the non-centered alignmentÂ.

where the distributionD is defined by a fractionα ∈ [0,1] of all points being at(−1,0) and labeled
with −1, and the remaining points at(1,0) with label+1, as shown in Figure 1.

Clearly, for any value ofα∈ [0,1], the problem is separable, for example with the simple vertical
line going through the origin, and one would expect the alignment to be 1. However, the alignment
A calculated using the definition of the distributionD admits a different expression. Using

E[K′2] = 1,

E[K2] = α2 ·4+(1−α)2 ·4+2α(1−α) ·0= 4
(
α2+(1−α)2),

E[KK′] = α2 ·2+(1−α)2 ·2+2α(1−α) ·0= 2
(
α2+(1−α)2),

givesA= (α2+(1−α)2)1/2. Thus,A is never equal to one except forα = 0 or α = 1 and for the
balanced case whereα = 1/2, its value isA= 1/

√
2≈ .707< 1. In contrast, with our definition,

ρ(K,K′) = 1 for all α ∈ [0,1] (see Figure 1).
This mismatch betweenA (or Â) and the performance values can also be seen in real world

data sets. Instances of this problem have been noticed by Meila (2003) and Pothin and Richard
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Figure 2: Detailed view of the splice and kinematics experiments presented in Table 1. Both the
centered (plots in blue on left) and non-centered alignment (plots in orangeon right) are
plotted as a function of the accuracy (for the regression problem in the kinematics task
“accuracy” is 1 - RMSE). It is apparent from these plots that the non-centered alignment
can be misleading when evaluating the quality of a kernel.

(2008) who have suggested various (input) data translation methods, andby Cristianini et al. (2002)
who observed an issue for unbalanced data sets. Table 1, as well as Figure 2, give a series of
empirical results in several classification and regression tasks based ondata sets taken from the UCI
Machine Learning Repository (http://archive.ics.uci.edu/ml/ ) and Delve data sets (http:
//www.cs.toronto.edu/ ˜ delve/data/datasets.html ). The table and the figure illustrate the
fact that the quantitŷA measured with respect to several different kernels does not alwayscorrelate
well with the performance achieved by each kernel. In fact, for the spliceclassification task, the
non-centered alignment is negatively correlated with the accuracy, while alarge positive correlation
is expected of a good quality measure. The centered notion of alignmentρ̂ however, shows good
correlation along all data sets and is always better correlated thanÂ.

The notion of alignment seeks to capture the correlation between the randomvariablesK(x,x′)
andK′(x,x′) and one could think it natural, as for the standard correlation coefficients, to consider
the following definition:

ρ′(K,K′) =
E[(K−E[K])(K′−E[K′])]√

E[(K−E[K])2]E[(K′−E[K′])2]
.
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However, centering the kernel values, as opposed to centering the feature values, is not directly
relevant to linear predictions in feature space, while our definition of alignment ρ is precisely related
to that. Also, as already shown in Section 2.1, centering in the feature spaceimplies the centering
of the kernel values, since E[Kc] = 0 and 1

m2 ∑m
i, j=1[K c]i j = 0 for any kernelK and kernel matrixK .

Conversely, however, centering the kernel does not imply centering in feature space. For example,
consider any kernel where all the row marginals are not all equal.

3. Algorithms

This section discusses several learning kernel algorithms based on the notion of centered alignment.
In all cases, the family of kernels considered is that of non-negative combinations ofp base kernels
Kk, k∈ [1, p]. Thus, the final hypothesis learned belongs to the reproducing kernelHilbert space
(RKHS)HKµ

associated to a kernel of the formKµ=∑p
k=1µkKk, with µ≥0, which guarantees that

Kµ is PDS, and‖µ‖=Λ≥0, for some regularization parameterΛ.
We first describe and analyze two algorithms that both work in two stages: in the first stage,

these algorithms determine the mixture weightsµ. In the second stage, they train a standard kernel-
based algorithm, for example, SVMs for classification, or KRR for regression, in combination with
the kernel matrixKµ associated toKµ, to learn a hypothesish∈HKµ

. Thus, thesetwo-stage algo-
rithmsdiffer only by their first stage, which determinesKµ. We describe first in Section 3.1 a simple
algorithm that determines each mixture weightµk independently, (align ), then, in Section 3.2, an
algorithm that determines the weightsµks jointly (alignf ) by selectingµ to maximize the alignment
with the target kernel. We briefly discuss in Section 3.3 the relationship of such two-stage learning
algorithms with algorithms based on ensemble techniques, which also consist oftwo stages. Fi-
nally, we introduce and analyze asingle-stage alignment-based algorithmwhich learnsµ and the
hypothesish∈HKµ

simultaneously in Section 3.4.

3.1 Independent Alignment-based Algorithm (align )

This is a simple but efficient method which consists of using the training sample to independently
compute the alignment between each kernel matrixK k and the target kernel matrixKY = yy⊤,
based on the labelsy, and to choose each mixture weightµk proportional to that alignment. Thus,
the resulting kernel matrix is defined by:

Kµ ∝
p

∑
k=1

ρ̂(K k,KY)K k =
1

‖KY‖F

p

∑
k=1

〈K k,KY〉F

‖K k‖F
K k. (3)

When the base kernel matricesK k have been normalized with respect to the Frobenius norm, the
independent alignment-based algorithm can also be viewed as the solution ofa joint maximization
of the unnormalized alignment defined as follows, with aL2-norm constraint on the norm ofµ.

Definition 5 (Unnormalized alignment) Let K and K′ be two PDS kernels defined overX ×X and
K andK ′ their kernel matrices for a sample of size m. Then, theunnormalized alignmentρu(K,K′)
between K and K′ and theunnormalized alignment̂ρu(K ,K ′) betweenK andK ′ are defined by

ρu(K,K′) = E
x,x′

[Kc(x,x
′)K′

c(x,x
′)] and ρ̂u(K ,K ′) =

1
m2〈K c,K ′

c〉F .
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Since they are not normalized, the alignment valuesa andâ are no longer guaranteed to be in the
interval [0,1]. However, assuming the kernel functionK and labels are bounded, the unnormalized
alignment betweenK andKY are bounded as well.

Lemma 6 Let K be a PDS kernel. Assume that for all x∈ X , Kc(x,x)≤ R2 and for all output label
y, |y| ≤ M. Then, the following bounds hold:

0≤ ρu(K,KY)≤ MR2 and 0≤ ρ̂u(K ,KY)≤ MR2.

Proof The lower bounds hold by Lemma 3 and Inequality (2). The upper bounds can be obtained
straightforwardly via the application of the Cauchy-Schwarz inequality:

ρ2
u(K,KY) = E

(x,y),(x′,y′)
[Kc(x,x

′)yy′]2 ≤ E
x,x′

[K2
c (x,x

′)] E
y,y′

[yy′]2 ≤ R4M2

ρ̂u(K ,K ′) =
1

m2〈K c,KY〉F ≤ 1
m2‖K c‖F‖K y‖F ≤ mR2mM

m2 = R2M,

where we used the identity〈K c,KYc〉F = 〈K c,KY〉F from Lemma 1.

We will consider more generally the corresponding optimization with anLq-norm constraint onµ
with q> 1:

max
µ

ρ̂u

( p

∑
k=1

µkK k,KY

)
=
〈 p

∑
k=1

µkK k,KY

〉
F

(4)

subject to:
p

∑
k=1

µq
k ≤ Λ.

An explicit constraint enforcingµ ≥ 0 is not necessary since, as we shall see, the optimal solution
found always satisfies this constraint.

Proposition 7 Letµ∗ be the solution of the optimization problem(4), then µ∗k ∝ 〈K k,KY〉
1

q−1
F .

Proof The Lagrangian corresponding to the optimization (4) is defined as follows,

L(µ,β) =−
p

∑
k=1

µk〈K k,KY〉F +β(
p

∑
k=1

µq
k −Λ),

where the dual variableβ is non-negative. Differentiating with respect toµk and setting the result to
zero gives

∂L
∂µk

=−〈K k,KY〉F +qβµq−1
k = 0 =⇒ µk ∝ 〈K k,KY〉

1
q−1
F ,

which concludes the proof.

Thus, forq= 2, µk ∝ 〈K k,KY〉F is exactly the solution given by Equation (3) modulo normalization
by the Frobenius norm of the base matrix. Note that forq= 1, the optimization becomes trivial and
can be solved by simply placing all the weight onµk with the largest coefficient, that is theµk whose
corresponding kernel matrixK k has the largest alignment with the target kernel.
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3.2 Alignment Maximization Algorithm

The independent alignment-based method ignores the correlation between the base kernel matrices.
The alignment maximization method takes these correlations into account. It determines the mixture
weightsµk jointly by seeking to maximize the alignment between the convex combination kernel
Kµ = ∑p

k=1µkK k and the target kernelKY = yy⊤.

This was also suggested in the case of uncentered alignment by Cristianini et al. (2001); Kandola
et al. (2002a) and later studied by Lanckriet et al. (2004) who showedthat the problem can be
solved as a QCQP (however, as already discussed in Section 2.1, the uncentered alignment is not
well correlated with performance). In what follows, we present even more efficient algorithms for
computing the weightsµk by showing that the problem can be reduced to a simple QP. We start by
examining the case of a non-convex linear combination where the components of µ can be negative,
and show that the problem admits a closed-form solution in that case. We thenpartially use that
solution to obtain the solution of the convex combination.

3.2.1 LINEAR COMBINATION

We can assume without loss of generality that the centered base kernel matricesK kc are independent,
that is, no linear combination is equal to the zero matrix, otherwise we can select an independent
subset. This condition ensures that‖Kµc‖F > 0 for arbitraryµ and that̂ρ(Kµ,yy⊤) is well defined
(Definition 4). By Lemma 1,〈Kµc,KYc〉F = 〈Kµc,KY〉F . Thus, since‖KYc‖F does not depend
onµ, the alignment maximization problem maxµ∈M ρ̂(Kµ,yy⊤) can be equivalently written as the
following optimization problem:

max
µ∈M

〈Kµc,yy⊤〉F

‖Kµc‖F
, (5)

whereM = {µ : ‖µ‖2 = 1}. A similar set can be defined via theL1-norm instead ofL2. As we
shall see, however, the direction of the solutionµ

⋆ does not change with respect to the choice of
norm. Thus, the problem can be solved in the same way in both cases and subsequently scaled
appropriately. Note that, by Lemma 1,Kµc = UmKµUm with Um = I −11⊤/m, thus,

Kµc = Um

( p

∑
k=1

µkK k

)
Um =

p

∑
k=1

µkUmK kUm =
p

∑
k=1

µkK kc.

Let

a= (〈K1c,yy⊤〉F , . . . ,〈K pc,yy⊤〉F)
⊤,

and letM denote the matrix defined by

M kl = 〈K kc,K l c〉F ,

for k, l ∈ [1, p]. Note that, in view of the non-negativity of the Frobenius product of symmetric PSD
matrices shown in Section 2.3, the entries ofa andM are all non-negative. Observe also thatM is a
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symmetric PSD matrix since for any vectorX = (x1, . . . ,xp)
⊤∈ R

p,

X⊤MX =
p

∑
k,l=1

xkxl M kl

= Tr
[ p

∑
k,l=1

xkxl K kcK l c

]

= Tr
[
(

p

∑
k=1

xkK kc)(
p

∑
l=1

xl K l c)
]
= ‖

p

∑
k=1

xkK kc‖2
F > 0.

The strict inequality follows from the fact that the base kernels are linearlyindependent. Since this
inequality holds for any non-zeroX, it also shows thatM is invertible.

Proposition 8 The solutionµ⋆ of the optimization problem (5) is given byµ⋆ = M−1a
‖M−1a‖ .

Proof With the notation introduced, problem (5) can be rewritten asµ
⋆ = argmax‖µ‖2=1

µ
⊤a√

µ⊤Mµ

.

Thus, clearly, the solution must verifyµ⋆⊤a≥ 0. We will square the objective and yet not enforce
this condition since, as we shall see, it will be verified by the solution we find.Therefore, we
consider the problem

µ
⋆ = argmax

‖µ‖2=1

(µ⊤a)2

µ⊤Mµ
= argmax

‖µ‖2=1

µ
⊤aa⊤µ
µ⊤Mµ

.

In the final equality, we recognize the general Rayleigh quotient. Letν = M1/2
µ andν⋆ =M1/2

µ
⋆,

then

ν
⋆ = argmax

‖M−1/2ν‖2=1

ν
⊤[M−1/2aa⊤M−1/2

]
ν

ν⊤ν
.

Hence, the solution is

ν
⋆ = argmax

‖M−1/2ν‖2=1

[
ν
⊤M−1/2a

]2

‖ν‖2
2

= argmax
‖M−1/2ν‖2=1

[[
ν

‖ν‖

]⊤
M−1/2a

]2

.

Thus,ν⋆ ∈ Vec(M−1/2a) with ‖M−1/2
ν
⋆‖2 = 1. This yields immediatelyµ⋆ = M−1a

‖M−1a‖ , which ver-

ifiesµ⋆⊤a= a⊤M−1a/‖M−1a‖ ≥ 0 sinceM andM−1 are PSD.

3.2.2 CONVEX COMBINATION (alignf )

In view of the proof of Proposition 8, the alignment maximization problem with the set M ′ =
{‖µ‖2 = 1∧µ≥ 0} can be written as

µ
∗ = argmax

µ∈M ′

µ
⊤aa⊤µ
µ⊤Mµ

. (6)

The following proposition shows that the problem can be reduced to solvinga simple QP.
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Proposition 9 Letv⋆ be the solution of the following QP:

min
v≥0

v⊤Mv −2v⊤a. (7)

Then, the solutionµ∗ of the alignment maximization problem (6) is given byµ
⋆ = v⋆/‖v⋆‖.

Proof Note that problem (7) is equivalent to the following one defined overµ andb

min
µ≥0,‖µ‖2=1

b>0

b2
µ
⊤Mµ−2bµ⊤a, (8)

where the relationv = bµ can be used to retrievev. The optimal choice ofb as a function ofµ
can be found by setting the gradient of the objective function with respectto b to zero, giving the

closed-form solutionb∗ = µ
⊤a

µ⊤Mµ
. Plugging this back into (8) results in the following optimization

after straightforward simplifications:

min
µ≥0,‖µ‖2=1

−(µ⊤a)2

µ⊤Mµ
,

which is equivalent to (6). This shows thatv⋆ = b∗µ∗ whereµ∗ is the solution of (6) and concludes
the proof.

It is not hard to see that this problem is equivalent to solving a hard margin SVM problem, thus,
any SVM solver can also be used to solve it. A similar problem with the non-centered definition of
alignment is treated by Kandola et al. (2002b), but their optimization solution differs from ours and
requires cross-validation.

Also, note that solving this QP problem does not require a matrix inversion ofM . In fact, the
assumption about the invertibility of matrixM is not necessary and a maximal alignment solution
can be computed using the same optimization as that of Proposition 9 in the non-invertible case. The
optimization problem is then not strictly convex however and the alignment solutionµ not unique.

We now further analyze the properties of the solutionv of problem (7). Let̂ρ0(µ) denote the
partially normalized alignment maximized by (5):

ρ̂0(µ) = ‖yy⊤‖2
F ρ̂(µ) =

〈Kµc,yy⊤〉F

‖Kµc‖F
=

µ
⊤a√

µ⊤Mµ

=
〈µ,M−1a〉M√

µ⊤Mµ

=
〈µ,M−1a〉M

‖µ‖M
.

The following proposition gives a simple expression forρ̂0(µ).

Proposition 10 For µ= v/‖v‖, with v 6=0 solution of the alignment maximization problem(7), the
following identity holds:

ρ̂0(µ) = ‖v‖M .

Proof Since‖v‖2
M −2v⊤a= ‖v‖2

M −2〈v,M−1a〉M = ‖v−M−1a‖2
M −‖M−1a‖2

M the optimization
problem (7) can be equivalently written as

min
v≥0

‖v−M−1a‖2
M .
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This implies that the solutionv is theM -orthogonal projection ofM−1a over the convex set{v : v ≥
0}. Therefore,v−M−1a is M -orthogonal tov:

〈v,v−M−1a〉M = 0 =⇒ ‖v‖2
M = 〈v,M−1a〉M .

Thus,

‖v‖M =
〈v,M−1a〉M

‖v‖M
=

〈µ,M−1a〉M

‖µ‖M
= ρ(µ),

which concludes the proof.

Thus, the proposition gives a straightforward way of computingρ0(µ), thereby alsoρ(µ), from the
M -norm of the solution vectorv thatµ is derived from.

3.3 Relationship with Ensemble Techniques

An alternative two-stage technique for learning with multiple kernels consists of first learning a pre-
diction hypothesishk using each kernelKk, k∈ [1, p], and then of learning the best linear combina-
tion of these hypotheses:h= ∑p

k=1µkhk. But, such ensemble-based techniques make use of a richer
hypothesis space than the one used by learning kernel algorithms such asthat of Lanckriet et al.
(2004). For ensemble techniques, each hypothesishk, k∈ [1, p], is of the formhk = ∑m

i=1 αikKk(xi , ·)
for someαk = (α1k, . . . ,αmk)

⊤ ∈ R
m with different constraints‖αk‖ ≤ Λk, Λk ≥ 0, and the final

hypothesis is of the form

p

∑
k=1

µkhk =
p

∑
k=1

µk

m

∑
j=1

αikKk(xi , ·) =
m

∑
i=1

p

∑
k=1

µkαikKk(xi , ·).

In contrast, the general form of the hypothesis learned using kernel learning algorithms is

m

∑
i=1

αiKµ(xi , ·) =
m

∑
i=1

αi

p

∑
k=1

µkKk(xi , ·) =
p

∑
k=1

m

∑
i=1

µkαiKk(xi , ·),

for someα ∈ R
m with ‖α‖ ≤ Λ, Λ ≥ 0. When the coefficientsαik can be decoupled, that is

αik = αiβk for someβks, the two solutions seem to have the same form but they are in fact different
since in general the coefficients must obey different constraints (different Λks). Furthermore, the
combination weightsµi are not required to be positive in the ensemble case. We present a more
detailed theoretical and empirical comparison of the ensemble and learning kernel techniques else-
where (Cortes et al., 2011a).

3.4 Single-stage Alignment-based Algorithm

This section analyzes an optimization based on the notion of centered alignment,which can be
viewed as the single-stage counterpart of the two-stage algorithm discussed in Sections 3.1 - 3.2.

As in Sections 3.1 and 3.2, we denote bya the vector(〈K1c,yy⊤〉F , . . . ,〈K pc,yy⊤〉F)
⊤ and let

M ∈ R
p×p be the matrix defined byM kl = 〈K kc,K l c〉F . The optimization is then defined by aug-

menting standard single-stage learning kernel optimizations with an alignment maximization con-
straint. Thus, the domainM of the kernel combination vectorµ is defined by:

M = {µ : µ≥ 0∧‖µ‖ ≤ Λ∧ρ(Kµ,yy⊤)≥ Ω},
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for non-negative parametersΛ andΩ. The alignment constraintρ(Kµ,yy⊤) ≥ Ω can be rewritten
asΩ

√
µ⊤Mµ−µ

⊤a≤ 0, which defines a convex region. Thus,M is a convex subset ofRp.
For a fixedµ∈M and corresponding kernel matrixKµ, let F(µ,α) denote the objective func-

tion of the dual optimization problem minimizeα∈AF(µ,α) solved by an algorithm such as SVM,
KRR, or more generally any other algorithm for whichA is a convex set andF(µ, ·) a concave
function for allµ ∈M , andF(·,α) convex for allα ∈ A . Then, the general form of a single-stage
alignment-based learning kernel optimization is

min
µ∈M

max
α∈A

F(µ,α).

Note that, by the convex-concave properties ofF and the convexity ofM andA , von Neumann’s
minimax theorem applies:

min
µ∈M

max
α∈A

F(µ,α) = max
α∈A

min
µ∈M

F(µ,α).

We now further examine this optimization problem in the specific case of the kernel ridge regression
algorithm. In the case of KRR,F(µ,α) = −α

⊤(Kµ+λI)α+2α⊤y. Thus, the max-min problem
can be rewritten as

max
α∈A

min
µ∈M

−α
⊤(Kµ+λI)α+2α⊤y.

Let bα denote the vector(α⊤K1α, . . . ,α⊤K pα)⊤, then the problem can be rewritten as

max
α∈A

−λα⊤
α+2α⊤y− max

µ∈M
µ
⊤bα,

where λ = λ0m in the notation of Equation (10). We first focus on analyzing only the term
−maxµ∈M µ

⊤bα. Since the last constraint inM is convex, standard Lagrange multiplier theory
guarantees that for anyΩ there exists aγ ≥ 0 such that the following optimization is equivalent to
the original maximization overµ.

min
µ

−µ
⊤bα+ γ(Ω

√
µ⊤Mµ−µ

⊤a)

subject toµ≥ 0∧‖µ‖ ≤ Λ∧ γ ≥ 0.

Note thatγ is not a variable, but rather a parameter that will be hand-tuned. Now, again applying
standard Lagrange multiplier theory we have that for any(γΩ) ≥ 0 there exists anΩ′ such that the
following optimization is equivalent:

min −µ
⊤(γa+bα)

subject toµ≥ 0∧‖µ‖ ≤ Λ∧ γ ≥ 0∧µ
⊤Mµ≤ Ω′2.

Applying the Lagrange technique a final time (for anyΛ there exists aγ′ ≥ 0 and for anyΩ′2 there
exists aγ′′ ≥ 0) leads to

min −µ
⊤(γa+bα)+ γ′µ⊤

µ+ γ′′µ⊤Mµ

subject toµ≥ 0∧ γ,γ′,γ′′ ≥ 0.
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This is a simple QP problem. Note that the overall problem can now be written as

max
α∈A ,µ≥0

−λα⊤
α+2α⊤y+µ

⊤(γa+bα)− γ′µ⊤
µ− γ′′µ⊤Mµ.

This last problem is not convex in(α,µ), but the problem is convex in each variable. In the case
of kernel ridge regression, the maximization inα admits a closed form solution. Plugging in that
solution yields the following convex optimization problem inµ:

min
µ≥0

y⊤(Kµ+λI)−1y− γµ⊤a+µ
⊤(γ′′M + γ′I)µ.

Note that multiplying the objective byλ using the substitutionµ′ = 1
λµ results in the following

equivalent problem,

min
µ′≥0

y⊤(Kµ′ + I)−1y−λ2γµ′⊤a+µ
′⊤(λ3γ′′M +λ3γ′I)µ′,

which makes clear that the trade-off parameterλ can be subsumed by theγ,γ′ andγ′′ parameters.
This leads to the following simpler problem with a reduced number of trade-offparameters,

min
µ≥0

y⊤(Kµ+ I)−1y− γµ⊤a+µ
⊤(γ′′M + γ′I)µ. (9)

This is a convex optimization problem. In particular,µ 7→ y⊤(Kµ+ I)−1y is a convex funtion by
convexity of f : M 7→ y⊤M−1y over the set of positive definite symmetric matrices. The convexity
of f can be seen from that of its epigraph, which, by the property of the Schur complement, can be
written as follows (Boyd and Vandenberghe, 2004):

epi f = {(M , t) : M ≻ 0,y⊤M−1y ≤ t}= {(M , t) :

(
M y
y⊤ t

)
� 0,M ≻ 0}.

This defines a linear matrix inequality in(M , t) and thus a convex set. The convex optimization (9)
can be solved efficiently using a simple iterative algorithm as in Cortes et al. (2009a). In practice,
the algorithm converges within 10-50 iterations.

4. Theoretical Results

This section presents a series of theoretical guarantees related to the notion of kernel alignment.
Section 4.1 proves a concentration bound of the form|ρ− ρ̂| ≤O(1/

√
m), which relates the centered

alignmentρ to its empirical estimatêρ. In Section 4.2, we prove the existence of accurate predictors
in both classification and regression in the presence of a kernelK with good alignment with respect
to the target kernel. Section 4.3 presents stability-based generalization bounds for the two-stage
alignment maximization algorithm whose first stage was described in Section 3.2.2.

4.1 Concentration Bounds for Centered Alignment

Our concentration bound differs from that of Cristianini et al. (2001) both because our definition
of alignment is different and because we give a bound directly on the quantity of interest|ρ− ρ̂|.
Instead, Cristianini et al. (2001) give a bound on|A′ − Â|, whereA′ 6= A can be related toA by
replacing each Frobenius product with its expectation over samples of sizem.

The following proposition gives a bound on the essential quantities appearing in the definition
of the alignments.
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Proposition 11 Let K and K ′ denote kernel matrices associated to the kernel functions K and
K′ for a sample of size m drawn according to D. Assume that for any x∈ X , K(x,x) ≤ R2 and
K′(x,x)≤ R′2. Then, for anyδ > 0, with probability at least1−δ, the following inequality holds:

∣∣∣∣
〈K c,K ′

c〉F

m2 −E[KcK
′
c]

∣∣∣∣≤
18R2R′2

m
+24R2R′2

√
log 2

δ
2m

.

Note that in the caseK′(xi ,x j) = yiy j , we then haveR′2 ≤ maxi y2
i .

Proof The proof relies on a series of lemmas given in the Appendix. By the triangle inequality and
in view of Lemma 19, the following holds:

∣∣∣∣
〈K c,K ′

c〉F

m2 −E[KcK
′
c]

∣∣∣∣≤
∣∣∣∣
〈K c,K ′

c〉F

m2 −E

[〈K c,K ′
c〉F

m2

]∣∣∣∣+
18R2R′2

m
.

Now, in view of Lemma 18, the application of McDiarmid’s inequality (McDiarmid, 1989) to
〈Kc,K ′

c〉F

m2 gives for anyε > 0:

Pr

[∣∣∣∣
〈K c,K ′

c〉F

m2 −E

[〈K c,K ′
c〉F

m2

]∣∣∣∣> ε
]
≤ 2exp[−2mε2/(24R2R′2)2].

Settingδ to be equal to the right-hand side yields the statement of the proposition.

Theorem 12 Under the assumptions of Proposition 11, and further assuming that the conditions of
the Definitions 2-4 are satisfied forρ(K,K′) and ρ̂(K ,K ′), for anyδ > 0, with probability at least
1−δ, the following inequality holds:

|ρ(K,K′)− ρ̂(K ,K ′)| ≤ 18β

[
3
m
+8

√
log 6

δ
2m

]
,

with β = max(R2R′2/E[K2
c ],R

2R′2/E[K′
c
2]).

Proof To shorten the presentation, we first simplify the notation for the alignments as follows:

ρ(K,K′) =
b√
aa′

ρ̂(K ,K ′) =
b̂√
ââ′

,

with b= E[KcK′
c], a= E[K2

c ], a′ = E[K′
c
2] and similarly,b̂= (1/m2)〈K c,K ′

c〉F , â= (1/m2)‖K c‖2,
andâ′ = (1/m2)‖K ′

c‖2. By Proposition 11 and the union bound, for anyδ > 0, with probability at

least 1−δ, all three differencesa− â, a′− â′, andb− b̂ are bounded byα= 18R2R′2
m +24R2R′2

√
log 6

δ
2m .

Using the definitions ofρ andρ̂, we can write:

|ρ(K,K′)− ρ̂(K ,K ′)|=
∣∣∣ b√

aa′
− b̂√

ââ′

∣∣∣=
∣∣∣b
√

ââ′− b̂
√

aa′√
aa′ââ′

∣∣∣

=
∣∣∣(b− b̂)

√
ââ′− b̂(

√
aa′−

√
ââ′)√

aa′ââ′

∣∣∣

=
∣∣∣(b− b̂)√

aa′
− ρ̂(K ,K ′)

aa′− ââ′√
aa′(

√
aa′+

√
ââ′)

∣∣∣.
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Sinceρ̂(K ,K ′) ∈ [0,1], it follows that

|ρ(K,K′)− ρ̂(K ,K ′)| ≤ |b− b̂|√
aa′

+
|aa′− ââ′|√

aa′(
√

aa′+
√

ââ′)
.

Assume first that̂a ≤ â′. Rewriting the right-hand side to make the differencesa− â anda′− â′

appear, we obtain:

|ρ(K,K′)− ρ̂(K ,K ′)| ≤ |b− b̂|√
aa′

+
|(a− â)a′+ â(a′− â′)|√

aa′(
√

aa′+
√

ââ′)

≤ α√
aa′

[
1+

a′+ â√
aa′+

√
ââ′

]
≤ α√

aa′

[
1+

a′√
aa′

+
â√
ââ′

]

≤ α√
aa′

[
2+

√
a′

a

]
=

[
2√
aa′

+
1
a

]
α.

We can similarly obtain
[

2√
aa′

+ 1
a′

]
α whenâ′≤ â. Both bounds are less than or equal to 3max(α

a ,
α
a′ ).

Equivalently, one can set the right hand side of the high probability statement presented in Theo-
rem 12 equal toε and solve forδ, which shows that Pr

[
|ρ(K,K′)− ρ̂(K ,K ′)|> ε

]
≤ O(e−mε2

).

4.2 Existence of Good Alignment-based Predictors

For classification and regression tasks, the target kernel is based on the labels and defined by
KY(x,x′) = yy′, where we denote byy the label of pointx andy′ that of x′. This section shows
the existence of predictors with high accuracy both for classification and regression when the align-
mentρ(K,KY) between the kernelK andKY is high.

In the regression setting, we shall assume that the labels have been normalized such that E[y2] =
1. In classification,y=±1 and thus E[y2] = 1 without any normalization. Denote byh∗ the hypoth-
esis defined for allx∈ X by

h∗(x) =
Ex′ [y′Kc(x,x′)]√

E[K2
c ]

.

Observe that by definition ofh∗, Ex[yh∗(x)] = ρ(K,KY). For anyx∈ X , defineγ(x) =
√

Ex′ [K
2
c (x,x′)]

Ex,x′ [K
2
c (x,x′)]

andΓ = maxx γ(x). The following result shows that the hypothesish∗ has high accuracy when the
kernel alignment is high andΓ not too large.3

Theorem 13 (classification)Let R(h∗) = Pr[yh∗(x)< 0] denote the error of h∗ in binary classifica-
tion. For any kernel K such that0< E[K2

c ]<+∞, the following holds:

R(h∗)≤ 1−ρ(K,KY)/Γ.

3. A version of this result was presented by Cristianini, Shawe-Taylor, Elisseeff, and Kandola (2001) and Cristianini,
Kandola, Elisseeff, and Shawe-Taylor (2002) for the so-called Parzen window solution and non-centered kernels.

However, both proofs are incorrect since they rely implicitly on the fact that maxx
[ Ex′ [K

2(x,x′)]
Ex,x′ [K2(x,x′)]

] 1
2 =1, which can

only hold in the trivial case where the kernel functionK2 is a constant: by definition of the maximum and expectation
operators, maxx

[
Ex′ [K2(x,x′)]

]
≥ Ex

[
Ex′ [K2(x,x′)]

]
, with equality only in the constant case.
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Proof Note that for allx∈ X ,

|yh∗(x)|= |yEx′ [y′Kc(x,x′)]|√
E[K2

c ]
≤

√
Ex′ [y′2]Ex′ [K2

c (x,x′)]√
E[K2

c ]
=

√
Ex′ [K2

c (x,x′)]√
E[K2

c ]
≤ Γ.

In view of this inequality, and the fact that Ex[yh∗(x)] = ρ(K,KY), we can write:

1−R(h∗) = Pr[yh∗(x)≥ 0]

= E[1{yh∗(x)≥0}]

≥ E

[
yh∗(x)

Γ
1{yh∗(x)≥0}

]

≥ E

[
yh∗(x)

Γ

]
= ρ(K,KY)/Γ,

where1ω is the indicator function of the eventω.

A probabilistic version of the theorem can be straightforwardly derived by noting that by Markov’s
inequality, for anyδ > 0, with probability at least 1−δ, |γ(x)| ≤ 1/

√
δ.

Theorem 14 (regression)Let R(h∗) = Ex[(y− h∗(x))2] denote the error of h∗ in regression. For
any kernel K such that0< E[K2

c ]<+∞, the following holds:

R(h∗)≤ 2(1−ρ(K,KY)).

Proof By the Cauchy-Schwarz inequality, it follows that:

E
x
[h∗2(x)] = E

x

[
Ex′ [y′Kc(x,x′)]2

E[K2
c ]

]

≤ E
x

[
Ex′ [y′2]Ex′ [K2

c (x,x
′)]

E[K2
c ]

]

=
Ex′ [y′2]Ex,x′ [K2

c (x,x
′)]

E[K2
c ]

= E
x′
[y′2] = 1.

Using again the fact that Ex[yh∗(x)] = ρ(K,KY), the error ofh∗ can be bounded as follows:

E[(y−h∗(x))2] = E
x
[h∗(x)2]+E

x
[y2]−2E

x
[yh∗(x)]≤ 1+1−2ρ(K,KY),

which concludes the proof.

The hypothesish∗ is closely related to the hypothesish∗S derived as follows from a finite sample
S= ((x1,y1), . . . ,(xm,ym)):

hS(x) =
1
m ∑m

i=1yiKc(x,xi)√
1

m2 ∑m
i, j=1Kc(xi ,x j)2

√
1

m2 ∑m
i, j=1(yiy j)2

.

Note in particular that̂Ex[yhS(x)] = ρ̂(K ,KY), where we denote bŷE the expectation based on the
empirical distribution. Using this and other results of this section, it is not hardto show that with
high probability|R(h∗)−R(h∗S)| ≤ O(1/

√
m) both in the classification and regression settings.
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For classification, the existence of a good predictorg∗ based on the unnormalized alignmentρu

(see Definition 5) can also be shown. The corresponding guarantees are simpler and do not depend
on a term such asΓ. However, unlike the normalized case, the loss of the predictorg∗S derived from
a finite sample may not always be close to that ofg∗. Note that in classification, for any labely,
|y| = 1, thus, by Lemma 6, the following holds: 0≤ ρu(K,KY)|≤R2. Let g∗ be the hypothesis
defined by:

g∗(x) = E
x′
[y′Kc(x,x

′)].

Since 0≤ ρu(K,KY)|≤R2, the following theorem provides strong guarantees forg∗ when the un-
normalized alignmenta is sufficiently large, that is close toR2.

Theorem 15 (classification)Let R(g∗) = Pr[yg∗(x)< 0] denote the error of g∗ in binary classifica-
tion. For any kernel K such thatsupx∈X Kc(x,x)≤ R2, we have:

R(g∗)≤ 1−ρu(K,KY)/R2.

Proof Note that for allx∈ X ,

|yg∗(x)|= |g∗(x)|= |E
x′
[y′Kc(x,x

′)]| ≤ R2.

Using this inequality, and the fact that Ex[yg∗(x)] = ρu(K,KY), we can write:

1−R(g∗) = Pr[yg∗(x)≥ 0] = E[1{yg∗(x)≥0}]

≥ E

[
yg∗(x)

R2 1{yh∗(x)≥0}

]

≥ E

[
yg∗(x)

R2

]
= ρu(K,KY)/R2,

which concludes the proof.

4.3 Generalization Bounds for Two-stage Learning Kernel Algorithms

This section presents stability-based generalization bounds for two-stagelearning kernel algorithms.
The proof of a stability-based learning bound hinges on showing that the learning algorithm issta-
ble, that is the pointwise loss of a learned hypothesis does not change drastically if the training
sample changes only slightly. We refer the reader to Bousquet and Elisseeff (2000) for a full intro-
duction.

We present learning bounds for the case where the second stage of thealgorithm is kernel ridge
regression (KRR). Similar results can be given in classification using algorithms such as SVMs in
the second stage. Thus, in the first stage, the algorithms we examine select acombination weight
parameterµ∈Mq={µ : µ≥0,‖µ‖q

q=Λq} which defines a kernelKµ, and in the second stage use
KRR to select a hypothesis from the RKHS associated toKµ. While several of our results hold in
general, we will be more specifically interested in the alignment maximization algorithm presented
in Section 3.2.2.
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Recall that for a fixed kernel functionKµ with associated RKHSHKµ
and training setS=

((x1,y1), . . . ,(xm,ym)), the KRR optimization problem is defined by the following constraint opti-
mization problem:

min
h∈HKµ

G(h) = λ0‖h‖2
Kµ

+
1
m

m

∑
i=1

(h(xi)−yi)
2. (10)

We first analyze the stability of two-stage algorithms and then use that to derive a stability-based
generalization bound (Bousquet and Elisseeff, 2000). More precisely, we examine the pointwise
difference in hypothesis values obtained on any pointx when the algorithm has been trained on two
data setsSandS′ of sizem that differ in exactly one point.

In what follows, we denote by‖K‖s,t =(∑p
k=1‖K k‖t

s)
1/t the(s, t)-norm of a collection of matri-

ces and by∆µ the differenceµ′−µ of the combination vectorµ′ andµ returned by the first stage
of the algorithm by training onS, respectivelyS′.

Theorem 16 (Stability of two-stage learning kernel algorithm) Let S and S′ be two samples of
size m that differ in exactly one point and let h and h′ be the associated hypotheses generated by
a two-stage KRR learning kernel algorithm with the constraintµ∈M1. Then, for any s, t ≥ 1 with
1
s +

1
r = 1 and any x∈ X :

|h′(x)−h(x)| ≤ 2Λ1R2M
λ0m

[
1+

‖∆µ‖s‖K c‖2,t

2λ0

]
,

where M is an upper bound on the target labels and R2 = supk∈[1,p]
x∈X

Kk(x,x).

Proof The KRR algorithm returns the hypothesish(x) = ∑m
i=1 αiKµ(xi ,x), whereα = (Kµ +

mλ0I)−1y. Thus, this hypothesis is parametrized by the kernel weight vectorµ, which defines the
kernel function, and the sampleS, which is used to populate the kernel matrix, and will be explicitly
denotedhµ,S. To estimate the stability of the overall two-stage algorithm,∆hµ,S= hµ′,S′ −hµ,S, we
use the decomposition

∆hµ,S= (hµ′,S′ −hµ′,S)+(hµ′,S−hµ,S)

and bound each parenthesized term separately. The first parenthesized term measures the point-
wise stability of KRR due to a change of a single training point with a fixed kernel. This can be
bounded using Theorem 2 of Cortes et al. (2009a). Since, for allx∈X , Kµ(x,x) =∑p

k=1µkKk(x,x)≤
R2 ∑p

k=1µk ≤ Λ1R2, using that theorem yields the following bound:

∀x∈ X , |hµ,S′(x)−hµ,S(x)| ≤
2Λ1R2M

λ0m
.

The second parenthesized term measures the pointwise difference of thehypotheses due to the
change of kernel fromKµ′ to Kµ for a fixed training sample when using KRR. By Proposition 1 of
Cortes et al. (2010c), this term can be bounded as follows:

∀x∈ X , |hµ′,S(x)−hµ,S(x)| ≤
Λ1R2M

λ2
0m

‖Kµ′ −Kµ‖.

The term‖Kµ′ −Kµ‖ can be bounded using Hölder’s inequality as follows:

‖Kµ′ −Kµ‖= ‖
p

∑
k=1

(∆µk)K k‖ ≤
p

∑
k=1

|∆µk| ‖K k‖ ≤ ‖∆µ‖s‖K‖2,t ,
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which completes the proof.

The pointwise stability result just presented can be used directly to derive ageneralization bound
for two-stage learning kernel algorithms as in Bousquet and Elisseeff (2000).

For a hypothesish, we denote byR(h) its generalization error and bŷR(h) its empirical error on
aS= ((x1,y1), . . . ,(xm,ym)):

R(h) = E
x,y
[(hS(x)−y)2] R̂(h) =

1
m

m

∑
i=1

(hS(xi)−yi)
2.

Theorem 17 (Stability-based generalization bound)Let hS denote the hypothesis returned by a
two-stage KRR kernel learning algorithm with the constraintµ∈M1 when trained on sample S. For
any s, t ≥1 with 1

s +
1
r = 1, with probability at least1− δ over samples S of size m, the following

bound holds:

R(hS)≤ R̂(hS)+
2M1M2

m
+
(

1+
16M2

M1

)M1M2

4

√
log 1

δ
2m

,

with M1 = 2
[
1+

√
Λ1R2

λ0

]
M and M2 =

2Λ1R2

λ0

[
1+ ‖∆µ‖s‖Kc‖2,t

2λ0

]
M.

Proof SincehS is the minimizer of the objective (10) and since0 belongs to the hypothesis space,

G(hS)≤ G(0) =
1
m

m

∑
i=1

(0−yi)
2 ≤ M2.

Furthermore, since the mean squared loss is non-negative, we can write:λ0‖hS‖2
Kµ

≤ G(hS). There-

fore,‖hS‖2
Kµ

≤ M2

λ0
. By the reproducing property, for anyx∈ X ,

|hS(x)|= |〈hS,Kµ(x, ·)〉Kµ
| ≤ ‖hS‖Kµ

√
Kµ(x,x)

=

√
M
λ0

√
p

∑
k=1

µkKk(x,x)

≤
√

M
λ0

√
‖µ‖1R2 ≤ RM

√
Λ1

λ0
.

Thus, for allx∈ X andy∈ [−M,M], the squared loss can be bounded as follows

|hS(x)−y| ≤
(

M+RM

√
Λ1

λ0

)
=

M1

2
.

This implies that the squared loss isM1-Lipschitz and by Theorem 16 that the algorithm is stable
with a uniform stability parameterβ ≤ M1M2

m bounded as follows:

|(hS′(x)−y)2− (hS(x)−y)2| ≤ M1|hS′(x)−hS(x)| ≤
M1M2

m
.

The application of Theorem 12 of Bousquet and Elisseeff (2000) with thebound on the lossM1
2 and

the uniform stability parameterβ directly yields the statement.
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The inequality just presented holds for all two-stage learning kernel algorithms. To determine its
convergence rate, the term‖∆µ‖s‖K c‖2,t must be bounded. Lets= 1 and t = ∞, and assume
that the base kernelsK k, k ∈ [1, p], are trace-normalized as in our experiments (Section 3), then a
straightforward bound can be given for this term:

‖∆µ‖1‖K c‖2,∞ ≤ (‖µ′‖1+‖µ‖1) max
k∈[1,k]

‖K kc‖2 ≤ max
k∈[1,k]

2Λ1Tr[K kc]≤ 2Λ1.

Thus, in the statement of Theorem 17,M2 can be replaced with2Λ1R2

λ0

[
1+ Λ1

λ0

]
M and, forΛ1 andλ0

constant, the learning bound converges inO(1/
√

m).
The straightforward upper bound on‖∆µ‖s‖K c‖2,t applies to all such two-stage learning kernel

algorithms. For a specific algorithm, finer or more favorable bounds could be derived. We have
initiated this study in the specific case of the alignment maximization algorithm. The result given
in Proposition 21 (Appendix B) can be used to bound‖∆µ‖2 and thus‖∆µ‖2‖K c‖2,2.

Note that in the specific case of the alignment maximization algorithm, ifµ
∗ is the solution

obtained for the constraintµ∈M2, then it is also the alignment maximizing solution found in the
setµ∈M1 with Λ1=‖µ∗‖1≤

√
p‖µ‖2≤

√
pΛ2. This makes the dependence onp explicit in the

case of the constraintµ∈M2.

5. Experiments

This section compares the performance of several learning kernel algorithms for classification
and regression. We compare the alignment-based two-stage learning kernel algorithmsalign and
alignf , as well as the single-stage algorithm presented in Section 3 with the following algorithms:

Uniform combination (unif ): this is the most straightforward method, which consists of choos-
ing equal mixture weights, thus the kernel matrix used is,

Kµ =
Λ
p

p

∑
k=1

K k.

Nevertheless, improving upon the performance of this method has been surprisingly difficult for
standard (one-stage) learning kernel algorithms (Cortes, 2009; Cortes et al., 2011b).

Norm-1 regularized combination(l1-svm ): this algorithm optimizes the SVM objective

min
µ

max
α

2α⊤1−α
⊤Y⊤KµYα

subject to:µ≥ 0,Tr[Kµ]≤ Λ,α⊤y = 0,0≤α≤ C,

as described by Lanckriet et al. (2004). Here,Y is the diagonal matrix constructed from the labels
y andC is the regularization parameter of the SVM.

Norm-2 regularized combination(l2-krr ): this algorithm optimizes the kernel ridge regression
objective

min
µ

max
α

−λα⊤
α−α

⊤Kµα+2α⊤y

subject to:µ≥ 0,‖µ−µ0‖2 ≤ Λ.
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KINEMATICS IONOSPHERE GERMAN SPAMBASE SPLICE

SIZE 1000 351 1000 1000 1000
γ -3, 3 -3, 3 -4, 3 -12, -7 -9, -3

unif
.138± .005 .479± .033 .259± .018 .187± .028 .152± .022
.158± .013 .246± .033 .089± .008 .138± .031 .122± .011

1-stage
.137± .005 .470± .032 .260± .026 .209± .028 .153± .025
.155± .012 .251± .035 .082± .003 .099± .024 .105± .006

align
.125± .004 .456± .036 .255± .015 .186± .026 .151± .024
.173± .016 .261± .040 .089± .008 .140± .031 .123± .011

alignf
.115± .004 .444± .034 .242± .015 .180± .024 .139± .013
.176± .017 .278± .057 .093± .009 .146± .028 .124± .011

REGRESSION CLASSIFICATION

Table 2: Error measures (top) and alignment values (bottom) forunif , 1-stage (l2-krr or l1-svm ),
align andalignf with kernels built from linear combinations of Gaussian base kernels.
The choice ofγ0,γ1 is listed in the row labeledγ and the total size of the data set used is
listed underSIZE. The results are shown with±1 standard deviation measured by 5-fold
cross-validation. Further measures of significance are shown in Appendix C, Table 4.

TheL2 regularized method is used for regression since it is shown in Cortes et al.(2009a) to out-
perform the alternativeL1 regularized method in similar settings. Here,λ is the regularization
parameter of KRR andµ0 is an additional regularization parameter for the kernel selection.

In all experiments, the error measures reported are for 5-fold cross validation, where, in each
trial, three folds are used for training, one used for validation, and one for testing. For the two-
stage methods, the same training and validation data is used for both stages of the learning. The
regularization parameterΛ is chosen via a grid search based on the performance on the validation
set, while the regularization parametersC for l1-svm andλ for l2-krr are fixed since only the ratios
C/Λ andλ/Λ are important. More explicitly, for the KRR algorithm, scaling the vectorµ by Λ
results in a scaled dual solution:α = (KµΛ+ λI)−1y = Λ−1(Kµ+ λ

Λ I)−1y. In turn, we see that
the primal solutionh(x) = ∑m

i=1 Λ−1αiΛKµ(x,xi) = ∑m
i=1 αiKµ(x,xi) is equivalent to the solution of

the KRR algorithm that uses a regularization parameter equal toλ/Λ without scalingµ and, thus, it
suffices to vary only one regularization parameter. In the case of SVMs,the scale of the hypothesis
does not change its sign (or the binary prediction) and thus the same property can be shown to hold.
Theµ0 parameter is set to zero in our experiments.

5.1 General Kernel Combinations

In the first set of experiments, we consider combinations of Gaussian kernels of the form

K γ(xi ,x j) = exp(−γ‖xi −x j‖2),

with varying bandwidth parameterγ ∈ {2γ0,2γ0+1, . . . ,21−γ1,2γ1}. The valuesγ0 andγ1 are chosen
such that the base kernels are sufficiently different in alignment and performance. Each base kernel
is centered and normalized to have trace one. We test the algorithms on several data sets taken from
the UCI Machine Learning Repository (http://archive.ics.uci.edu/ml/ ) and Delve (http:
//www.cs.toronto.edu/ ˜ delve/data/datasets.html ).
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Figure 3: A scatter plot comparison of the different kernel combination weight values obtained by
optimally tuned one-stage and two-stage algorithms on the kinematics data set.

Table 2 summarizes our results. For regression, we compare against thel2-krr method and
report RMSE. For classification, we compare against thel1-svm method and report the misclassifi-
cation percentage. In general, we see that performance and alignment are well correlated. In all data
sets, we see improvement over the uniform combination as well as the one-stage kernel learning al-
gorithms. Note that although thealign method often increases the alignment of the final kernel, as
compared to the uniform combination, thealignf method gives the best alignment since it directly
maximizes this quantity. Nonetheless,align provides an inexpensive heuristic that increases the
alignment and performance of the final combination kernel.

In our experiments with the one-stage KRR algorithm presented in Section 3.4,there was no
significant improvement found over the two-stagealignf algorithm with respect to the kinematics
and ionosphere data sets. In fact, for optimally cross-validated parameters γ,γ′ and γ′′ the solu-
tion combination weights were found to closely coincide with thealignf solution (see Figure 3).
This would suggest the use of the two-stage algorithm over the one-stage,since there are fewer
parameters to tune and the problem can be solved as a standard QP.

To the best of our knowledge, these are the first kernel combination experiments for alignment
with general base kernels. Previous experiments seem to have dealt exclusively with rank-one base
kernels built from the eigenvectors of a single kernel matrix (Cristianini etal., 2001). In the next
section, we also examine rank-one kernels, although not generated from a spectral decomposition.

5.2 Rank-one Kernel Combinations

In this set of experiments we use the sentiment analysis data set version 1 from Blitzer et al. (2007):
books, dvd, electronicsandkitchen. Each domain has 2,000 examples. In the regression setting, the
goal is to predict a rating between 1 and 5, while for classification the goal isto discriminate positive
(ratings≥ 4) from negative reviews (ratings≤ 2). We use rank-one kernels based on the 4,000 most
frequent bigrams. Thekth base kernel,K k, corresponds to thekth bigram countvk, K k = vkv⊤k . Each
base kernel is normalized to have trace one and the labels are centered.

The alignf method returns a sparse weight vector due to the constraintµ ≥ 0. As is demon-
strated by the performance of thel1-svm method, Table 3, and also previously observed by Cortes
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BOOKS DVD ELEC KITCHEN

unif
1.442± .015 1.438± .033 1.342± .030 1.356± .016
0.029± .005 0.029± .005 0.038± .002 0.039± .006

l2-krr
1.410± .024 1.423± .034 1.318± .033 1.333± .015
0.036± .008 0.036± .009 0.050± .004 0.056± .005

align
1.401± .035 1.414± .017 1.308± .033 1.312± .012
0.046± .006 0.047± .005 0.065± .004 0.076± .008

REGRESSION

BOOKS DVD ELEC KITCHEN

unif
0.258± .017 0.243± .015 0.188± .014 0.201± .020
0.030± .004 0.030± .005 0.040± .002 0.039± .007

l1-svm
0.286± .016 0.292± .025 0.238± .019 0.236± .024
0.030± .011 0.033± .014 0.051± .004 0.058± .007

align
0.243± .020 0.214± .020 0.166± .016 0.172± .022
0.043± .003 0.045± .005 0.063± .004 0.070± .010

CLASSIFICATION

Table 3: The error measures (top) and alignment values (bottom) on four sentiment analysis do-
mains using kernels learned as combinations of rank-one base kernels corresponding to
individual features. The results are shown with±1 standard deviation as measured by 5-
fold cross-validation. Further measures of significance are shown in Appendix C, Table 5.

et al. (2009a), a sparse weight vectorµ does not generally offer an improvement over the uniform
combination in the rank-one setting. Thus, we focus on the performance ofalign and compare
it to unif and one-stage learning methods. Table 3 shows thatalign significantly improves both
the alignment and the error percentage overunif and also improves somewhat over the one-stage
l2-krr algorithm. Evidence of statistical significance is provided in Appendix C, Table 5. Note
that, although the sparse weighting provided byl1-svm improves the alignment in certain cases, it
does not improve performance.

6. Conclusion

We presented a series of novel algorithmic, theoretical, and empirical results for learning kernels
based on the notion of centered alignment. Our experiments show a consistent improvement of the
performance of alignment-based algorithms over previous learning kernel techniques, as well as
the straightforward uniform kernel combination, which has been difficultto surpass in the past, in
both classification and regression. The algorithms we described are efficient and easy to implement.
All the algorithms presented in this paper are available in the open-source C++ library available
at www.openkernel.org . They can be used in a variety of applications to improve performance.
We also gave an extensive theoretical analysis which provides a number of guarantees for centered
alignment-based algorithms and methods. Several of the algorithmic and theoretical results pre-
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sented can be extended to other learning settings. In particular, methods based on similar ideas
could be used to design learning kernel algorithms for dimensionality reduction.

The notion of centered alignment served as a key similarity measure to achievethese results.
Note that we are not proving that good alignment is necessarily needed for a good classifier, but
both our theory and empirical results do suggest the existence of accurate predictors with a good
centered alignment. Different methods based on possibly different efficiently computable similarity
measures could be used to design effective learning kernel algorithms. In particular, the notion of
similarity suggested by Balcan and Blum (2006), if it could be computed from finite samples, could
be used in a equivalent way.
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Appendix A. Lemmas Supporting Proof of Proposition 11

For a function f of the sampleS, we denote by∆( f ) the differencef (S′)− f (S), whereS′ is a
sample differing fromSby just one point, say them-th point isxm in Sandx′m in S′. The following
perturbation bound will be needed in order to apply McDiarmid’s inequality.

Lemma 18 Let K and K ′ denote kernel matrices associated to the kernel functions K and K′ for
a sample of size m according to the distribution D. Assume that for any x∈ X , K(x,x) ≤ R2 and
K′(x,x) ≤ R′2. Then, the following perturbation inequality holds when changing one point of the
sample:

1
m2 |∆(〈K c,K ′

c〉F)| ≤
24R2R′2

m
.

Proof By Lemma 1, we can write:

〈K c,K ′
c〉F = 〈K c,K ′〉F = Tr

[[
I − 11⊤

m

]
K
[
I − 11⊤

m

]
K ′

]

= Tr

[
KK ′− 11⊤

m
KK ′−K

11⊤

m
K ′+

11⊤

m
K

11⊤

m
K ′

]

= 〈K ,K ′〉F − 1⊤(KK ′+K ′K)1
m

+
(1⊤K1)(1⊤K ′1)

m2 .

The perturbation of the first term is given by

∆(〈K ,K ′〉F) =
m

∑
i=1

∆(K imK ′
im)+ ∑

i 6=m

∆(KmiK ′
mi).

By the Cauchy-Schwarz inequality, for anyi, j∈ [1,m],

|K i j |= |K(xi ,x j)|≤
√

K(xi ,xi)K(x j ,x j)≤ R2

821



CORTES, MOHRI AND ROSTAMIZADEH

and the product can be bound as|K i, jK ′
i, j | ≤ |K i, j ||K ′

i j| ≤ R2R′2. The difference of products is then
bound as|∆(K i, jK ′

i, j)| ≤ 2R2R′2. Thus,

1
m2 |∆(〈K ,K ′〉F)| ≤

2m−1
m2 (2R2R′2)≤ 4R2R′2

m
.

Similarly, for the first part of the second term, we obtain

1
m2

∣∣∣∣∆
(

1⊤KK ′1
m

)∣∣∣∣=
∣∣∣∣∆
( m

∑
i, j,k=1

K ikK ′
k j

m3

)∣∣∣∣

=

∣∣∣∣∆
(

∑m
i,k=1K ikK ′

km+∑i, j 6=mK imK ′
m j

m3 +
∑k6=m, j 6=mKmkK ′

k j

m3

)∣∣∣∣

≤ m2+m(m−1)+(m−1)2

m3 (2R2R′2)≤ 3m2−3m+1
m3 (2R2R′2)

≤ 6R2R′2

m
.

Similarly, we have:
1

m2

∣∣∣∣∆
(

1⊤K ′K1
m

)∣∣∣∣≤
6R2R′2

m
.

The final term is bounded as follows,

1
m2

∣∣∣∣∆
(
(1⊤K1)(1⊤K ′1)

m2

)∣∣∣∣≤
∣∣∣∣∆
(

∑i, j,k K i j K ′
km+∑i, j,k6=mK i j K ′

mk

m4 +

∑i, j 6=m,k6=mK imK ′
jk +∑i 6=m, j 6=m,k6=mKmiK ′

jk

m4

)∣∣∣∣

≤ m3+m2(m−1)+m(m−1)2+(m−1)3

m4 (2R2R′2)

≤ 8R2R′2

m
.

Combining these last four inequalities leads directly to the statement of the lemma.

Because of the diagonal terms of the matrices,1
m2 〈K c,K ′

c〉F is not an unbiased estimate of
E[KcK′

c]. However, as shown by the following lemma, the estimation bias decreases at the rate
O(1/m).

Lemma 19 Under the same assumptions as Lemma 18, the following bound on the difference of
expectations holds:

∣∣∣∣ E
x,x′

[Kc(x,x
′)K′

c(x,x
′)]−E

S

[〈K c,K ′
c〉F

m2

]∣∣∣∣≤
18R2R′2

m
.

Proof To simplify the notation, unless otherwise specified, the expectation is taken overx,x′ drawn
according to the distributionD. The key observation used in this proof is that

E
S
[K i j K ′

i j ] = E
S
[K(xi ,x j)K

′(xi ,x j)] = E[KK′], (11)
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for i, j distinct. For expressions such as ES[K ikK ′
k j] with i, j,k distinct, we obtain the following:

E
S
[K ikK ′

k j] = E
S
[K(xi ,xk)K

′(xk,x j)] = E
x′
[E

x
[K]E

x
[K′]]. (12)

Let us start with the expression of E[KcK′
c]:

E[KcK
′
c] = E

[(
K−E

x′
[K]−E

x
[K]+E[K]

)(
K′−E

x′
[K′]−E

x
[K′]+E[K′]

)]
. (13)

After expanding this expression, applying the expectation to each of the terms, and simplifying, we
obtain:

E[KcK
′
c] = E[KK′]−2E

x

[
E
x′
[K]E

x′
[K′]

]
+E[K]E[K′].

〈K c,K ′
c〉F can be expanded and written more explicitly as follows:

〈K c,K ′
c〉F = 〈K ,K ′〉F − 1⊤KK ′1

m
− 1⊤K ′K1

m
+

1⊤K ′11⊤K1
m2

=
m

∑
i, j=1

K i j K ′
i j −

1
m

m

∑
i, j,k=1

(K ikK ′
k j +K ′

ikK k j)+
1

m2(
m

∑
i, j=1

K i j )(
m

∑
i, j=1

K ′
i j ).

To take the expectation of this expression, we use the observations (11) and (12) and similar identi-
ties. Counting terms of each kind, leads to the following expression of the expectation:

E
S

[〈K c,K ′
c〉F

m2

]
=

[
m(m−1)

m2 − 2m(m−1)
m3 +

2m(m−1)
m4

]
E[KK′]

+

[−2m(m−1)(m−2)
m3 +

2m(m−1)(m−2)
m4

]
E
x

[
E
x′
[K]E

x′
[K′]

]

+

[
m(m−1)(m−2)(m−3)

m4

]
E[K]E[K′]

+

[
m
m2 −

2m
m3 +

m
m4

]
E
x
[K(x,x)K′(x,x)]

+

[−m(m−1)
m3 +

2m(m−1)
m4

]
E[K(x,x)K′(x,x′)]

+

[−m(m−1)
m3 +

2m(m−1)
m4

]
E[K(x,x′)K′(x,x)]

+

[
m(m−1)

m4

]
E
x
[K(x,x)]E

x
[K′(x,x)]

+

[
m(m−1)(m−2)

m4

]
E
x
[K(x,x)]E[K′]

+

[
m(m−1)(m−2)

m4

]
E[K]E

x
[K′(x,x)].

Taking the difference with the expression of E[KcK′
c] (Equation 13), using the fact that terms of form

Ex[K(x,x)K′(x,x)] and other similar ones are all bounded byR2R′2 and collecting the terms gives
∣∣∣∣E[KcK

′
c]−E

S

[〈K c,K ′
c〉F

m2

]∣∣∣∣≤
3m2−4m+2

m3 E[KK′]−2
4m2−5m+2

m3 E
x

[
E
x′
[K]E

x′
[K′]

]

+
6m2−11m+6

m3 E[K]E[K′]+ γ,
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with |γ| ≤ m−1
m2 R2R′2. Using again the fact that the expectations are bounded byR2R′2 yields

∣∣∣∣E[KcK
′
c]−E

S

[〈K c,K ′
c〉F

m2

]∣∣∣∣≤
[

3
m
+

8
m
+

6
m
+

1
m

]
R2R′2 ≤ 18

m
R2R′2,

and concludes the proof.

Appendix B. Stability Bounds for Alignment Maximization Algor ithm

Lemma 20 Letµ=v/‖v‖ andµ′=v′/‖v′‖. Then, the following identity holds for∆µ=µ
′−µ:

∆µ=

[
∆v
‖v′‖ −

(∆v)⊤(v+v′)v
‖v‖‖v′‖(‖v‖+‖v′‖)

]
.

Proof By definition of∆µ, we can write

∆µ= ∆
(

v
‖v‖

)
=

[
v′−v
‖v′‖ − v‖v′‖−v‖v‖

‖v‖‖v′‖

]
=

[
∆v
‖v′‖ −

v∆(‖v‖)
‖v‖‖v′‖

]
. (14)

Observe that:

∆(‖v‖) = ∆(‖v‖2)

‖v‖+‖v′‖ =
∆(∑p

i=1v2
i )

‖v‖+‖v′‖ =
∑p

i=1 ∆(vi)(vi +v′i)

‖v‖+‖v′‖ =
(∆v)⊤(v+v′)
‖v‖+‖v′‖ .

Plugging in this expression in (14) yields the statement of the lemma.

Consider the minimization (7) shown by Proposition 9 to provide the solution of thealignment
maximization problem for a convex combination. The matrixM and vectora are functions of the
training sampleS. To emphasize this dependency, we rewrite that optimization for a sampleSas

min
v≥0

F(S,v), (15)

whereF(S,v) = v⊤Mv −2v⊤a= ‖v‖2
M −2v⊤a. The following lemma provides a stability result for

this optimization problem.

Proposition 21 Let S and S′ denote two samples of size m differing by only one point. Letv andv′

be the solution of(15), respectively, for sample S and S′. Then, the following inequality holds for
∆v = v′−v:

‖∆v‖2
M ≤

[
∆a− (∆M)v′

]⊤∆v.

Proof SinceC = {v : v ≥ 0} is convex, for anys∈ [0,1], v+ s∆v andv′− s∆v are inC. Thus, by
definition ofv′ andv,

F(S,v)≤ F(S,v+s∆v) and F(S′,v′)≤ F(S′,v′−s∆v).

Summing up these inequalities, we obtain

‖v‖2
M −‖v+s∆v‖2

M +‖v′‖2
M ′ −‖v′−s∆v‖2

M ′

≤ 2v⊤a−2(v+s∆v)⊤a+2v′⊤a′−2(v′+s∆v)⊤a′

=−2[sa⊤∆v−sa′⊤∆v] = 2s(∆a)⊤∆v.
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Table 4: Significance tests for general kernel combination results presented in Table 2. An entry of
1 indicates that the algorithm listed in the column has a significantly better accuracy than
the algorithm listed in the row.

The left-hand side of this inequality can be rewritten as follows after expansion and using the identity
‖v′−s∆v‖2

M ′ −‖v′−s∆v‖2
M = ‖v′−s∆v‖2

∆M :

−‖s∆v‖2
M −2sv⊤M∆v+‖v′‖2

M ′ −‖v′‖2
M −‖s∆v‖2

M +2sv′⊤M(∆v)−‖v′−s∆v‖2
∆M

= 2s(1−s)‖∆v‖2
M +‖v′‖2

∆M −‖v′−s∆v‖2
∆M .

Then, expanding‖v′−s∆v‖2
∆M results in the final inequality

2s(1−s)‖∆v‖2
M −s2‖∆v‖2

∆M +2sv′⊤(∆M)(∆v)≤ 2s(∆a)⊤∆v.

Dividing by s and settings=0 yields

‖∆v‖2
M +v′⊤(∆M)(∆v)≤ (∆a)⊤∆v,

which concludes the proof of the lemma.

Appendix C. Significance Tests for Empirical Results

Tables 4 and 5 show the results of paired-sample one-sided T-tests for allpairs of algorithms com-
pared across all data sets presented in Section 5 for both regression and classification. Each entry
of the tables indicates whether the mean error of the algorithm listed in the column issignificantly
less than the mean error of the algorithm listed in the row at significance levelp = 0.1. An entry
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CLASSIFICATION

Table 5: Significance tests for rank-one kernel combination results presented in Table 3. An entry
of 1 indicates that the algorithm listed in the column has a significantly better accuracy
then the algorithm listed in the row.

of 1 indicates a significant difference, while an entry of 0 indicates that thenull hypothesis (that the
errors are not significantly different) cannot be rejected.

Table 4 indicates that thealignf method offers significant improvement overunif in all data
sets with the exception of spambase and significantly improves over the compared one-stage method
in all data sets apart from splice. Table 5 indicates that thealign method significantly improves over
both the uniform and one-stage combination in all data sets apart from dvd inthe regression setting,
where improvement overl2-krr is not deemed significant.
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Abstract

Conditional independence relations involving latent variables do not necessarily imply observ-
able independences. They may imply inequality constraintson observable parameters and causal
bounds, which can be used for falsification and identification. The literature on computing such
constraints often involve a deterministic underlying datagenerating process in a counterfactual
framework. If an analyst is ignorant of the nature of the underlying mechanisms then they may
wish to use a model which allows the underlying mechanisms tobe probabilistic. A method of
computation for a weaker model without any determinism is given here and demonstrated for the
instrumental variable model, though applicable to other models. The approach is based on the
analysis of mappings with convex polytopes in a decision theoretic framework and can be imple-
mented in readily available polyhedral computation software. Well known constraints and bounds
are replicated in a probabilistic model and novel ones are computed for instrumental variable mod-
els without non-deterministic versions of the randomization, exclusion restriction and monotonicity
assumptions respectively.

Keywords: instrumental variables, instrumental inequality, causalbounds, convex polytope, latent
variables, directed acyclic graph

1. Introduction

Conditional independence relations represent equality constraints on theparameters of a joint prob-
ability distribution. Such relations cannot be empirically validated if they involve latent variables.
Collections of latent conditional independencies may imply inequality constraintson parameters
of the observable distribution. The classical motivation is theinstrumental variable(IV) model
(Durbin, 1954; Angrist et al., 1996). It includes the IV,A, and inference is required about the effect
of a variable,B, on another,C, in the presence of latent confounders,U . The IV model is defined by
A⊥⊥/ B, C⊥⊥A|(B,U) andU ⊥⊥A. The latter two involve the latent variableU so it was tradition-
ally thought that the model could not be empirically verified (Imbens and Angrist, 1994). However
Pearl (1995) derived the ‘instrumental inequality’

max
B

∑
C

{

max
A

P(C,B|A)

}

≤ 1, (1)

c©2012 Roland R. Ramsahai.
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a set of constraints which are implied by and can be used to falsify the discrete IV model. To
compute the constraints, Pearl (1995) defines the IV model as a deterministiccounterfactual model
(Rubin, 1974). Such models involve latent deterministic relations, which marginalise to produce
observed probabilistic relationships, and are technically equivalent to structural equation models
(Strotz and Wold, 1960) and other functional models (Heckerman and Shachter, 1995).

Without intervention data and further assumptions, the causal effect ofB onC cannot be point
identified (Durbin, 1954; Angrist et al., 1996), but, using the deterministic counterfactual model, it
can be bounded with the joint distribution ofA, B andC (Pearl, 1995; Robins, 1989; Manski, 1990).
Thus making it possible to acquire non-trivial information about the effectof the intervention when
intervention studies cannot be conducted; because of ethical, financialor other reasons. Using
the deterministic counterfactual approach and linear programming softwaredeveloped by Balke
(1995), the constraints on the causal effect ofB on C were improved by Balke and Pearl (1997)
and extended to other models by Kaufman et al. (2009). This linear programming approach within
a deterministic counterfactual model has become the standard tool for computing such constraints,
with some exceptions (Geiger and Meek, 1998; Kang and Tian, 2006).

As a technical construct for computations, deterministic counterfactual models are widely ac-
cepted as valuable. Applications of deterministic counterfactual models assume there are underlying
deterministic relations (Angrist et al., 1996) and pose no issues if the determinism can be practi-
cally justified. For certain applications though, for example, mutations that cause cancer (Aalen and
Frigessi, 2007), subject matter knowledge suggests that assumptions about the existence of deter-
ministic mechanisms are unrealistic and spawns controversy (Dawid, 2000).Even if an analyst is
unaware of the type of mechanisms involved in their study, it would be desirable to avoid determin-
istic counterfactuals if alternative computations are no more difficult. The method in §2 provides
such an alternative, which is agnostic to whether the underlying mechanisms are probabilistic or
deterministic, to deriving falsifiable constraints and causal bounds of the type previously described.
The method described does not use counterfactuals, which has certain advantages (Dawid, 2000),
but more importantly demonstrates that the determinism in the models is unnecessary.

In this discussion, causal inference is formalized within standard decisiontheory (Spirtes et al.,
1993; Pearl, 1993), with conditional independence assumptions (Lauritzen, 2001; Dawid, 2002).
The model has been successfully applied in defining direct effects (Geneletti, 2007) and dynamic
treatment strategies (Dawid and Didelez, 2010), to name a few. The approach in §2 and throughout
uses this framework and it is compared to the counterfactual framework in §3. The method is based
on the analysis of convex polytopes and can be implemented in standard polytope representation
software such as Polymake (Gawrilow and Joswig, 2000) or PORTA (Christof and Loebel, 1998).
Known constraints, which have been previously derived using deterministic counterfactuals, are
derived in §5. Graphical models for representing causal assumptions are described in §4. Non-
trivial modifications of the computation technique are considered in §6, §7 and §8 to derive novel
constraints and causal bounds when various assumptions in the IV model are weakened.

Example 1 Consider an IV model of partial compliance, where A∈ {1,2} is treatment assigned,
B∈ {0,1} is treatment taken and C is an outcome of interest. The counterfactual IV model involves
counterfactual variables(B1,B2) which represent a unit’s deterministic compliance behaviour when
A is set to1 (no treatment) or2 (treatment) respectively. Analyses of this model often make the
monotonicity assumption B2 ≥ B1, meaning that a unit which does not take treatment if assigned it,
will never take it.
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The deterministic counterfactual framework only allows the compliance behaviour in Example 1
to be modelled as deterministic. Monotonicity assumptions, used to compute boundsin IV models,
in the literature (Pearl, 1995; Balke and Pearl, 1997) are imposed in models which are stronger than
necessary. It is shown in §8 that the known bounds and novel boundscan be derived for a weaker
model. In the context of Example 1, monotonicity in the weaker model is equivalent to assuming
that units are more likely to take treatment if assigned it than if not assigned it.

The counterfactual IV model in Example 1 uses the exclusion restriction assumption (Imbens
and Angrist, 1994). This assumption restrictsC to be a deterministic function of compliance be-
haviour and treatment taken only. Stochastic exclusion restrictions are considered within the deter-
ministic counterfactual framework in Hirano et al. (2000). In a weaker fully probabilistic model, the
exclusion restriction assumptionC⊥⊥A|(B,U) is used in §2 to replicate results which were derived
under the stronger model (Balke and Pearl, 1993; Pearl, 1995; Balke and Pearl, 1997). Whilst vary-
ing the strength of the exclusion restriction, novel constraints are derived in §7 with the probabilistic
approach. This allows a sensitivity analysis to the non-deterministic exclusionrestriction, which is
important when assumptions involve unobservable variables (Shepherd et al., 2006).

Another assumption in the IV model in Example 1 is that treatment assignment is independent of
compliance behaviour. In the probabilistic framework, novel constraints are computed for a weaker
IV model with U ⊥⊥/ A, as described in §6. Applications to data are given in §9. The IV model
provides motivation for this discussion but the approach extends to other models. The notation used
throughout is listed in Appendix A.

2. Computation of Constraints in the Instrumental Variable Model

Consider a model involving the random variablesA, B, C andU , where the state space ofA is
{1,2}, B is {0,1} andC is {0,1}. U is unobservable by definition so no assumption is made
about it. Let~v∗ = (ζ∗00.1,ζ∗01.1, . . . ,ζ∗11.2) be a random vector with componentsζ∗cb.a, which are
random variables that are functions ofU , whereζ∗cb.a = P(C = c,B = b|A = a,U). Similarly, let
~v= (ζ00.1,ζ01.1, . . . ,ζ11.2) be a fixed vector of probabilities that are not functions ofU , whereζcb.a =
P(C= c,B= b|A= a). Let~τ∗ = (η∗

0,η∗
1,δ∗1,δ∗2), where

η∗
b = P(C= 1|B= b,U), δ∗a = P(B= 1|A= a,U). (2)

Since~τ∗ is a vector of probabilities then~τ∗ ∈ T since the components of~τ∗ satisfy the axioms of
probability, whereT = [0,1]4. To derive falsifiable constraints on~v for the IV model, it is necessary
to determine the set of~v which does not satisfy the assumptions in the IV model. Under the IV
model,C⊥⊥A|(B,U), which implies that

P(C,B|A,U) = P(C|B,U)P(B|A,U), (3)

and~v∗ can be parameterised by~τ∗. The relation in Equation (3) together with the codes in (2) define
a mappingΞ :~τ∗ ∈ T →~v∗ ∈V , where~τ∗ is unrestricted by the IV model andV = Ξ(T ) contains
all ~v∗ which obey the IV model. Since the components of each~v∗ obey the axioms of probability
thenV ⊆ Z, whereZ ⊂ [0,1]8 is the intersection of the hyperplanes defined by∑c,b ζ∗cb.a = 1 for
a∈ {1,2}.

Under the IV model,U ⊥⊥A, which implies thatζcb.a =EU(ζ∗cb.a) and thus all~v that obey the IV
model lie inH , whereH is the set of all possible convex combinations of all~v∗ ∈ V or the convex
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hull of V . Let V̂ = Ξ(T̂ ) andĤ be the convex hull ofV̂ , whereT̂ is the collection of extreme
vertices ofT . The verticesT̂ andV̂ are partially listed in Figure 1 (top) and the transformation
Ξ(·) is represented in Figure 1 (bottom).

η∗
0 η∗

1 δ∗1 δ∗2 ζ∗00.1 ζ∗01.1 ζ∗10.1 ζ∗11.1 ζ∗00.2 ζ∗01.2 ζ∗10.2 ζ∗11.2
0 0 0 0 1 0 0 0 1 0 0 0
0 0 0 1 → 1 0 0 0 0 1 0 0
...

...
...

...
...

...
...

...
...

...
...

...
1 1 1 1 0 0 0 1 0 0 0 1

Z

Figure 1: Transformation of extreme vertices (top) of polytope (bottom).

SinceH = Ĥ , from Theorem 1 in Appendix B, then all~v that obey the IV model lie in̂H . The
proof of Theorem 1 does not use the specific form ofΞ(·), only its monotonicity in each coordinate.
A program such as Polymake (Gawrilow and Joswig, 2000) or PORTA (Christof and Loebel, 1998)
can be used to transform the representation ofĤ in terms of its extreme vertices to a representation
in terms of its facets or inequalities. The inequalities are constraints which are satisfied by~v if ~v
obeys the IV model. This specific computation produces the falsifiable ‘instrumental inequality’
constraints in (1) and is exactly the approach of Dawid (2003).

It is possible for the randomization or exclusion restriction assumption to fail without violation
of any of the constraints in (1). This is because there are distributions P(C,B,A,U) which either
violate the assumptionU ⊥⊥A or Equation (3) but give rise to margins P(C,B,A) that obey the
inequalities in (1). For example, if all~v∗ lie in H \V and randomization holds then the exclusion
restriction in Equation (3) is not satisfied but all~v∈H , which means that the inequalities in (1) are
satisfied. I conjecture that the condition thatU has a certain small state space is sufficient to imply
that it is possible for the IV model to fail without violation of any of the constraints in (1).

3. Geometry of Counterfactuals and Latent Variables

The binary IV model can be re-parameterised by replacingU in P(C,B|A,U) with~τ∗ and consid-
ering P(C,B|A,~τ∗). The polytopeH represents the model for P(C,B|A) and, sinceH = Ĥ , a
computationally and empirically indistinguishable model is formed by restricting~τ∗ to T̂ . In this
minimal representation of the model, where~τ∗ ∈ T̂ , the parametersη∗

b ∈ {0,1} andδ∗a ∈ {0,1}.
Thereforeη∗

b is a deterministic function ofB and the latent variableU and can be interpreted as
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a counterfactual variable which is the value ofC whenB = b for a given~τ∗, and similarly forδ∗a.
Similar comments are given in Lauritzen (2004).

If U is interpreted as the collection of variables which define a unit then~τ∗ is the vector of
potential responses for a unit and each vertex of the polytope corresponds to a certain type of unit.
In the partial compliance model of Example 1, the vertex~τ∗ = (0,0,0,0) corresponds to a unit
which is classified asnever recover(response is 0 regardless of treatment taken) and anever taker
(treatment taken is 0 regardless of treatment assigned).

The probabilistic model is parameterised by~τ∗ over the entire polytopeT whereas the counter-
factual model is parameterised by~τ∗ only at the extreme vertices of the polytopeT . In special cases
where latent determinism is realistic then such a parameterisation is meaningful and assumptions
about the non-existence of certain vertices of the polytope or~τ∗ ∈ T̂ can potentially be justified. If
latent determinism is known to be unrealistic (Aalen and Frigessi, 2007) and the reparameterisation
is a technical construct then it may be wise to steer clear of any interpretationbeyond simply saying
that they are the vertices of the polytope defining the model.

The concepts are demonstrated in the reformulation of the monotonicity assumption in §8. The
deterministic counterfactual approach assumes latent determinism and interprets the vertices as hav-
ing real meaning. Under the deterministic interpretation, the monotonicity assumption implies that
certain vertices are not valid for the model. The probabilistic approach defines monotonicity as
a constraint on the latent conditional distributions to lie in a particular half-space, still allowing
probabilistic behaviour.

4. Causal Graphical Models

The IV model considered so far, that is, without causal assumptions, is relatively simple. However
extensions of it will be considered later and it will be useful, though not vital, to use graphical
models to represent the assumptions involved. Graphs that are useful for representing conditional
independence and causal assumptions are described in §4.1 and §4.2 respectively.

4.1 Directed Acyclic Graph

A purely probabilistic directed acyclic graph (DAG) (Lauritzen, 1996) consists of a set ofvertices
or nodes, N , and a set ofdirected edges, E . If λ1,λ2 ∈N and(λ1,λ2) ∈ E then(λ2,λ1) /∈ E . It is
said that there is a directed edge fromλ1 to λ2, this is written asλ1 → λ2 andλ1 is called aparent
of λ2. In a DAG which represents the probability distribution of a set of random variables,X , every
λ ∈N corresponds to a random variableXλ ∈ X . The probability distribution function has the form

P(X ) = ∏λ∈N P{Xλ |Xpa(λ)}, (4)

where ‘pa(·)’ is the set of ‘parents’ of a node. This factorisation property is equivalent to a collection
of conditional independence relations, which can be derived from the DAG using the concepts of ‘d-
separation’ (Verma and Pearl, 1988) and a ‘moral graph’ (Lauritzen et al., 1990). The observational
assumptions of the IV model can be represented by the DAG in Figure 2 (left).

4.2 Augmented Directed Acyclic Graph

The notation ‘|| ’ (Lauritzen, 2001) is used for intervention conditioning and is equivalent to the
‘do(·)’ notation (Goldszmidt and Pearl, 1992) and the ‘Pman(·)’ notation (Spirtes et al., 1993). Using
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Figure 2: DAG which represents observational assumptions of the instrumental variable model
(left) and augmented DAG for IV model, which includes causal assumptions (right).

the notation, P(C||B= b) is the probability ofC given thatB is actively forced to take the valueb,
and not passively observed to take the valueb, as in P(C|B= b).

To derive intervention constraints, the assumptions represented by the augmented DAG (Spirtes
et al., 1993; Pearl, 1993; Lauritzen, 2001; Dawid, 2002) in Figure 2 (right) are considered, where
ACE(B → C) = α = P(C = 1||B = 1)−P(C = 1||B = 0) is the causal effect of interest. The
intervention nodeFB is a regime indicatordecision variable which represents the way in which
the value ofB arises. Conditional independence relations can be derived in the same way as for
the purely probabilistic DAGs since the probability distribution, conditional onFB, still factorises
according to Equation (4). The nodeFB takes the values ‘idle’, 0 or 1. If FB = idle thenB takes a
random value given by P{B|pa(B)}, but if FB is either 0 or 1 thenB= FB. Using previous notation
P(C||B= b) = P(C|FB = b). The relationC⊥⊥B|(FB = b,U) holds from the definition ofFB but is
not represented in Figure 2 (right). Square nodes are decision nodeswhich represent fixed strategies,
whereas circle nodes are random nodes which represent random variables.

The augmented DAGs which represent the IV model without randomization and the exclusion
restriction are given in Figure 3.
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Figure 3: Augmented DAGs which represent the causal IV model without randomization (left) and
without exclusion restriction (right).

The assumptions represented by the augmented DAGs in Figure 3 will be usedin §6 and §7
respectively to derive constraints. The augmented DAG in Figure 2 (right)still applies under mono-
tonicity since no extra conditional independences are assumed.
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5. Applications of Computation

Many results in the literature are recovered by specific applications of the general method described
in §2. It is based on parameterising with the factors of Equation (4) and transforming them according
to a mapping. By defining the appropriate mapping, the various constraints are obtainable. Key
requirements are the monotonicity of the mapping and that the space of valid parameters is the
convex hull of the transformed polytope. Constraints on other quantities, such as P(C|A), P(B|A),
P(C|B) etc., can be derived but some interesting examples are given in §5.1 and §5.2.

5.1 Falsifiable Constraints

Some applications, such as studies with partial compliance, require constraints involving the distri-
bution P(C,B|A), whereas others can only identify the pairwise conditional distributions P(C|A)
and P(B|A). For example, Mendelian randomization in genetic epidemiology involves the useof
a genotype (A) as an instrument for the effect of a phenotype (B) on a disease (C). However only
genotype-phenotype and genotype-disease data is usually available (Didelez and Sheehan, 2007)
and thus constraints involving P(C|A) and P(B|A) are needed.

To derive the constraints, consider the monotone mapping~τ∗ 7−→ (~γ∗,~θ∗) for the IV model of
Figure 2 (left), whereγ∗ca = P(C = c|A= a,U) andθ∗

ba = P(B= b|A= a,U). SinceU ⊥⊥A then
(~γ,~θ) lies in the convex hull of the set of(~γ∗,~θ∗) which satisfy the IV model, whereγca = P(C =
c|A= a) andθba = P(B= b|A= a). Similarly to the approach in §2, the constraints

θ01+θ02 ≥ γ01− γ02,
θ01+θ02 ≥ γ02− γ01,
θ11+θ12 ≥ γ01− γ02,
θ11+θ12 ≥ γ02− γ01,

are obtained, which are the same as in Ramsahai (2007).

5.2 Bounds on Fixed Interventions

From the motivating Mendelian randomization example in §5.1, it may be necessary to obtain causal
bounds in terms of the pairwise conditional distributions P(C|A) and P(B|A). Consider the model
in Figure 2 (right). SinceC⊥⊥FB |(B,U) andU ⊥⊥FB then P(C||B) = ∑U P(C|B,U)P(U). This
implies that(~γ,~θ,α) lies in the convex hull of(~γ∗,~θ∗,α∗), whereα∗ = P(C= 1|B= 1,U)−P(C=
1|B= 0,U) andα = EU(α∗). Therefore the monotone mapping~τ∗ 7−→ (~γ∗,~θ∗,α∗) can be used to
compute constraints on(~γ,~θ,α). The results of the computation are given in Appendix C and are
the same as those derived in Ramsahai (2007).

Similarly, constraints and causal bounds in terms of the identifiableζcb.a parameters can be
obtained by considering the mapping~τ∗ 7−→ (~v∗,α∗). The constraints involving the identifiable
ζcb.a parameters only are the same as those obtained in §2, which are given in (1), and the rest
constrainα. The bounds onα are given in Appendix C and are the same as those of Dawid (2003),
which are derived by Balke and Pearl (1997) in a deterministic model.

6. Relaxing the Randomization Assumption in the Instrumental Variable Model

It is possible for treatment assignment in a partial compliance study, which is suitable for an IV
model, to have invalid randomization, for example, if the doctor involved is aware of the health
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status of the patients. To analyze such a study, an analyst may opt for a model without randomization
or at least assess the effect of the assumption on the inference. Both require constraints to be
derived for a model withoutU ⊥⊥A, as in Figure 3 (left). The decision framework is used here for
computations without any assumptions of determinism. It is irrelevant to the computation whether
U causesA, A causesU or both have a common cause. This is because the model in Figure 3
(left) only makes assumptions about distributions in the observational regime and the regime with
intervention onB, since it includes the regime indicatorFB. No FA or FU regime indicators are
included so no assumptions are made about interventions onA or U .

If there is data on P(C|A) and P(B|A) but not P(C|B,A) then constraints and bounds involving
~γ and~θ are useful. Without the randomization assumption,U ⊥⊥A, (~γ,~θ,α) does not necessarily
lie in the convex hull of(~γ∗,~θ∗,α∗) and similarly for the other applications in §5. Assuming the
exclusion restriction in Equation (3) still holds,~τ∗ still fully parameterises P(C,B|A,U). Consider
the monotone mappingΞi(·):~τ∗ 7−→~v∗i , where~v∗i = (γ∗0i ,γ∗1i ,θ∗

0i ,θ∗
1i ,α∗) for i = 1,2, which can be

expressed as

α∗ = η∗
1−η∗

0, γ∗0i = (1−η∗
0)(1−δ∗i )+(1−η∗

1)δ∗i , θ∗
0i = 1−δ∗i

γ∗1i = η∗
0(1−δ∗i )+η∗

1δ∗i , θ∗
1i = δ∗i .

The transformation of̂T by Ξi(·) is given in Figure 4. Since the relationsC⊥⊥FB |(B,U), U ⊥⊥FB

η∗
0 η∗

1 δ∗i γ∗0i γ∗1i θ∗
0i θ∗

1i α∗

0 0 0 1 0 1 0 0
0 0 1 1 0 0 1 0
0 1 0 1 0 1 0 1
0 1 1 → 0 1 0 1 1
1 0 0 0 1 1 0 -1
1 0 1 1 0 0 1 -1
1 1 0 0 1 1 0 0
1 1 1 0 1 0 1 0

Figure 4: Transformation of̂T by Ξi(·) to the polytope which represents the IV model without
randomization, in terms of the pairwise conditional distributions P(C|A) and P(B|A).

andC⊥⊥A|(B,U) follow from Figure 3 andC⊥⊥B|(U,FB = B),

P(C||B) = ∑A ∑U P(C|B,U)P(U |A)P(A) = EA(α′
A), (5)

whereα′
A=∑U P(C|B,U)P(U |A). Since P(C|A)=EU |A{P(C|A,U)} and P(B|A)=EU |A{P(B|A,U)}

then~wi lies in the convex hull of the set of~v∗i , where~wi = (γ0i ,γ1i ,θ0i ,θ1i ,α′
i), and the method of §2

computes the tight constraints
0≤ γ0i +2γ1i −θ0i +α′

i ,
0≤ γ0i +θ0i +α′

i ,
0≤ γ1i +θ0i −α′

i ,
0≤ 2γ0i + γ1i −θ0i −α′

i ,

or
max{ γ0i +θ0i −2,−γ0i −θ0i } ≤ α′

i ≤ min{ −γ0i +θ0i +1,γ0i −θ0i +1 } ,
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for all i. The constraints are tight since the vertices of the convex hull are a subset of the vertices of
the transformed polytope and any vertex is achievable if the value ofU , corresponding to the vertex,
occurs with probability one. Sinceα = EA(α′

A) from Equation (5) then

min
i

[

max

{

γ0i +θ0i −2
−γ0i −θ0i

}]

≤ α ≤ max
i

[

min

{

−γ0i +θ0i +1
γ0i −θ0i +1

}]

.

These bounds always span zero and are tight since the bounds onα′
i are achievable byα if P(A=

i) = 1. If marginalA data are available, the bounds can be improved to

ACE(B→C)≥ ∑i

[

max

{

γ0i +θ0i −2
−γ0i −θ0i

}

P(A= i)

]

,

ACE(B→C)≤ ∑i

[

min

{

−γ0i +θ0i +1
γ0i −θ0i +1

}

P(A= i)

]

,

or

−1+EA(|γ1A−θ0A|)≤ ACE(B→C)≤ 1−EA(|γ0A−θ0A|). (6)

Although the expression in (6) bounds the unobservable causal effect, there are no falsifiable con-
straints to invalidate the model. The bounds in (6) always span zero.

If a sample from P(C,B|A) is available, the mapping~τ∗ 7−→~v∗i can be used to compute observ-
able constraints and causal bounds. The computation is possible since P(C,B|A) =
EU |A{P(C,B|A,U)}, which implies that~wi lies in the convex hull of the set of~v∗i , where~v∗i =
(ζ∗00.i ,ζ∗01.i ,ζ∗10.i ,ζ∗11.i ,α∗) and~wi = (ζ00.i ,ζ01.i ,ζ10.i ,ζ11.i ,α′

i). The bounds−ζ01− ζ10 ≤ ACE(B→
C)≤ ζ00+ζ11 are obtained, whereζcb= P(C= c,B= b). All of the results in this section still hold
if the state space ofA is extended to{1,2, . . . , l} but the state space of(B,C) kept binary.

The bounds on ACE(B → C) by theζcb parameters are derived by Manski (1990) in a model
involving (B,C,C0,C1) under the assumptions that the potential outcomes(C0,C1) for a unit are
the same regardless of how treatment is assigned, that is, whether by intervention or observation,
and thusC is a deterministic function of(B,C0,C1) for a unit. The derivation, of the bounds on
ACE(B→ C) by theζcb parameters, given here only requires the analogous assumptionsU ⊥⊥FB

andC⊥⊥FB |(B,U). The additional variableAused here, which satisfies the conditionC⊥⊥A|(B,U),
trivially exists by constructing a variableA = B. Also, the conditional independence assumption
A⊥⊥FB represented in Figure 3 (left) is unnecessary since it is not used in the derivation.

7. Relaxing the Exclusion Restriction in the Instrumental Variable Model

The exclusion restriction assumption may often be inapplicable, for example, ifpatients in a study
with partial compliance become aware of their treatment assignment and this affects their outcome.
There could be a direct relation between treatment assignmentA and the outcomeC, for which the
model in Figure 3 (right) would be appropriate. The probabilistic nature of the exclusion restric-
tion within the decision framework allows the strength of the direct relation to be varied and the
sensitivity of inference to this assumption to be assessed.

A weaker alternative to the exclusion restriction assumption,C⊥⊥A|(B,U), in the binary IV
model is 0≤ |η∗

b1−η∗
b2| ≤ ε for b = 0,1, whereη∗

ba = P(C = 1|B = b,A = a,U) and 0≤ ε ≤ 1.
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Figure 5: Transformation to the extreme vertices corresponding to the polytope which represents
the IV model with the weaker exclusion restriction, forε= 0.5, in terms of the distribution
P(C,B|A).

The conditionε = 0 is equivalent to the exclusion restriction. Forε = 1, there are no constraints
on (η∗

b1,η
∗
b2) other than the axioms of probability and there are no falsifiable constraints orcausal

bounds for the IV model without the exclusion restriction. The augmented DAG in Figure 3 (right)
does not represent any assumptions aboutε but assumptions aboutε are required to obtain non-trivial
constraints and bounds. The application of the technique is considered for ε = 0.5. Consider the
mapping of~τ∗ = (η∗

01,η∗
02,η∗

11,η∗
12,δ∗1,δ∗2) to~v∗ = (ζ∗00.1,ζ∗01.1, . . . ,ζ∗11.2) for a model withA∈ {1,2}

andB,C∈ {0,1}. The transformation of some of the extreme vertices are given in Figure 5. Use of
the technique produces the causal bounds in Appendix D and the constraints

ζ00.1+ζ10.2−ζ10.1−ζ00.2 ≤ 1,
ζ10.1+ζ00.2−ζ00.1−ζ10.2 ≤ 1,
ζ11.1+ζ01.2−ζ01.1−ζ11.2 ≤ 1,
ζ01.1+ζ11.2−ζ11.1−ζ01.2 ≤ 1,

which is a weaker version of the ‘instrumental inequality’ of Equation (1) and can be violated if
the IV model with the weak exclusion restriction,ε = 0.5, is invalid. By adding the component
P(C|B,A,U) to~v∗, causal bounds on P(C|A,FB = B) = ∑U P(C|B,A,U)P(U) can be derived for
eachA and used to compute bounds on ACE(B→C) since P(C|FB =B) = ∑AP(C|A,FB =B)P(A).
Similarly to the bounds in §6, these bounds are tight. Althoughε is currently defined as a constant,
similar computations can be done ifε is allowed to be a function ofb, that is, |η∗

b1 −η∗
b2| has a

different range for eachb.
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7.1 Bounds on Direct Effects

Without assumingC⊥⊥A|(B,U), if intervention onA is possible then the direct effect ofA on
C can be bounded with parameters of the distribution under no intervention. Consider extending
the sample space ofFB to include the random regimedA, which represents the regime in which
P(B|A,U,FB = da∗) = P(B|A= a∗,U). Consider the controlled direct effect (CDE) (Didelez et al.,
2006) and the random regime direct effect (RRDE)

CDE(B) = E(C|FB = B,FA = 2)−E(C|FB = B,FA = 1)
= EU{E(C|B,A= 2,U)−E(C|B,A= 1,U)}
= EU(η∗

B2−η∗
B1),

RRDE(a∗) = E(C|FB = da∗ ,FA = 2)−E(C|FB = da∗ ,FA = 1)
= EU [EB{E(C|B,A= 2,U)−E(C|B,A= 1,U) |A= a∗,U}]
= EU{(η∗

12−η∗
11)δ∗a∗ +(η∗

12−η∗
11)(1−δ∗a∗)}.

The RRDE is called the NDE in Didelez et al. (2006) but Robins and Richardson (2010) argue that
the parameter being referred to as NDE in Didelez et al. (2006) is not the same as the NDE in Pearl
(2001). Thus a separate name is given here to RRDE. By considering themapping of~τ∗ to the
vector with~v∗ and the extra componentη∗

B2−η∗
B1, the bounds on CDE(B) of Cai et al. (2008) can

be replicated. Similarly by mapping~τ∗ to a vector with~v∗ and EB(η∗
B2−η∗

B1 |A= a∗,U), bounds on
RRDE(a∗) are obtained, which are identical to the bounds on NDE(a∗) in Sjölander (2009). Unlike
here, both references use counterfactuals and use the definition of CDE and NDE, sometimes called
pure direct effect (Robins and Greenland, 1992), given in Pearl (2001).

8. Monotonicity Assumption in the Instrumental Variable Model

The monotonicity assumption in the literature (Imbens and Angrist, 1994; Angrist et al., 1996) is
formulated in a deterministic model. In a partial compliance study, a patient may be more likely
to take treatment under assignment but it may not be reasonable to assume that their behaviour is
deterministically related to treatment assignment. A monotonicity assumption in a weaker proba-
bilistic model is considered here and can be expressed mathematically for the binary IV model by
δ∗2 ≥ δ∗1, from Equation (2). It restricts the space of the vector of probabilities sothe constraints are
at least as strong as without it.

The IV model considered in this section includes the exclusion restriction andthe randomization
assumption, as in the augmented DAG in Figure 2 (right). As an illustrative example, consider the
computation of falsifiable constraints and causal bounds onϕ given~γ, without monotonicity, where
ϕ = ACE(A→ B) = θ01−θ02. This computation produces only trivial results. Under monotonicity,
T must be redefined to omit all~τ∗ which do not satisfy it. Therefore all of the vertices withδ∗2 < δ∗1
or ϕ∗ ≥ 0 should be removed to redefineT̂ , whereϕ∗ = P(B= 1|A= 2,U)−P(B= 1|A= 1,U).
The required mapping is~τ∗ 7−→ (~γ∗,ϕ∗) over the domain of the restrictedT . The transformation is
given in Figure 6 and the non-trivial constraints obtained are

max

{

γ01− γ02

−γ01+ γ02

}

≤ ϕ ≤ 1 ⇐⇒ |γ01− γ02| ≤ ϕ ≤ 1, (7)

or ACE(A→ B) ≥ |γ01− γ02| = |ACE(A→C)|. This makes sense since it is assumed thatϕ∗ ≥ 0
andB lies on the causal pathway fromA toC. The transformed polytope in Figure 6 is 3 dimensional
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η∗
0 η∗

1 δ∗1 δ∗2 γ∗01 γ∗11 γ∗02 γ∗12 ϕ∗

0 0 0 0 1 0 1 0 0
0 0 0 1 1 0 1 0 1
0 0 1 0 − − − − −
0 0 1 1 1 0 1 0 0
0 1 0 0 1 0 1 0 0
0 1 0 1 1 0 0 1 1
0 1 1 0 − − − − −
0 1 1 1 → 0 1 0 1 0
1 0 0 0 0 1 0 1 0
1 0 0 1 0 1 1 0 1
1 0 1 0 − − − − −
1 0 1 1 1 0 1 0 0
1 1 0 0 0 1 0 1 0
1 1 0 1 0 1 0 1 1
1 1 1 0 − − − − −
1 1 1 1 0 1 0 1 0

Figure 6: Transformation to the extreme vertices corresponding to the polytope which represents
the IV model, with the exclusion restriction, randomization and monotonicity assump-
tions, in terms of the distribution P(C|A). The dashes correspond to points ruled out by
monotonicity, which are represented by◦’s in Figure 7.

sinceγ∗11 = 1− γ∗01 andγ∗12 = 1− γ∗02; its projection in(γ∗01,γ∗02,ϕ∗) space is given in Figure 7. The
6 •’s are the vertices which are not removed after assuming monotonicity and the6 ◦’s, which
correspond to dashes in Figure 6, are the vertices which are removed. Figure 7 clearly demonstrates
that the constraints without monotonicity are trivial whereas those with it are not.

To determine the effect of the monotonicity assumption on the constraints and bounds with
(~γ,~θ) in §5, the same mapping is used as in the derivation of the bivariate bounds onα but applied
to the restrictedT andT̂ formed by removing the appropriate vertices. The falsifiable constraints
obtained areθ01−θ02 ≥ |γ01− γ02| (equivalent to Equation (7)) and the causal bounds

ACE(B→C)≥ max























2γ01− γ02+θ01−2
γ01−2γ02−θ02

γ01+θ01−2
−γ02−θ02

γ01− γ02+θ01−θ02−1























,

ACE(B→C)≤ min























2γ01− γ02−θ01+1
γ01−2γ02+θ02+1

γ01−θ01+1
−γ02+θ02+1

γ01− γ02−θ01+θ02+1























.

By considering the analogous mapping for~v∗, as defined in §2, the falsifiable constraints of Balke
and Pearl (1997) and the causal bounds of Balke and Pearl (1993)for the IV model with mono-
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1
0 γ∗01

1
γ∗02

-1

1

ϕ∗

Figure 7: The extreme vertices which satisfy monotonicity are the 6•’s, the 6◦’s are those which
do not. The convex hull of the transformed polytope for the IV model with themono-
tonicity assumption is the region above the shaded surface and without the monotonicity
assumption is the entire cuboid.

tonicity are recovered. The bounds correspond to results in Robins (1989) and Manski (1990). Thus
the IV model with monotonicity, introduced in this section, is empirically and computationally in-
distinguishable from the IV model with ‘no defiers’ considered in Example 1 and Angrist et al.
(1996).

9. Data Analysis

The relative frequencies for two data sets are given in Table 1 and described below.

9.1 Lipid Research Clinics Coronary Data

Consider the Lipid Research Coronary Primary Prevention Trial (Lipid Research Clinic Program,
1984), which was analysed by Efron and Feldman (1991) and Balke andPearl (1997). Subjects were
randomized into two groups, 172 men were given the placebo and 165 weregiven the treatment,
and the subjects’ cholesterol levels were measured. There was partial compliance with the treatment
assigned.

9.2 Vitamin A Supplementation

Another example of partial compliance is the study of Vitamin A supplementation in northern Suma-
tra, described by Sommer and Zeger (1991). The study consisted of children in 450 villages, 11588
children (221 villages) were assigned to the control group and 12094 (229 villages) to the treatment
group.
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Data Set a ζ̂00.a ζ̂01.a ζ̂10.a ζ̂11.a

Lipid Research 1 0.919 0 0.081 0
Clinic Program 2 0.315 0.139 0.073 0.473

Vitamin A 1 0.0064 0 0.9936 0
Supplementation 2 0.0028 0.0010 0.1972 0.7990

Table 1: Relative frequencies derived from the data sets in Lipid Research Clinic Program (1984)
and Sommer and Zeger (1991).

In these trials, the relative frequencies are the maximum likelihood estimates of the parameters
~v. Bounds on ACE(B→C) are computed under various assumptions from the data in Table 1 and
are given in Table 2. Sampling uncertainty is ignored here but can be properly considered using
techniques described in Ramsahai and Lauritzen (2011).

Study Assumptions Lower bound Upper bound
Lipid IV model 0.392 0.780

Research IV, no randomization -0.145 0.855
Clinic IV, partial exclusion restriction (ε = 0.5) 0.050 0.855

Program IV, monotonicity 0.392 0.780
IV model -0.1946 0.0054

Vitamin A IV, no randomization -0.587 0.413
Supplement. IV, partial exclusion restriction (ε = 0.5) -0.392 0.212

IV, monotonicity -0.1946 0.0054

Table 2: Causal bounds on ACE(B → C) computed from Lipid Research Clinic Program (1984)
and Vitamin A Supplementation Study under various assumptions.

From Table 2, the imposition of the monotonicity assumption has no effect and is unnecessary
for these data sets. However the randomized treatment assignment is important since the bounds
computed without randomization are very wide and not much can be inferredabout the causal effect.
Even though the bounds are much wider for the Lipid Research Clinic Program (1984) data, under
the partial exclusion restriction withε = 0.5, it can still be deduced that there is a positive causal
effect.

10. Discussion

The methods given here are applied while relaxing various assumptions thatare often used in the
deterministic counterfactual IV model. By removing the assumption that there are latent determin-
istic mechanisms, it is shown that the same bounds and constraints are obtainedand that the models
are empirically equivalent §3. The results for models which relax the randomization and exclusion
restriction assumptions are valuable for sensitivity analyses. They are also useful for applications in
which some of the assumptions in the IV model are known to be false.

In §7, the constraints and bounds were computed for the IV model with a partial exclusion
restriction forε = 0.5. It is not obvious how the methods described in this paper can be extended to
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compute bounds and constraints as a function ofε but that would be worthy of future investigation.
Such results would show how the bounds vary withε and whether the data places any restrictions
on the possible values ofε.

The ideas discussed can be extended to other models involving conditional independence since
it is the factorization of the probability distribution which determines the algebraicstructure of
the polytope representing the model. The model must satisfy the condition that the observable
distributions lie in the convex hull of the latent distribution. The vector of parameters P(X ) always
lies in the convex hull of P(X |U) but there is no guarantee that the factorisation of P(X |U) produces
any non-trivial constraints, whereX andU are collections of observed and unobserved variables
respectively. However there may be non-trivial constraints on conditional probabilities derived from
P(X ).
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Appendix A. Notation

The symbols used throughout are listed below.

ζ∗cb.a = P(C= c,B= b|A= a,U),
η∗

b = P(C= 1|B= b,U),
δ∗a = P(B= 1|A= a,U),
α = P(C= 1||B= 1)−P(C= 1||B= 0),
α∗ = P(C= 1|B= 1,U)−P(C= 1|B= 0,U),
γ∗ca = P(C= c|A= a,U),
θ∗

ba = P(B= b|A= a,U).

The symbols with∗ are functions ofU and the corresponding symbols without∗ are the marginals
overU .

Appendix B. Equivalence of Convex Hulls

Theorem 1 H = Ĥ .

Proof Following Dawid (2003), sincêV ⊆ V andĤ is the minimal convex set containinĝV then
Ĥ ⊆H .

Let m(~v∗) be an affine function, that is a linear function plus a constant, of~v∗, which returns
a scalar, for~v∗ ∈ V . A closed half space in[0,1]8 that contains~v is defined by an affine function
inequalitym(~v∗) ≥ 0 or m{Ξ(~τ∗)} ≥ 0 for~τ∗ ∈ T . From Equations (3) and (2),m{Ξ(~τ∗)} is a
monotonic function of any single component of~τ∗ when the other three are fixed. Therefore the
minimum ofm{Ξ(~τ∗)} overT is attained for some~τ∗ ∈ T̂ . Therefore

m{Ξ(~τ∗)} ≥ 0 for all~τ∗ ∈ T̂ ⇒ m{Ξ(~τ∗)} ≥ 0 for all~τ∗ ∈ T .
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This means that any half space containingV̂ also containsV . SinceĤ is the intersection of all half
spaces containinĝV thenV ⊆ Ĥ . SinceĤ is convex andH is the minimal convex set containing
V thenH ⊆ Ĥ .

Appendix C. Causal Bounds for Binary Instrumental Variable Model

For the binary IV model of Figure 2 (right), bounds onα in terms ofζcb.a are

α ≥ max















































ζ00.1+ζ11.2−1
ζ11.1+ζ00.2−1

−ζ01.1−ζ10.1+ζ11.1−ζ10.2−ζ11.2

−ζ10.1−ζ11.1−ζ01.2−ζ10.2+ζ11.2

−ζ01.1−ζ10.1

−ζ01.2−ζ10.2

−ζ00.1−ζ01.1+ζ00.2−ζ01.2−ζ10.2

ζ00.1−ζ01.1−ζ10.1−ζ00.2−ζ01.2















































,

and

α ≤ min















































1−ζ10.1−ζ01.2

1−ζ01.1−ζ10.2

ζ00.1−ζ01.1+ζ11.1+ζ00.2+ζ01.2

ζ00.1+ζ01.1−ζ01.2+ζ00.2+ζ11.2

ζ00.1+ζ11.1

ζ00.2+ζ11.2

ζ10.1+ζ11.1+ζ00.2+ζ11.2−ζ10.2

ζ00.1−ζ10.1+ζ11.1+ζ10.2+ζ11.2















































.

For the binary IV model of Figure 2 (right), bounds onα in terms ofγca andθba are

α ≥ max































































2γ01− γ02+2θ01−3
γ01+θ01−2
γ02+θ02−2

−γ01+2γ02+2θ02−3
−γ01+ γ02−θ01+θ02−1

−γ01−θ01

−γ02−θ02

γ01−2γ02−2θ02

−2γ01+ γ02−2θ01

γ01− γ02+θ01−θ02−1































































,
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and

α ≤ min































































−2γ01+ γ02+2θ01+1
γ01−2γ02+2θ02+1
2γ01− γ02−2θ01+2
−γ01+2γ02−2θ02+2

γ01− γ02−θ01+θ02+1
−γ02+θ02+1
γ01−θ01+1
γ02−θ02+1
−γ01+θ01+1

−γ01+ γ02+θ01−θ02+1































































.

Appendix D. Causal Bounds for Instrumental Variable Model Without Exclusion
Restriction

For the binary IV model without the exclusion restriction in §7, forε = 0.5, the following bounds
are obtained fora= 1,2

2{E(C|A= a,FB = 1)
−E(C|A= a,FB = 0)}

≥ max































































−2ζ01.a−2ζ10.a

−ζ01.a−2ζ10.a+ζ11.a+ζ00.a′ −ζ10.a′ −1
2ζ00.a−2−ζ01.a′ +ζ11.a′

−3ζ01.a−2ζ10.a−ζ11.a−ζ01.a′ +ζ11.a′

−3ζ01.a−2ζ10.a+ζ11.a−2ζ10.a′ −2ζ11.a′

−ζ01.a−2ζ10.a−3ζ11.a−3ζ01.a′ −2ζ10.a′ +ζ11.a′

2ζ11.a+ζ00.a′ −ζ10.a′ −2
−2ζ01.a′ −2ζ10.a′ −1
−3ζ01.a−4ζ10.a−ζ11.a+2ζ10.a′ +2ζ11.a′ −1
ζ01.a+2ζ10.a+3ζ11.a−3ζ01.a′ −4ζ10.a′ −ζ11.a′ −2































































,

and

2{E(C|A= a,FB = 1)
−E(C|A= a,FB = 0)}

≤ min































































2ζ00.a+2ζ11.a

2−2ζ10.a−ζ01.a′ +ζ11.a′

2−ζ01.a−2ζ10.a+ζ11.a−ζ01.a′ +ζ11.a′

1+2ζ00.a′ +2ζ11.a′

2−2ζ01.a+ζ00.a′ −ζ10.a′

3ζ00.a−ζ10.a+2ζ11.a+2ζ10.a′ +2ζ11.a′

3−3ζ01.a−2ζ10.a−ζ11.a+ζ00.a′ −ζ10.a′

4−3ζ01.a−2ζ10.a+ζ11.a−2ζ10.a′ −2ζ11.a′

4+ζ01.a−2ζ10.a−ζ11.a−3ζ01.a′ −2ζ10.a′ +ζ11.a′

4−ζ01.a+2ζ10.a+ζ11.a−3ζ01.a′ −4ζ10.a′ −ζ11.a′































































.

wherea′ = 2 if a= 1 anda′ = 1 if a= 2.
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Abstract

NIMFA is an open-source Python library that provides a unified interface to nonnegative matrix
factorization algorithms. It includes implementations ofstate-of-the-art factorization methods, ini-
tialization approaches, and quality scoring. It supports both dense and sparse matrix representation.
NIMFA’s component-based implementation and hierarchicaldesign should help the users to em-
ploy already implemented techniques or design and code new strategies for matrix factorization
tasks.

Keywords: nonnegative matrix factorization, initialization methods, quality measures, scripting,
Python

1. Introduction

As a method to learn parts-based representation, a nonnegative matrix factorization (NMF) has
become a popular approach for gaining new insights about complex latent relationships in high-
dimensional data through feature construction, selection and clustering. It has recently been suc-
cessfully applied to many diverse fields such as image and signal processing, bioinformatics, text
mining, speech processing, and analysis of multimedia data (Cichocki et al., 2009). NMF’s dis-
tinguishing feature is imposition of nonnegativity constraints, where only non-subtractive combi-
nations of vectors in original space are allowed (Lee and Seung, 1999,2001). Specific knowledge
of the problem domain can be modelled by further imposing discriminative constraints, locality
preservation, network-regularization or constraint on sparsity.

We have developed a Python-based NMF library called NIMFA which implements a wide va-
riety of useful NMF operations and its components at a granular level. Ouraim was both to pro-
vide access to already published variants of NMF and ease the innovativeuse of its components
in crafting new algorithms. The library intentionally focuses on nonnegativevariant of matrix fac-
torization, and in terms of variety of different approaches compares favourably to several popular
matrix factorization packages that are broader in scope (PyMF, (http://code.google.com/p/
pymf), NMF package (http://nmf.r-forge.r-project.org), and bioNMF (http://bionmf.
cnb.csic.es); see Table 1).

c©2012 MarinkaŽitnik and Blǎz Zupan.
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NIMFA PyMF NMF bioNMF
Language Python Python R, C++ PHP, Matlab, C
License/Copyright GPL3 GPL3 GPL2+ license-free
Hierarchical factorization models + – (+) –
Sparse format support + (+) – –
Web based client – – – +
Quality measures + – + +
Fitted model and residuals tracking + – + –
Algorithm specific parameters + + + +
Advanced initialization methods + – + (+)
Extensive documentation + – + +
Support for multiple runs + – + +
Visualization (+) – + +
Methods / Shared with NIMFA 11/11 10/3 5/4 3/3

Table 1: Feature comparison of NIMFA and three popular matrix factorization libraries. Symbol+
denotes full support,(+) partial support and symbol− no support. Last row reports on a
number of different NMF algorithms implemented and a number of these that areshared
with NIMFA .

2. Supported Factorization Methods and Approaches

In a standard model of NMF (Lee and Seung, 2001), a data matrixV is factorized toV ≡ W H
by solving a related optimization problem. Nonnegative matricesW andH are commonly referred
to as basis and mixture matrix, respectively. NIMFA implements an originally proposed optimiza-
tion (Lee and Seung, 2001; Brunet et al., 2004) with Euclidean or Kullback-Leibler cost function,
along with Frobenius, divergence or connectivity costs. It also supports alternative optimization
algorithms including Bayesian NMF Gibbs sampler (Schmidt et al., 2009), iterated conditional
modes NMF (Schmidt et al., 2009), probabilistic NMF (Laurberg et al., 2008) and alternating least
squares NMF using projected gradient method for subproblems (Lin, 2007). Sparse matrix factor-
ization is provided either through probabilistic (Dueck and Frey, 2004) oralternating nonnegativity-
constrained least squares factorization (Kim and Park, 2007). Fisherlocal factorization (Wang et
al., 2004; Li et al., 2001) may be used when dependency of a new feature is constrained to a given
small number of original features. Crisp relations can be revealed by binary NMF (Zhang et al.,
2007).

NIMFA also implements several non-standard models. These comprise nonsmooth factorization
V ≡ W S(θ) H (Pascual-Montano et al., 2006) and multiple model factorization for simultaneous
treatment of several input matrices and their factorization with the same basis matrix W (Zhang et
al., 2011).

All mentioned optimizations are incremental and start with initial approximation of matricesW
andH. Appropriate choice of initialization can greatly speed-up the convergence and increase the
overall quality of the factorization results. NIMFA contains implementations of popular initializa-
tion methods such as nonnegative double singular value decomposition (Boutsidis and Gallopoulos,
2007), random C and random Vcol algorithms (Albright et al., 2006). User can also completely
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specify initial factorization by passing fixed factors or choose any inexpensive method of randomly
populated factors.

Factorization rank, choice of optimization method, and method-specific parameters jointly de-
fine the quality of approximation of input matrixV with the factorized system. NIMFA provides a
number of quality measures ranging from standard ones (e.g., Euclidean distance, Kullback-Leibler
divergence, and sparseness) to those more specific like feature scoring representing specificity to
basis vectors (Kim and Park, 2007).

3. Design and Implementation

NIMFA has hierarchical, modular, and scalable structure which allows uniform treatment of numer-
ous factorization models, their corresponding factorization algorithms and initialization methods.
The library enables easy integration into user’s code and arbitrary combinations of its factoriza-
tion algorithms and their components. NIMFA’s modules encompass implementationsof factoriza-
tion (nimfa.methods.factorization) and initialization algorithms (nimfa.methods.seeding),
supporting models for factorization, fitted results, tracking and computation of quality and perfor-
mance measures (nimfa.models), and linear algebra helper routines for sparse and dense matrices
(nimfa.utils).

The library provides access to a set of standard data sets (nimfa.datasets), including those
from text mining, image processing, bioinformatics, functional genomics, and collaborative filter-
ing. Modulenimfa.examples stores scripts that demonstrate factorization-based analysis of these
data sets and provide examples for various analytic approaches like factorization of sparse matrices,
multiple factorization runs, and others.

The guiding principle of constructing NIMFA was a component-oriented architecture. Every
block of the algorithms, like data preprocessing, initialization of matrix factors,overall optimization,
stopping criteria and quality scoring may be selected from the library or defined in a user-script, thus
seamlessly enabling experimentation and construction of new approaches.Optimization process
may be monitored, tracking residuals across iterations or tracking fitted factorization model.

NIMFA uses a popular Python matrix computation packageNumPy for data management and
representation. A drawback of the library is that is holds matrix factors andfitted model in main
memory, raising an issue with very large data sets. To address this, NIMFA fully supports compu-
tations with sparse matrices as implemented inSciPy.

4. An Example Script

The sample script below demonstrates factorization of medulloblastoma gene expression data us-
ing alternating least squares NMF with projected gradient method for subproblems (Lin, 2007) and
Random Vcol (Albright et al., 2006) initialization algorithm. An object returned bynimfa.mf run
is fitted factorization model through which user can access matrix factors and estimate quality mea-
sures.

import nimfa
V = nimfa.examples.medulloblastoma.read(normalize = True)
fctr = nimfa.mf(V, seed=’random_vcol’, method=’lsnmf’, rank=40, max_iter=65)
fctr_res = nimfa.mf_run(fctr)

print ’Rss: %5.4f, Evar: %5.4f’ % (fctr_res.fit.rss(), fctr_res.fit.evar())
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print ’K-L divergence: %5.4f’ % fctr_res.distance(metric = ’kl’)
print ’Sparseness , W: %5.4f, H: %5.4f’ % fctr_res.fit.sparseness()

Running this script produces the following output, where slight differences in reported scores
across different runs can be attributed to randomness of the Random Vcol initialization method.

Rss: 0.1895, Evar: 0.9998
K-L divergence: 38.6581
Sparseness , W: 0.7279, H: 0.8739

5. Availability and Requirements

NIMFA is a Python-based package requiringSciPy version 0.9.0 or higher. It is available under the
GNU General Public License (GPL) version 3. The latest version with documentation and working
examples can be found athttp://nimfa.biolab.si.
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Abstract
We propose a novel algebraic algorithmic framework for dealing with probability distributions rep-
resented by their cumulants such as the mean and covariance matrix. As an example, we consider
the unsupervised learning problem of finding the subspace onwhich several probability distribu-
tions agree. Instead of minimizing an objective function involving the estimated cumulants, we
show that by treating the cumulants as elements of the polynomial ring we can directly solve the
problem, at a lower computational cost and with higher accuracy. Moreover, the algebraic view-
point on probability distributions allows us to invoke the theory of algebraic geometry, which we
demonstrate in a compact proof for an identifiability criterion.

Keywords: computational algebraic geometry, approximate algebra, unsupervised Learning

1. Introduction

Comparing high dimensional probability distributions is a general problem in machine learning,
which occurs in two-sample testing (e.g., Hotelling, 1932; Gretton et al., 2007), projection pursuit
(e.g., Friedman and Tukey, 1974), dimensionality reduction and feature selection (e.g., Torkkola,
2003). Under mild assumptions, probability densities are uniquely determined by their cumulants
which are naturally interpreted as coefficients of homogeneous multivariatepolynomials. Repre-
senting probability densities in terms of cumulants is a standard technique in learning algorithms.
For example, in Fisher Discriminant Analysis (Fisher, 1936), the class conditional distributions are
approximated by their first two cumulants.

In this paper, we take this viewpoint further and work explicitly with polynomials. That is, we
treat estimated cumulants not as constants in an objective function but as objects that we manipulate
algebraically in order to find the optimal solution. As an example, we consider the problem of
finding the linear subspace on which several probability distributions are identical: givenD-variate
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random variablesX1, . . . ,Xm, we want to find the linear mapP ∈ Rd×D such that the projected
random variables have the same probability distribution,

PX1∼ ·· · ∼ PXm.

This amounts to finding the directions on which all projected cumulants agree. For the first cu-
mulant, the mean, the projection is readily available as the solution of a set of linear equations.
For higher order cumulants, we need to solve polynomial equations of higher degree. We present
the first algorithm that solves this problem explicitly for arbitrary degree, and show how algebraic
geometry can be applied to prove properties about it.
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Figure 1: Illustration of the optimization approach. The left panel shows thecontour plots of three
sample covariance matrices. The black line is the true one-dimensional subspace on
which the projected variances are exactly equal, the magenta line corresponds to a local
minimum of the objective function. The right panel shows the value of the objective
function over all possible one-dimensional subspaces, parameterized by the angleα to the
horizontal axis; the angles corresponding to the global minimum and the localminimum
are indicated by black and magenta lines respectively.

To clarify the gist of our approach, let us consider a stylized example. Inorder to solve a learning
problem, the conventional approach in machine learning is to formulate an objective function, for
example, the log likelihood of the data or the empirical risk. Instead of minimizing anobjective
function that involves the polynomials, we consider the polynomials asobjects in their own right
and then solve the problem by algebraic manipulations. The advantage of thealgebraic approach
is that it captures the inherent structure of the problem, which is in generaldifficult to model in an
optimization approach. In other words, the algebraic approach actuallysolvesthe problem, whereas
optimizationsearchesthe space of possible solutions guided by an objective function that is minimal
at the desired solution but can give poor directions outside of the neighborhood around its global
minimum. Let us consider the problem where we would like to find the directionv∈ R

2 on which
several sample covariance matricesΣ1, . . . ,Σm ⊂ R2×2 are equal. The usual ansatz would be to
formulate an optimization problem such as

v∗ = argmin
‖v‖=1

∑
1≤i, j≤m

(

v⊤Σiv−v⊤Σ jv
)2

. (1)
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This objective function measures the deviation from equality for all pairs ofcovariance matrices; it
is zero if and only if all projected covariances are equal and positive otherwise. Figure 1 shows an
example with three covariance matrices (left panel) and the value of the objective function for all

possible projectionsv=
[

cos(α) sin(α)
]⊤

. The solution to this non-convex optimization problem
can be found using a gradient-based search procedure, which may terminate in one of the local
minima (e.g., the magenta line in Figure 1) depending on the initialization.

However, the natural representation of this problem is not in terms of an objective function but
rather a system of equations to be solved forv, namely

v⊤Σ1v= · · ·= v⊤Σmv. (2)

In fact, by going from an algebraic description of the set of solutions to a formulation as an opti-
mization problem in Equation 1, we lose important structure. In the case wherethere is an exact
solution, it can be attained explicitly with algebraic manipulations. However, when we estimate a
covariance matrix from finite or noisy samples, there exists no exact solutionin general. Therefore
we present an algorithm which combines the statistical treatment of uncertaintyin the coefficients
of polynomials with the exactness of algebraic computations to obtain a consistent estimator forv
that is computationally efficient.

Note that this approach is not limited to this particular learning task. In fact, it is applicable
whenever a set of solutions can be described in terms of a set of polynomial equations, which is a
rather general setting. For example, we could use a similar strategy to find a subspace on which the
projected probability distribution has another property that can be described in terms of cumulants,
for example, independence between variables. Moreover, an algebraic approach may also be useful
in solving certain optimization problems, as the set of extrema of a polynomial objective function
can be described by the vanishing set of its gradient. The algebraic viewpoint also allows a novel
interpretation of algorithms operating in the feature space associated with the polynomial kernel.
We would therefore argue that methods from computational algebra and algebraic geometry are
useful for the wider machine learning community.

Figure 2: Representation of the problem: the left panel shows sample covariance matricesΣ1 and
Σ2 with the desired projectionv. In the middle panel, this projection is defined as the
solution to a quadratic polynomial. This polynomial is embedded in the vector space of
coefficients spanned by the monomialsX2,Y2 andXY shown in the right panel.
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Let us first of all explain the representation over which we compute. We willproceed in the
three steps illustrated in Figure 2, from the geometric interpretation of sample covariance matrices
in data space (left panel), to the quadratic equation defining the projectionv (middle panel), to
the representation of the quadratic equation as a coefficient vector (right panel). To start with, we
consider the Equation 2 as a set of homogeneous quadratic equations defined by

v⊤(Σi−Σ j)v= 0 ∀1≤ i, j ≤m, (3)

where we interpret the components ofv as variables,v=
[

X Y
]⊤

. The solution to these equations
is the direction inR2 on which the projected variance is equal over all covariance matrices. Each of
these equations corresponds to a quadratic polynomial in the variablesX andY,

qi j = v⊤(Σi−Σ j)v

= v⊤
[

a11 a12

a21 a22

]

v

= a11X
2+(a12+a21)XY+a22Y

2, (4)

which we embed into the vector space of coefficients. The coordinate axis are the monomials
{X2,XY,Y2}; that is, the three independent entries in the Gram matrix(Σi − Σ j). That is, the
polynomial in Equation 4 becomes the coefficient vector

~qi j =
[

a11 a12+a21 a22
]⊤

.

The motivation for the vector space interpretation is that every linear combination of the Equations 3
is also a characterization of the set of solutions: this will allow us to find a particular set of equations
by linear combination, from which we can directly obtain the solution. Note, however, that the
vector space representation does not give us all equations which can be used to describe the solution:
we can also multiply with arbitrary polynomials. However, for the algorithm that we present here,
linear combinations of polynomials are sufficient.

Figure 3 illustrates how the algebraic algorithm works in the vector space of coefficients. The
polynomialsQ = {qi j}ni, j=1 span a space of constraints which defines the set of solutions. The next
step is to find a polynomial of a certain form that immediately reveals the solution. One of these sets
is the linear subspace spanned by the monomials{XY,Y2}: any polynomial in this span is divisible
byY. Our goal is now to find a polynomial which is contained in both this subspace and the span of
Q . Under mild assumptions, one can always find a polynomial of this form, and itcorresponds to
an equation

Y(αX+βY) = 0. (5)

Since this polynomial is in the span ofQ , our solutionv has to be a zero of this particular poly-
nomial: v2(αv1+βv2) = 0. Moreover, we can assume1 thatv2 6= 0, so that we can divide out the
variableY to get the linear factor(αX+βY),

0= αX+βY =
[

α β
]

v.

1. This is a consequence of the generative model for the observed polynomials which is introduced in Section 2.1. In
essence, we use the fact that our polynomials have no special property (apart from the existence of a solution) with
probability one.
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Figure 3: Illustration of the algebraic algorithm. The left panel shows the vector space of coef-
ficients where the polynomials corresponding to the Equations 3 are considered as ele-
ments of the vector space shown as red points. The middle panel shows the approximate
2-dimensional subspace (blue surface) onto which we project the polynomials. The right
panel shows the one-dimensional intersection (orange line) of the approximate subspace
with the plane spanned by spanned by{XY,Y2}. This subspace is spanned by the poly-
nomialY(αX+βY), so we can divide by the variableY.

Hencev=
[

−β α
]⊤

is the solution up to arbitrary scaling, which corresponds to the one-dimensional
subspace in Figure 3 (orange line, right panel). A more detailed treatment of this example can also
be found in Appendix A.

In the case where there exists a directionv on which the projected covariances are exactly equal,
the linear subspace spanned by the set of polynomialsQ has dimension two, which corresponds to
the degrees of freedom of possible covariance matrices that have fixedprojection on one direction.
However, since in practice covariance matrices are estimated from finite andnoisy samples, the
polynomialsQ usually span the whole space, which means that there exists only a trivial solution
v = 0. This is the case for the polynomials pictured in the left panel of Figure 3. Thus, in order
to obtain an approximate solution, we first determine the approximate two-dimensional span ofQ
using a standard least squares method as illustrated in the middle panel. We canthen find the in-
tersection of the approximate two-dimensional span ofQ with the plane spanned by the monomials
{XY,Y2}. As we have seen in Equation 5, the polynomials in this span provide us with a unique
solution forv up to scaling, corresponding to the fact that the intersection has dimension one (see
the right panel of Figure 3). Alternatively, we could have found the one-dimensional intersection
with the span of{XY,X2} and divided out the variableX. In fact, in the final algorithm we will
find all such intersections and combine the solutions in order to increase the accuracy. Note that we
have found this solution by solving a simple least-squares problem (second step, middle panel of
Figure 3). In contrast, the optimization approach (Figure 1) can require alarge number of iterations
and may converge to a local minimum. A more detailed example of the algebraic algorithm can be
found in Appendix A.

The algebraic framework does not only allow us to construct efficient algorithms for working
with probability distributions, it also offers powerful tools to prove properties of algorithms that
operate with cumulants. For example, we can answer the following central question: how many
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Figure 4: The left panel shows two sample covariance matrices in the plane,along with a direction
on which they are equal. In the right panel, a third (green) covariance matrix does not
have the same projected variance on the black direction.

distinct data sets do we need such that the subspace with identical probabilitydistributions be-
comes uniquely identifiable? This depends on the number of dimensions and thecumulants that
we consider. Figure 4 illustrates the case where we are given only the second order moment in two
dimensions. UnlessΣ1−Σ2 is indefinite, therealwaysexists a direction on which two covariance
matrices in two dimensions are equal (left panel of Figure 4)—irrespective of whether the probabil-
ity distributions are actually equal. We therefore need at least three covariance matrices (see right
panel), or to consider other cumulants as well. We derive a tight criterion onthe necessary number
of data sets depending on the dimension and the cumulants under consideration. The proof hinges
on viewing the cumulants as polynomials in the algebraic geometry framework: thepolynomials
that define the sought-after projection (e.g., Equations 3) generate an ideal in the polynomial ring
which corresponds to an algebraic set that contains all possible solutions. We can then show how
many independent polynomials are necessary so that the dimension of the linear part of the alge-
braic set has smaller dimension in the generic case. We conjecture that theseproof techniques are
also applicable to other scenarios where we aim to identify a property of a probability distribution
from its cumulants using algebraic methods.

Our work is not the first that applies geometric or algebraic methods to Machine Learning or
statistics: for example, methods from group theory have already found their application in machine
learning, for example, Kondor (2007) and Kondor and Borgwardt (2008); there are also algebraic
methods estimating structured manifold models for data points as in Vidal et al. (2005) which are
strongly related to polynomial kernel PCA—a method which can itself be interpreted as a way of
finding an approximate vanishing set.

The field of Information Geometry interprets parameter spaces of probabilitydistributions as
differentiable manifolds and studies them from an information-theoretical point of view (see for
example the standard book by Amari and Nagaoka, 2000), with recent interpretations and improve-
ments stemming from the field of algebraic geometry by Watanabe (2009). There is also the nascent
field of algebraic statistics which studies the parameter spaces of mainly discrete random variables
in terms of commutative algebra and algebraic geometry, see the recent overviews by Sturmfels
(2002, Chapter 8) and Drton et al. (2010) or the book by Gibilisco et al. (2010) which also focuses
on the interplay between information geometry and algebraic statistics. These approaches have in
common that the algebraic and geometric concepts arise naturally when considering distributions in
parameter space.
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Given samples from a probability distribution, we may also consider algebraicstructures in the
data space. Since the data are uncertain, the algebraic objects will also comewith an inherent un-
certainty, unlike the exact manifolds in the case when we have an a-priori family of probability
distributions. Coping with uncertainties is one of the main interests of the emergingfields of ap-
proximative and numerical commutative algebra, see the book by Stetter (2004) for an overview
on numerical methods in algebra, or the treatise by Kreuzer et al. (2009) for recent developments
in approximate techniques on noisy data. There exists a wide range of methods; however, to our
knowledge, the link between approximate algebra and the representation ofprobability distributions
in terms of their cumulants has not been studied yet.

The remainder of this paper is organized as follows: in the next Section 2, we introduce the
algebraic view of probability distribution, rephrase our problem in terms of this framework and
investigate its identifiability. The algorithm for the exact case is presented in Section 3, followed by
the approximate version in Section 4. The results of our numerical simulations and a comparison
against the Stationary Subspace Analysis (SSA) algorithm given in von Bünau et al. (2009), can be
found in Section 5. In the last Section 6, we discuss our findings and point tofuture directions. The
appendix contains an example and proof details.

2. The Algebraic View on Probability Distributions

In this section we introduce the algebraic framework for dealing with probability distributions.
This requires basic concepts from complex algebraic geometry. A comprehensive introduction to
algebraic geometry with a view to computation can be found in the book by Cox etal. (2007). In
particular, we recommend to go through the Chapters 1 and 4.

In this section, we demonstrate the algebraic viewpoint of probability distributions on the appli-
cation that we study in this paper: finding the linear subspace on which probability distributions are
equal.

Problem 1 Let X1, . . . ,Xm be a set of D-variate random variables, having smooth densities. Find
all linear maps P∈Rd×D such that the transformed random variables have the same distribution,

PX1∼ ·· · ∼ PXm.

In the first part of this section, we show how this problem can be formulatedalgebraically. We will
first of all review the relationship between the probability density function and its cumulants, before
we translate the cumulants into algebraic objects. Then we introduce the theoretical underpinnings
for the statistical treatment of polynomials arising from estimated cumulants and prove conditions
on identifiability for the problem addressed in this paper.

2.1 From Probability Distributions to Polynomials

The probability distribution of every smooth real random variableX can be fully characterized
in terms of itscumulants, which are the tensor coefficients of the cumulant generating function.
This representation has the advantage that each cumulant provides a compact description of certain
aspects of the probability density function.

Definition 2 Let X be a D-variate random variable. Then byκn(X) ∈ RD(×n)
we denote the n-th

cumulant, which is a real tensor of degree n.
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Let us introduce a useful shorthand notation for linearly transforming tensors.

Definition 3 Let A∈ C
d×D be a matrix. For a tensor T∈ RD(×n)

(i.e., a real tensor T of degree n
of dimension Dn = D ·D · . . . ·D) we will denote by A◦T the application of A to T along all tensor
dimensions, that is,

(A◦T)i1...in =
D

∑
j1=1

· · ·
D

∑
jn=1

Ai1 j1 · . . . ·Ain jnTj1... jn.

The cumulants of a linearly transformed random variable are the multilinearly transformed cumu-
lants, which is a convenient property when one is looking for a certain linearsubspace.

Proposition 4 Let X be a real D-dimensional random variable and let A∈Rd×D be a matrix. Then
the cumulants of the transformed random variable AX are the transformed cumulants,

κn(AX) = A◦κn(X).

We now want to formulate our problem in terms of cumulants. First of all, note that PXi ∼ PXj

if and only if vXi ∼ vXj for all row vectorsv∈ spanP⊤.

Problem 5 Find all d-dimensional linear subspaces in the set of vectors

S= {v∈R
D
∣

∣

∣
v⊤X1∼ ·· · ∼ v⊤Xm}

= {v∈R
D
∣

∣

∣
v⊤ ◦κn(Xi) = v⊤ ◦κn(Xj), n∈N,1≤ i, j ≤m} .

Note that we are looking for linear subspaces inS; however,S itself is not a vector space in general.
Apart from the fact thatS is homogeneous, that is,λS= S for all λ ∈ R, there is no additional
structure that we make use of.

For the sake of clarity, in the remainder of this paper we restrict ourselvesto the first two cumu-
lants. Note, however, that one of the strengths of the algebraic framework is that the generalization
to arbitrary degree is straightforward; throughout this paper, we indicate the necessary changes and
differences. Thus, from now on, we denote the first two cumulants byµi = κ1(Xi) andΣi = κ2(Xi)
respectively for all 1≤ i ≤m. Moreover, without loss of generality, we can shift the mean vectors
and choose a basis such that the random variableXm has zero mean and unit covariance. Thus we
arrive at the following formulation.

Problem 6 Find all d-dimensional linear subspaces in

S= {v∈R
D | v⊤(Σi− I)v= 0, v⊤µi = 0, 1≤ i ≤ (m−1)}.

Note thatS is the set of solutions tom−1 quadratic andm−1 linear equations inD variables. Now
it is only a formal step to arrive in the framework of algebraic geometry: let us think of the left hand
side of each of the quadratic and linear equations as polynomialsq1, . . . ,qm−1 and f1, . . . , fm−1 in
the variablesT1, . . . ,TD respectively,

qi =
[

T1 · · ·TD
]

◦ (Σi− I) and fi =
[

T1 · · ·TD
]

◦µi ,

which are elements of the polynomial ring over the complex numbers inD variables,C[T1, . . . ,TD].
Note that in the introduction we have usedX andY to denote the variables in the polynomials, we
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will now switch to T1, . . . ,TD in order to avoid confusion with random variables. ThusS can be
rewritten in terms of polynomials,

S=
{

v∈R
D | qi(v) = fi(v) = 0∀1≤ i ≤m−1} ,

which means thatSis an algebraic set. In the following, we will consider the corresponding complex
vanishing set

S= V(q1, . . . ,qm−1, f1, . . . , fm−1)

:=
{

v∈ C
D | qi(v) = fi(v) = 0∀1≤ i ≤m−1} ⊆ C

D

and keep in mind that eventually we will be interested in the real part ofS. Working over the
complex numbers simplifies the theory and creates no algorithmic difficulties: when we start with
real cumulant polynomials, the solution will always be real. Finally, we can translate our problem
into the language of algebraic geometry.

Problem 7 Find all d-dimensional linear subspaces in the algebraic set

S= V(q1, . . . ,qm−1, f1, . . . , fm−1).

So far, this problem formulation does not include the assumption that a solutionexists. In order
to prove properties about the problem and algorithms for solving it we needto assume that there
exist ad-dimensional linear subspaceS′ ⊂ S. That is, we need to formulate agenerative model
for our observed polynomialsq1, . . . ,qm−1, f1, . . . , fm−1. To that end, we introduce the concept of a
genericpolynomial, for a technical definition see Appendix B. Intuitively, a genericpolynomial is
a continuous, polynomial valued random variable which almost surely has no algebraic properties
except for those that are logically implied by the conditions on it. An algebraic property is an
event in the probability space of polynomials which is defined by the common vanishing of a set of
polynomial equations in the coefficients. For example, the property that a quadratic polynomial is
a square of linear polynomial is an algebraic property, since it is described by the vanishing of the
discriminants. In the context of Problem 7, we will consider the observed polynomials as generic
conditioned on the algebraic property that they vanish on a fixedd-dimensional linear subspaceS′.

One way to obtain generic polynomials is to replace coefficients with, for example, Gaussian
random variables. For example, a generic homogeneous quadricq∈ C[T1,T2] is given by

q= Z11T
2
1 +Z12T1T2+Z22T

2
2 ,

where the coefficientsZi j ∼ N (µi j ,σi j ) are independent Gaussian random variables with arbitrary
parameters. Apart from being homogeneous, there is no condition onq. If we want to add the
condition thatq vanishes on the linear space defined byT1 = 0, we would instead consider

q= Z11T
2
1 +Z12T1T2.

A more detailed treatment of the concept of genericity, how it is linked to probabilistic sampling,
and a comparison with the classical definitions of genericity can be found in Appendix B.1.

We are now ready to reformulate the genericity conditions on the random variablesX1, . . . ,Xm

in the above framework. Namely, we have assumed that theXi are general under the condition that
they agree in the first two cumulants when projected onto some linear subspace S′. Rephrased for
the cumulants, Problems 1 and 7 become well-posed and can be formulated as follows.
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Problem 8 Let S′ be an unknown d-dimensional linear subspace inCD. Assume that f1, . . . , fm−1

are generic homogenous linear polynomials, and q1, . . . ,qm−1 are generic homogenous quadratic
polynomials, all vanishing on S′. Find all d-dimensional linear subspaces in the algebraic set

S= V(q1, . . . ,qm−1, f1, . . . , fm−1).

As we have defined “generic” as an implicit “almost sure” statement, we are infact looking for
an algorithm which gives the correct answer with probability one under our model assumptions.
Intuitively, S′ should be also the onlyd-dimensional linear subspace inS, which is not immediately
guaranteed from the problem description. Indeed this is true ifm is large enough, which is the topic
of the next section.

2.2 Identifiability

In the last subsection, we have seen how to reformulate our initial Problem 1about comparison
of cumulants as the completely algebraic Problem 8. We can also reformulate identifiability of
the true solution in the original problem in an algebraic way: identifiability in Problem 1 means
that the projectionP can be uniquely computed from the probability distributions. Following the
same reasoning we used to arrive at the algebraic formulation in Problem 8,one concludes that
identifiability is equivalent to the fact that there exists a unique linear subspace inS.

Since identifiability is now a completely algebraic statement, it can be treated also in algebraic
terms. In Appendix B, we give an algebraic geometric criterion for identifiability of the stationary
subspace; we will sketch its derivation in the following.

The main ingredient is the fact that, intuitively spoken, every generic polynomials carries one
degree of freedom in terms of dimension, as for example the following resulton generic vector
spaces shows:

Proposition 9 Let P be an algebraic property such that the polynomials with propertyP form a
vector space V. Let f1, . . . , fn ∈ C[T1, . . .TD] be generic polynomials satisfyingP . Then

rankspan( f1, . . . , fn) = min(n,dimV).

Proof This is Proposition 42 in the appendix.

On the other hand, if the polynomials act as constraints, one can prove thateach one reduces the
degrees of freedom in the solution by one:

Proposition 10 Let Z be a sub-vector space ofCD. Let f1, . . . , fn be generic homogenous polyno-
mials in D variables (of fixed but arbitrary degree each), vanishing on Z. Then for their common
vanishing setV( f1, . . . , fn) = {x∈ CD | fi(x) = 0 ∀i}, one can write

V( f1, . . . , fn) = Z∪U,

where U is an algebraic set with

dimU ≤max(D−n, 0).
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Proof This follows from Corollary 61 in the appendix.

Proposition 10 can now be directly applied to Problem 8. It implies thatS= S′ if 2(m−1)≥D+1,
and thatS′ is the maximal dimensional component ofS if 2(m−1)≥ D−d+1. That is, if we start
with m random variables, thenS′ can be identified uniquely if

2(m−1)≥ D−d+1

with classical algorithms from computational algebraic geometry in the noiselesscase.

Theorem 11 Let X1, . . . ,Xm be random variables. Assume there exists a projection P∈Rd×D such
that the first two cumulants of all PX1, . . . ,PXm agree and the cumulants are generic under those
conditions. Then the projection P is identifiable from the first two cumulants aloneif

m≥ D−d+1
2

+1.

Proof This is a direct consequence of Proposition 65 in the appendix, applied to the reformulation
given in Problem 8. It is obtained by applying Proposition 10 to the generic forms vanishing on the
fixed linear subspaceS′, and using thatS′ can be identified inS if it is the biggest dimensional part.

We have seen that identifiability means that there is an algorithm to computeP uniquely when the
cumulants are known, resp. to compute a uniqueS from the polynomialsfi ,qi . It is not difficult to
see that an algorithm doing this can be made into a consistent estimator when the cumulants are
sample estimates. We will give an algorithm of this type in the following parts of the paper.

3. An Algorithm for the Exact Case

In this section we present an algorithm for solving Problem 8, under the assumption that the cumu-
lants are known exactly. We will first fix notation and introduce important algebraic concepts. In
the previous section, we derived in Problem 8 an algebraic formulation of our task: given generic
quadratic polynomialsq1, . . . ,qm−1 and linear polynomialsf1, . . . , fm−1, vanishing on a unknown
linear subspaceS′ of CD, find S′ as the uniqued-dimensional linear subspace in the algebraic set
V(q1, . . . ,qm−1, f1, . . . , fm−1). First of all, note that the linear equationsfi can easily be removed
from the problem: instead of looking atCD, we can consider the linear subspace defined by the
fi , and examine the algebraic set V(q′1, . . . ,q

′
m−1), whereq′i are polynomials inD−m+1 variables

which we obtain by substitutingm−1 variables. So the problem we need to examine is in fact
the modified problem where we have only quadratic polynomials. Secondly, we will assume that
m−1≥ D. Then, from Proposition 10, we know thatS= S′ and Problem 8 becomes the following.

Problem 12 Let S be an unknown d-dimensional subspace ofCD. Given m−1≥ D generic ho-
mogenous quadratic polynomials q1, . . . ,qm−1 vanishing on S, find the d-dimensional linear sub-
space

S= V(q1, . . . ,qm−1).

Of course, we have to say what we mean byfinding the solution. By assumption, the quadratic
polynomials already fully describe the linear spaceS. However, sinceS is a linear space, we want
a basis forS, consisting ofd linearly independent vectors inCD. Or, equivalently, we want to find
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linearly independent linear formsℓ1, . . . , ℓD−d such thatℓi(x) = 0 for all x ∈ S. The latter is the
correct description of the solution in algebraic terms. We now show how to reformulate this in the
right language, following the algebra-geometry duality. The algebraic setScorresponds to an ideal
in the polynomial ringC[T1, . . . ,TD].

Notation 13 We denote the polynomial ringC[T1, . . . ,TD] by R. The ideal of S is an ideal in R, and
we denote it by bys= I(S). Since S is a linear space, there exists a linear generating setℓ1, . . . , ℓD−d

of s which we will fix in the following.

We can now relate the Problem 12 to a classical problem in algebraic geometry.

Problem 14 Let m> D and q1, . . . ,qm−1 be generic homogenous quadratic polynomials vanishing
on a linear d-dimensional subspace S⊆ CD. Then find a linear basis for the radical ideal

√

〈q1, . . . ,qm−1〉= I(V(q1, . . . ,qm−1)) = I(S).

The first equality follows from Hilbert’s Nullstellensatz. This also shows thatsolving the problem
is in fact a question of computing a radical of an ideal. Computing the radical of an ideal is a
classical problem in computational algebraic geometry, which is known to be difficult (for a more
detailed discussion see Section 3.3). However, if we assumem−1≥D(D+1)/2−d(d+1)/2, we
can dramatically reduce the computational cost and it is straightforward to derive an approximate
solution. In this case, theqi generate the vector space of homogenous quadratic polynomials which
vanish onS, which we will denote bys2. That this is indeed the case, follows from Proposition 9,
and we have dims2 = D(D+1)/2−d(d+1)/2, as we will calculate in Remark 23.

Before we continue with solving the problem, we will need to introduce several concepts and
abbreviating notations. First we introduce notation to denote sub-vector spaces which contain poly-
nomials of certain degrees.

Notation 15 LetI be a sub-C-vector space of R, that is,I =R, orI is some ideal of R, for example,
I = s. We denote the sub-C-vector space of homogenous polynomials of degree k inI by Ik (in
commutative algebra, this is standard notation for homogenously generatedR-modules).

For example, the homogenous polynomials of degree 2 vanishing onSform exactly the vector space
s2. Moreover, for anyI , the equationIk = I ∩Rk holds. The vector spacesR2 ands2 will be the
central objects in the following chapters. As we have seen, their dimension is given in terms of
triangular numbers, for which we introduce some notation:

Notation 16 We will denote the n-th triangular number by∆(n) = n(n+1)
2 .

The last notational ingredient will capture the structure which is imposed onRk by the orthogo-
nal decompositionCD = S⊕S⊥.

Notation 17 Let S⊥ be the orthogonal complement of S. Denote its ideal byn= I
(

S⊥
)

.

Remark 18 Asn ands are homogenously generated in degree one, we have the calculation rules

sk+1 = sk ·R1 and nk+1 = nk ·R1,

(s1)
k = (sk)k and (n1)

k = (nk)k
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where· is the symmetrized tensor or outer product of vector spaces (these rules are canonically in-
duced by the so-called graded structure of R-modules). In terms of ideals, the above decomposition
translates to

R1 = s1⊕n1.

Using the above rules and the binomial formula for ideals, this induces an orthogonal decomposi-
tion

R2 =R1 ·R1 = (s1⊕n1) · (s1⊕n1) = (s1)
2⊕ (s1 ·n1)⊕ (n1)

2

= s1 · (s1⊕n1)⊕ (n2)2 = s1 ·R1⊕ (n2)2 = s2⊕ (n2)2

(and similar decompositions for the higher degree polynomials Rk).

The tensor products above can be directly translated to products of ideals, as the vector spaces
above are each generated in a single degree (e.g.,sk,nk, are generated homogenously in degreek).
To express this, we will define an ideal which corresponds toR1:

Notation 19 We denote the ideal of R generated by all monomials of degree1 by

m= 〈T1, . . . ,TD〉.

Note that idealm is generated by all elements inR1. Moreover, we havemk =Rk for all k≥ 1. Using
m, one can directly translate products of vector spaces involving someRk into products of ideals:

Remark 20 The equality of vector spaces

sk = s1 · (R1)
k−1

translates to the equality of ideals
s∩mk = s ·mk−1,

since both the left and right sides are homogenously generated in degreek.

3.1 The Algorithm

S⊂ CD d-dimensional projection space
R= C[T1, . . .TD] Polynomial ring overC in D variables
Rk C-vector space of homogenousk-forms inT1, . . . ,TD

∆(n) = n(n+1)
2 n-th triangular number

s= 〈ℓ1, . . . , ℓD−d〉= I(S) The ideal ofS, generated by linear polynomialsℓi

sk = Rk∩ s C-vector space of homogenousk-forms vanishing onS
n= I(S⊥) The ideal ofS⊥

nk = Rk∩n C-vector space of homogenousk-forms vanishing onS⊥

m= 〈T1, . . . ,TD〉 The ideal of the origin inCD

Table 1: Notation and important definitions
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In this section we present an algorithm for solving Problem 14, the computation of the radical
of the ideal〈q1, . . . ,qm−1〉 under the assumption that

m≥ ∆(D)−∆(d)+1.

Under those conditions, as we will prove in Remark 23 (iii), we have that

〈q1, . . . ,qm−1〉= s2.

Using the notations previously defined, one can therefore infer that solving Problem 14 is equiva-
lent to computing the radicals =

√
s ·m in the sense of obtaining a linear generating set fors, or

equivalent to finding a basis fors1 whens2 is given in an arbitrary basis.s2 contains the complete
information given by the covariance matrices ands1 gives an explicit linear description of the space
of projections under which the random variablesX1, . . . ,Xm agree.

Algorithm 1 The input consists of the quadratic formsq1, . . . ,qm−1 ∈ R, generatings2, and the
dimensiond; theoutputis the linear generating setℓ1, . . . , ℓD−d for s1.

1: Let π← (12 · · · D) be a transitive permutation of the variable indices{1, . . . ,D}
2: Let Q←

[

q1 · · · qm−1
]⊤

be the((m−1)×∆(D))-matrix of coefficient vectors, where every
row corresponds to a polynomial and every column to a monomialTiTj .

3: for k= 1, . . . ,D−d do
4: Order the columns ofQ according to the lexicographical ordering of monomialsTiTj with

variable indices permuted byπk, that is, the ordering of the columns is given by the relation
≻ as

T2
πk(1) ≻ Tπk(1)Tπk(2) ≻ Tπk(1)Tπk(3) ≻ ·· · ≻ Tπk(1)Tπk(D) ≻ T2

πk(2)

≻ Tπk(2)Tπk(3) ≻ ·· · ≻ T2
πk(D−1) ≻ Tπk(D−1)Tπk(D) ≻ T2

πk(D)

5: TransformQ into upper triangular formQ′ using Gaussian elimination
6: The last non-zero row ofQ′ is a polynomialTπk(D)ℓ, whereℓ is a linear form ins, and we

setℓk← ℓ
7: end for

Algorithm 1 shows the procedure in pseudo-code; a summary of the notationdefined in the
previous section can be found in Table 1. The algorithm has polynomial complexity in the dimension
d of the linear subspaceS.

Remark 21 Algorithm 1 has average and worst case complexity

O
(

(∆(D)−∆(d))2∆(D)
)

,

In particular, if d is not considered as parameter of the algorithm, the average and the worst case
complexity is O(D6). On the other hand, if∆(D)−∆(d) is considered a fixed parameter, then Algo-
rithm 1 has average and worst case complexity O(D2).

Proof This follows from the complexities of the elementary operations: upper triangularization of
a generic matrix of rankr with m columns matrix needsO(r2m) operations. We first perform trian-
gularization of a rank∆(D)−∆(d) matrix with ∆(D) columns. The permutations can be obtained
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efficiently by bringingQ in row-echelon form and then performing row operations. Operations for
extracting the linear forms and comparisons with respect to the monomial ordering are negligible.
Thus the overall operation complexity to calculates1 is O((∆(D)−∆(d))2∆(D)).

Note that the difference between worst- and average case lies at most in the coefficients, since
the inputs are generic and the complexity only depends on the parameterD and not on theqi . Thus,
with probability 1, exactly the worst-case-complexity is attained.

There are two crucial facts which need to be verified for correctness of this algorithm. Namely,
there are implicit claims made in Line 6 of Algorithm 1: first, it is claimed that the last non-zero
row of Q′ corresponds to a polynomial which factors into certain linear forms. Second, it is claimed
that theℓ obtained in step 6 generates resp.s1. The proofs of these non-trivial claims can be found
in Proposition 22 in the next subsection.

Dealing with additional linear formsf1, . . . , fm−1, is possible by way of a slight modification of
the algorithm. Because thefi are linear forms, they are generators ofs. We may assume that thefi
are linearly independent. By performing Gaussian elimination before the execution of Algorithm 1,
we may reduce the number of variables bym−1, thus having to deal with new quadratic forms
in D−m+ 1 instead ofD variables. Also, the dimension of the space of projections is reduced
to min(d−m+1,−1). SettingD′ = D−m+1 andd′ = min(d−m+1,−1) and considering the
quadratic formsqi with Gaussian eliminated variables, Algorithm 1 can be applied to the quadratic
forms to find the remaining generators fors1. In particular, if m− 1≥ d, then there is no need
for considering the quadratic forms, sinced linearly independent linear forms already suffice to
determine the solution.

We can also incorporate forms of higher degree corresponding to higher order cumulants. For
this, we start withsk, wherek is the degree of the homogenous polynomials we get from the cumu-
lant tensors of higher degree. Supposing we start with enough cumulants, we may assume that we
have a basis ofsk. Performing Gaussian elimination on this basis with respect to the lexicographical
order, we obtain in the last row a form of typeTk−1

πk(D)
ℓ, whereℓ is a linear form. Doing this forD−d

permutations again yields a basis fors1.

Moreover, slight algebraic modifications of this strategy also allow to consider data from cumu-
lants of different degree simultaneously, and to reduce the number of needed polynomials toO(D);
however, due to its technicality, this is beyond the scope of the paper. We sketch the idea: in the
general case, one starts with an ideal

I = 〈 f1, . . . , fm〉,

homogenously generated in arbitrary degrees. such that
√
I = s. Proposition 55 in the appendix

implies that this happens wheneverm≥ D+1. One then proves that due to the genericity of thefi ,
there exists anN such that

IN = sN,

which means thats1 can again be obtained by calculating the saturation of the idealI . When fixing
the degrees of thefi , we will haveN = O(D) with a relatively small constant (for allfi quadratic,
this even becomesN = O(

√
D)). So algorithmically, one would first calculateIN = sN, which then

may be used to computes1 and thuss analogously to the caseN = 2, as described above.
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3.2 Proof of Correctness

In order to prove the correctness of Algorithm 1, we need to prove the following three statements.

Proposition 22 For Algorithm 1 it holds that
(i) Q is of rank∆(D)−∆(d).

(ii) The last column of Q in step 6 is of the claimed form.
(iii) Theℓ1, . . . , ℓD−d generates1.

Proof This proposition will be proved successively in the following: (i) will follow from Remark 23
(iii); (ii) will be proved in Lemma 24; and (iii) will be proved in Proposition 25.

Let us first of all make some observations about the structure of the vector spaces2 in which we
compute. It is the vector space of polynomials of homogenous degree 2 vanishing onS. On the
other hand, we are looking for a basisℓ1, . . . , ℓD−d of s1. The following remark will relate both
vector spaces:

Remark 23 The following statements hold:
(i) s2 is generated by the polynomialsℓiTj ,1≤ i ≤ D−d,1≤ j ≤ D, .

(ii) dimC s2 = ∆(D)−∆(d)
(iii) Let q1, . . . ,qm with m≥ ∆(D)−∆(d) be generic homogenous quadratic polynomials ins.

Then〈q1, . . . ,qm〉= s2.

Proof (i) In Remark 18, we have concluded thats2 = s1 ·R1. Thus the product vector spaces2 is
generated by a product basis ofs1 andR1. SinceTj ,1≤ j ≤D is a basis forR1, andℓi ,1≤ i ≤D−d
is a basis fors1, the statement holds. (ii) In Remark 20, we have seen thatR2 = s2⊕ (n1)

2, thus
dims2=dimR2−dim(n1)

2. The vector spaceR2 is minimally generated by the monomials of degree
2 in T1, . . .TD, whose number is∆(D). Similarly, (n1)

2 is minimally generated by the monomials of
degree 2 in the variablesℓ′1, . . . , ℓ

′
d that form the dual basis to theℓi . Their number is∆(d), so the

statement follows. (iii) As theqi are homogenous of degree two and vanish onS, they are elements
in s2. Due to (ii), we can apply Proposition 9 to conclude that they generates2 as vector space.

Now we continue to prove the remaining claims.

Lemma 24 In Algorithm 1 the(∆(D)−∆(d))-th row of Q′ (the upper triangular form of Q) corre-
sponds to a2-form Tπ(D)ℓ with a linear polynomialℓ ∈ s1.

Proof Note that every homogenous polynomial of degreek is canonically an element of the vector
spaceRk in the monomial basis given by theTi . Thus it makes sense to speak about the coefficients
of Ti for an 1-form resp. the coefficients ofTiTj of a 2-form.

Also, without loss of generality, we can take the trivial permutationπ = id, since the proof will
not depend on the chosen lexicographical ordering and thus will be naturally invariant under per-
mutations of variables. First we remark: sinceS is a genericd-dimensional linear subspace ofCD,
any linear form ins1 will have at leastd+1 non-vanishing coefficients in theTi . On the other hand,
by displaying the generatorsℓi ,1≤ i ≤ D−d in s1 in reduced row echelon form with respect to the
Ti-basis, one sees that one can choose all theℓi in fact with exactlyd+1 non-vanishing coefficients
in theTi such that no nontrivial linear combination of theℓi has less thend+1 non-vanishing coef-
ficients. In particular, one can choose theℓi such that the biggest (w.r.t. the lexicographical order)
monomial with non-vanishing coefficient ofℓi is Ti .
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Remark 23 (i) states thats2 is generated by

ℓiTj ,1≤ i ≤ D−d,1≤ j ≤ D.

Together with our above reasoning, this implies the following.
Fact 1: There exist linear formsℓi ,1≤ i ≤ D−d such that: the 2-formsℓiTj generates2, and

the biggest monomial ofℓiTj with non-vanishing coefficient under the lexicographical ordering is
TiTj . By Remark 23 (ii), the last row of the upper triangular formQ′ is a polynomial which has zero
coefficients for all monomials possibly except the∆(d)+1 smallest,

TD−dTD,T
2
D−d+1,TD−d+1TD−d+2, . . . ,TD−1TD,T

2
D .

On the other hand, it is guaranteed by our genericity assumption that the biggest of those terms is
indeed non-vanishing, which implies the following.

Fact 2: The biggest monomial of the last row with non-vanishing coefficient (w.r.t the lexico-
graphical order) is that ofTD−dTD.

Combining Facts 1 and 2, we can now infer that the last row must be a scalar multiple of
ℓD−dTD: since the last row corresponds to an element ofs2, it must be a linear combination of
the ℓiTj . By Fact 1, every contribution of anℓiTj ,(i, j) 6= (D− d,D) would add a non-vanishing
coefficient lexicographically bigger thanTD−dTD which cannot cancel. So, by Fact 2,TD divides the
last row of the upper triangular form ofQ, which then must beTDℓD−d or a multiple thereof. Also
we have thatℓD−d ∈ s by definition.

It remains to be shown that by permutation of the variables we can find a basisfor s1.

Proposition 25 Theℓ1, . . . , ℓD−d generates1 as vector space and thuss as ideal.

Proof Recall thatπi was the permutation to obtainℓi . As we have seen in the proof of Lemma 24,
ℓi is a linear form which has non-zero coefficients only for thed+1 coefficientsTπi(D−d), . . . ,Tπi(D).
Thusℓi has a non-zero coefficient where all theℓ j , j < i have a zero coefficient, and thusℓi is linearly
independent from theℓ j , j < i. In particular, it follows that theℓi are linearly independent inR1. On
the other hand, they are contained in theD−d-dimensional sub-C-vector spaces1 and are thus a
basis ofs1, and also a generating set for the ideals.

Note that all of these proofs generalize tok-forms. For example, one calculates that

dimC sk =

(

D+k−1
k

)

−
(

d+k−1
k

)

,

and the triangularization strategy yields a last row which corresponds toTk−1
π(D)ℓ with a linear poly-

nomialℓ ∈ s1

3.3 Relation to Previous Work in Computational Algebraic Geometry

In this section, we discuss how the algebraic formulation of the cumulant comparison problem given
in Problem 14 relates to the classical problems in computational algebraic geometry.

Problem 14 confronts us with the following task: given polynomialsq1, . . . ,qm−1 with special
properties, compute a linear generating set for the radical ideal

√

〈q1, . . . ,qm−1〉= I(V(q1, . . . ,qm−1)).
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K IRÁLY, VON BÜNAU , MEINECKE, BLYTHE AND M ÜLLER

Computing the radical of an ideal is a classical task in computational algebraicgeometry, so our
problem is a special case of radical computation of ideals, which in turn canbe viewed as an instance
of primary decomposition of ideals, see (Cox et al., 2007, Section 4.7).

While it has been known since the work of Hermann (1926) that there existconstructive algo-
rithms to calculate the radical of a given ideal in polynomial rings, only in the recent decades there
have been algorithms feasible for implementation in modern computer algebra systems. The best
known algorithms are those of Gianni et al. (1988), implemented in AXIOM andREDUCE, the
algorithm of Eisenbud et al. (1992), implemented in Macaulay 2, the algorithm of Caboara et al.
(1997), currently implemented in CoCoA, and the algorithm of Krick and Logar (1991) and its
modification by Laplagne (2006), available in SINGULAR.

All of these algorithms have two points in common. First of all, these algorithms have com-
putational worst case complexities which are doubly exponential in the square of the number of
variables of the given polynomial ring, see (Laplagne, 2006, Section 4). Although the worst case
complexities may not be approached for the problem setting described in the current paper, these
off-the-shelf algorithms do not take into account the specific properties of the ideals in question.

On the other hand, Algorithm 1 can be seen as a homogenous version of thewell-known Buch-
berger algorithm to find a Groebner basis of the dehomogenization ofs with respect to a degree-first
order. Namely, due to our strong assumptions onm, or as is shown in Proposition 55 in the ap-
pendix for a more general case, the homogenous saturations of the ideal〈q1, . . . ,qm−1〉 = m · s and
the ideals coincide. In particular, the dehomogenizations of theqi constitute a generating set for
the dehomogenization ofs. The Buchberger algorithm now finds a reduced Groebner basis ofs

which consists of exactlyD−d linear polynomials. Their homogenizations then constitute a basis
of homogenous linear forms ofs itself. It can be checked that the first elimination steps which the
Buchberger algorithm performs for the dehomogenizations of theqi correspond directly to the elim-
ination steps in Algorithm 1 for their homogenous versions. So our algorithm performs similarly to
the Buchberger algorithm in a noiseless setting, since both algorithms compute areduced Groebner
basis in the chosen coordinate system.

However, in our setting which stems from real data, there is a second pointwhich is more
grave and makes the use of off-the-shelf algorithms impossible: the computabilityof an exact result
completely relies on the assumption that the ideals given as input are exactly known, that is, a
generating set of polynomials is exactly known. This is not a problem in classical computational
algebra; however, when dealing with polynomials obtained from real data,the polynomials come not
only with numerical error but in fact with statistical uncertainty. In general,the classical algorithms
are unable to find any solution when confronted even with minimal noise on the otherwise exact
polynomials. Namely, when we deal with a system of equations for which over-determination is
possible, any perturbed system will be over-determined and thus have nosolution. For example, the
exact intersection ofN > D+1 linear subspaces in complexD-space is always empty when they are
sampled with uncertainty; this is a direct consequence of Proposition 10, when using the assumption
that the noise is generic. However, if all those hyperplanes are nearly the same, then the result of a
meaningful approximate algorithm should be a hyperplane close to all input hyperplanes instead of
the empty set.

Before we continue, we would like to stress a conceptual point in approaching uncertainty. First,
as in classical numerics, one can think of the input as theoretically exact but with fixed errorε and
then derive bounds on the output error in terms of thisε and analyze their asymptotics. We will
refer to this approach asnumerical uncertainty, as opposed tostatistical uncertainty, which is a
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view more common to statistics and machine learning, as it is more natural for noisydata. Here,
the error is considered as inherently probabilistic due to small sample effectsor noise fluctuation,
and algorithms may be analyzed for their statistical properties, independentof whether they are
themselves deterministic or stochastic. The statistical view on uncertainty is the one the reader
should have in mind when reading this paper.

Parts of the algebra community have been committed to the numerical viewpoint on uncertain
polynomials: the problem of numerical uncertainty is for example extensivelyaddressed in Stetter’s
standard book on numerical algebra (Stetter, 2004). The main difficulties and innovations stem from
the fact that standard methods from algebra like the application of Groebner bases are numerically
unstable, see (Stetter, 2004, Chapter 4.1-2).

Recently, the algebraic geometry community has developed an increasing interest in solving
algebraic problems arising from the consideration of real world data. Thealgorithms in this area are
more motivated to perform well on the data, some authors start to adapt a statistical viewpoint on
uncertainty, while the influence of the numerical view is still dominant. As a distinction, the authors
describe the field as approximate algebra instead of numerical algebra. Recent developments in this
sense can be found for example in Heldt et al. (2009) or the book of Kreuzer et al. (2009). We will
refer to this viewpoint as the statistical view in order to avoid confusion with other meanings of
approximate.

Interestingly, there are significant similarities on the methodological side. Namely, in compu-
tational algebra, algorithms often compute primarily over vector spaces, which arise for example
as spaces of polynomials with certain properties. Here, numerical linear algebra can provide many
techniques of enforcing numerical stability, see the pioneering paper of Corless et al. (1995). Since
then, many algorithms in numerical and approximate algebra use linear optimizationto estimate
vector spaces of polynomials. In particular, least-squares-approximations of rank or kernel are
canonical concepts in both numerical and approximate algebra.

However, to the best of our knowledge, there is to date no algorithm which computes an “ap-
proximate” (or “numerical”) radical of an ideal, or an approximate saturation, and also none in our
special case. In the next section, we will use estimation techniques from linear algebra to con-
vert Algorithm 1 into an algorithm which can cope with the inherent statistical uncertainty of the
estimation problem.

4. Approximate Algebraic Geometry on Real Data

In this section we show how algebraic computations can be applied to polynomials with inexact co-
efficients obtained from estimated cumulants on finite samples. Note that our method for computing
the approximate radical is not specific to the problem studied in this paper.

The reason why we cannot directly apply our algorithm for the exact case to estimated polyno-
mials is that it relies on the assumption that there exists an exact solution, such that the projected
cumulants are equal, that is, we can find a projectionP such that the equalities

PΣ1P⊤ = · · ·= PΣmP⊤ and Pµ1 = · · ·= Pµm

hold exactly. However, when the elements ofΣ1, . . . ,Σm andµ1, . . . ,µm are subject to random fluc-
tuations or noise, there exists no projection that yields exactly the same random variables. In al-
gebraic terms, working with inexact polynomials means that the joint vanishing set of q1, . . . ,qm−1
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and f1, . . . , fm−1 consists only of the origin 0∈ CD so that the ideal becomes trivial:

〈q1, . . . ,qm−1, f1, . . . , fm−1〉=m.

Thus, in order to find a meaningful solution, we need to compute the radical approximately.
In the exact algorithm, we are looking for a polynomial of the formTDℓ vanishing onS, which

is also aC-linear combination of the quadratic formsqi . The algorithm is based on an explicit way
to do so which works since theqi are generic and sufficient in number. So one could proceed to
adapt this algorithm to the approximate case by performing the same operationsas in the exact case
and then taking the(∆(D)−∆(d))-th row, setting coefficients not divisible byTD to zero, and then
dividing outTD to get a linear form. This strategy performs fairly well for small dimensionsD and
converges to the correct solution, albeit slowly.

Instead of computing one particular linear generator as in the exact case,it is advisable to use as
much information as possible in order to obtain better accuracy. The least-squares-optimal way to
approximate a linear space of known dimension is to use singular value decomposition (SVD): with
this method, we may directly eliminate the most insignificant directions in coefficientspace which
are due to fluctuations in the input. To that end, we first define an approximation of an arbitrary
matrix by a matrix of fixed rank.

Definition 26 Let A ∈ Cm×n with singular value decomposition A= UDV∗, where D=
diag(σ1, . . . ,σp) ∈ Cp×p is a diagonal matrix with ordered singular values on the diagonal,

|σ1| ≥ |σ2| ≥ · · · ≥ |σp| ≥ 0.

For k≤ p, let D′ = diag(σ1, . . . ,σk,0, . . . ,0). Then the matrix A′ =UD′V∗ is called rank k approx-
imation of A. The null space, left null space, row span, column span of A′ will be called rank k
approximate null space, left null space, row span, column span of A.

For example, ifu1, . . . ,up andv1, . . . ,vp are the columns ofU andV respectively, the rankk approx-
imate left null space ofA is spanned by the rows of the matrix

L =
[

up−k+1 · · · up
]⊤

,

and the rankk approximate row span ofA is spanned by the rows of the matrix

S=
[

v1 · · · vp
]⊤

.

We will call those matrices theapproximate left null space matrixresp. the approximate row span
matrix of rankk associated toA. The approximate matrices are the optimal approximations of rank
k with respect to the least-squares error.

We can now use these concepts to obtain an approximative version of Algorithm 1. Instead of
searching for a single element of the formTDℓ, we estimate the vector space of all such elements
via singular value decomposition—note that this is exactly the vector space(〈TD〉 · s)2, that is, the
vector space of all homogenous polynomials of degree two which are divisible byTD. Also note that
the choice of the linear formTD is irrelevant, that is, we may replaceTD above by any variable or
even linear form. As a trade-off between accuracy and runtime, we additionally estimate the vector
spaces(〈TD〉 · s)2 for all 1≤ i ≤D, and then least-squares average the putative results fors to obtain
a final estimator fors and thus the desired space of projections.
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Algorithm 2 The input consists of noisy quadratic formsq1, . . . ,qm−1 ∈ C[T1, . . . ,TD], and the di-
mensiond; theoutputis an approximate linear generating setℓ1, . . . , ℓD−d for the ideals.

1: Let Q←
[

q1 · · · qm−1
]⊤

be the(m−1×∆(D))-matrix of coefficient vectors, where every
row corresponds to a polynomial and every column to a monomialTiTj in arbitrary order.

2: for i = 1, . . . ,D do
3: Let Qi be the((m− 1)×∆(D)−D)-sub-matrix ofQ obtained by removing all columns

corresponding to monomials divisible byTi
4: Compute the approximate left null space matrixLi of Qi of rank(m−1)−∆(D)+∆(d)+

D−d
5: Compute the approximate row span matrixL′i of LiQ of rankD−d
6: Let L′′i be the(D−d×D)-matrix obtained fromL′i by removing all columns corresponding

to monomials not divisible byTi
7: end for
8: Let L be the(D(D−d)×D)-matrix obtained by vertical concatenation ofL′′1, . . . ,L

′′
D

9: Compute the approximate row span matrixA =
[

a1 · · · aD−d
]⊤

of L of rankD−d and let
ℓi =

[

T1 · · · TD
]

ai for all 1≤ i ≤ D−d.

We explain the logic behind the single steps: in the first step, we start with the same matrix
Q as in Algorithm 1. Instead of bringingQ into triangular form with respect to the term order
T1≺ ·· · ≺ TD, we compute the left kernel space row matrixSi of the monomials not divisible byTi .
Its left imageLi = SiQ is a matrix whose row space generates the space of possible last rows after
bringingQ into triangular form in an arbitrary coordinate system. In the next step, we perform PCA
to estimate a basis for the so-obtained vector space of quadratic forms of type Ti times linear form,
and extract a basis for the vector space of linear forms estimated viaLi . Now we can put together all
Li and again perform PCA to obtain a more exact and numerically more estimate forthe projection
in the last step. The rank of the matrices after PCA is always chosen to match the correct ranks in
the exact case.

Note that Algorithm 2 is a consistent estimator for the correct space of projections if the co-
variances are sample estimates. Let us first clarify in which sense consistent is meant here: if each
covariance matrix is estimated from a sample of sizeN or greater, andN goes to infinity, then the es-
timate of the projection converges in probability to the true projection. The reason why Algorithm 2
gives a consistent estimator in this sense is elementary: covariance matrices can be estimated con-
sistently, and so can their differences, the polynomialsqi . Moreover, the algorithm can be regarded
as an almost continuous function in the polynomialsqi ; so convergence in probability to the true
projection and thus consistency follows from the continuous mapping theorem.

The runtime complexity of Algorithm 2 isO(D6) as for Algorithm 1. For this note that calcu-
lating the singular value decomposition of anm×n-matrix isO(mnmax(m,n)).

If we want to considerk-forms instead of 2-forms, we can use the same strategies as above
to numerically stabilize the exact algorithm. In the second step, one might want toconsider all
sub-matricesQM of Q obtained by removing all columns corresponding to monomials divisible by
some degree(k−1) monomialM and perform the for-loop over all such monomials or a selection
of them. ConsideringD monomials or more gives again a consistent estimator for the projection.
Similarly, these methods allow us to numerically stabilize versions with reduced epoch requirements
and simultaneous consideration of different degrees.
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5. Numerical Evaluation

In this section we evaluate the performance of the algebraic algorithm on synthetic data in various
settings. In order to contrast the algebraic approach with an optimization-based method (cf. Fig-
ure 1), we compare with the Stationary Subspace Analysis (SSA) algorithm (von Bünau et al.,
2009), which solves a similar problem in the context of time series analysis; see Müller et al. (2011)
for an open-source implementation. To date, SSA has been successfully applied in the context of
biomedical data analysis (von Bünau et al., 2010), domain adaptation (Hara et al., 2010), change-
point detection (Blythe et al., 2012) and computer vision (Meinecke et al., 2009).

5.1 Stationary Subspace Analysis

Stationary Subspace Analysis (von Bünau et al., 2009; M̈uller et al., 2011) factorizes an observed
time series according to a linear model into underlying stationary and non-stationary sources. The
observed time seriesx(t) ∈RD is assumed to be generated as a linear mixture of stationary sources
ss(t) ∈Rd and non-stationary sourcessn(t) ∈RD−d,

x(t) = As(t) =
[

As An
]

[

ss(t)
sn(t)

]

,

with a time-constant mixing matrixA. The underlying sourcess(t) are not assumed to be indepen-
dent or uncorrelated.

The aim of SSA is to invert this mixing model given only samples fromx(t). The true mixing
matrixA is not identifiable (von B̈unau et al., 2009); only the projectionP∈Rd×D to the stationary
sources can be estimated from the mixed signalsx(t), up to arbitrary linear transformation of its im-
age. The estimated stationary sources are given by ˆss(t) = Px(t), that is, the projectionP eliminates
all non-stationary contributions:PAn = 0.

The SSA algorithms (von B̈unau et al., 2009; Hara et al., 2010) are based on the following
definition of stationarity: a time seriesXt is considered stationary if its mean and covariance is
constant over time, that is,E[Xt1] = E[Xt2] andE[Xt1X

⊤
t1 ] = E[Xt2X

⊤
t2 ] for all pairs of time points

t1, t2 ∈N. Following this concept of stationarity, the projectionP is found by minimizing the differ-
ence between the first two moments of the estimated stationary sources ˆss(t) across epochs of the
times series. To that end, the samples fromx(t) are divided intomnon-overlapping epochs of equal
size, corresponding to the index setsT1, . . . ,Tm, from which the mean and the covariance matrix is
estimated for all epochs 1≤ i ≤m,

µ̂i =
1
|Ti | ∑t∈Ti

x(t) and Σ̂i =
1

|Ti |−1 ∑
t∈Ti

(x(t)− µ̂i)(x(t)− µ̂i)
⊤ .

Given a projectionP, the mean and the covariance of the estimated stationary sources in thei-th
epoch are given by ˆµsi = Pµ̂i andΣ̂s

i = PΣ̂iP⊤ respectively. Without loss of generality (by centering
and whitening2 the average epoch) we can assume that ˆss(t) has zero mean and unit covariance.

The objective function of the SSA algorithm (von Bünau et al., 2009) minimizes the sum of the
differences between each epoch and the standard normal distribution, measured by the Kullback-

2. A whitening transformation is a basis transformationW that sets the sample covariance matrix to the identity. It can
be obtained from the sample covariance matrixΣ̂ asW = Σ̂−

1
2
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Leibler divergenceDKL between Gaussians: the projectionP∗ is found as the solution to the opti-
mization problem,

P∗ = argmin
PP⊤=I

m

∑
i=1

DKL

[

N (µ̂si , Σ̂
s
i )
∣

∣

∣

∣

∣

∣
N (0, I)

]

= argmin
PP⊤=I

m

∑
i=1

(

− logdetΣ̂s
i +(µ̂si )

⊤µ̂si
)

,

which is non-convex and solved using an iterative gradient-based procedure.
This SSA algorithm considers a problem that is closely related to the one addressed in this paper,

because the underlying definition of stationarity does not consider the time structure. In essence, the
m epochs are modeled asm random variablesX1, . . . ,Xm for which we want to find a projectionP
such that the projected probability distributionsPX1, . . . ,PXm are equal, up to the first two moments.
This problem statement is equivalent to the task that we solve algebraically.

5.2 Results

In our simulations, we investigate the influence of the noise level and the number of dimensions on
the performance and the runtime of our algebraic algorithm and the SSA algorithm. We measure
the performance using the subspace angle between the true and the estimatedspace of projections
S.

The setup of the synthetic data is as follows: we fix the total number of dimensions toD = 10
and vary the dimensiond of the subspace with equal probability distribution from one to nine. We
also fix the number of random variables tom= 110. For each trial of the simulation, we need to
choose a random basis for the two subspacesRD = S⊕S⊥, and for each random variable, we need
to choose a covariance matrix that is identical only onS. Moreover, for each random variable, we
need to choose a positive definite disturbance matrix (with given noise levelσ), which is added to
the covariance matrix to simulate the effect of finite or noisy samples.

The elements of the basis vectors forSandS⊥ are drawn uniformly from the interval(−1,1).
The covariance matrix of each epoch 1≤ i ≤ m is obtained from Cholesky factors with random
entries drawn uniformly from(−1,1), where the firstd rows remain fixed across epochs. This
yields noise-free covariance matricesC1, . . . ,Cm∈RD×D where the first(d×d)-block is identical.
Now for eachCi , we generate a random disturbance matrixEi to obtain the final covariance matrix

C′i =Ci +Ei .

The disturbance matrixEi is determined asEi = ViDiV⊤i whereVi is a random orthogonal matrix,
obtained as the matrix exponential of an antisymmetric matrix with random elements and Di is a
diagonal matrix of eigenvalues. The noise levelσ is the log-determinant of the disturbance matrix
Ei . Thus the eigenvalues ofDi are normalized such that

1
10

10

∑
i=1

logDii = σ.

In the final step of the data generation, we transform the disturbed covariance matricesC′1, . . . ,C
′
m

into the random basis to obtain the cumulantsΣ1, . . . ,Σm which are the input to our algorithm.
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Figure 5: Comparison of the algebraic algorithm and the SSA algorithm. Each panel shows the me-
dian error of the two algorithms (vertical axis) for varying numbers of stationary sources
in ten dimensions (horizontal axis). The noise level increases from the left to the right
panel; the error bars extend from the 25% to the 75% quantile estimated over 2000 ran-
dom realizations of the data set.

The first set of results is shown in Figure 5. With increasing noise levels (from left to right panel)
both algorithms become worse. For low noise levels, the algebraic method yieldssignificantly better
results than the optimization-based approach, over all dimensionalities. For medium and high-noise
levels, this situation is reversed.
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Figure 6: The left panel shows a comparison of the algebraic method and the SSA algorithm over
varying noise levels (five stationary sources in ten dimensions), the two curves show the
median log error. The right panel shows a comparison of the runtime for varying numbers
of stationary sources. The error bars extend from the 25% to the 75% quantile estimated
over 2000 random realizations of the data set.

In the left panel of Figure 6, we see that the error level of the algebraicalgorithm decreases
with the noise level, converging to the exact solution when the noise tends to zero. In contrast, the
error of original SSA decreases with noise level, reaching a minimum error baseline which it cannot
fall below. In particular, the algebraic method significantly outperforms SSAfor low noise levels,
whereas SSA is better for high noise. However, when noise is too high, none of the two algorithms
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can find the correct solution. In the right panel of Figure 6, we see thatthe algebraic method is
significantly faster than SSA.

6. Conclusion

In this paper we have shown how a learning problem formulated in terms of cumulants of proba-
bility distributions can be addressed in the framework of computational algebraic geometry. As an
example, we have demonstrated this viewpoint on the problem of finding a linear mapP∈ Rd×D

such that a set of projected random variablesX1, . . . ,Xm∈RD have the same distribution,

PX1∼ ·· · ∼ PXm.

To that end, we have introduced the theoretical groundwork for an algebraic treatment of inexact
cumulants estimated from data: the concept of polynomials that aregenericup to a certain property
which we aim to recover from the data. In particular, we have shown how we can find an approxi-
mate exact solution to this problem using algebraic manipulation of cumulants estimated on samples
drawn fromX1, . . . ,Xm. Therefore we have introduced the notion of computing anapproximate sat-
uration of an ideal that is optimal in a least-squares sense. Moreover, using the algebraic problem
formulation in terms of generic polynomials, we have presented compact proofs for a condition on
the identifiability of the true solution.

In essence, instead of searching the surface of a non-convex objective function involving the cu-
mulants, the algebraic algorithm directly finds the solution by manipulating cumulantpolynomials—
which is the more natural representation of the problem. This viewpoint is not only theoretically
appealing but conveys practical advantages that we demonstrate in a numerical comparison to Sta-
tionary Subspace Analysis (von Bünau et al., 2009): the computational cost is significantly lower
and the error converges to zero as the noise level goes to zero. However, the algebraic algorithm
requiresm≥ ∆(D) random variables with distinct distributions, which is quadratic in the number of
dimensionsD. This is due to the fact that the algebraic algorithm represents the cumulant polynomi-
als in the vector space of coefficients. Consequently, the algorithm is confined to linearly combining
the polynomials which describe the solution. However, the set of solutions is also invariant under
multiplication of polynomials and polynomial division, that is, the algorithm does not use all infor-
mation contained in the polynomial equations. We conjecture that we can construct a more efficient
algorithm, if we also multiply and divide polynomials.

The theoretical and algorithmic techniques introduced in this paper can be applied to other
scenarios in machine learning, including the following examples.

• Finding properties of probability distributions. Any inference problem that can be formu-
lated in terms of polynomials, in principle, is amenable to our algebraic approach; incorpo-
rating polynomial constraints is also straightforward.

• Approximate solutions to polynomial equations.In machine learning, the problem of solv-
ing polynomial equations can, for example, occur in the context of finding the solution to a
constrained nonlinear optimization problem by means of setting the gradient to zero.

• Conditions for identifiability. Whenever a machine learning problem can be formulated in
terms of polynomials, identifiability of its generative model can also be phrasedin terms of
algebraic geometry, where a wealth of proof techniques stands at disposition.
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We argue for a cross-fertilization of approximate computational algebra and machine learning:
the former can benefit from the wealth of techniques for dealing with uncertainty and noisy data;
the machine learning community may find a novel framework for representing learning problems
that can be solved efficiently using symbolic manipulation.
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Appendix A. An Example

In this section, we will show by using a concrete example how the Algorithms 1 and 2 work. The
setup will be the similar to the example presented in the introduction. We will use the notation
introduced in Section 3.

Example 27 In this example, let us consider the simplest non-trivial case: two random variables
X1,X2 in R2 such that there is exactly one directionw∈R2 such thatw⊤X1 =w⊤X2; that is, the total
number of dimensions isD= 2, the dimension of the set of projections isd= 1. As in the beginning
of Section 3, we may assume thatR2 = S⊕S⊥ is an orthogonal sum of a one-dimensional space of
projectionsS and its orthogonal complementS⊥. In particular,S⊥ is given as the linear span of a

single vector, say
[

α β
]⊤

. The spaceS is also the linear span of the vector
[

β −α
]⊤

.
Now we partition the sample intoD(D+1)/2−d(d+1)/2= 2 epochs (this is the lower bound

needed by Proposition 22). From the two epochs we can estimate two covariance matriceŝΣ1, Σ̂2.
Suppose we have

Σ̂1 =

[

a11 a12

a21 a22

]

.

From this matrices, we can now obtain a polynomial

q1 = w⊤(Σ̂1− I)w

= w⊤
[

a11−1 a12

a21 a22−1

]

w

= (a11−1)T2
1 +(a12+a21)T1T2+(a22−1)T2

2 ,

wherew=
[

T1 T2
]⊤

. Similarly, we obtain a polynomialq2 as the Gram polynomial of̂Σ2− I .
First we now illustrate how Algorithm 1, which works with homogenous exact polynomials,

can determine the vector spaceS from these polynomials. For this, we assume that the estimated
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polynomials are exact; we will discuss the approximate case later. We can alsowrite q1 andq2 in
coefficient expansion:

q1 = q11T
2
1 +q12T1T2+q13T

2
2 ,

q2 = q21T
2
1 +q22T1T2+q23T

2
2 .

We can also write this formally in the(2×3) coefficient matrixQ= (qi j )i j , where the polynomials
can be reconstructed as the entries in the vector

Q·
[

T2
1 T1T2 T2

2

]⊤
.

Algorithm 1 now calculates the upper triangular form of this matrix. For polynomials, this is equiv-
alent to calculating the last row

q21q1−q11q2

= [q21q12−q11q22]T1T2+[q21q13−q11q23]T
2
2 .

Then we divide outT2 and obtain

P= [q21q12−q11q22]T1+[q21q13−q11q23]T2.

The algorithm now identifiesS⊥ as the vector space spanned by the vector
[

α β
]⊤

=
[

q21q12−q11q22 q21q13−q11q23
]⊤

.

This already finishes the calculation given by Algorithm 1, as we now explicitlyknow the solution
[

α β
]⊤

.

To understand why this strategy works, we need to have a look at the input.Namely, one has to
note thatq1 andq2 are generic homogenous polynomials of degree 2, vanishing onS. That is, we
will have qi(x) = 0 for i = 1,2 and all pointsx∈ S. It is not difficult to see that every polynomial
fulfilling this condition has to be of the form

(αT1+βT2)(aT1+bT2)

for somea,b ∈ C; that is, a multiple of the equation definingS. However we may not know this
factorization a priori, in particular we are in general agnostic as to the correct values ofα andβ.
They have to be reconstructed from theqi via an algorithm. Nonetheless, a correct solution exists,
so we may write

q1 = (αT1+βT2)(a1X+b1T2),

q2 = (αT1+βT2)(a2X+b2T2),

with ai ,bi generic, without knowing the exact values a priori. If we now compare to the above
expansion in theqi j , we obtain the linear system of equations

qi1 = αai ,

qi2 = αbi +βai ,

qi3 = βbi
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for i = 1,2, from which we may reconstruct theai ,bi and thusα andβ. However, a more elegant and
general way of getting to the solution is to bring the matrixQ as above into triangular form. Namely,
by assumption, the last row of this triangular form corresponds to the polynomial P which vanishes
on S. Using the same reasoning as above, the polynomialP has to be a multiple of(αT1+βT2). To
check the correctness of the solution, we substitute theqi j in the expansion ofP for ai ,bi , and obtain

P=[q21q12−q11q22]T1T2+[q21q13−q11q23]T
2
2

=[αa2(αb1+βa1)−αa1(αb2+βa2)]T1T2+[αa2βb1−αa1βb2]T
2
2

=[α2a2b1−α2a1b2]T1T2+[αβa2b1−αβa1b2]T
2
2

=(αT1+βT2)α[a2b1−a1b2]T2.

This is (αT1+βT2) timesT2 up to a scalar multiple - from the coefficients of the formP, we may
thus directly reconstruct the vector

[

α β
]

up to a common factor and thus obtain a representation
for S, since the calculation of these coefficients did not depend on a priori knowledge aboutS.

If the estimation of thêΣi and thus of theqi is now endowed with noise, and we have more
than two epochs and polynomials, Algorithm 2 provides the possibility to perform this calculation
approximately. Namely, Algorithm 2 finds a linear combination of theqi which is approximately of
the formTDℓ with a linear formℓ in the variablesT1,T2. The Young-Eckart Theorem guarantees that
we obtain a consistent and least-squares-optimal estimator forP, similarly to the exact case. The
reader is invited to check this by hand as an exercise.

Now the observant reader may object that we may have simply obtained the linear form (αT1+
βT2) and thusS directly from factoringq1 and q2 and taking the unique common factor. Note
however that this strategy can only be applied in the very special caseD−d = 1. To illustrate the
additional difficulties in the general case, we repeat the above example for D = 4 andd = 2 for the
exact case:

Example 28 In this example, we need alreadyD(D+1)/2−d(d+1)/2= 7 polynomialsq1, . . . ,q7

to solve the problem with Algorithm 1. As above, we can write

qi =qi1T2
1 +qi2T1T2+qi3T1T3+qi4T1T4+qi5T2

2

+qi6T2T3+qi7T2T4+qi8T2
3 +qi9T3T4+qi,10T

2
4

for i = 1, . . . ,7, and again we can write this in a(7×10) coefficient matrixQ = (qi j )i j . In Algo-
rithm 1, this matrix is brought into triangular form. The last row of this triangularmatrix will thus
correspond to a polynomial of the form

P= p7T2T4+ p8T2
3 + p9T3T4+ p10T

2
4

A polynomial of this form is not divisible byT4 in general. However, Proposition 22 guarantees us
that the coefficientp8 is always zero due to our assumptions. So we can divide outT4 to obtain a
linear form

p7T2+ p9T3+ p10T4.

This is one equation defining the linear spaceS. One obtains another equation in the variables
T1,T2,T3 if one, for example, inverts the numbering of the variables 1−2−3−4 to 4−3−2−1.
Two equations suffice to describeS, and so Algorithm 1 yields the correct solution.

882



ALGEBRAIC GEOMETRIC COMPARISON OFPROBABILITY DISTRIBUTIONS

As in the example before, it can be checked by hand that the coefficientp7 indeed vanishes,
and the obtained linear equations define the linear subspaceS. For this, one has to use the classical
result from algebraic geometry that everyqi can be written as

qi = ℓ1P1+ ℓ2P2,

where theℓi are fixed but arbitrary linear forms definingSas their common zero set, and thePi are
some linear forms determined byqi and theℓi (this is for example a direct consequence of Hilbert’s
Nullstellensatz). Caution is advised as the equations involved become very lengthy - while not too
complex - already in this simple example. So the reader may want to check only that the coefficient
p8 vanishes as claimed.

Appendix B. Algebraic Geometry of Genericity

In the paper, we have reformulated a problem of comparing probability distributions in algebraic
terms. For the problem to be well-defined, we need the concept of genericity for the cumulants.
The solution can then be determined as an ideal generated by generic homogenous polynomials
vanishing on a linear subspace. In this supplement, we will extensively describe this property which
we call genericity and derive some simple consequences.

Since genericity is an algebraic-geometric concept, knowledge about basic algebraic geometry
will be required for an understanding of this section. In particular, the reader should be at least
familiar with the following concepts before reading this section: polynomial rings, ideals, radicals,
factor rings, algebraic sets, algebra-geometry correspondence (including Hilbert’s Nullstellensatz),
primary decomposition, height resp. dimension theory in rings. A good introduction into the neces-
sary framework can be found in the book of Cox et al. (2007).

B.1 Definition of Genericity

In the algebraic setting of the paper, we would like to calculate the radical of an ideal

I = 〈q1, . . . ,qm−1, f1, . . . , fm−1〉.

This idealI is of a special kind: its generators are random, and are only subject to theconstraints
that they vanish on the linear subspaceS to which we project, and that they are homogenous of
fixed degree. In order to derive meaningful results on howI relates toS, or on the solvability of the
problem, we need to model this kind of randomness.

In this section, we introduce a concept called genericity. Informally, a generic situation is a
situation without pathological degeneracies. In our case, it is reasonable to believe that apart from
the conditions of homogeneity and the vanishing onS, there are no additional degeneracies in the
choice of the generators. So, informally spoken, the idealI is generated by generic homogenous
elements vanishing onS. This section is devoted to developing a formal theory in order to address
such generic situations efficiently.

The concept of genericity is already widely used in theoretical computer science, combinatorics
or discrete mathematics; there, it is however often defined inexactly or not at all, or it is only given as
an ad-hoc definition for the particular problem. On the other hand, genericity is a classical concept
in algebraic geometry, in particular in the theory of moduli. The interpretation ofgeneric properties
as probability-one-properties is also a known concept in applied algebraic geometry, for example,
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algebraic statistics. However, the application of probability distributions and genericity to the setting
of generic ideals, in particular in the context of conditional probabilities, are original to the best of
our knowledge, though not being the first one to involve generic resp. general polynomials, see
Iarrobino (1984). Generic polynomials and ideals have been also studiedby Fröberg and Hollman
(1994). A collection of results on generic polynomials and ideals which partlyoverlap with ours
may also be found in the recent paper of Pardue (2010).

Before continuing to the definitions, let us explain what genericity should mean. Intuitively,
generic objects are objects without unexpected pathologies or degeneracies. For example, if one
studies sayn lines in the real plane, one wants to exclude pathological cases where lineslie on each
other or where many lines intersect in one point. Having those cases excluded means examining
the “generic” case, that is, the case where there aren(n+1)/2 intersections,n(n+1) line segments
and so forth. Or when one hasn points in the plane, one wants to exclude the pathological cases
where for example there are three affinely dependent points, or wherethere are more sophisticated
algebraic dependencies between the points which one wants to exclude, depending on the problem.

In the points example, it is straightforward how one can define genericity in terms of sampling
from a probability distribution: one could draw the points under a suitable continuous probability
distribution from real two-space. Then, saying that the points are “generic” just amounts to examine
properties which are true with probability one for then points. Affine dependencies for example
would then occur with probability zero and are automatically excluded from our interest. One can
generalize this idea to the lines example: one can parameterize the lines by a parameter space, which
in this case is two-dimensional (slope and ordinate), and then sample lines uniformly distributed in
this space (one has of course to make clear what this means). For example,lines lying on each other
or more than two lines intersecting at a point would occur with probability zero,since the part of
parameter space for this situation would have measure zero under the given probability distribution.

When we work with polynomials and ideals, the situation gets a bit more complicated but the
idea is the same. Polynomials are uniquely determined by their coefficients, so they can naturally
be considered as objects in the vector space of their coefficients. Similarly,an ideal can be specified
by giving the coefficients of some set of generators. Let us make this more explicit: suppose first
we have given a single polynomialf ∈ C[X1, . . .XD] of degreek.

In multi-index notation, we can write this polynomial as a finite sum

f = ∑
α∈ND

cαXα with cα ∈ C.

This means that the possible choices forf can be parameterized by the
(D+k

k

)

coefficientscI with
‖I‖1≤ k. Thus polynomials of degreek with complex coefficients can be parameterized by complex
(D+k

k

)

-space.
Algebraic sets can be similarly parameterized by parameterizing the generators of the corre-

sponding ideal. However, this correspondence is highly non-unique, as different generators may
give rise to the same zero set. While the parameter space can be made unique by dividing out
redundancies, which gives rise to the Hilbert scheme, we will instead use the redundant, though
pragmatic characterization in terms of a finite dimensional vector space overC of the correct di-
mension.

We will now fix notation for the parameter space of polynomials and endow it withalgebraic
structure. The extension to ideals will then be derived later. Let us writeMk for complex

(D+k
k

)

-
space (we assumeD as fixed), interpreting it as a parameter space for the polynomials of degreek as
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shown above. Since the parameter spaceMk is isomorphic to complex
(D+k

k

)

-space, we may speak
about algebraic sets inMk. Also, Mk carries the complex topology induced by the topology on
R2k and by topological isomorphy the Lebesgue measure; thus it also makes sense to speak about
probability distributions and random variables onMk. This dual interpretation will be the main
ingredient in our definition of genericity, and will allow us to relate algebraic results on genericity
to the probabilistic setting in the applications. AsMk is a topological space, we may view any
algebraic set inMk as an event if we randomly choose a polynomial inMk:

Definition 29 Let X be a random variable with values inMk. Then an event for X is called al-
gebraic event or algebraic property if the corresponding event set inMk is an algebraic set. It is
called irreducible if the corresponding event set inMk is an irreducible algebraic set.

If an eventA is irreducible, this means that if we writeA as the event “A1 andA2”, for algebraic
eventsA1,A2, thenA= A1, or A= A2. We now give some examples for algebraic properties.

Example 30 The following events onMk are algebraic:

1. The sure event.

2. The empty event.

3. The polynomial is of degreen or less.

4. The polynomial vanishes on a prescribed algebraic set.

5. The polynomial is contained in a prescribed ideal.

6. The polynomial is homogenous.

7. The polynomial is a square.

8. The polynomial is reducible.

Properties 1-5 are additionally irreducible.
We now show how to prove these claims: 1-2 are clear, we first prove thatproperties 3-5 are

algebraic and irreducible. By definition, it suffices to prove that the subset of Mk corresponding
to those polynomials is an irreducible algebraic set. We claim: in any of those cases, the subset
in question is moreover a linear subspace, and thus algebraic and irreducible. This can be easily
verified by checking directly that iff1, f2 fulfill the property in question, thenf1+α f2 also fulfills
the property.

Property 6 is algebraic, since it can be described as the disjunction of the properties “The poly-
nomial is homogenous and of degreen” for all n≤ k. Those single properties can be described
by linear subspaces ofMk as above, thus property 6 is parameterized by the union of those linear
subspaces. In general, these are orthogonal, so property 6 is not irreducible.

Property 7 is algebraic, as we can check it through the vanishing of a system of generalized
discriminant polynomials. One can show that it is also irreducible since the subset ofMk in question
corresponds to the image of a Veronese map (homogenization to degreek is a strategy); however,
since we will not need such a result, we do not prove it here.

Property 8 is algebraic, since factorization can also be checked by sets of equations. One has to
be careful here though, since those equations depend on the degreesof the factors. For example, a
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polynomial of degree 4 may factor into two polynomials of degree 1 and 3, or intwo polynomials
of degree 2 each. Since in general each possible combination defines different sets of equations and
thus different algebraic subsets ofMk, property 8 is in general not irreducible (fork≤ 3 it is).

The idea defining a choice of polynomial as generic follows the intuition of the affirmed non-
sequitur: a generic, resp. generically chosen polynomial should not fulfill any algebraic property.
A generic polynomial, having a particular simple (i.e., irreducible) algebraic property, should not
fulfill any other algebraic property which is not logically implied by the first one. Here, algebraic
properties are regarded as the natural model for restrictive and degenerate conditions, while their
logical negations are consequently interpreted as generic, as we have seen in Example 30. These
considerations naturally lead to the following definition of genericity in a probabilistic context:

Definition 31 Let X be a random variable with values inMk. Then X is called generic, if for any
irreducible algebraic events A,B, the following holds:

The conditional probability PX(A|B) exists and vanishes if and only if B does not imply A.

In particular,B may also be the sure event.
Note that without giving a further explication, the conditional probabilityPX(A|B) is not well-

defined, since we condition on the eventB which has probability zero. There is also no unique way
of remedying this, as for example the Borel-Kolmogorov paradox shows. In Section B.2, we will
discuss the technical notion which we adopt to ensure well-definedness.

Intuitively, our definition means that an event has probability zero to occurunless it is logically
implied by the assumptions. That is, degenerate dependencies between events do not occur.

For example, non-degenerate multivariate Gaussian distributions or Gaussian mixture distribu-
tions onMk are generic distributions. More general, any positive continuous probability distribu-
tion which can be approximated by Gaussian mixtures is generic (see Example 37). Thus we argue
that non-generic random variables are very pathological cases. Notehowever, that our intention
is primarily not to analyze the behavior of particular fixed generic random variables (this is part
of classical statistics). Instead, we want to infer statements which follow notfrom the particular
structure of the probability function but solely from the fact that it is generic, as these statements
are intrinsically implied by the conditional postulate in Definition 31 alone. We will discuss the
definition of genericity and its implications in more detail in Section B.2.

With this definition, we can introduce the terminology of a generic object: it is a generic random
variable which is object-valued.

Definition 32 We call a generic random variable with values inMk a generic polynomial of degree
k. When the degree k is arbitrary but fixed (and still≥ 1), we will say that f is a generic polynomial,
or that f is generic, if it is clear from the context that f is a polynomial. If the degree k is zero, we
will analogously say that f is a generic constant.

We call a set of constants or polynomials f1, . . . , fm generic if they are generic and independent.

We call an ideal generic if it is generated by a set of m generic polynomials.

We call an algebraic set generic if it is the vanishing set of a generic ideal.
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LetP be an algebraic property on a polynomial, a set of polynomials, an ideal, or an algebraic
set (e.g., homogenous, contained in an ideal et.). We will call a polynomial,a set of polynomials,
or an ideal, a genericP polynomial, set, or ideal, if it the conditional of a generic random variable
with respect toP .

If A is a statement about an object (polynomial, ideal etc), andP an algebraic property, we will
say briefly “A genericP object isA” instead of saying “A genericP object isA with probability
one”.

Note that formally, these objects are all polynomial, ideal, algebraic set etc -valued random
variables. By convention, when we state something about a generic object,this will be an implicit
probability-one statement. For example, when we say

“A generic green ideal is blue”,

this is an abbreviation for the by definition equivalent but more lengthy statement

“Let f1, . . . , fm be independent generic random variables with values inMk1, . . . ,Mkm. If the
ideal 〈 f1, . . . , fm〉 is green, then with probability one, it is also blue - this statement is independent
of the choice of theki and the choice of which particular generic random variables we use to sample.

On the other hand, we will use the verb “generic” also as a qualifier for “constituting generic
distribution”. So for example, when we say

“The Z of a generic red polynomial is a generic yellow polynomial”,

this is an abbreviation of the statement

“Let X be a generic random variable onMk, let X′ be the yellow conditional ofX. Then the Z
of X′ is the red conditional of some generic random variable - in particular this statement is inde-
pendent of the choice ofk and the choice ofX.”

It is important to note that the respective random variables will not be made explicit in the fol-
lowing subsections, since the statements will rely only on its property of being generic, and not on
its particular structure which goes beyond being generic.

As an application of these concepts, we may now formulate the problem of comparing cumu-
lants in terms of generic algebra:

Problem 33 Let s= I(S), where S is an unknown d-dimensional subspace ofCD. Let

I = 〈 f1, . . . , fm〉
with fi ∈ s generic of fixed degree each (in our case, one and two), such that

√
I = s.

Then determine a reduced Groebner basis (or another simple generating system) fors.

As we will see, genericity is the right concept to model random sampling of polynomials, as we
will derive special properties of the idealI which follow from the genericity of thefi .
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B.2 Zero-Measure Conditionals, and Relation to Other Types of Genericity

In this section, se will discuss the definition of genericity in Definition 31 and ensure its well-
definedness. Then we will invoke alternative definitions for genericity and show their relation to
our probabilistic intuitive approach from section B.1. As this section containstechnical details and
is not necessary for understanding the rest of the appendix, the reader may opt to skip it.

An important concept in our definition of genericity in Definition 31 is the conditional proba-
bility PX(A|B). As B is an algebraic set, its probabilityPX(B) is zero, so the Bayesian definition
of conditional cannot apply. There are several ways to make it well-defined; in the following, we
explain the Definition of conditional we use in Definition 31. The definition of conditional we use
is one which is also often applied in this context.

Remark 34 Let X be a real random variable (e.g., with values inMk) with probability measure µ.
If µ is absolutely continuous, then by the theorem of Radon-Nikodym, there is a unique continuous
density p such that

µ(U) =
∫

U
pdλ

for any Borel-measurable set U and the Lebesgue measureλ. If we assume that p is a continuous
function, it is unique, so we may define a restricted measure µB on the event set of B by setting

ν(U) =
∫

U
pdH,

for Borel subsets of U and the Hausdorff measure H on B. Ifν(B) is finite and non-zero, that is,ν
is absolutely continuous with respect to H, then it can be renormalized to yielda conditional prob-
ability measure µ(.)|B = ν(.)/ν(B). The conditional probability PX(A|B) has then to be understood
as

PX(A|B) =
∫

B
1(A∩B)dµ |B,

whose existence in particular implies that the Lebesgue integralsν(B) are all finite and non-zero.

As stated, we adopt this as the definition of conditional probability for algebraic setsA andB. It
is important to note that we have made implicit assumptions on the random variableX by using the
conditionalsPX(A|B) in Remark 34 (and especially by assuming that they exist): namely, the exis-
tence of a continuous density function and existence, finiteness, and non-vanishing of the Lebesgue
integrals. Similarly, by stating Definition 31 for genericity, we have made similar assumptions on
the generic random variableX, which can be summarized as follows:

Assumption 35 X is an absolutely continuous random variable with continuous density function
p, and for every algebraic event B, the Lebesgue integrals

∫
B

pdH,

where H is the Hausdorff measure on B, are non-zero and finite.

This assumption implies the existence of all conditional probabilitiesPX(A|B) in Definition 31,
and are also necessary in the sense that they are needed for the conditionals to be well-defined. On
the other hand, if those assumptions are fulfilled for a random variable, it isautomatically generic:
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Remark 36 Let X be aMk-valued random variable, fulfilling the Assumptions in 35. Then, the
probability density function of X is strictly positive. Moreover, X is a generic random variable.

Proof Let X be aMk-valued random variable fulfilling the Assumptions in 35. Letp be its contin-
uous probability density function.

We first show positivity: ifX would not be strictly positive, thenp would have a zero, sayx.
TakingB= {x}, the integral

∫
B pdH vanishes, contradicting the assumption.

Now we prove genericity, that is, that for arbitrary irreducible algebraicpropertiesA,B such
that B does not implyA, the conditional probabilityPX(A|B) vanishes. SinceB does not imply
A, the algebraic set defined byB is not contained inA. Moreover, asB and A are irreducible
and algebraic,A∩B is also of positive codimension inB. Now by assumption,X has a positive
continuous probability density functionf which by assumption restricts to a probability density on
B, being also positive and continuous. Thus the integral

PX(A|B) =
∫

B
1A f (x)dH,

whereH is the Hausdorff measure onB, exists. Moreover, it is zero, as we have derived thatA has
positive codimension inB.

This means that already under mild assumptions, which merely ensure well-definedness of the
statement in the Definition 31 of genericity, random variables are generic. The strongest of the
comparably mild assumptions are the convergence of the conditional integrals, which allow us to
renormalize the conditionals for all algebraic events. In the following example, a generic and a
non-generic probability distribution are presented.

Example 37 Gaussian distributions and Gaussian mixture distributions are generic, sincefor any
algebraic setB, we have ∫

B
1B(t)dH = O(tdimB),

whereB(t) = {x ∈ R
n ; ‖x‖ < t} is the open disc with radiust. Note that this particular bound

is false in general and may grow arbitrarily large when we omitB being algebraic, even ifB is a
smooth manifold. ThusPX(A|B) is bounded from above by an integral (or a sum) of the type

∫ ∞

0
exp(−t2)ta dt with a∈ N

which is known to be finite.
Furthermore, sums of generic distributions are again generic; also, one can infer that any contin-

uous probability density dominated by the distribution of a generic density defines again a generic
distribution.

An example of a non-generic but smooth distribution is given by the density function

p(x,y) =
1
N

e−x4y4

whereN is some normalizing factor. Whilep is integrable onR2, its restriction to the coordinate
axesx= 0 andy= 0 is constant and thus not integrable.
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Now we will examine different known concepts of genericity and relate thembriefly to the one
we have adopted.

A definition of genericity in combinatorics and geometry which can be encountered in different
variations is that there exist no degenerate interpolating functions betweenthe objects:

Definition 38 Let P1, . . . ,Pm be points in the vector spaceCn. Then P1, . . . ,Pm are general position
(or generic, general) if no n+1 points lie on a hyperplane. Or, in a stronger version: for any d∈N,
no (possibly inhomogenous) polynomial of degree d vanishes on

(n+d
d

)

+1 different Pi .

As Mk is a finite dimensionalC-vector space, this definition is in principle applicable to our situa-
tion. However, this definition is deterministic, as thePi are fixed and no random variables, and thus
preferable when making deterministic statements. Note that the stronger definition is equivalent to
postulating general position for the pointsP1, . . . ,Pm in any polynomial kernel feature space.

Since not lying on a hyperplane (or on a hypersurface of degreed) in C
n is a non-trivial algebraic

property for any point which is added beyond then-th (resp. the
(n+d

d

)

-th) pointPi (interpreted as
polynomial inMk), our definition of genericity implies general position. This means that generic
polynomials f1, . . . , fm ∈ Mk (almost surely) have the deterministic property of being in general
position as stated in Definition 38. A converse is not true for two reasons: first, thePi are fixed and
no random variables. Second, even if one would define genericity in termsof random variables such
that the hyperplane (resp. hypersurface) conditions are never fulfilled, there are no statements made
on conditionals or algebraic properties other than containment in a hyperplane, also Lebesgue zero
sets are not excluded from occurring with positive probability.

Another example where genericity classically occurs is algebraic geometry,where it is defined
rather general for moduli spaces. While the exact definition may depend on the situation or the
particular moduli space in question, and is also not completely consistent, in most cases, genericity
is defined as follows: general, or generic, properties are properties which hold on a Zariski-open
subset of an (irreducible) variety, while very generic properties hold on a countable intersection
of Zariski-open subsets (which are thus paradoxically ”less” generic than general resp. generic
properties in the algebraic sense, as any general resp. generic property is very generic, while the
converse is not necessarily true). In our special situation, which is the affine parameter space of
tuples of polynomials, these definitions can be rephrased as follows:

Definition 39 Let B⊆ C
k be an irreducible algebraic set, let P= ( f1, . . . , fm) be a tuple of poly-

nomials, viewed as a point in the parameter space B. Then a statement resp. property A of P is
called very generic if it holds on the complement of some countable union of algebraic sets in B. A
statement resp. property A of P is called general (or generic) if it holdson the complement of some
finite union of algebraic sets in B.

This definition is more or less equivalent to our own; however, our definition adds the practical
interpretation of generic/very generic/general properties being true withprobability one, while their
negations are subsequently true with probability zero. In more detail, the correspondence is as
follows: If we restrict ourselves only to algebraic propertiesA, it is equivalent to say that the property
A is very generic, or general for theP in B, and to say with our original definition that a genericP
fulfilling B is alsoA; since if A is by assumption an algebraic property, it is both an algebraic set
and a complement of a finite (countable) union of algebraic sets in an irreducible algebraic set, so
A must be equal to an irreducible component ofB; sinceB is irreducible, this implies equality of
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A andB. On the other hand, ifA is an algebraic property, it is equivalent to say that the property
not-A is very generic, or general for theP in B, and to say with our original definition that a generic
P fulfilling B is not A - this corresponds intuitively to the probability-zero conditionP(A|B) = 0
which states that non-generic cases do not occur. Note that by assumption, not-A is then always the
complement of a finite union of algebraic sets.

B.3 Arithmetic of Generic Polynomials

In this subsection, we study how generic polynomials behave under classical operations in rings and
ideals. This will become important later when we study generic polynomials and ideals.

To introduce the reader to our notation of genericity, and since we will use the presented facts
and similar notations implicitly later, we prove the following

Lemma 40 Let f ∈ C[X1, . . . ,XD] be generic of degrees k. Then:
(i) The productα f is generic of degree k for any fixedα ∈ C\{0}.

(ii) The sum f+g is generic of degree k for any g∈ C[X1, . . . ,XD] of degree k or smaller.
(iii) The sum f+g is generic of degree k for any generic g∈C[X1, . . . ,XD] of degree k or smaller.

Proof (i) is clear since the coefficients ofg1 are multiplied only by a constant. (ii) follows directly
from the definitions since adding a constantg only shifts the coefficients without changing generic-
ity. (iii) follows since f ,g are independently sampled: if there were algebraic dependencies between
the coefficients off +g, then eitherf or g was not generic, or thef ,g are not independent, which
both would be a contradiction to the assumption.

Recall again what this Lemma means: for example, Lemma 40 (i) does not say, as one could
think:

“Let X be a generic random variable with values in the vector space of degreek polynomials.
ThenX = αX for anyα ∈ C\{0}.”

The correct translation of Lemma 40 (i) is:

“Let X be a generic random variable with values in the vector space of degreek polynomials.
ThenX′ = αX for any fixedα∈C\{0} is a generic random variable with values in the vector space
of degreek polynomials”

The other statements in Lemma 40 have to be interpreted similarly.

The following remark states how genericity translates through dehomogenization:

Lemma 41 Let f ∈ C[X1, . . . ,XD] be a generic homogenous polynomial of degree d.
Then the dehomogenization f(X1, . . . ,XD−1,1) is a generic polynomial of degree d in the polynomial
ring C[X1, . . . ,XD−1].
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Similarly, letsEC[X1, . . . ,XD] be a generic homogenous ideal. Let f∈ s be a generic homoge-
nous polynomial of degree d.
Then the dehomogenization f(X1, . . . ,XD−1,1) is a generic polynomial of degree d in the dehomog-
enization ofs.

Proof For the first statement, it suffices to note that the coefficients of a homogenous polynomial of
degreed in the variablesX1, . . . ,XD are in bijection with the coefficients of a polynomial of degree
d in the variablesX1, . . . ,XD−1 by dehomogenization. For the second part, recall that the dehomog-
enization ofs consists exactly of the dehomogenizations of elements ins. In particular, note that the
homogenous elements ofs of degreed are in bijection to the elements of degreed in the dehomog-
enization ofs. The claims then follows from the definition of genericity.

B.4 Generic Spans and Generic Height Theorem

In this subsection, we will derive the first results on generic ideals. We willderive an statement about
spans of generic polynomials, and generic versions of Krull’s principalideal and height theorems
which will be the main tool in controlling the structure of generic ideals. This hasimmediate
applications for the cumulant comparison problem.

Now we present the first result which can be easily formulated in terms of genericity:

Proposition 42 Let P be an algebraic property such that the polynomials with property P form a
vector space V. Let f1, . . . , fm∈ C[X1, . . .XD] be generic polynomials satisfying P. Then

rankspan( f1, . . . , fm) = min(m,dimV).

Proof It suffices to prove: ifi ≤M, then fi is linearly independent fromf1, . . . fi−1 with probability
one. Assuming the contrary would mean that for somei, we have

fi =
i−1

∑
k=0

fkck for someck ∈ C,

thus giving several equations on the coefficients offi . But these are fulfilled with probability zero
by the genericity assumption, so the claim follows.

This may be seen as a straightforward generalization of the statement: the span of n generic
points inCD has dimension min(n,D).

We now proceed to another nontrivial result which will now allow us to formulate a generic
version of Krull’s principal ideal theorem:

Proposition 43 Let Z⊆ CD be a non-empty algebraic set, let f∈ C[X1, . . .XD] generic. Then f is
no zero divisor inO(Z) = C[X1, . . .XD]/ I(Z).

Proof We claim: being a zero divisor inO(Z) is an irreducible algebraic property. We will prove
that the zero divisors inO(Z) form a linear subspace ofMk, and linear spaces are irreducible.
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For this, one checks that sums and scalar multiples of zero divisors are also zero divisors: if
g1,g2 are zero divisors, there must existh1,h2 such thatg1h1 = g2h2 = 0. Now for anyα ∈ C, we
have that

(g1+αg2)(h1h2) = (g1h1)h2+(g2h2)αh1 = 0.

This proves that(g1+αg2) is also a zero divisor, proving that the zero divisors form a linear sub-
space and thus an irreducible algebraic property.

To apply the genericity assumption to argue that this event occurs with probability zero, we
must exclude the possibility that being a zero divisor is trivial, that is, always the case. This is
equivalent to proving that the linear subspace has positive codimension,which is true if and only if
there exists a non-zero divisor inO(Z). But a non-zero divisor always exists since we have assumed
Z is non-empty: thus I(Z) is a proper ideal, andO(Z) containsC, which contains a non-zero divisor,
for example, the one element.

So by the genericity assumption, the event thatf is a zero divisor occurs with probability zero,
that is, a genericf is not a zero divisor. Note that this does not depend on the degree off .

Note that this result is already known, compare Conjecture B in Pardue (2010).
A straightforward generalization using the same proof technique is given by the following

Corollary 44 Let I EC[X1, . . . ,XD], let P be a non-trivial algebraic property. Let f∈ C[X1, . . .XD]
be a generic polynomial with property P. If one can write f= f ′ + c, where f′ is a generic
polynomial subject to some property P′, and c is a generic constant, then f is no zero divisor in
C[X1, . . . ,XD]/I .

Proof First note thatf is a zero divisor inC[X1, . . . ,XD]/I if and only if f is a zero divisor in
C[X1, . . . ,XD]/

√
I . This allows us to reduce to the case thatI = I(Z) for some algebraic setZ⊆CD.

Now, as in the proof of Proposition 43, we see that being a zero divisor inO(Z) is an irreducible
algebraic property and corresponds to a linear subspace ofMk, wherek = degf . The zero divisors
with propertyP are thus contained in this linear subspace. Now letf be generic with propertyP as
above. By assumption, we may writef = f ′+c. But c is (generically) no zero divisor, sof is also
not a zero divisor, since the zero divisors form a linear subspace ofMk. Thus f is no zero divisor.
This proves the claim.

Note that Proposition 43 is actually a special case of Corollary 44, since wecan write any
generic polynomialf as f ′+c, where f ′ is generic of the same degree, andc is a generic constant.

The major tool to deal with the dimension of generic intersections is Krull’s principal ideal
theorem:

Theorem 45 (Krull’s principal ideal theorem) Let R be a commutative ring with unit, let f∈ R
be non-zero and non-invertible. Then

ht〈 f 〉 ≤ 1,

with equality if and only if f is not a zero divisor in R.

The reader unfamiliar with height theory may take

htI = codimV(I )

as the definition for the height of an ideal (caveat: codimension has to be taken inR).
Reformulated geometrically for our situation, Krull’s principal ideal theoremimplies:
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Corollary 46 Let Z be a non-empty algebraic set inCD.Then

codim(Z∩V( f ))≤ codimZ+1.

Proof Apply Krull’s principal ideal theorem to the ringR= O(Z) = C[X1, . . . ,XD]/ I(Z).

Together with Proposition 43, one gets a generic version of Krull’s principal ideal theorem:

Theorem 47 (Generic principal ideal theorem) Let Z be a non-empty algebraic set inCD, let R=
O(Z), and let f∈ C[X1, . . . ,XD] be generic. Then we have

ht〈 f 〉= 1.

In its geometric formulation, we obtain the following result.

Corollary 48 Consider an algebraic set Z⊆ CD, and the algebraic setV( f ) for some generic
f ∈ C[X1, . . . ,XD]. Then

codim(Z∩V( f )) = min(codimZ+1, D+1).

Proof This is just a direct reformulation of Theorem 47 in the vein of Corollary 46.The only
additional thing that has to be checked is the case where codimZ = D+1, which means thatZ is
the empty set. In this case, the equality is straightforward.

The generic version of the principal ideal theorem straightforwardly generalizes to a generic
version of Krull’s height theorem. We first mention the original version:

Theorem 49 (Krull’s height theorem) Let R be a commutative ring with unit, letI = 〈 f1, . . . , fm〉E
R be an ideal. Then

htI ≤m,

with equality if and only if f1, . . . , fm is an R-regular sequence, that is, fi is not invertible and not a
zero divisor in the ring R/〈 f1, . . . , fi−1〉 for all i.

The generic version can be derived directly from the generic principalideal theorem:

Theorem 50 (Generic height theorem)Let Z be an algebraic set inCD, let I = 〈 f1, . . . , fm〉 be a
generic ideal inC[X1, . . . ,XD]. Then

ht(I(Z)+ I ) = min(codimZ+m, D+1).

Proof We will write R= O(Z) for abbreviation.
First assumem≤ D+ 1− codimZ. It suffices to show thatf1, . . . , fm forms anR-regular se-

quence, then apply Krull’s height theorem. In Proposition 43, we have proved thatfi is not a zero
divisor in the ringO(Z∩V( f1, . . . , fi−1)) (note that the latter ring is nonzero by Krull’s height the-
orem). By Hilbert’s Nullstellensatz, this is the same as the ringR/

√

〈 f1, . . . , fi−1〉. But by the defi-
nition of radical, this implies thatfi is no zero divisor in the ringR/〈 f1, . . . , fi−1〉, since if fi ·h= 0
in the first ring, we have

( fi ·h)N = fi · ( f N−1
i hN) = 0
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in the second. Thus thefi form an R-regular sequence, proving the theorem for the casem≤
D+1−codimZ.

If now m> k :=D+1−codimZ, the above reasoning shows that the radical of I(Z)+〈 f1, . . . , fk〉
is the module〈1〉, which means that those are equal. Thus

I(Z)+ 〈 f1, . . . , fk〉= I(Z)+ 〈 f1, . . . , fm〉= 〈1〉,

proving the theorem.
Note that we could have proved the generic height theorem also directly from the generic prin-

cipal ideal theorem by induction.

Again, we give the geometric interpretation of Krull’s height theorem:

Corollary 51 Let Z1 be an algebraic set inCD, let Z2 be a generic algebraic set inCD. Then one
has

codim(Z1∩Z2) = min(codimZ1+codimZ2, D+1).

Proof This follows directly from two applications of the generic height theorem 50:first for Z=CD

andZ2 = V(I ), showing that codimZ2 is equal to the numbermof generators ofI ; then, forZ = Z1

andZ2 = V(I ), and substitutingm= codimZ2.

We can now immediately formulate a homogenous version of Proposition 51:

Corollary 52 Let Z1 be a homogenous algebraic set inCD, let Z2 be a generic homogenous alge-
braic set inCD. Then one has

codim(Z1∩Z2) = min(codimZ1+codimZ2, D).

Proof Note that homogenization and dehomogenization of a non-empty algebraic setdo not change
its codimension, and homogenous algebraic sets always contain the origin. Also, one has to note
that by Lemma 41, the dehomogenization ofZ2 is a generic algebraic set inCD−1.

Finally, using Corollary 44, we want to give a more technical variant of thegeneric height
theorem, which will be of use in later proofs. First, we introduce some abbreviating notations:

Definition 53 Let f ∈ C[X1, . . .XD] be a generic polynomial with property P. If one can write
f = f ′+c, where f′ is a generic polynomial subject to some property P′, and c is a generic constant,
we say that f has independent constant term. If c is generic and independent with respect to some
collection of generic objects, we say that f has independent constant term with respect to that
collection.

In this terminology, Corollary 44 rephrases as: a generic polynomial with independent constant term
is no zero divisor. Using this, we can now formulate the corresponding variant of the generic height
theorem:
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Lemma 54 Let Z be an algebraic set inCD. Let f1, . . . , fm ∈ C[X1, . . . ,XD] be generic, possibly
subject to some algebraic properties, such that fi has independent constant term with respect to Z
and f1, . . . , fi−1. Then

ht(I(Z)+ I ) = min(codimZ+m, D+1).

Proof Using Corollary 44, one obtains thatfi is no zero divisor modulo I(Z)+ 〈 f1, . . . , fi+1〉. Using
Krull’s height theorem yields the claim.

B.5 Generic Ideals

The generic height theorem 50 has allowed us to make statements about the structure of ideals gener-
ated by generic elements without constraints. However, the idealI in our the cumulant comparison
problem is generic subject to constraints: namely, its generators are contained in a prescribed ideal,
and they are homogenous. In this subsection, we will use the theory developed so far to study
generic ideals and generic ideals subject to some algebraic properties, for example, generic ideals
contained in other ideals. We will use these results to derive an identifiability result on the marginal-
ization problem which has been derived already less rigorously in the supplementary material of von
Bünau et al. (2009) for the special case of Stationary Subspace Analysis.

Proposition 55 Let sEC[X1, . . . ,XD] be an ideal, having an H-basis g1, . . . ,gn. Let

I = 〈 f1, . . . , fm〉, m≥max(D+1,n)

with generic fi ∈ s such that

degfi ≥max
j

(degg j) for all 1≤ i ≤m.

ThenI = s.

Proof First note that since thegi form a degree-first Groebner basis, a genericf ∈ s is of the form

f =
n

∑
k=1

gkhk with generichk,

where the degrees of thehk are appropriately chosen, that is, deghk ≤ degf −deggk.
So we may write

fi =
n

∑
k=1

gkhki with generichki,

where thehki are generic with appropriate degrees, and independently chosen. We may also assume
that thefi are ordered increasingly by degree.

To prove the statement, it suffices to show thatg j ∈ I for all j. Now the height theorem 50
implies that

〈h11, . . .h1m〉= 〈1〉,
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since thehki were independently generic, andm≥ D+ 1. In particular, there exist polynomials
s1, . . . ,sm such that

m

∑
i=1

sih1i = 1.

Thus we have that
m

∑
i=1

si fi =
m

∑
i=1

si

n

∑
k=1

gkhki =
n

∑
k=1

gk

m

∑
i=1

sihki

= g1+
n

∑
k=2

gk

m

∑
i=1

sihki =: g1+
n

∑
k=2

gkh
′
k.

Subtracting a suitable multiple of this element from thef1, . . . , fm, we obtain

f ′i =
n

∑
k=2

gk(hki−h1ih
′
k) =:

n

∑
k=2

gkh
′
ki.

We may now considerh1ih′k as fixed, while thehki are generic. In particular, theh′ki have independent
constant term, and using Lemma 54, we may conclude that

〈h′21, . . . ,h
′
2m〉= 〈1〉,

allowing us to find an element of the form

g2+
n

∑
k=3

gk · . . .

in I . Iterating this strategy by repeatedly applying Lemma 54, we see thatgk is contained inI ,
because the idealsI ands have same height. Since the numbering for theg j was arbitrary, we have
proved thatg j ∈ I , and thus the proposition.

The following example shows that we may not take the degrees of thefi completely arbitrary in the
proposition, that is, the condition on the degrees is necessary:

Example 56 Keep the notations of Proposition 55. Lets = 〈X2−X2
1 ,X3〉, and fi ∈ s generic of

degree one. Then
〈 f1, . . . , fm〉= 〈X3〉.

This example can be generalized to yield arbitrarily bad results if the condition on the degrees is not
fulfilled.

However note that whens is generated by linear forms, as in the marginalization problem, the
condition on the degrees vanishes.

We may use Proposition 55 also in another way to derive a more detailed version of the generic
height theorem for constrained ideals:

Proposition 57 Let V be a fixed complete intersection set inCD, i.e. an algebraic set of codimension
d such that there exist d generators g1, . . . ,gd for I(V). Let f1, . . . , fm be generic forms inI(V) such
that degfi ≥ maxj (degg j) for 1≤ i ≤ m. Then we can writeV( f1, . . . , fm) = V ∪U with U an
algebraic set of

codimU ≥min(m, D+1),

the equality being strict for m< d.
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Proof If m≥ D+1, this is just a direct consequence of Proposition 55.
First assumem= d. Consider the situation moduloXm, . . . ,XD. This corresponds to looking at

the situation
V( f1, . . . , fm)∩H ⊆ H ∼= C

m−1,

whereH is the linear subspace given byXm = · · · = XD = 0. Since the coordinate system was
generic, the elementsfi will be also generic moduloX, . . . ,XD, and we have by Proposition 55
that V( f1, . . . , fm)∩H =V ∩H. Also, theH can be regarded as a generic linear subspace, thus by
Corollary 51, we see that V( f1, . . . , fm) consists ofV and possibly components of equal or higher
codimension. This proves the claim form= codimV.

The casem< d follows from Krull’s principal ideal theorem 45: it states that the codimension
of V( f1, . . . , fi) increases at most by one when increasingi by one; above, we have proved equality
for i = d. Thus, the codimension of V( f1, . . . , fi) must have beeni for everyi ≤ d. This yields the
claim.

Now we prove the remaining casem≥ d. We will assume thatm=D+1 and prove the statement
for the sets V( f1, . . . , fi),d≤ i ≤m. By the Lasker-Noether-Theorem, we may write

V( f1, . . . , fd) =V ∪Z1∪· · ·∪ZN

for finitely many irreducible componentsZ j with codimZ j ≥ d. Proposition 55 states that

V( f1, . . . , fm) =V.

For i ≥ d, write now
Z ji = Z j ∩V( f1, . . . , fi) = Z j ∩V( fd+1, . . . , fi).

With this, we have the equalities

V( f1, . . . , fi) = V( f1, . . . , fd)∩V( fd+1, . . . , fi)

=V ∪ (Z1∩V( fd+1, . . . , fi))∪· · ·∪ (ZN∩V( fd+1, . . . , fi))

=V ∪Z1i ∪· · ·∪ZNi.

for i ≥ d. Thus, reformulated, Proposition 55 states thatZ jm = ∅ for any j. We can now infer by
Krull’s principal ideal theorem 45 that

codimZ ji ≤ codimZ j,i−1+1

for anyi, j. But since codimZ jm =D+1, and codimZ jd ≥ d, this can only happen when codimZ ji ≥
i for anyd≤ i ≤m. Thus we may write

V( f1, . . . , fi) =V ∪U with U = Z1i ∪· · ·∪ZNi

with codimU ≥ i, which proves the claim form≥ codimV.

Note that depending onV and the degrees of thefi , it may happen that even in the generic case,
the equality in Proposition 57 is not strict form≥ codimV:
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Example 58 Let V be a generic linear subspace of dimensiond in CD, let f1, . . . , fm ∈ I(V) be
generic with degree one. Then V( f1, . . . , fm) is a generic linear subspace of dimension max(D−
m,d) containingV. In particular, if m≥ D− d, then V( f1, . . . , fm) = V. In this example,U =
V( f1, . . . , fm), if m< codimV, with codimensionm, andU = ∅, if m≥ codimV, with codimen-
sionD+1.

Similarly, one may construct generic examples with arbitrary behavior for codimU whenm≥
codimV, by choosingV and the degrees offi appropriately.

Algebraic sets which are not complete intersection sets are still contained in a complete inter-
section set of same dimension, so the following similar result holds for arbitrary algebraic sets:

Corollary 59 Let V be a fixed algebraic set inCD, of codimension d; let g1, . . . ,gd be a regular
sequence inI(V), let n be the cardinality of some H-basis ofI(V). Let f1, . . . , fm be generic forms in
I(V) such thatdegfi ≥maxj (degg j) for 1≤ i ≤m. Then we can writeV( f1, . . . , fm) =V ∪U with
an algebraic set U whose codimension satisfies

codimU = m if m≤ d

codimU ≥min(D+1+m−n,m,D+1) if m≥ d.

Proof This follows in analogy to Proposition 57.

Similarly as in the geometric version for the height theorem, we may derive the following geo-
metric interpretation of this result:

Corollary 60 Let V⊆ Z1 be fixed algebraic sets inCD. Let Z2 be a generic algebraic set inCD

containing V. Then

codim(Z1∩Z2\V)≥min(codim(Z1\V)+codim(Z2\V), D+1).

Informally, we have derived a height theorem type result for algebraicsets under the constraint that
they contain another prescribed algebraic setV.

We also give a homogenous version of Proposition 57, since the ideals we will consider are
homogenous complete intersection:

Corollary 61 Let V be a fixed homogenous complete intersection set inCD. Let f1, . . . , fm be
generic homogenous forms inI(V), satisfying the degree condition as in Proposition 57. Then
V( f1, . . . , fm) =V +U with U an algebraic set fulfilling

codimU ≥min(m, D).

In particular, if m> D, thenV( f1, . . . , fm) =V. Also, the maximal dimensional part ofV( f1, . . . , fm)
equals V if and only if m> D−dimV.

Proof This follows immediately by dehomogenizing, applying Proposition 57, and homogenizing
again.
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From this Corollary, we now can directly derive a statement on the necessary number of epochs
for the identifiability of the projection making several random variables appear identical. For the
convenience of the reader, we recall the setting and then explain what identifiability means. The
problem we consider in the main part of the paper can be described as follows:

Problem 62 Let X1, . . . ,Xm be random variables, let

qi = [T1, . . . ,TD]◦ (κ2(Xi)−κ2(Xm)) , 1≤ i ≤m−1

and
fi = [T1, . . . ,TD]◦ (κ1(Xi)−κ1(Xm)) , 1≤ i ≤m−1

be the corresponding cumulant polynomials in the formal variables T1, . . . ,TD. What can one say
about the set

S′ = V(q1, . . . ,qm−1, f1, . . . , fm−1).

If there is a linear subspaceSon which the cumulants agree, then theqi , fi vanish onS. If we assume
that this happens generically, the problem reformulates to

Problem 63 Let S be a d-dimensional linear subspace ofCD, let s = I(S), and let f1, . . . , fN be
generic homogenous quadratic or linear polynomials ins. How does S′ = V( f1, . . . , fN) relate to
S?.

Before giving bounds on the identifiability, we first begin with a direct consequence of Corol-
lary 61:

Remark 64 The highest dimensional part of S′ = V( f1, . . . , fN) is S if and only if

N > D−d.

For this, remark that I(S) is generated in degree one, and thus the degree condition in Corollary 61
becomes empty.

We can now also get an identifiability result forS:

Proposition 65 Let f1, . . . , fN be generic homogenous polynomials of degree one or two, vanishing
on a linear space S of dimension d> 0. Then S is identifiable from the fi alone if

N≥ D−d+1.

Moreover, if all fi are quadrics, then S is identifiable from the fi alone only if

N≥ 2.

Proof Note that thef1, . . . , fN are generic polynomials contained ins := I(S).
First assumeN ≥ D−d+1. We prove thatS is identifiable: using Corollary 61, one sees now

that the common vanishing set of thefi is S up to possible additional components of dimension
d−1 or less; that is, the radical of the ideal generated by thefi has a prime decomposition

√

〈 f1, . . . , fN〉= s∩p1∩· · ·∩pk,
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where thepi are of dimensiond−1 or less, whiles has dimensiond. So one can use one of the
existing algorithms calculating primary decomposition to identifys as the unique component of the
highest dimensional part, which proves identifiability ifN≥ D−d+1.

Now we prove the only if part: assume thatN = 1, that is, we have only a singlef1. Since f1 is
generic with the property of vanishing onS, we have

f1 =
D−d

∑
i=1

gihi ,

whereg1, . . . ,gD−d is some homogenous linear generating set for I(S), andh1, . . . ,hD−d are generic
homogenous linear forms. Thus, the zero set V( f1) also contains the linear spaceS′=V(h1, . . . ,hD−d)
which is a genericd-dimensional linear space inCD and thus different fromS; no algorithm can
decide whetherSor S′ is the correct solution, soS is not identifiable.

Note that there is no obvious reason for the lower boundN≥ D−d+1 given in Proposition 65
to be strict. While it is most probably the best possible bound which is inD andd, in general it may
happen thatScan be reconstructed from the ideal〈 f1, . . . , fN〉 directly. The reason for this is that a
generic homogenous variety of high enough degree and dimension does not need to contain a linear
subspace of fixed dimensiond in general.
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Ralf Fröberg and Joachim Hollman. Hilbert series for ideals generated by generic forms.Journal of
Symbolic Computation, 17(2):149 – 157, 1994. ISSN 0747-7171. doi: DOI:10.1006/jsco.1994.
1008.

Patrizia Gianni, Barry Trager, and Gail Zacharias. Groebner bases and primary decomposition of
polynomial ideals.Journal of Symbolic Computation, 6(2-3):149 – 167, 1988. ISSN 0747-7171.
doi: DOI:10.1016/S0747-7171(88)80040-3.

Paolo Gibilisco, Eva Riccomagno, Maria Piera Rogantin, and Henry P. Wynn. Algebraic and Geo-
metric Methods in Statistics. Cambridge University Press, 2010. ISBN 9780521896191.

Arthur Gretton, Karsten Borgwardt, Malte Rasch, Bernhard Schölkopf, and Alexander Smola. A
kernel method for the two sample problem. InAdvances in Neural Information Processing Sys-
tems 19, pages 513–520. MIT Press, 2007.

Satoshi Hara, Yoshinobu Kawahara, Takashi Washio, and Paul vonBünau. Stationary subspace
analysis as a generalized eigenvalue problem. InProceedings of the 17th international conference
on Neural information processing: theory and algorithms - Volume Part I, ICONIP’10, pages
422–429, Berlin, Heidelberg, 2010. Springer-Verlag.

Daniel Heldt, Martin Kreuzer, Sebastian Pokutta, and Hennie Poulisse. Approximate computation
of zero-dimensional polynomial ideals.Journal of Symbolic Computation, 44(11):1566 – 1591,
2009. ISSN 0747-7171. doi: DOI:10.1016/j.jsc.2008.11.010. In MemoriamKarin Gatermann.

Grete Hermann. Die Frage der endlich vielen Schritte in der Theorie der Polynomideale - unter
Benutzung nachgelassener Sätze von K. Hentzelt.Mathematische Annalen, 95(1):736 – 788,
1926. ISSN 0747-7171. doi: DOI:10.1007/BF01206635.

Harold Hotelling. The generalization of student’s ratio.Annals of Mathematical Statistics, 2(3):
360–378, 1932.

Anthony Iarrobino. Compressed algebras: Artin algebras having given socle degrees and maximal
length.Transactions of the American Mathematical Society, 285(1):337 – 378, 1984.
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Abstract
High density clusters can be characterized by the connectedcomponents of a level setL(λ) =
{x : p(x) > λ} of the underlying probability density functionp generating the data, at some ap-
propriate levelλ ≥ 0. The complete hierarchical clustering can be characterized by a cluster tree
T =

⋃
λ L(λ). In this paper, we study the behavior of a density level set estimateL̂(λ) and cluster

tree estimatêT based on a kernel density estimator with kernel bandwidthh. We define two no-
tions of instability to measure the variability ofL̂(λ) andT̂ as a function ofh, and investigate the
theoretical properties of these instability measures.
Keywords: clustering, density estimation, level sets, stability, model selection

1. Introduction

A common approach to identifying high density clusters is based on using levelsets of the density
function (see, for instance, Hartigan, 1975; Rigollet and Vert, 2009).Let X1, . . . ,Xn be a random
sample from a distributionP on R

d with density p. For λ > 0 define the level setL(λ) = {x :

p(x) > λ}. Assume thatL(λ) can be decomposed into disjoint, connected setsL(λ) =
⋃N(λ)

j=1 Cj .
Following Hartigan (1975), we refer toCλ = {C1, . . . ,CN(λ)} as thedensity clustersat levelλ. We
call the collection of clusters

T =
⋃
λ≥0

Cλ

the cluster treeof the densityp. Note thatT does indeed have a tree structure: ifA,B ∈ T then
either, A ⊂ B, or B ⊂ A or A∩B = /0. The cluster tree summarizes the cluster structure of the
distribution; see Stuetzle and Nugent (2009).

∗. Also in the Machine Learning Department.
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It is also possible to index the level sets by probability content. For 0< α < 1, define the level
setM(α) = L(λα), where

λα = sup{λ : P(L(λ))≥ α}.

If the density does not contain any jumps or flat parts, then there is a one-to-one correspondence
between the level sets indexed by the density level and the probability content. The cluster tree
obtained from the clusters ofM(α) for 0≤ α ≤ 1 is equivalent toT . Relabeling the tree in terms
of α may be convenient becauseα is more interpretable thanλ, but the tree is the same. Figure 1
shows the cluster tree for a density estimate of a mixture of three normals (usinga reference rule
bandwidth). The cluster tree’s two splits and subsequent three leaves correspond to the density
estimate’s modes. The tree is also indexed byλ, the density estimate’s height, on the left andα,
the probability content, on the right. For example, the second split corresponds toλ = 0.086 and
α = 0.257. We note here that determining the true clusters for even this seemingly simple univariate
distribution is not trivial for allλ; in particular, values ofλ near 0.04 and 0.09 will give ambiguous
results.

Figure 1: The cluster tree for a Gaussian kernel density estimate (normal reference rule bandwidth)
of a sample from the mixture(4/7)N(0,1)+ (2/7)N(3.5,1)+ (1/7)N(7,1); the tree is
indexed by bothλ (left) andα (right). The dashed curve indicates the true underlying
density. The gray lines indicateL(0.04), L(0.09).

In this paper we study some properties of clusters defined by density levelsets and cluster trees.
In particular, we consider their estimators based on a kernel density estimateand show how the
bandwidthh of the kernel affects the risk of these estimators. Then we investigate the notion of
stability for density-based clustering. Specifically, we propose two measures of instability. The
first, denoted byΞλ,n(h), measures the instability of a given level set. The second, denoted by
Γn(h), is a more global measure of instability.
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Investigation of the stability properties of density clusters is the main focus of the paper. Stabil-
ity has become an increasingly popular tool for choosing tuning parametersin clustering; see von
Luxburg (2009), Lange et al. (2004), Ben-David et al. (2006), Ben-Hur et al. (2002), Carlsson and
Memoli (2010), Meinshausen and Bühlmann (2010), Fischer and Buhmann (2003), and Rinaldo
and Wasserman (2010). The basic idea is this: clustering procedures inevitably depend on one or
more tuning parameters. If we choose a good value of the tuning parameter,then we expect that
the clusters from different subsets of the data should be similar. While this idea sounds simple, the
reality is rather complex. Figure 2 shows a plot ofΞn andΓn for our example. We see thatΞλ,n(h)
is a complicated function ofh while Γn(h) is much simpler. Our results will explain this behavior.

Figure 2: Plots of the fixed-λ instability (top)Ξλ,n(h) for λ= 0.09 and of the total variation instabil-
ity Γn(h) (bottom) for the mixture distribution in Figure 1 as functions of the bandwidth
h.

Below we briefly describe our contributions.

• We consider plug-in estimates of the level setsL(λ) corresponding to fixed density levelsλ
and also to the level setsL(λα) corresponding to fixed probability contentsα using kernel
density estimators. We analyze the statistical properties of these plug-in estimates and for-
mulate conditions on the density of the data generating distribution and on the kernel that
guarantee accurate recovery of the level sets asn becomes large.
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• We formulate a notion of cluster stability of the level sets based on a splitting of thethe data
that quantifies the variability of the level set estimators we consider. We construct an esti-
mator of the cluster instability and analyze its performance asn become large, and argue that
stability can provide a guidance on the optimal choice of the bandwidth parameter. As a result
of our analysis, we are able to provide a rigorous characterization of thelevels sets for which
the the uncertainty is larger and, therefore, for which the cluster tree canbe estimated with
a smaller degree of accuracy. Our results suggest that the sample complexity for successful
reconstruction of the cluster tree may vary significantly depending on whether we estimating
a portion of the tree that is far removed from a branching region or not, and for those portion
of the tree we provide some rates.

• We formulate and analyze a stronger notion of cluster stability that is based onthe total
variation distance between kernel density estimates computed over different data subsamples.
This second kind of stability is more global and has natural and interesting connections with
the problem of optimally estimating a density inL1 norm.

After the writing of the first draft of this paper we learned of the interestingand relevant contri-
butions by Chaudhuri and Dasgupta (2010), Kpotufe and von Luxburg (2011) and Steinwart (2011)
who all consider the problem of estimating the cluster tree. Our results provide a different per-
spective on this issue as we concern ourselves with quantifying, based on stability criteria, the
uncertainty of the cluster tree estimate. Furthermore, these papers only characterize the optimal
scaling of parameters to guarantee cluster tree recovery and do not provide a data-driven way to
choose these parameters. In this paper, we investigate stability as a means for data-adaptive choice
of parameters such as the kernel bandwidth.

The paper is organized as follows. In Section 2 we describe the assumptions on the density
and recall some facts about kernel density estimation. In Section 3 we construct plug-in estimates
L̂(λ) of the level setL(λ), T̂ of the cluster treeT , andM̂(α) of the level set indexed by probability
contentM(α). In Section 4 we define and study a notion of the stability ofL̂(λ) and extend it tôT .
We also consider an alternative version of our results when the level setsare indexed by probability
content. We then describe another notion of stability of cluster trees based on total variation that
leads to a constructive procedure for selecting the kernel bandwidth. In Section 5 we consider some
numerical examples. Section 6 contains a discussion of the results and the proofs are in Section
A. Throughout, we use symbols likec,c1,c2, . . . ,C,C1,C2, . . . , to denote various positive constants
whose value can change in different expressions.

2. Preliminaries

In this section we introduce some notation, state the assumptions on the density wewill be using
throughout and review some useful facts about kernel density estimation.

2.1 Notation

For x∈ R
d, let ‖x‖ denote its Euclidean norm. LetB(x,ε) = {y : ||x−y|| ≤ ε} ⊂ R

d denote a ball
centered atx with radiusε. For two setsA andB in R

d, their Hausdorff distance is

d∞(A,B) = inf{ε : A⊂ (B⊕ ε) and B⊂ (A⊕ ε)},
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whereA⊕ ε =
⋃

x∈AB(x,ε), and

A∆B= (A∩Bc)
⋃

(Ac∩B)

denotes the symmetric set difference. Finally, we letvd =
πd/2

Γ( d
2+1)

be the volume of thed-dimensional

Euclidean unit ball.
For sequences of real numbers{an} and{bn}, we writean = O(bn) if there exists aC> 0 such

that |an| ≤ C|bn| for all n large enough, and we will writean = ω(bn) if there exists a constant
C > 0 such that|an| ≥C|bn| for all n large enough. When{an} and{bn} are sequences of random
variables described by a probability measureP, we will write an = OP(bn) if, for any ε > 0, there
exists a constantC> 0 such that|an| ≤C|bn| with P-probability at least 1−ε for all n large enough.

We will be considering samples ofn independent and identically distributed random vectors
from an unknown probability measureP on R

d with Lebesgue densityp. If X andY are such
samples, we will denote withPX,Y the probability measures associated to them and withEX,Y the
corresponding expectation operator. Thus, ifA is an event depending onX andY, we will write
PX,Y(A) for its probability. Finally, for a sampleX = (X1, . . . ,Xn), we will denote withP̂X the
empirical measure associated with it; explicitly, for any measurable setA⊂ R

d,

P̂X(A) =
1
n

n

∑
i=1

I(Xi ∈ A).

2.2 Assumptions

We will use the following assumptions on the densityp and its local behavior around a given density
level λ.

(A0) Compact Support -The supportSof p is compact.

(A1) Lipschitz Density -Assume that

p∈ Σ(A)≡
{

p : |p(x)− p(y)| ≤ A||x−y||, for all x,y∈ S

}

for someA> 0.

(A2) Local density regularity atλ- For a given density level of interestλ, there exist constants
0< κ1 ≤ κ2 < ∞ and 0< ε0 such that, for allε < ε0,

κ1ε ≤ P({x: |p(x)−λ| ≤ ε})≤ κ2ε.

It is possible to formulate condition (A2) more generally in terms of powers ofε, that isεa.
However, as argued in Rinaldo and Wasserman (2010), the above statement typically holds with
a= 1 for almost allλ.

Assumptions (A1) and (A2) impose some mild regularity conditions on the density:(A1) im-
plies that the density cannot change drastically anywhere, while (A2) impliesthat the density cannot
be too flat or steep locally around the level set. In particular, (A2) is necessary to ensure that small
error in estimating the density level does not translate into a huge error in localizing the level set.
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We remark that this assumption is an extension of the Tsybakov noise-margin condition for classifi-
cation (see Mammen and Tsybakov, 1999; Tsybakov, 2004) to the densitylevel set context and has
been used in other work on density level-set estimation, such as Polonik (1995), Tsybakov (1997),
Cuevas et al. (2006), Rigollet and Vert (2009), Singh et al. (2009) and Rinaldo and Wasserman
(2010). Finally notice that (A0) and (A1) together imply that the densityp is bounded by some
positive constantpmax < ∞. These assumptions are stronger than necessary, but they simplify the
proofs. Notice in particular, that assumptions (A1) and (A2) each rule out the case of sharp clusters,
in which S is the disjoint union of a finite number of compact sets over whichp is bounded from
below by a positive constant. Finally, we remark that some of our results will only require a subset
of these assumptions.

2.3 Estimating the Density

To estimate the densityp based on the i.i.d. sampleX = (X1, . . . ,Xn), we use the kernel density
estimator

p̂h,X(u) =
1
n

n

∑
i=1

1
hd K

(
u−Xi

h

)
, u∈ R

d,

where the kernelK is a symmetric, non-negative function with compact support such that∫
Rd K(z)dz= 1 andh> 0 is the bandwidth. In some results we will consider specifically thespher-

ical kernel K(u) =
IB(0,1)(u)

vd
, u∈ R

d, whereIB(0,1)(·) denotes the indicator function of the Euclidean
ball B(0,1).

For h > 0, let ph(u) = EX[p̂h,X(u)]. Note thatph is the Lebesgue density of the probability
measure

Ph = P∗Kh,

where∗ denotes convolution of probability measures andKh denotes the probability measure of a
random variable with densityKh(z) = h−dK(z/h), z∈ R

d.
We note that the compactness ofK and assumption (A0) onp imply that the support ofPh is

compact, while assumption (A1) onp further yields thatph ∈ Σ(A), both statements holding for all
h≥ 0 (for a formal proof of the second claim, see the end of the proof of Lemma5). Below, we will
be concerned with given values of the density levelλ and of the probability parameterα ∈ (0,1)
and will impose the following assumptions.

(B2) Local density regularity atλ- For a given density levelλ, there exist positive constantsκ′
1 ≤

κ′
2, ε0 andH bounded away from 0 and∞, such that, for all 0≤ ε < ε0,

κ′
1ε ≤ inf

0≤h≤H
P({x: |ph(x)−λ| ≤ ε})≤ sup

0≤h≤H
P({x: |ph(X)−λ| ≤ ε})≤ κ′

2ε.

(B3) Local density regularity atα- For a given probability valueα, there exist positive constants
κ3, η0 andH bounded away from 0 and∞, such that, for all 0≤ η < |η0|,

sup
0≤h≤H

d∞(Mh(α),Mh(α+η))≤ κ3|η|,

whereMh(α) = {u : ph(u)> λα}.
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Conditions (B2) and (B3) are used only for some specific results from Section 4.1 and Section
3.2, respectively. This will be explicitly mentioned in the statement of such results. In particular,
condition (B2) is needed in order to explicitly state the behavior of the instability measure we define
below. We conjecture that (B2) follows from condition (A2) on the true density p and using kernels
with compact support. This assumption holds for all density levels that are not too close to a local
maxima or minima of the density. Assumption (B3) characterizes the regularity of the level sets of
ph and essentially states that the boundary of these level sets is well-behavedand not space-filling
(see Tsybakov, 1997; Singh et al., 2009, for analogous conditions).Both assumptions (B2) and (B3)
could be stated more generally by assuming some uniformity overλ andα respectively, but for the
sake of readability we state them as point-wise conditions.

Our analysis depends crucially on the quantity‖p̂h,X − ph‖∞ = supu∈Rd |p̂h,X(u)− ph(u)|, for
which we use a probabilistic upper established by Giné and Guillou (2002), to which the reader is
referred for details. To this end, we will make the following assumption on the kernelK:

(VC) The class of functions

F =

{
K

(
x−·

h

)
,x∈ R

d,h> 0

}

satisfies, for some positive numbersV andv,

sup
P

N(Fh,L2(P),ε‖F‖L2(P))≤
(

V
ε

)v

,

whereN(T;d;ε) denotes theε-covering number of the metric space(T,d), F is the envelope
function ofF and the supremum is taken over the set of all probability measuresP on R

d.
The quantitiesV andv are called the VC characteristics ofF .

Assumption (VC) holds for a large class of kernels, including, any compactly supported polynomial
kernel and the Gaussian kernel. The lemma below follows from Giné and Guillou (2002) (see also
Rinaldo and Wasserman, 2010).

Lemma 1 Assume that the kernel satisfies the VC property, and that

sup
t∈Rd

sup
h>0

∫
Rd

K2
h(t −x)dP(x)< B< ∞.

There exist positive constants K1, K2 and C, which depends on B and the VC characteristic of K
such that the following hold:

1. For everyε > 0 and h> 0, there exists n(ε,h) such that, for all n≥ n(ε,h)

PX (‖p̂h,X − ph‖∞ > ε)≤ K1e−K2nε2hd
. (1)

2. Let hn → 0 as n→ ∞ in such a way that

nhd
n

logn
→ ∞. (2)

Then, there exist a constant K3 and a number n0 ≡ n0(d,K3) such that, settingεn =
√

K3 logn
nhd

n
,

PX (‖p̂hn,X − phn‖∞ > εn)≤
1
n
, (3)

for all n ≥ n0(d,K3).
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The numbers n(ε,h) and n0 depend also on the VC characteristic of K and on B. Furthermore,
n(ε,h) is decreasing in bothε and h.

This result requires virtually no assumptions onp and only minimal assumptions on the kernel,
which are satisfied by the most commonly used kernels.

The constraint in Equation (2), which in general cannot be dispensed with, has a subtle but
important implication for our later results on instability. In fact, it implies that the bandwidth pa-

rameterhn is only allowed to vanish at a slower rate than
(

logn
n

)1/d
. As a result, our measures

of instability defined in Sections 4.1 and 3.2 can be reliably estimated for values of the bandwidth

h ≫
(

logn
n

)1/d
. Indeed, the threshold value

(
logn

n

)1/d
is of the same order of magnitude of the

maximal spacing among the points in a sample of sizen from P (see, for instance, Penrose, 2003).

3. Estimating the Level Set and Cluster Tree

For a given density levelλ and kernel bandwidthh, the estimated level set iŝLh,X(λ)= {x : p̂h,X(x)>
λ}. The clusters (connected components) ofL̂h,X(λ) are denoted bŷCh,λ and the estimated cluster
tree is

T̂h =
⋃
λ≥0

Ĉh,λ.

3.1 Fixedλ

We measure the quality of̂Lh,X(λ) as an estimator ofL(λ) using the loss function

L(h,X,λ) =
∫

L(λ)∆L̂h,X(λ)
p(u)du,

where we recall that∆ denotes the symmetric set difference. The performance of plug-in estimators
of density level sets has been studied earlier, but we state the results herein a form that provides
insights into the performance of instability measures proposed in the next section.

Theorem 2 Assume that the density p satisfies conditions (A0) and (A1) and let D=
∫ ‖z‖K(z)dz

(which is finite by compactness of K). For any sequence hn = ω((logn/n)1/d), let

εn =

√
K3 logn

nhd
n

and
rhn,εn,λ = P({u: |p(u)−λ|< ADhn+ εn}) .

Then, for all n≥ n(n0,λ,A,D,d),

PX
(
L(hn,X,λ)≤ rhn,εn,λ

)
≥ 1− 1

n
.

If assumption (A2) holds for the density levelλ, then for all n≥ n(n0,λ,A,D,ε0,d),

PX

(
L(hn,X,λ)≤ κ2(ADhn+ εn)

)
≥ 1− 1

n
.
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The following corollary characterizes the optimal scaling of the bandwidth parameterhn that
balances the approximation and estimation errors.

Corollary 3 The value of h that minimizes the bound onL is

h∗n = c

(
n

logn

)− 1
d+2

,

where c> 0 is an appropriate constant.

3.2 Fixedα

Often it is more natural to index the density clusters by the probability mass contained in the cor-
responding high-density regions, instead of the associated density levels. The level set estimator
indexed by the probability contentα ∈ (0,1) is given as

M̂h,X(α) = L̂h,X (̂λh,α,X),

where

λ̂h,α,X = sup

{
λ : P̂X({u : p̂h,X(u)> λ})≥ α

}
(4)

and p̂h,X is the kernel density estimate computed using the dataX with bandwidthh. This estimator
was studied by Cadre et al. (2009), though using different techniquesand in different settings than
ours.

Let α ∈ (0,1) be fixed and define

λh,α = sup{λ : P(ph(X)> λ)≥ α}.

We first show that the deviation|λh,α −λα| is of orderh, uniformly overα, under the very general
assumption that the true densityp is Lipschitz.

Lemma 4 Assume the true density p satisfies the conditions (A0) and (A1). Then, forany h> 0,

sup
α∈(0,1)

|λh,α −λα| ≤ ADh,

where D=
∫
Rd ‖z‖K(z)dz.

Remark: More generally, ifp is assumed to be Ḧolder continuous with parameterβ then, under
additional mild integrability conditions onK, it can be shown that|λh,α −λα| = O(hβ), uniformly
in α.

The following lemma bounds the deviation of|̂λh,α,X −λh,α|.

Lemma 5 Assume that the true density satisfies (A0)-(A1) and the density level setsof ph corre-
sponding to probability contentα satisfy (B3). Then, for any0< h≤ H, anyε < η0−1/n, and all
n≥ n(ε,h),

PX

(
|̂λh,α,X −λh,α| ≥ ε(Aκ3+1)+Aκ3/n

)
≤ K1e−K2nhdε2

+8ne−nε2/32, (5)

where A is the Lipschitz constant andκ3 is the constant in (B3).
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Using Lemma 4 and Lemma 5, we immediately obtain the following bound on the deviation of
the estimated level̂λh,α,X from the true density levelλα corresponding to probability contentα.

Corollary 6 Under the same conditions of Lemma 5,

PX

(
|̂λh,α,X −λα| ≥ ADh+ ε(Aκ3+1)+Aκ3/n

)
≤ K1e−K2nhdε2

+8ne−nε2/32.

We now study the performance of the level set estimator indexed by probability content using
the following loss function

L∗(h,X,α) = P(M(α)∆M̂h,X(α)) =
∫

M(α)∆M̂h,X(α)
p(u)du.

Theorem 7 Assume that the density p satisfies conditions (A0) and (A1) and the level set of ph

indexed by probability contentα satisfies (B3). For any sequence hn = ω((logn/n)1/d), let

εn =

√
K3 logn

nhd
n

and set
C1,n = ADhn+ εn, C2,n = ADhn+(Aκ3+1)εn+Aκ3/n

and
rhn,εn,α = P({u: |p(u)−λα| ≤C1,n+C2,n}) .

Then, for hn = ω((logn/n)1/d) and hn ≤ H, we have for all n≥ n(n0,η0,K3,d),

PX(L
∗(hn,X,α)≤ rhn,εn,α)≥ 1− 2

n
.

In particular, if assumption (A2) also holds for density levelλα, then, for all n≥ n(n0,η0,K3),

PX (L
∗(hn,X,α)≤ κ2(C1,n+C2,n))≥ 1− 2

n
.

Corollary 8 The value of h that minimizes the upper bound onL is

h∗n,α = c

(
n

logn

)− 1
d+2

where c> 0 is a constant.

4. Stability

The lossL is a useful theoretical measure of clustering accuracy. Balancing the terms in the upper
bound on the loss gives an indication of the optimal scaling behavior ofh. But estimating the loss
is difficult and the value of the constantc in the expression forh∗n is unknown. Thus, in practice,
we need an alternative method to determineh. Instead of minimizing the loss, we consider using
the stability ofL̂h,X(λ) andT̂h to chooseh. As we discussed in the introduction, stability ideas have
been used for clustering before. But the behavior of stability measures can be quite complicated. For
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example, in the context of k-means clustering and related methods, Ben-David et al. (2006) showed
that minimizing instability leads to poor clustering. On the other hand, Rinaldo and Wasserman
(2010) showed that, for density-based clustering, stability-based methods can sometimes lead to
good results. This motivates us to take a deeper look at stability for density clustering. In this
section, we investigate two measures of cluster stability.

The first measure of cluster stability we analyze is thelevel set stability, which we denote, for a
fixed density levelλ and a varying bandwidth valueh, with Ξλ,n(h). Assuming for convenience that
the sample size is 3n, we randomly split the data into three pieces(X,Y,Z) each of sizen. Let p̂h,X

be the density estimator constructed fromX and p̂h,Y be the density estimator constructed fromY.
The sample instability statistic is

Ξλ,n(h) = P̂Z(L̂h,X(λ)∆L̂h,Y(λ)), (6)

whereP̂Z denote the empirical measure induced byZ. The measureΞλ,n(h) is the stability of a fixed
level set, as a function ofh. We will see thatΞn has surprisingly complex behavior. See Figure
2. First of all,Ξn(0) = 0. This is an artifact and is due to the fact that the level sets get small as
h→ 0. Ash increases,Ξλ,n(h) first increases and then gets smaller. Once it gets small enough, the
level sets have become stable and we have reached a good value ofh. However, after this point,
Ξλ,n(h) continues to rise and fall. The reason is that, ash gets larger,ph(x) decreases. Every time
we reach a value ofh such that a mode ofph has heightλ, Ξλ,n(h) will increase. Ξλ,n(h) is thus
a non-monotonic function whose mean and variance become large at particular values ofh. This
behavior will be described explicitly in the theory and simulations that follow. Asa practical matter,
sinceΞλ,n(h) vanishes for very small values ofh, we recommend to exclude all values ofh before
the first local maximum ofΞλ,n(h). Then, a reasonable choice ofh is the smallest valueh∗ for
which Ξλ,n(h) remains less than some maximal pre-specified probability valueβ for the empirical
instability, such as 5% or 10%, for allh≥ h∗. The parameterβ is an entirely subjective quantity to
be chosen by the practitioner, akin to the type-I-error parameter in standard hypothesis testing, and
quantifies the maximal amount of empirical instability that one is willing to accept.

The second measure of cluster stability we consider is thetotal variationstability, denoted, for a
varying value of the bandwidthh, asΓn(h). Assuming again for simplicity that the sample is of size
2n, we randomly split the data into two parts(X,Y) of equal sizesn. Then, for a given bandwidth
h, we compute separately on each of the two samplesX andY the kernel density estimateŝph,X and
p̂h,Y, respectively. The total variation stability is defined to be the quantity

Γn(h)≡ sup
B∈B

∣∣∣∣
∫

B
p̂h,X(u)du−

∫
B

p̂h,Y(u)du

∣∣∣∣=
1
2

∫
|p̂h,X(u)− p̂h,Y(u)|du, (7)

where the supremum is over all Borel setsB. Note that the total variation stability is a function ofh.
Unlike the level set stability, the total variation stability is a global measure of cluster stability in the
sense that it takes into account the difference betweenp̂h,X and p̂h,Y overall all measurable sets, not
just over the level sets. Thus, total variation stability is a much stronger notionof cluster stability.
In fact, whenΓn(h) is small, the whole cluster tree is stable. It turns out that the behavior ofΓn(h)
is much simpler. It is monotonically decreasing as a function ofh. In this case we recommend
choosingh to be the smallest bandwidth valueh∗ for which the instability is no larger than a pre-
specified probability valuesβ ∈ (0,1), that isΓn(h∗)≤ β.

The motivation for choosing the bandwidth parameterh in the way described above is as follows.
We cannot estimate loss exactly. But we can use the instability to estimate variability.Our choice of
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h corresponds to making the bias as small as possible while maintaining control over the variability.
This is very much in the spirit of the Neyman-Pearson approach to hypothesis testing where one tries
to make the power of a test as large as possible while controlling the probability of false positives.
Put another way,Ph = P∗Kh has a blurred version of the shape information inP. We are choosing
the smallest h such that the shape information in Ph can be reliably recovered.

Before getting into the details, which turn out to be somewhat technical, here isa very loose
description of the results. For largeh, Γn(h)≈ 1/

√
nhd. On the other hand,Ξλ,n(h) tends to oscillate

up and down corresponding to the presence of modes of the density. In regions where it is small, it
also behaves like 1/

√
nhd.

4.1 Level Set Stability

For the analysis of the level set stability we focus on a single level set indexed by some density level
valueλ ≥ 0. Consider two independent samplesX = (X1, . . . ,Xn) andY = (Y1, . . . ,Yn) and set

ξλ,n(h) = EXY

(
P
(

L̂h,X(λ)∆L̂h,Y(λ)
))

.

The quantityξλ,n(h) measures the expected disagreement between level sets based on two samples
as a function of the bandwidthh.

The definition ofξλ,n depends onP which, of course, we do not know. To estimateξλ,n(h) we
use the sample instability statistic defined above in Equation (6), where it was assumed for simplicity
that the sample size is 3n and the data were randomly split into three pieces(X,Y,Z) each of sizen.
It is immediate to see that the expectation of the sample instability statistic is preciselyξλ,n(h), that
is

ξλ,n(h) = EX,Y,Z[Ξλ,n(h)].

Note that since we are using the empirical distributionP̂Z, the sample instability can be rewritten
as

Ξλ,n(h) =
1
n

n

∑
i=1

I(Zi ∈ (L̂h,X(λ)∆L̂h,Y(λ)))

=
1
n

n

∑
i=1

I(sign(p̂h,X(Zi)−λ) 6= sign(p̂h,Y(Zi)−λ)).

The above equation show that, for a fixedλ, Ξλ,n(h) is obtained as the fraction of the observations
in Z wherep̂h,X(Zi)< λ < p̂h,Y(Zi) or p̂h,X(Zi)> λ > p̂h,Y(Zi). This representation is closely tied to
the use of thesample level setsto construct the cluster tree (Stuetzle and Nugent, 2009) where each
level set is represented only by the observations associated with its connected components rather
than the feature space. Using the empirical distributionP̂Z also removes the need to determine the
exact shape of the level sets of the density estimate. The top graph of Figure 2 shows the sample
instability as a function ofh for λ = 0.09 for our example distribution depicted in Figure 1. Note
that the instability initially drops and then oscillates before dropping to zero ath= 7.08, indicating
the multi-modality seen in Figure 1. More discussion of this example is in Section 5.

As mentioned at the end of section 2.3, for values ofh≪
(

logn
n

)1/d
, the kernel density estimate

p̂h is no longer a reliable estimate ofph. The following simple but important boundary properties of
Ξn andξ describes the behavior of the empirical and expected instability whenh is either too small
or too large.
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Lemma 9 For fixed n andλ > 0,

lim
h→0

ξλ,n(h) = lim
h→∞

ξλ,n(h) = lim
h→0

Ξλ,n(h) = lim
h→∞

Ξλ,n(h) = 0,

where the last two limits occurs almost surely. In particular,ξλ,n(h) = O(hd), as h→ 0.

We now study the behavior of the mean functionξλ,n(h). Let u ∈ R
d, h > 0 andε > 0, and

define
πh(u) = PX(p̂h,X(u)> λ) and Uh,ε = {u: |ph(u)−λ|< ε}. (8)

Theorem 10 Let u∈ R
d, h> 0 andε > 0.

1. The following identity holds:

ξλ,n(h) = 2
∫
Rd

πh(u)(1−πh(u))dP(u).

2. Also, for all n≥ n(ε,h),

rh,ε Ah,ε ≤ ξλ,n(h)≤ rh,ε Ah,ε +2K1e−K2nhdε2
,

where rh,ε = P(Uh,ε),

Ah,ε = sup
u∈Uh,ε

2πh(u)(1−πh(u))

and
Ah,ε = inf

u∈Uh,ε
2πh(u)(1−πh(u)).

Part 2 of the previous theorem implies that the behavior ofξ is essentially captured by the
behavior of the probability contentrh,ε. This quantity is, in general, a complicated function of both
h andε. While it is easy to see that, for fixedh and a sufficiently well-behaved densityp, rh,ε → 0 as
ε → 0, for fixedε, rh,ε can instead be a non-monotonic function ofh. See, for example, the bottom
right plot in Figure 3, which displays the valuesrh,ε as a function ofh ∈ [0,4.5] and forε equal
to 0.02, 0.05 and 0.1 for the mixture density of Figure 1. In particular, the fluctuations ofrh,ε as
a function ofh are related to the values ofh for which the critical points ofph are in the interval
[λ− ε,λ+ ε]. The main point to notice is thatrh,ε is a complicated, non-monotonic function ofh.
This explains whyΞn(h) is non-monotonic inh.

We now provide an upper and lower bound on the values ofAh,ε andAh,ε, respectively, under the
simplifying assumption thatK is the spherical kernel. Notice that, whileAh,ε remains bounded away
from ∞ for any sequenceεn → 0 andhn = ω(n−1/d), the same is not true forAh,ε, which remains
bounded away from 0 as long asεn = Θ( 1

nhd
n
) andhn = ω(n−1/d).

Lemma 11 Assume that K is the spherical kernel and let0< ε ≤ λ/2. For a givenδ ∈ (0,1), let

h(δ,ε) = sup
{

h : sup
u∈Uh,ε

P(B(u,h))≤ 1−δ
}
.
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Figure 3: Top plots and left bottom plot: two densitiesph corresponding to the mixture distribution
of Figure 1 forh= 0, the true density (in black) andh= 4.5 (in red); the horizontal lines
indicate the level set value ofλ = 0.09,λ+ ε andλ− ε, for ε equal to 0.02, 0.05 and 0.1.
Right bottom plot: probability content valuesrh,ε as a function ofh∈ [0,4.5] for the three
values ofε.

Then, for all h≤ h(δ,ε),

Ah,ε ≤ 2

(
1−Φ

(
−
√

nhdε
2vd

3λ

)
+

C(δ,λ)√
nhd

)2

,

and

Ah,ε ≥ 2

(
1−Φ

(√
nhdε

2vd

δλ

)
− C(δ,λ)√

nhd

)2

,

whereΦ denote the cumulative distribution function of a standard normal random variable and

C(δ,λ) =
33
4

√
2

δvdλ
.
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The dips in Figure 2 correspond to values for whichph does not have a mode at heightλ. In this
case, (B2) holds and we haverh,ε = Θ(ε). Now choosingε ≈

√
logn/(nhd) for the upper bound

andε ≈
√

1/(nhd) for the lower bound, we have thatAh,ε andAh,ε are bounded, and the theorem
yields √

C1

nhd ≤ ξλ,n(h)≤
√

C2 logn
nhd .

Next we investigate the extent to whichΞλ,n(h) is concentrated around its meanξλ,n(h) =
E[Ξλ,n(h)]. We first point out that, for any fixedh, the variance of the instability can be bounded by
ξλ,n(h)(1/2−ξλ,n(h)).

Lemma 12 For any h> 0,

Var[Ξλ,n(h)]≤ ξλ,n(h)

(
n+1
2n

−ξλ,n(h)

)
≈ ξλ,n(h)

(
1
2
−ξλ,n(h)

)
.

The previous results highlight the interesting feature that the empirical instability will be less
variable around the values ofh for which the expected instability is very small (close to 0) or very
large (close to 1/2).

Lemma 13 Suppose that h> 0, ε > 0, η ∈ (0,1) and t> 0 are such that

t(1−η)≥ rh,ε +2K1e−K2nε2hd
, (9)

where rh,ε = P(Uh,ε). Then, for all n≥ n(ε,h),

PX,Y,Z
(∣∣Ξλ,n(h)−ξλ,n(h)

∣∣> t
)
≤ e−ntCη +2K1e−nK2hdε2

where

Cη = 9(1−η)

(
3−2η

3(1−η)
−
√

3−η
3(1−η)

)
.

4.2 Stability of Level Sets Indexed by Probability Content

As in the fixed-λ case, we assume for simplicity that the sample has size 3n and split it equally in
three parts:X, Y andZ. We now define the fixed-α instability as

Ξα,n(h) = P̂Z(M̂h,X(α)∆M̂h,Y(α)),

where
M̂h,X(α) = {x: p̂h,X(x)> λ̂h,α,X},

with λ̂h,α,X estimated as in (4) using the points inX; we similarly estimateM̂h,Y(α). As before,P̂Z

denote the empirical measure arising fromZ. Again, we use the observations to representM̂h,X,
M̂h,Y as done forΞλ,n(h) for a fixedλ. Examples ofΞα,n(h) as a function ofh,α can be seen in
Section 5.

The expected instability is
ξα,n(h) = EX,Y,Z[Ξα,n(h)].

We begin by studying the behavior of the expected instability.
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Theorem 14 Let u∈ R
d, h> 0 andε > 0, and set

πh,α(u) = PX(p̂h,X(u)> λ̂h,α,X) and Uh,2ε,α = {u: |ph(u)−λα,h| ≤ 2ε}.
1. The expected instability can be expressed as

ξα,n(h) = EX,Y,Z[Ξα,n(h)] = 2
∫
Rd

πh,α(u)(1−πh,α(u))dP(u).

2. Letε < η0−1/n andε̃ = ε(Aκ3+1)+Aκ3/n. Then, for all n≥ n(ε,h),

P(Uh,2̃ε,α)Ah,ε,α ≤ ξλ,n(h)≤ P(Uh,2̃ε,α)Ah,ε,α +4K1e−K2nhdε2
+16ne−nε2/32,

where
Ah,ε,α = sup

u∈Uh,2̃ε,α

2πh,α(u)(1−πh,α(u))

and
Ah,ε,α = inf

u∈Uh,2̃ε,α
2πh,α(u)(1−πh,α(u)).

3. Assume in addition that K is the spherical kernel and thatε̃ ≤ infh
λh,α

4 . For a givenδ ∈ (0,1),
let

h(δ,ε,α) = sup
{

h : sup
u∈Uh,̃ε,α

P(B(u,h))≤ 1−δ
}
.

Then, for all h≤ h(δ,ε,α),

Ah,ε,α ≤ 2

(
1−Φ

(
−3

√
nhdε̃

2vd

3λh,α

)
+

C(δ,λh,α)√
nhd

+4K1e−K2nhdε2
+16ne−nε2/32

)2

,

and

Ah,ε,α ≥ 2

(
1−Φ

(
3
√

nhdε̃
2vd

δλh,α

)
− C(δ,λh,α)√

nhd
−4K1e−K2nhdε2 −16ne−nε2/32

)2

,

whereΦ denote the cumulative distribution function of a standard normal random variable
and

C(δ,λh,α) =
33
4

√
2

δvdλh,α
.

As for the fluctuations ofΞα,n(h) around its mean, we can easily obtain a result similar to the
one we obtain in Lemma 13.

Lemma 15 Let h> 0, ε > 0, η ∈ (0,1) and t be such that

t(1−η)≥ rh,ε,α +4K1e−K2nhdε2
+16ne−nε2/32,

where rh,ε,α = P({u: |ph(u)−λh,α| ≤ 2̃ε}), with ε̃ = ε(Aκ3+1)+Aκ3/n. Then, for all n≥ n(ε,h),

PX,Y,Z (|Ξα,n(h)−ξα,n(h)|> t)≤ e−ntCη +4K1e−K2nhdε2
+16ne−nε2/32,

where

Cη = 9(1−η)

(
3−2η

3(1−η)
−
√

3−η
3(1−η)

)
.

The proof is basically the same as the proof of Lemma 13, except that we have to restrict our
analysis to the event described in Equation (29). We omit the details.
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4.3 Stability for Density Cluster Trees

The stability properties of the cluster tree can be easily derived from the results we have established
so far. To this end, for a fixedh> 0, define the level set ofph

Lh(λ) = {u : ph(u)> λ}

and recall its estimator based on the kernel density estimatorp̂h,X:

L̂h,X(λ) = {u: p̂h,X(u)> λ}.

Let Nh(λ), N̂h,X(λ) be the number of connected components of the setsLh(λ) andL̂h,X(λ), respec-
tively. Notice that̂Lh,X(λ) is a random set. Also, denote withC1, . . . ,CNh(λ) andĈ1, . . . ,ĈN̂h,X(λ) the

connected components ofLh(λ) andL̂h,X(λ), respectively.
When building cluster trees, the value of the bandwidthh is kept fixed and the values of the

level λ vary instead. It has been observed empirically (see, for instance Stuetzle and Nugent, 2009)
that the uncertainty of cluster tree estimators depend on the particular value of λ at which the tree
is observed. In order to characterize the behavior of the cluster tree, we propose the following
definition, which formalize the case in which the clustersC1, . . . ,CNh(λ′) persist for eachλ′ in a
neighborhood ofλ.

Definition 16 A level set valueλ is (h,ε)-stable, withε > 0 and h> 0, if

Nh(λ) = Nh(λ′), ∀λ′ ∈ (λ− ε,λ+ ε)

and, for anyλ− ε < λ1 < λ2 < λ+ ε,

Ci(λ2)⊆Ci(λ1), ∀i = 1, . . . ,Nh(λ).

If the levelλ is (h,ε)-stable, then the cluster tree estimate at levelλ is an accurate estimate of the
true cluster tree, in a sense made precise by the following result, whose proof follows easily from
the proofs of our previous results and Lemma 2 in Rinaldo and Wasserman (2010).

Lemma 17 If λ is (h,ε)-stable, then, for all large n≥ n(ε,λ), with probability at least1− 1
n,

1. Nh(λ) = N̂h,X(λ);

2. there exists a permutationσ on {1, . . . ,Nh(λ)} such that, for every connected component Cj

of Lh(λ− ε) there exists onêCσ( j) for which

Cj ⊆ Ĉσ( j);

3. P(L̂h,X(λ)∆Lh(λ))≤ P({u : |ph(u)−λ|< ε}).
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Remarks.

1. If ph is smooth (which is the case if, for instance, the kernel orp are smooth), the values of
λ which are not(h,ε)-stable are values for which the setUλ′,h,ε contains critical points ofph,
that is

inf
u∈Uλ′,h,ε

‖∇ph(u)‖= 0 for someλ′ ∈ (λ− ε,λ+ ε),

where∇ph denotes the gradient ofp. For those values, the probability ofNh(λ) 6= N̂h,X(λ)
can be quite large, since the setL̂h,X∆Lh(λ) may have a relatively largeP-mass.

2. Conversely, ifph is smooth (which is the case if, for instance, the kernel orp are smooth) and
infu∈Uλ,h,ε ‖∇ph(u)‖> δ, thenλ is (h,ε)-stable for a small enoughε.

The above result has a somewhat limited practical value, because the notionof a (h,ε)-stableλ
depends on the unknown densityph. In order to get a better sense of whichλ’s are(h,ε)-stable or
not, we once again resort to evaluate the instability of the clustering solution viadata splitting. In
fact, essentially all of our previous results about instability from section 4.1carry over to these new
settings by treatingh fixed and lettingλ vary. To express this changes explicitly, we will adopt a
slightly different notation for quantities we have already considered. In particular, we let

Uλ,ε = {u: |ph(u)−λ|< ε},
rλ,ε = P(Uλ,ε),

πλ(u) = PX(p̂h,X(u)> λ),
Aλ,ε = supu∈Uλ,ε

2πλ(u)(1−πλ(u))

and
Aλ,ε = inf

u∈Uλ,ε
2πλ(u)(1−πλ(u)).

We divide the sample size into three distinct groups,X, Y andZ, of equal sizesn. For a fixed
bandwidthh, we define the instability of the density cluster tree as the random functionTh,n : R≥0 7→
[0,1] given by

λ → P̂Z(L̂h,X(λ)∆L̂h,Y(λ))

and denote its expectation by
τh,n(λ) = EX,Y,Z[Th,n(λ)].

For any fixedh, the behavior ofTh,n(λ) andτh,n(λ) is essentially governed byrλ,ε. The following
result describes some of the properties of the density tree instability. We omit itsproof, because it
relies essentially on the same arguments from the proofs of the results described in section 4.1.

Corollary 18

1. For anyλ > 0, the expected cluster tree instability can be expressed as

τh,n(λ) = 2
∫

πλ(u)(1−πλ(u))dP(u).

2. For anyε > 0 andλ > 0,

Aλ,εrλ,ε ≤ τh,n(λ)≤ Aλ,εrλ,ε +2K1e−K2nhdε2
,

for all n large enough.
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3. Assume that K is the spherical kernel. For anyλ > 0, let 0< ε ≤ λ
2 and let

δ = 1−sup
u

P(B(u,h)).

Then,

Aλ,ε ≤ 2

(
1−Φ

(
−
√

nhdε
2vd

3λ

)
+

C(δ,λ)√
nhd

)2

,

and

Aλ,ε ≥ 2

(
1−Φ

(√
nhdε

2vd

δλ

)
− C(δ,λ)√

nhd

)2

,

whereΦ denote the cumulative distribution function of a standard normal random variable
and

C(δ,λ) =
33
4

√
2

δvdλ
.

4. For any h> 0, ε > 0, η ∈ (0,1) let t by such that

t(1−η)≥ rλ,ε +2K1e−K2nε2hd
,

Then, for all n≥ n(ε,h),

PX,Y,Z (|Th,n(λ)− τh,n(λ)|> t)≤ e−ntCη +2K1e−nK2hdε2
.

with

Cη = 9(1−η)

(
3−2η

3(1−η)
−
√

3−η
3(1−η)

)
.

Collectively, the results above results show that the cluster tree ofph can be estimated more
accurately for values ofλ for which the quantityrλ,ε remain small, withε a term vanishing inn. In
particular, the level setsλ with larger instability are then the ones that are close to a critical level
of ph or for which the gradient ofph is not defined, vanishes of has infinite norm for some points
in {x: ph(x) = λ}. This suggests that the sample complexity for accurately reconstructing of the
cluster tree may vary significantly depending on the particular level of the tree, with levels closer to
a branching point exhibiting a higher degree of uncertainty and, therefore, requiring larger sample
sizes.

4.4 Total Variation Stability

In the previous section, we established stability of the cluster tree for a fixedh and all levelsλ
that are(h,ε)-stable. A more complete measure of stability would be to establish stability of the
entire cluster tree. However, it appears that this is not feasible. Here weinvestigate an interesting
alternative: we compare the entire distributionp̂h,X to the entire distribution̂ph,Y. The idea is that
if these two distributions are stable over all measurable sets, then this implies it is stable over any
class of subsets, including all clusters.

More precisely, we consider the stronger notion of instability corresponding to the total variation
stability as defined in (7). Recall that we assume that the data have sample size2n and we randomly
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split them into two sets of sizen, X andY, with which we compute the he kernel density estimates
p̂h,X and p̂h,Y, for a given value of the bandwidthh. Then, the total variation stability is defined as

Γn(h)≡ sup
B∈B

∣∣∣∣
∫

B
p̂h,X(u)du−

∫
B

p̂h,Y(u)du

∣∣∣∣=
1
2

∫
|p̂h,X(u)− p̂h,Y(u)|du

where where the supremum is over all Borel setsB and the second equality is a standard identity.
RequiringΓn(h) to be small is a more demanding type of stability. In particular,B includes all
level sets for allλ. Thus, whenΓn(h) is small, the entire cluster tree is stable. Note thatΓn(h) is
easy to interpret: it is the maximum difference in probability between the two density estimators.
And of course 0≤ Γn(h)≤ 1. The bottom graph in Figure 2 shows the total variation instability for
our example distribution in Figure 1. Note thatΓn(h) first drops drastically ash increases and then
continues to smoothly decrease.

We now discuss the properties ofΓn(h). Note first thatΓn(h)≈ 1 for smallh so the behavior as
h gets large is most relevant.

Theorem 19 LetHn be a finite set of bandwidths such that|Hn| = Hna, for some positive H and
a∈ (0,1). Fix a δ ∈ (0,1).

1. (Upper bound.) There exists a constant C such that, for all n≥ n0 ≡ n0(δ,H,a), and such
that δ > H/n,

PX,Y (Γn(h)≤ th for all h∈Hn)> 1−δ,

where th =
√

C logn
nhd .

2. (Lower bound.) Suppose that K is the spherical kernel and that the probability distribution P
satisfies the conditions

a1hdvd ≤ inf
u∈S

P(B(u,h))≤ sup
u∈S

P(B(u,h))≤ hdvda2, ∀h> 0, (10)

for some positive constants a1 < a2, where S denotes the support of P. Let h∗ be such that
supuP(B(u,h∗)) < 1− δ. There exists a t, depending onδ but not on h, such that, for all
h< h∗ and for n≥ n0 ≡ n0(a,a1,a2,h,delta)

PX,Y

(
Γn(h)≥ t

√
1

nhd

)
> 1−δ.

3. Γn(0) = 1 andΓn(∞) = 0.

Remarks.

1. Note that the upper bound is uniform inh while the lower bound is pointwise inh. Making
the lower bound uniform is an open problem. However, if we place a nonzero lower bound on
the bandwidths inHn then the bound could be made uniform. The latter approach was used
in Chaudhuri and Marron (2000).
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2. Conditions (10) are quite standard in support set estimation. In particular, when the lower
bound holds, the supportS is said to bestandard. See, for instance, Cuevas and Rodrı́guez-
Casal (2004).

In low dimensions, we can computeΓn(h) by numerically evaluating the integral

1
2

∫
|p̂h,X(u)− p̂h,Y(u)|du.

In high dimensions it may be easier to use importance sampling as follows. Letg(u) =
(1/2)(p̂h,X(u)+ p̂h,Y(u)). Then,

Γn(h) =
1
2

∫ |p̂h,X(u)− p̂h,Y(u)|
g(u)

g(u)du≈ 1
N

N

∑
i=1

|p̂h,X(Ui)− p̂h,Y(Ui)|
|p̂h,X(Ui)+ p̂h,Y(Ui)|

,

whereU1, . . . ,UN is a random sample fromg. We can thus estimateΓn(h) with the following algo-
rithm:

1. Draw Bernoulli(1/2) random variablesZ1, . . . ,ZN.
2. DrawU1, . . . ,UN as follows:

(a) If Zi = 1: drawX randomly fromX1, . . . ,Xn. DrawW ∼ K. SetUi = X+hW.

(b) If Zi = 0: drawY randomly fromY1, . . . ,Yn. DrawW ∼ K. SetUi =Y+hW.

3. Set

Γ̂n(h) =
1
N

N

∑
i=1

|p̂h,X(Ui)− p̂h,Y(Ui)|
|p̂h,X(Ui)+ p̂h,Y(Ui)|

.

It is easy to see thatUi has densityg and that̂Γn(h)−Γn(h) = OP(1/
√

N) which is negligible
for largeN.

5. Examples

We present results for two examples where, although the dimensionality is low,estimating the con-
nected components of the true level sets is surprisingly difficult. For the first example, we begin
by illustrating how the instability changes for given values ofλ,α and then split each data set 200
times to find point-wise confidence bands forΞλ,n(h) for fixed λ,α and forΓn(h). We then present
selected results for a bivariate example.

5.1 Instability as Function of h for Fixed λ

Returning to the example distribution in Section 1, 600 observations were sampled from the fol-
lowing mixture of normals:(4/7)N(0,1)+ (2/7)N(3.5,1)+ (1/7)N(7,1). The original sample is
randomly split into three samples of 200. All kernel density estimates use the Epanechnikov kernel
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Figure 4: ComparinĝLh,X(0.02) and L̂h,Y(0.02) with h = 0.15 (top left), h = 0.35 (top right),
h = 0.75 (bottom left) andh = 0.95 (bottom right) for data sampled from the mixture
distribution of Figure 1. The two kernel density estimates are obtained using the X sam-
ple (solid line) and theY sample (dotted line). Points in theZ sample are showed as short
vertical lines on thex-axis, and are colored in red when they belong toL̂h,X(λ)∆L̂h,Y(λ).

(Scott, 1992). We examine the stability atλ = 0.02, a height at which the true density’s connected
components should be unambiguous, andλ = 0.09, the height used in our earlier motivating graphs.

We start by illustrating the instability for selected values ofh in Figures 4, 5. In each subfigure,
p̂h,X, p̂h,Y are graphed for theZ set of observations. Levelsλ = 0.02,0.09 are marked respectively
with a horizontal line. Those observations inZ that belong tôLh,X(λ) and not toL̂h,Y(λ) (or vice
versa) are marked in red; the overall fraction of these observations isΞλ,n(h). In general, we can
see that ash increases, the number of the redZ observations decreases. Forλ = 0.02, note that the
location that most contributes to the instability is the valley aroundZ = 5. Onceh is large enough to
smooth this valley to have height aboveλ = 0.02, the instability is negligible. Turning toλ = 0.09
(Figure 5), even for larger values ofh, the differences between the two density estimates can be
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Figure 5: ComparinĝLh,X(0.09) andL̂h,Y(0.09) for h= 0.5 (top left),h= 1.75 (top right),h= 3.75
(bottom left) andh= 6 (bottom right) for data sampled from the mixture distribution of
Figure 1. The two kernel density estimates are obtained using theX sample (solid line)
and theY sample (dotted line). Points in theZ sample are showed as short vertical lines
on thex-axis, and are colored in red when they belong toL̂h,X(λ)∆L̂h,Y(λ).

quite large. Whenh is large enough such that both density estimates lie entirely belowλ = 0.09,
our instability drops to and remains at zero.

Figure 6 shows the overall behavior ofΞλ,n(h) as a function ofh. As expected, forλ = 0.02,
Ξλ,n(h) jumps for the first non-zeroh and then quickly drops to almost zero byh= 1 (Figure 6, left).
At λ = 0.09, a height with a wide range of possible level sets (depending on the density estimate
and the value ofh), Ξλ,n(h) first drops and then oscillates as previously described ash increases,
indicating multi-modality (Figure 6, right).
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Figure 6: Ξλ,n(h) as a function of the bandwidthh for λ = 0.02 (left) and 0.09 (right) for data
sampled from the mixture distribution of Figure 1.

5.2 Instability as Function h for Fixed α

In Section 4.2 we consider the sample instabilityΞα,n(h) as a function ofh andα. As done before,
we showΞα,n(h) for selected values ofh andα = 0.50 and 0.95 in Figure 7. In each subfigure,
p̂h,X, p̂h,Y again are graphed for theZ set of observations. The probability content of the density
estimates are respectively indicated on the left and right axes. The valuesα = 0.50,0.95 are also
marked with solid and dashed horizontal lines for the two density estimates. Those observations in
Z that belong toM̂h,X(α) and not toM̂h,Y(α) (or vice versa) are marked in red; the overall fraction
of these observations isΞα,n(h). In general, we can see that ash increases (for both values ofα),
the number of redZ observations decreases. This decrease happens more quickly for higher values
of α (as expected).

In Figure 8, we displayΞn(h,α) as a function ofh for α = 0.50,0.95. For level sets that contain
at least 50% probability content, such asM̂h,X(0.50), the instability quickly drops ash increases
and then oscillates ash approaches values that correspond to density estimates with uncertainty at
those levels. Again, this ambiguity occurs due to the presence of the secondmode (we would see
similar behavior with respect to the smallest mode ifα ≈ 0.80). As h continues to increase, the
density estimates become smooth enough that there is very little difference between Mh,X(0.50),
Mh,Y(0.50). This behavior also occurs whenα = 0.95 albeit more quickly (Figure 8, top right)
since level sets that contain at least 95% probability content occur at lower heights and are more
stable.

Figure 8c is the corresponding heat map forα = 0,0.01, . . . ,1.0 andh= 0,0.01, . . . ,10. White
sections indicateΞα,n(h) ≈ 0; black sections indicate higher instability values. In this particular
example, the maximum instability of 0.425 is found ath = 0.03,α = 0.46. Note that aroundh =
3, we have very low instability values for almost all values ofα, and hence this value of kernel
bandwidth would be a good choice that yields stable clustering.
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Figure 7: Top: comparinĝMh,X(0.50) andM̂h,Y(0.50) for h = 2 (left) andh = 5 right). Bottom:
comparingM̂h,X(0.95) andM̂h,Y(0.95) for h = 0.4 (left) andh = 3.5 (right). The data
were sampled from the mixture distribution of Figure 1. The two kernel densityestimates
are obtained using theX sample (solid line) and theY sample (dotted line). Points in the
Z sample are showed as short vertical lines on thex-axis, and are colored in red when
they belong toM̂h,X(α)∆M̂h,Y(α).

5.3 Instability Confidence Bands

The results in the previous subsections were for splitting the original sample one time into three
groups of 200 observations. Here we briefly include a snapshot of what the distribution of our
instability measures look like over repeated splits. For computational reasons, we used the binned
kernel density estimate, again with the Epanechnikov kernel, and discretizethe feature space over
200 bins; see Wand (1994). Increasing the number of bins improves the approximation to the kernel
density estimate; the use of two hundred bins was found to give almost identicalresults to the
original kernel density estimate (results not shown). We split the original sample 200 times and
find 95% point-wise confidence intervals forΞλ,n(h), Γn(h), andΞα,n(h) for α = 0.50,0.95 and as
a function ofh. The results are depicted in Figure 9. The confidence bands are plotted inred, the
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Figure 8: Top:Ξn(h,α = 0.50) (left) andΞn(h,α = 0.95) (right) as a function ofh. Bottom: heat
map ofΞα,n(h) as function ofh,α for the example of Figure 1. The data were sampled
from the mixture distribution of Figure 1.

medians in black. The distribution of the instability measures for each value ofh is also plotted
using density strips (see Jackson, 2008); on the grey-scale, darkercolors indicate more common
instability values. The density strips allow us to see how the distribution changes(not just the 50,
95% percentiles). For example, for the plot on the top left in Figure 9, note that right beforeh= 2,
the upper half of the distribution ofΞλ,n(h) is more concentrated. This shift corresponds to the
increase in instability in the presence of the additional modes.

5.4 Bivariate Moons

We also include a bivariate example with two equal-sized moons; this data set withseemingly simple
structure can be quite difficult to analyze. The scatterplot of the data on theleft in Figure 10 show
two clusters, each shaped like a half moon. Each cluster contains 300 data points. The plot on the
right in Figure 10b shows a two-dimensional kernel density estimate using a Epanechnikov kernel
with h= 0.60 (for illustrative purposes) and 10,000 evaluation points. We can see that while levels
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Figure 9: 95% point-wise confidence bands forΞλ,n(h) (top left),Γn(h) (top right),Ξn(h,α = 0.50)
(bottom left) andΞn(h,α = 0.95) (bottom right) for data sampled from the mixture dis-
tribution of Figure 1.

aroundλ = 0.012 show clear multi-modality, the connectedness of the level sets aroundλ = 0.01 is
less clear.

To examine instability, we use a product Epanechnikov kernel density estimate with the same
bandwidthh for both dimensions. Figure 11 shows the sample instabilityΞλ,n(h) as a function ofh
for λ= 0.10,0.20,0.30 as well as the total variation instabilityΓn(h) as a function ofh. As expected,
the higher theλ, the more quickly the sample instability drops. We also see the possible presence of
multi-modality for all three values ofλ in Ξλ,n(h). On the other hand, the total variation instability
drops smoothly ash increases.

Figure 12 contains the instability as a function ofh and probability contentα for all values of
h, α (Figure 12d) and specifically forα = 0.50,0.075,0.95. Again, as expected,Ξn(h,α) drops
ash increases for smaller values ofα. Note that forα = 0.95, the instability remains relatively
low regardless of the value ofh. When examining the heat map, we see that for small values of
h, level sets corresponding to probability content around 0.4-0.6 are very unstable. This behavior

931



RINALDO , SINGH, NUGENT AND WASSERMAN

Figure 10: Bivariate moons (left) and contours of a Epanechnikov kernel density estimate (right)
for the example discussed in Section 5.4.

is not unexpected given that the moons are of equal sizes and difficult toseparate due to sampling
variability. We would expect to have difficulty finding stable level sets “in the middle”.

6. Discussion

We have investigated the properties of the density level set and cluster treeestimator based on kernel
density estimates, and we have proposed and analyzed various measuresof instability for these
quantities. We believe these measures of instability can be of guidance in choosing the bandwidth
parameter and also as exploratory tools to gain insights into the properties andshape of the data-
generating distribution.

Our analysis leaves some some open questions that we think deserve further attention. First,
we have focused on kernel density estimators but the same ideas can be used with other density
estimators or more, generally, with other clustering methods for which underlying tuning parameters
have to be chosen in a data-driven fashion. See, for instance, Meinshausen and B̈uhlmann (2010)
for a related stability-based approach to clustering.

We have assumed the existence of the Lebesgue densityp but this assumption can be relaxed
using methods in Rinaldo and Wasserman (2010) to allow for distributions supported on lower-
dimensional, well-behaved subsets. This extension is potentially important because it would allows
us to include cases where the distribution has positive mass on lower dimensional structures such as
points and manifolds.

We have formulated our assumptions and results about stability of the level sets and of the cluster
tree in a point-wise manner, for given values ofλ andα. As suggested by a reviewer, it would be
desirable to extend them to hold uniformly across level sets. This can be achieved by requiring (A2),
(B2) and (B3) to hold uniformly over values ofλ andα. In fact, we believe that it is likely that,
for most densities, such uniform assumptions hold for a wide range ofλ’s but certainly they cannot
hold for all λ’s. Indeed, our results indicate that these uniformity assumptions are reasonable only
for level setsλ for which the functionrh,ε(λ) remains small and does not fluctuate too wildly.
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Figure 11: Ξλ,n(h) as a function ofh for λ = 0.10 (top left) 0.20 (top right) and 0.30 (bottom left).
Γn(h) as a function ofh (bottom right) for the data depicted in Figure 10.

Finally, in computing the various measures of instability, we have considered just a single split
of the data into non-overlapping sub-samples. In fact, one can randomly repeat the splitting process
and combine over many splits, which is how we obtained the confidence bandsof Figure 9. Though
the increase in the computational costs may be significant, repeated sub-sampling would yield a
reliable estimate of the uncertainty of the chosen instability measures and would therefore be highly
informative about the sample. We believe that the properties ofΞn can be established using the
theory of U-statistics.
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Figure 12: Ξα,n(h) as a function ofh for α = 0.50 (top left) 0.75 (top right) and 0.95 (bottom left).
Heat Map ofΞα,n(h) as function ofh andα; for readability, values ofΞα,n(h) smaller
than 0.045 are displayed in white (bottom right).

Appendix A. Proofs

Proof of Theorem 2: LetAhn,εn denote the event that‖p̂hn,X − phn‖∞ ≤ εn. Then, for alln≥ n0, by
Equation (3),PX(Ahn,εn) ≥ 1− 1

n. Also observe that Assumption (A1) implies that, for anyh> 0,
the sup-norm density approximation error can be bounded as

‖ph− p‖∞ = sup
x

∣∣∣∣
∫

1
hd K

(
x−y

h

)
p(y)dy− p(x)

∣∣∣∣

≤ sup
x

∫
1
hd K

(
x−y

h

)
A‖x−y‖dy

= ADh. (11)

The second step in the previous display follows since
∫

K(z)dz= 1 and using the Lipschitz as-
sumption (A1) on the density, and the last step since

∫ ‖z‖K(z)dz= D. Putting the estimation and
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approximation error together, and using the triangle inequality, we obtain that,on the eventAhn,εn,

‖p̂hn,X − p‖∞ ≤ ADhn+ εn, (12)

for all n≥ n0. Using Equation (12), we have that, onAhn,εn and for alln≥ n1(n0,λ) so thatADhn+
εn < λ, the set

L(λ)∆L̂hn,X(λ) = {u: p(u)> λ, p̂hn,X(u)≤ λ}∪{u: p(u)≤ λ, p̂hn,X(u)> λ}

is contained in

{u: p(u)> λ, p(u)≤ λ+ADhn+ εn}∪{u: p(u)≤ λ, p(u)> λ−ADhn− εn},

which is equal to
{u: |p(u)−λ|< ADhn+ εn}.

Then, onAhn,εn and for alln≥ n1(n0,λ) large enough

L(hn,X,λ) = P(L(λ)∆L̂hn,X(λ))≤ rhn,εn,λ,

so that,PX (L(hn,X,λ)≤ rn)≥ PX (Ahn,εn)≥ 1− 1
n, as claimed.

If (A2) is in force for the density levelλ, then for alln≥ n2(n0,λ,A,D,ε0) so thatADhn+ εn ≤
ε0, we haverhn,εn,λ ≤ κ2(ADhn+ εn), which proves the second claim.
Proof of Lemma 4: Using (A1) and the fact that

∫
Rd K(z)dz= 1, Equation (11) states that for any

h> 0
‖ph− p‖∞ ≤ ADh.

Then, for anyα ∈ (0,1) andh> 0,

{u: p(u)> λh,α +ADh} ⊆ {u: ph(u)> λh,α} ⊆ {u: p(u)> λh,α −ADh}.

And as a result,

P({u: p(u)> λh,α +ADh})≤ P({u: ph(u)> λh,α})≤ P({u: p(u)> λh,α −ADh}).

SinceP({u: p(u)> λα}) = α = P({u: ph(u)> λh,α}), we have

P({u: p(u)> λh,α +ADh})≤ P({u: p(u)> λα})≤ P({u: p(u)> λh,α −ADh}).

Consequently,
λh,α +ADh≥ λα ≥ λh,α −ADh.

It follows that for anyα ∈ (0,1) andh> 0

|λh,α −λα| ≤ ADh.

Proof of Lemma 5: Let Ch =
{
{u: ph(u) > λ},λ > 0

}
denote the class of level sets ofph and

define the events

Ph,ε =

{
sup
C∈Ch

|P̂X(C)−P(C)| ≤ ε

}
and Ah,ε = {||p̂h,X − ph||∞ ≤ ε} .
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Then, since then-th shatter coefficients (see, for instance, Devroye et al., 1996) ofCh is n,

PX(P
c
h,ε)≤ 8ne−nε2/32 and PX(A

c
h,ε)≤ K1e−K2nε2hd

, (13)

where the first inequality follows from the VC inequality (see, for instance,Devroye et al., 1996)
and the second inequality is just (1). Then, onAh,ε, we obtain

{u: ph(u)> λ+ ε} ⊆ {u: p̂h,X(u)> λ} ⊆ {u: ph(u)> λ− ε}, ∀λ > 0.

Thus, onAh,ε,

P̂X({u: ph(u)> λ+ ε})≤ P̂X({u: p̂h,X(u)> λ})≤ P̂X({u: ph(u)> λ− ε}),

uniformly over allλ > 0. In particular, the previous inequality hold also forλ̂α,h,X (which is positive
with probability one) for anyα ∈ (0,1) andh> 0.

Recalling that, by definition,

|P̂X({u: p̂h,X(u)> λ̂h,α,X})−α| ≤ 1/n,

we obtain, on the eventsPh,ε andAh,ε,

P({u: ph(u)> λ̂h,α,X + ε})− 1
n
− ε ≤ α ≤ P{u: ph(u)> λ̂h,α,X − ε})+ 1

n
+ ε. (14)

Sinceα = P({u: ph(u)> λh,α}), the first inequality in (14) can be written as

α+
1
n
+ ε = P({u: ph(u)> λh,α+ 1

n+ε})≥ P({u: ph(u)> λ̂h,α,X + ε})

and the second one as

α− 1
n
− ε = P({u: ph(u)> λh,α− 1

n−ε})≤ P{u: ph(u)> λ̂h,α,X − ε}),

both holding on the eventsPh,ε andAh,ε. Combining the last two expressions, we obtain, on the
same events, for anyα ∈ (0,1) andh> 0,

λh,α+ 1
n+ε − ε ≤ λ̂h,α,X ≤ λh,α− 1

n−ε + ε. (15)

We will now show that, for level sets ofph indexed byα satisfying (B3), and for anyη ∈ (−η0,η0)
and 0< h≤ H,

|λh,α+η −λh,α| ≤ Aκ3|η|. (16)

Recalling thatε+1/n< η0, Equations (15) and (16) will then imply

λh,α −Aκ3

(
ε+

1
n

)
− ε ≤ λ̂h,α,X ≤ λh,α +Aκ3

(
ε+

1
n

)
+ ε,

on the eventsPh,ε andAh,ε, for level sets ofph indexed byα satisfying (B3) and with 0< h≤ H.
Finally, using (13), the claim will follow.
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In order to show (16), for a setA ⊂ R
d, let ∂A denote its boundary. Then, notice that, be-

causeph is Lipschitz and hence continuous, for everyx ∈ ∂Mh(α), ph(x) = λh,α and, for every
y ∈ ∂Mh(α + η), ph(y) = λh,α+η. Furthermore, for any pointx ∈ ∂Mh(α), there exists a point
y= y(x) = infz∈∂Mh(α+η) ‖x−z‖. Thus, for|η|< η0,

‖x−y‖ ≤ d∞(Mh(α),Mh(α+η))≤ κ3|η|,

where the last inequality follows for level sets ofph indexed byα that satisfy (B3) and 0< h≤ H.
Therefore,

|λh,α+η −λh,α|= |ph(y)− ph(x)| ≤ A‖x−y‖ ≤ Aκ3|η|,

where in the first inequality we used the fact that, by (A1),ph is Lipschitz with constantA. Indeed,
for anyx 6= y, using the Lipschitz assumption (A1) onp,

|ph(x)− ph(y)| ≤
∫
Rd

|p(x+zh)− p(y+zh)|K(z)dz≤ A‖x−y‖
∫
Rd

K(z)dz= A‖x−y‖.

Proof of Theorem 7: Let Ahn,εn be event defined in the proof of Theorem 2, and recall that for all
n≥ n0, by Equation (3),PX(A

c
hn,εn

)≤ 1/n and that, Equation (12) states that

‖p̂h,X − p‖∞ ≤C1,n (17)

on that event, for alln≥ n0. Also, letPhn,εn be the event defined in Lemma 5 such thatPX(P
c
hn,εn

)≤
8ne−nε2

n/32. Then from the proof of Lemma 5, we have that on the eventAhn,εn ∩Phn,εn, for hn =
ω((logn/n)1/d) andhn ≤ H,

|̂λhn,α,X −λα| ≤C2,n (18)

for all n≥ n3(n0,η0,K3). Also, sincen is large enough, we have

8ne−nε2
n/32 ≤ 1

n
.

Therefore, for all such largen, both (17) and (18) hold with probability at least

PX (Ahn,εn ∩Phn,εn)≥ 1− 2
n
.

Thus, onAhn,εn∩Phn,εn, for hn =ω((logn/n)1/d) andhn ≤H, we have that, for alln≥ n3(n0,η0,K3),
the set

M(α)∆M̂h,X(α) = {u: p(u)> λα, p̂h,X(u)≤ λ̂h,α,X}∪{u: p(u)≤ λα, p̂h,X(u)> λ̂h,α,X}.

is contained in

{u: p(u)> λα, p(u)≤ λ̂h,α,X +C1,n}∪{u: p(u)≤ λα, p(u)> λ̂h,α,X −C1,n}.

which, in turn, is a subset of

{u: p(u)> λα, p(u)≤ λα +C1,n+C2,n}∪{u: p(u)≤ λα, p(u)> λα −C1,n−C2,n}.
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The final set is just{u: |p(u)− λα| ≤ C1,n +C2,n}. Therefore, for forhn = ω((logn/n)1/d) and
hn ≤ H, we have, for alln≥ n3(n0,η0,K3),

PX (L
∗(hn,X,α)≤ rhn,εn,α)≥ PX (Ahn,εn ∩Phn,εn)≥ 1− 2

n
.

Proof of Lemma 9: We only prove the second claim, since the proof of the limits is straightforward.
For simplicity, we will provide the proof for the case of a spherical kernel:K(x) = 1‖x‖≤1, x∈ R

d.
The extension to other compactly supported kernels is analogous.

Let h be strictly smaller than

min

{
min
i 6= j

||Xi −Xj ||,min
i 6= j

||Yi −Yj ||,min
i, j

||Xi −Yj ||
}
.

For many distributions, this occurs almost surely forh = O
(
1/nd

)
(see, e.g., Penrose, 2003; De-

heuvels et al., 1988). By the compactness of the support ofK, for any suchh, the sets

B(X1,h), . . . ,B(Xn,h),B(Y1,h), . . . ,B(Yn,h)

are disjoint. Therefore,̂ph,X(u) = 1/(nhd) if and only if u ∈ B(Xi ,h) for one i and, similarly,
p̂h,Y(u) = 1/(nhd) if and only if u∈ B(Yj ,h) for one j. Furthermore,

L̂h,X∆L̂h,Y =

(⋃
i

B(Xi ,h)

)⋃(⋃
j

B(Yj ,h)

)
.

As a result,Ξλ,n(h) is the fraction ofZi ’s contained in(∪iB(Xi ,h))
⋃
(∪iB(Yi ,h)). Thus,

Ξλ,n(h) = P̂Z(L̂h,X∆L̂h,Y|X,Y)
d
= B/n,

where
d
= denotes equality in distribution andB∼ Binomial(n, p0), with 0≤ p0 ≤ 2n pmaxvdhd and

pmax= ‖p‖∞. Therefore,EZ[Ξλ,n(h)|X,Y]≤ 2pmaxvdnhd and hence it follows that

ξλ,n(h) = EX,Y,Z[Ξλ,n(h)]≤ 2pmaxvdnhd = O(hd),

ash→ 0.
Proof of Theorem 10:

1. SinceX, Y andZ are independent samples from the same distribution,p̂h,X(u) and p̂h,Y(u)
are independent and identically distributed, for anyu ∈ R

d andh > 0. Also, notice that for
every measurable setA, EZ(P̂Z(A)) = P(A). Thus,

ξλ,n(h) = EX,Y,Z[P̂Z({u: p̂h,X(u)> λ}∆{u: p̂h,Y(u)> λ})]
= EX,Y[P({u: p̂h,X(u)> λ, p̂h,Y(u)≤ λ})+P({u: p̂h,X(u)≤ λ, p̂h,Y(u)> λ})]
= 2EX,Y [P({u: p̂h,X(u)> λ, p̂h,Y(u)≤ λ})]

= 2
∫
Rd

PX,Y (p̂h,X(u)> λ, p̂h,Y(u)≤ λ)dP(u), (19)
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where the last identity follows from Fubini theorem. The integrand in the last equation can
be written as

PX,Y (p̂h,X(u)> λ, p̂h,Y(u)≤ λ) = PX (p̂h,X(u)> λ)PY (p̂h,Y(u)≤ λ)
= PX (p̂h,X(u)> λ)PX (p̂h,X(u)≤ λ)
= πh(u)(1−πh(u)),

from which (8) follows.

2. LetAh,ε denote the event

‖ph− p̂h,X‖∞ ∨‖ph− p̂h,Y‖∞ ≤ ε. (20)

By (1), PX,Y(A
c
h,ε) ≤ 2K1e−K2nhdε2

. Letting 1Ah,ε denote the indicator function of the event
Ah,ε,

ξλ,n(h)≤ EX,Y,Z[P̂Z({u: p̂h,X(u)> λ}∆{u: p̂h,Y(u)> λ})1Ah,ε(X,Y)]+PX,Y(A
c
h,ε),

and, using the same reasoning that led to (19),

ξλ,n(h)≤ 2
∫
Rd

PX,Y ({p̂h,X(u)> λ, p̂h,Y(u)≤ λ}∩Ah,ε)dP(u)+PX,Y(A
c
h,ε)

Notice that, onAh,ε,

{u: p̂h,X(u)> λ, p̂h,Y(u)≤ λ} ⊆ {u: λ− ε ≤ ph(u)≤ λ+ ε}=Uh,ε,

and therefore, sign(p̂h,X(u)− λ) = sign(ph(u)− λ) for all u 6∈ Uh,ε. Thus, the previous ex-
pression forξλ,n(h) is upper bounded by

2
∫

Uh,ε

PX,Y ({p̂h,X(u)> λ, p̂h,Y(u)≤ λ}∩Ah,ε)dP(u)+2K1e−K2nhdε2

which, using independence, is no larger than

2
∫

Uh,ε

πh(u)(1−πh(u))dP(u)+2K1e−K2nhdε2 ≤ P(Uh,ε)Ah,ε +2K1e−K2nhdε2
.

As for the lower bound, from (19) we obtain, trivially,

ξλ,n(h)≥ 2
∫

Uh,ε

πh(u)(1−πh(u))dP(u)≥ P(Uh,ε)Ah,ε.

Proof of Lemma 11. If K is the spherical kernel, note thatp̂h,X(u) = n−1 ∑n
i=1Bi(u), where

Bi = h−dK

(
u−Xi

h

)
=

IB(u,h)(Xi)

(hdvd)
,

with IB(u,h)(·) denoting the indicator function of the ballB(u,h). Let σ2(u,h) = Var(Bi(u)) and
µ3(u,h) = E|Bi(u)− µ(u,h)|3 whereµ(u,h) = E(Bi(u)) = ph(u). Finally, let pu,h = P(B(u,h)).
Then,

σ2(u,h) =
pu,h(1− pu,h)

(hdvd)2 (21)
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and

µ3(u,h) =
pu,h(1− pu,h)

[
(1− pu,h)

2+ p2
u,h

]

(hdvd)3 ≤ pu,h(1− pu,h)

(hdvd)3 ,

where the last inequality holds since(1− pu,h)
2+ p2

u,h ≤ 1, for all u andh. As a result,

µ3(u,h)
σ3(u,h)

≤ (pu,h(1− pu,h))
−1/2 .

By assumption,h < h(δ,ε) and ε ≤ λ/2. In order to avoid trivialities, we further assume that
P(Uh,ε)> 0. Then, uniformly over allu in Uh,ε,

(λ− ε)vdhd ≤ pu,h ≤ (λ+ ε)vdhd

and
(1− pu,h)≥ δ.

Thus,
µ3(u,h)
σ3(u,h)

≤
√

1
δvdhd(λ− ε)

≤
√

2
hdδvdλ

,

with the last inequality holding because of our assumptionε ≤ λ/2. From (21), we then obtain

δ(λ− ε)
vdhd ≤ σ2(u,h)≤ (λ+ ε)

vdhd .

Thus,
a1

hd ≤ σ2(u,h)≤ a2

hd ,

where

a1 =
δλ
2vd

and a2 =
3λ
2vd

, (22)

uniformly overu∈Uh,ε.
Writing σ2(u,h) = a(u,h)/hd and using the Berry-Esséen bound (Wasserman, 2004, p. 78), we

obtain

sup
t

∣∣∣∣∣P
(√

nhd(p̂h,X(u)− ph(u))
a(u,h)

≤ t

)
−Φ(t)

∣∣∣∣∣≤
33
4

µ3(u,h)
σ3(u,h)

√
n
=

√
C(δ,λ)

nhd ,

whereΦ is the cumulative distribution function of the standard Normal distribution.
Now,

πh(u) = PX(p̂h,X(u)> λ) = PX

(√
nhd(p̂h,X(u)− ph(u))

a(u,h)
>

√
nhd(λ− ph(u))

a(u,h)

)
.

Hence,

1−Φ

(√
nhd(λ− ph(u))

a(u,h)

)
− C(δ,λ)√

nhd
≤ πh(u)≤ 1−Φ

(√
nhd(λ− ph(u))

a(u,h)

)
+

C(δ,λ)√
nhd

.
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Using the fact thatu ∈ Uh,ε, and taking advantage of the uniform boundsa1 ≤ a(u,h) ≤ a2, the
previous inequalities imply

1−Φ

(√
nhdε
a1

)
− C(δ,λ)√

nhd
≤ πh(u)≤ 1−Φ

(
−
√

nhdε
a2

)
+

C(δ,λ)√
nhd

.

Using the inequalities

1−Φ

(√
nhdε
a1

)
= Φ

(
−
√

nhdε
a1

)
≥ Φ

(
−
√

nhdε
a2

)

and

1−Φ

(
−
√

nhdε
a2

)
= Φ

(√
nhdε
a2

)
≤ Φ

(√
nhdε
a1

)
,

we obtain the bounds

Φ

(
−
√

nhdε
a2

)
− C(δ,λ)√

nhd
≤ πh(u)≤ 1−Φ

(
−
√

nhdε
a2

)
+

C√
nhd

(23)

and

1−Φ

(√
nhdε
a1

)
− C(δ,λ)√

nhd
≤ πh(u)≤ Φ

(√
nhdε
a1

)
+

C√
nhd

, (24)

respectively. Thus, uniformly over allε ≤ λ/2 and allh< h(δ,ε), Equations (23) and (24) yield

Ah,ε = 2 sup
u∈Uh,ε

πh(u)(1−πh(u)) ≤ 2

(
1−Φ

(
−
√

nhdε
a2

)
+

C(δ,λ)√
nhd

)2

,

and

Ah,ε = 2 inf
u∈Uh,ε

πh(u)(1−πh(u)) ≥ 2

(
1−Φ

(√
nhdε
a1

)
− C(δ,λ)√

nhd

)2

,

respectively, wherea1 anda2 are given in (22).

Proof of Lemma 12.Letting 1i = 1{Zi∈L̂X,h∆L̂Y,h}, we have

Ξλ,n(h) =
1
n

n

∑
i=1

1i .

where, conditionally onX andY, the 1i ’s are independent and identically distributed Bernoulli
random variables withEZ[1i |X,Y] = P(L̂h,X∆L̂h,Y). Thus

V
[
Ξλ,n(h)

]
= EX,Y,Z

[
Ξ2

n(h)
]
−ξ2(h)

= 1
n2EXY[EZ

[
(∑n

i=11i +∑ j 6=k 1 j1k)|X,Y]
]
−ξ2(h)

=
ξλ,n(h)

n + n−1
2n EX,Y

[
P2(L̂h,X∆L̂h,Y)

]
−ξ2(h)

≤ ξλ,n(h)
n + n−1

2n EX,Y

[
P(L̂h,X∆L̂h,Y)

]
−ξ2(h)

=
ξλ,n(h)

n + n−1
2n ξλ,n(h)−ξ2(h)

= ξλ,n(h)
(

n+1
2n −ξλ,n(h)

)
.
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Proof of Lemma 13.
Let ξ(h,X,Y) = EZ[Ξλ,n(h)|X,Y] and letAh,ε be the event given in (20), whereε,h> 0, so that

PX,Y(A
c
h,ε)≤ 2K1exp

{
−nK2hdε2

}
by (1). Then, we can write

PX,Y,Z
(∣∣Ξλ,n(h)−ξλ,n(h)

∣∣> t
)
= PX,Y,Z

(∣∣Ξλ,n(h)−ξ(h,X,Y)+ξ(h,X,Y)−ξλ,n(h)
∣∣> t

)
,

which is therefore upper bounded by

PX,Y,Z
(∣∣Ξλ,n(h)−ξ(h,X,Y)+ξ(h,X,Y)−ξλ,n(h)

∣∣> t;Ah,ε
)
+2K1exp

{
−nK2hdε2

}
.

The first term in the previous expression is no larger than the sum of

EX,Y

[
PZ

(∣∣Ξλ,n(h)−ξ(h,X,Y)
∣∣> tη

∣∣∣X,Y
)

;Ah,ε

]
, (25)

and
PX,Y

(∣∣ξ(h,X,Y)−ξλ,n(h)
∣∣> t(1−η);Ah,ε

)
, (26)

for anyη ∈ (0,1). We will first show that, if (9) is satisfied, the probability (26) is zero. Indeed, first
observe that

EZ[Ξλ,n(h)|X,Y] = P(L̂h,X∆L̂h,Y)

and that, onAh,ε,

L̂h,X∆L̂h,Y = {u: p̂h,X(u)> λ, p̂h,Y(u)≤ λ}∪{u: p̂h,X(u)≤ λ, p̂h,Y(u)> λ}
⊆ {u: ph(u)> λ− ε, ph(u)≤ λ+ ε}
= {u: |ph(u)−λ| ≤ ε}
= Uh,ε,

Therefore, onAh,ε,
ξ(h,X,Y) = EZ[Ξλ,n(h)|X,Y]≤ rh,ε ≤ t(1−η). (27)

By part 2 of Theorem 10, (9) further implies thatt(1 − η) ≥ ξλ,n(h). As a result, on
Ah,ε,

∣∣ξ(h,X,Y)−ξλ,n(h)
∣∣≤ t(1−η), which yields

PX,Y
(∣∣ξ(h,X,Y)−ξλ,n(h)

∣∣> t(1−η);Ah,ε
)
= 0,

as claimed.
We now proceed to bound from above (25). Since

Ξλ,n(h) =
1
n

n

∑
i=1

1{Zi∈L̂h,X∆L̂h,Y},

Bernstein’s inequality (see, for instance, Massart, 2006, Proposition 2.9) yields that, for anyt > 0
and conditionally onX andY,

PZ

(∣∣Ξλ,n(h)−ξ(h,X,Y)
∣∣> tη

∣∣∣X,Y
)
≤ exp

{
−9σ2(X,Y,h)g

(
ntη

3σ2(X,Y,h)

)}
(28)
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whereg(u) = 1+u−
√

1+2u for all u> 0, and

σ2(X,Y,h) = VarZ[Ξλ,n(h)|X,Y].

It is easy to see that
σ2(X,Y,h)≤ EZ

[
Ξλ,n(h)|X,Y

]
= nξ(h,X,Y)

and, therefore, restricting to the eventAh,ε, σ2(X,Y,h)≤ nt(1−η), just like in (27).

Using the fact thate−9xg( nt
3x) is increasing inx for x> 0, we conclude that, on the eventAh,ε, the

right hand side of (28) is bounded from above by

exp

{
−9nt(1−η)g

(
η

3(1−η)

)}
,

which is independent ofX andY. Thus, the previous expression is an upper bound for (25) and,
therefore, forPX,Y,Z

(∣∣Ξλ,n(h)−ξλ,n(h)
∣∣> t

)
. The claim now follows from simple algebra.

Proof of Theorem 14.

1. The proof is almost the same as the proof of part 1 of Theorem 10 and istherefore omitted.

2. LetAh,̃ε denote the event

max
{
||p̂h,X − ph||∞, |λh,α − λ̂h,α,X|, ||p̂h,Y − ph||∞, |λh,α − λ̂h,α,Y|

}
≤ ε̃, (29)

whereε̃ = ε(Aκ3+1)+Aκ3/n. Then, using (1), (5) and the fact thatε < ε̃, the union bound
yields

PX,Y(A
c
h,̃ε)≤ 4K1e−K2nhdε2

+16ne−nε2/32 ≡C(h,ε,n) (30)

Now, onAh,̃ε, {u : p̂h,X(u)> λ̂h,α,X, p̂h,Y(u)≤ λ̂h,α,Y} is a subset of

{u : ph(u)> λ̂h,α,X − ε̃, ph(u)≤ λ̂h,α,Y + ε̃},

which is equal to
{u : |ph(u)−λh,α| ≤ 2̃ε}=Uh,̃ε,α.

Therefore, sign(p̂h,X(u)− λ̂h,α,X) = sign(ph(u)−λh,α) for all u /∈ Uh,2̃ε,α. Next, just like in
the proof of part 2 of theorem 10, using this fact and the result of the first part we have that
ξα,n(h) is no larger than

EX,Y,Z[P̂Z({u: p̂h,X(u)> λ̂h,α,X}∆{u: p̂h,Y(u)> λ̂h,α,Y})1Ah,̃ε(X,Y)]+PX,Y(A
c
h,̃ε).

The previous expression can be written as

2
∫
Rd

PX,Y({p̂h,X(u)> λ̂h,α,X, p̂h,Y(u)≤ λ̂h,α,Y}∩Ah,̃ε)dP(u)+PX,Y(A
c
h,̃ε),

which is less than

2
∫

Uh,2̃ε,α

PX,Y({p̂h,X(u)> λ̂h,α,X, p̂h,Y(u)≤ λ̂h,α,Y}∩Ah,̃ε)dP(u)+C(h,ε,n).
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This quantity is bounded from above by

2
∫

Uh,2̃ε,α

PX,Y(p̂h,X(u)> λ̂h,α,X, p̂h,Y(u)≤ λ̂h,α,Y)dP(u)+C(h,ε,n),

which is finally smaller than

2
∫

Uh,2̃ε,α

πh,α(u)(1−πh,α(u))dP(u)+C(h,ε,n)≤ P(Uh,2̃ε,α)Ah,ε,α +C(h,ε,n).

As for the lower bound, from the result of first part we obtain, trivially,

ξα,n(h) ≥ 2
∫
Uh,2̃ε,α

πh,α(u)(1−πh,α(u))dP(u)

≥ P(Uh,2̃ε,α)Ah,ε,α.

3. To compute an upper bound forAh,ε,α and a lower bound forAh,ε,α, we use the Berry-Esséen
bound and the stated assumptions. The proof is very similar to the proof of lemma11, except
that the result holds only on the eventAh,̃ε. Therefore, we only provide a sketch of the
arguments.

The assumptions thatε̃ ≤ infh
λα,h

4 , implies that, for anyu∈Uh,2̃ε,α,

1
hd

δλα,h

2vd
≤ δ(λα,h− 2̃ε)

hdvd
≤ σ2(u,h)≤ (λα,h+ 2̃ε)

hdvd
≤ 1

hd

3λα,h

2vd
.

Because of this and the fact that, onAh,̃ε, |ph(u)− λ̂h,α,X| ≤ 3̃ε for all u ∈ Uh,2̃ε,α, the same
Berry-Esseen arguments used in the proof of lemma 11 yield

1−Φ

(
3̃ε
√

nhd

a1

)
− C(δ,λh,α)√

nhd
≤ πh,α,̃ε(u)≤ 1−Φ

(
− 3̃ε

√
nhd

a2

)
+

C(δ,λh,α)√
nhd

.

whereπh,α,̃ε(u) = PX

(
{p̂h,X(u)> λ̂h,α,X}∩Ah,̃ε

)
, a1 = δλh,α/(2vd), a2 = 3λh,α/(2vd), and

C(δ,λh,α) =
33
4

√
2

δvdλh,α
. Now notice that

πh,α(u)≥ πh,α,̃ε(u)≥ 1−Φ

(
3̃ε
√

nhd

a1

)
− C(δ,λh,α)√

nhd

and

πh,α(u)≤ πh,α,̃ε(u)+P(Ac
h,̃ε)≤ 1−Φ

(
− 3̃ε

√
nhd

a2

)
+

C(δ,λh,α)√
nhd

+C(h,ε,n).

whereC(h,ε,n) is defined in (30). Therefore,

Ah,ε,α ≤ 2

(
1−Φ

(
− 3̃ε

√
nhd

a2

)
+

C(δ,λh,α)√
nhd

+C(h,ε,n)

)2

,

and

Ah,ε,α ≥ 2

(
1−Φ

(
3̃ε
√

nhd

a1

)
− C(δ,λh,α)√

nhd
−C(h,ε,n)

)2

.
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Proof of Theorem 19. (1) Since the sample space is compact,µ(S) < ∞, whereS denotes the
support ofP andµ denotes the Lebesgue measure. Therefore, we obtain the inequality

Γn(h) ≤ µ(S)
2

||p̂h,X − p̂h,Y||∞ ≤ µ(S)
2

||p̂h,X − ph||∞ +
µ(S)

2
||p̂h,Y − ph||∞

d
= µ(S)||p̂h,X − ph||∞.

Next, letC= (µ(S))2(a+2)
K2

, so that forn> K1

th >

√
µ(S)2 log(na+1K1)

K2nhd .

Then,

PX,Y (Γn(h)> th for someh∈Hn) ≤ PX

(
||p̂h,X − ph||∞ >

th
µ(S)

for someh∈Hn

)

≤ ∑
h∈Hn

PX

(
||p̂h,X − ph||∞ >

th
µ(S)

)

≤ ∑
h∈Hn

K1exp{−K2nt2hhd/(µ(S)2)}

≤ Hna 1
na+1 =

H
n

≤ δ,

where the third inequality stems from (1) and the assumption thatn≥ n0 is large enough, and the
last inequality follows from the assumed condition onδ.
(2) Consider anyh≤ h∗. Note that

Γn(h)≥ Γn,S(h)≡
1
2

∫
S
|p̂h,X(u)− p̂h,Y(u)|du.

Let
D(u) =

√
nhd(p̂h,X(u)− p̂h,Y(u)).

The variance ofD(u) is

Var
(√

nhd(p̂h,X(u)− p̂h,Y(u))
)

= nhd (Var(p̂h,X(u))+Var(p̂h,Y(u)))

= 2nhdVar(p̂h,X(u))

= 2nhdVar

(
1

nhdvd

n

∑
i=1

I(||Xi −u|| ≤ h)

)

=
2n2hd

n2h2dv2
d

Var(I(||Xi −u|| ≤ h))

=
2

v2
dhd

P(B(u,h))(1−P(B(u,h))).
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Now, for u∈ S, by (10),

P(B(u,h))(1−P(B(u,h)))≤ P(B(u,h))≤ a2hdvd

and
P(B(u,h))(1−P(B(u,h)))≥ P(B(u,h))δ ≥ a1hdvdδ.

Hence,
2a1vdδ ≤ Var(D(u))≤ 2a2vd, ∀u∈ S,

which shows that the variance ofD(u) is bounded above and below by positive functions that do not
depend onh. By a similar calculation, Cov(D(u),D(v)) is bounded above and below by functions
that do not depend onh, for all u,v∈ S.

Now, for anyu,

D(u) = D1(u)−D2(u)≡
√

nhd(Pn−P)( fu)−
√

nhd(Qn−P)( fu)

where Pn is the empirical measure based onX1, . . . ,Xn, Qn is the empirical measure based on
Y1, . . . ,Yn, and fu(·) = h−dK(||u− ·||/h). Note thatD1 andD2 are independent, mean 0 stochas-
tic processes. We can regard{

√
nhd(Pn−P)( f ) : f ∈ F } as an empirical process, whereF = { fu :

u∈ S} and similarly for{
√

nhd(Qn−P)( f ) : f ∈ F }. For fixedh, the collectionF is a Donsker
class. Hence, for everyu∈ S, D1(u) andD2(u) converge to two independent mean 0 Gaussian pro-
cesses. By the continuous mapping theorem, for everyu∈ S, D(u) converges to a mean 0 Gaussian
processG with some covariance kernelκ. By the calculations above, there exist positive bounded
functionsr(u,v) ≤ s(u,v) such thatr(u,v) ≤ κ(u,v) ≤ s(u,v) and such that neitherr nor s depend
onh. Hence

PX,Y

(
Γn(h)≥ t

√
1

nhd

)
≥ PX,Y

(
Γn,S(h)≥ t

√
1

nhd

)
= PX,Y

(√
nhdΓn,S(h)≥ t

)

= PX,Y

(
1
2

∫
S
|D(u)|du≥ t

)

= P

(
1
2

∫
|G(u)|du≥ t

)
+o(1),

where the last probability is the law of the Gaussian processG. The o(1) term is less thanδ/2
whenn ≥ n0. SinceG has strictly positive variance,P(

∫ |G| ≥ 0) = 1. Clearly,P(
∫ |G| ≥ 2t) is

decreasing int. Hence, for eachδ, there is a positivet such thatP
(

1
2

∫ |G| ≥ t
)
≥ 1−δ/2.

(3) The proof of this part is straightforward and is omitted.
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Abstract

This paper proposes several novel methods, based on machinelearning, to detect malware in ex-
ecutable files without any need for preprocessing, such as unpacking or disassembling. The basic
method (Mal-ID) is a new static (form-based) analysis methodology that uses common segment
analysis in order to detect malware files. By using common segment analysis, Mal-ID is able to
discard malware parts that originate from benign code. In addition, Mal-ID uses a new kind of
feature, termed meta-feature, to better capture the properties of the analyzed segments. Rather than
using the entire file, as is usually the case with machine learning based techniques, the new ap-
proach detects malware on the segment level. This study alsointroduces two Mal-ID extensions
that improve the Mal-ID basic method in various aspects. We rigorously evaluated Mal-ID and its
two extensions with more than ten performance measures, andcompared them to the highly rated
boosted decision tree method under identical settings. Theevaluation demonstrated that Mal-ID
and the two Mal-ID extensions outperformed the boosted decision tree method in almost all re-
spects. In addition, the results indicated that by extracting meaningful features, it is sufficient to
employ one simple detection rule for classifying executable files.

Keywords: computer security, malware detection, common segment analysis, supervised learning

1. Introduction

Nowadays the use of the Internet has become an integral part of modernlife and Internet browsers
are downloading to users a wide variety of content, including new computer software. One conse-
quence of this widespread use is that many computer systems are vulnerableto and infected with
malware—malicious software. Malware can be categorized into several groups:

1. Viruses—computer programs that are able to replicate themselves and infect files including
the operating systems (OS);

2. Worms—self-replicating computer software that is able to send itself to othercomputers on a
network or the Internet;

c©2012 Gil Tahan, Lior Rokach and Yuval Shahar.
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3. Trojans—a software that appears to perform the desired functionallybut is actually imple-
menting other hidden operations such as facilitating unauthorized access to acomputer sys-
tem;

4. Spyware—a software installed on a computer system without the user’s knowledge to collect
information about the user.

The rate of malware attacks and infections is not yet leveling. In fact, according to O’Farrell
(2011) and Symantec Global Internet Security Threat Report Trendsfor 2010 (Symantec, 2010),
attacks against Web browsers and malicious code variants installed by meansof these attacks have
increased.

There are many ways to mitigate malware infection and spread. Tools such asanti-virus and
anti-spyware are able to identify and block or identify malware based on its behavior (Franc and
Sonnenburg, 2009) or static features (see Table 1 below). A static feature may be a rule or a signature
that uniquely identifies a malware or malware group. While the tools mitigating malware may vary,
at their core there must be some classification method to distinguish malware filesfrom benign files.

Warrender et al. (1999) laid the groundwork for using machine learningfor intrusions detection.
In particular, machine learning methods have been used to analyze binary executables. For example,
Wartell el al. (2011) introduce a machine learning-based disassembly algorithm that segments bina-
ries into subsequences of bytes and then classifies each subsequenceas code or data. In this paper,
the term segment refers to a sequence of bytes of certain size that was extracted from an executable
file. While it sequentially scans an executable, it sets a breaking point at each potential code-to-code
and code-to-data/data-to-code transition. In addition, in recent years many researchers have been
using machine learning (ML) techniques to produce a binary classifier thatis able to distinguish
malware from benign files.

The techniques use three distinct stages:

1. Feature Extraction for file representation—The result of the feature extraction phase is a vec-
tor containing the features extracted. An executable content is reduced or transformed into a
more manageable form such as:

(a) Strings—a file is scanned sequentially and all plain-text data is selected.

(b) Portable Executable File Format Fields—information embedded in Win32 andWin64-
bit executables. The information is necessary for the Windows OS loader and applica-
tion itself. Features extracted from PE executables may include all or part ofthe follow-
ing pieces of information: attribute certificate—similar to checksum but more difficult to
forge; date/time stamp; file pointer—a position within the file as stored on disk; linker
information; CPU type; Portable Executable (PE) logical structure (including section
alignment, code size, debug flags); characteristics—flags that indicate attributes of the
image file; DLL import section—list of DLLs and functions the executable uses; export
section—which functions can be imported by other applications; resource directory—
indexed by a multiple-level binary-sorted tree structure (resources may include all kinds
of information. For example, strings for dialogs, images, dialog structures;version in-
formation, build information, original filename, etc.); relocation table; and manyother
features.
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(c) n-gram—segments of consecutive bytes from different locations withinthe executables
of lengthn. Each n-gram extracted is considered a feature (Rokach et al., 2008).

(d) Opcode n-gram—Opcode is a CPU specific operational code that performs specific ma-
chine instruction. Opcode n-gram refers to the concatenation of Opcodes into segments.

2. Feature Selection (or feature reduction)—During this phase the vectorcreated in phase 1 is
evaluated and redundant and irrelevant features are discarded. Feature selection has many
benefits including: improving the performance of learning modules by reducing the number
of computations and as a result the learning speed; enhancing generalization capability; im-
proving the interpretability of a model, etc. Feature selection can be done using a wrapper
approach or a correlation-based filter approach (Mitchell, 1997). Typically, the filter approach
is faster than the wrapper approach and is used when many features exist. The filter approach
uses a measure to quantify the correlation of each feature, or a combinationof features, to a
class. The overall expected contribution to the classification is calculated and selection is done
according to the highest value. The feature selection measure can be calculated using many
techniques, such as gain ratio (GR); information-gain (IG); Fisher score ranking technique
(Golub et al., 1999) and hierarchical feature selection (Henchiri and Japkowicz, 2006).

3. The last phase is creating a classifier using the reduced features vector created in phase 2 and a
classification technique. Among the many classification techniques, most of which have been
implemented in the Weka platform (Witten and Frank, 2005), the following have been used in
the context of benign/malware files classification: artificial neural networks (ANNs) (Bishop,
1995) , decision tree (DT) learners (Quinlan, 1993), nave-Bayes (NB) classifiers (John and
Langley, 1995), Bayesian networks (BN) (Pearl, 1987), support vector machines (SVMs)
(Joachims, 1999), k-nearest neighbor (KNN) (Aha et al., 1991), voting feature intervals (VFI)
(Demiröz and G̈uvenir, 1997), OneR classifier (Holte, 1993), Adaboost (Freund and Schapire,
1999), random forest (Breiman, 2001), and other ensemble methods (Menahem et al., 2009;
Rokach, 2010).

To test the effectiveness of ML techniques, in malware detection, the researchers listed in Table
1 conducted experiments combining various feature extraction methods alongwith several feature
selection and classification algorithms.

Ye et al. (2009) suggested using a mixture of features in the malware-detection process. The
features are called Interpretable Strings as they include both programs’ strings and strings repre-
senting the API execution calls used. The assumption is that the strings capture important semantics
and can reflect an attacker’s intent and goal. The detection process starts with a feature parser that
extract the API function calls and looks for a sequence of consecutivebytes that forms the strings
used. Strings must be of the same encoding and character set. The feature-parser uses a corpus of
natural language to filter and remove non-interpretable strings. Next, the strings are ranked using
the Max-Relevance algorithm. Finally, a classification model is constructed from SVM ensemble
with bagging.

Ye et al. (2010) presented a variation of the method, presented above, that uses Hierarchical
Associative Classifier (HAC) to detect malware from a large imbalanced listof applications. The
malware in the imbalanced list were the minority class. The HAC methodology also uses API
calls as features. Again, the associative classifiers were chosen due totheir interpretability and
their capability to discover interesting relationships among API calls. The HAC uses two stages:
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to achieve high recall, in the first stage, high precision rules for benign programs (majority class)
and low precision rules for minority class are used, then, in the second stage, the malware files are
ranked and precision optimization is performed.

Instead of relying on unpacking methods that may fail, Dai et al. (2009) proposed a malware-
detection system, based on a virtual machine, to reveal and capture the needed features. The system
constructs classification models using common data mining approaches. First, both malware and
benign programs are executed inside the virtual machine and the instruction sequences are collected
during runtime. Second, the instruction sequence patterns are abstracted. Each sequence is treated
as a feature. Next, a feature selection process in performed. In the laststage a classification model
is built. In the evaluation the SVM model performed slightly better then the C4.5 model.

Yu et al. (2011) presented a simple method to detect malware variants. First,a histogram is
created by iterating over the suspected file binary code. An additional histogram is created for
the base sample (the known malware). Then, measures are calculated to estimate the similarity
between the two histograms. Yu et al. (2011) showed that when the similarity is high, there is a high
probability that the suspected file is a malware variant.

The experiments definitely proved that is possible to use ML techniques for malware detection.
Short n-gram were most commonly used as features and yielded the best results. However, the
researchers listed did not use the same file sets and test formats and therefore it is very difficult or
impossible to compare the results and to determine what the best method under various conditions
is. Table 2 presents predictive performance results from various researches.

When we examined the techniques, several insights emerged:

1. All applications (i.e., software files tested in the studies) that were developed using a higher
level development platforms (such as Microsoft Visual Studio, Delphi, Microsoft.Net) contain
common code and resources that originate from common code and resource libraries. Since
most malware are also made of the same common building blocks, we believe it would be
reasonable to discard the parts of a malware that are common to all kinds of software, leaving
only the parts that are unique to the malware. Doing so should increase the difference between
malware files and benign files and therefore should result in a lower misclassification rate.

2. Long n-gram create huge computational loads due to the number of features. This is known
as the curse of dimensionality (Bellman et al., 1966). All surveyed n-gram experiments were
conducted with n-gram length of up to 8 bytes (in most cases 3-byte n-gram)despite the
fact that short n-gram cannot be unique by themselves. In many cases3- to 8-byte n-gram
cannot represent even one line of code composed with a high level language. In fact, we
showed in a previous paper (Tahan et al., 2010) that an n-gram shouldbe at least 64 bytes
long to uniquely identify a malware. As a result, current techniques using short n-gram rely
on complex conditions and involve many features for detecting malware files.

The goal of this paper is to develop and evaluate a novel methodology and supporting algorithms
for detecting malware files by using common segment analysis. In the proposed methodology we
initially detect and nullify, by zero patching, benign segments and therefore resolve the deficiency
of analyzing files with segments that may not contribute or even hinder classification. Note that,
when a segment represents at least one line of code developed using a high level language; it can
address the second deficiency of using short features that may be meaningless when considered
alone. Additionally, we suggest using meta-features instead of using plain features such as n-gram.
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Study Feature Rep-
resentation

Feature Se-
lection

Classifiers

Schultz et al.
(2001)

PE, Strings,
n-gram

NA RIPPER, Nave Bayes, and
Multi-Nave Bayes

Kolter and Mal-
oof (2004)

n-gram NA TFIDF, Nave Bayes, SVM,
Decision Trees, Boosted
Decision Trees, Boosted
Nave Bayes, and Boosted
SVM

Abou-Assaleh
et al. (2004)

n-gram NA K-Nearest Neighbors

Kolter and Mal-
oof (2006)

n-gram Information-
Gain

K-Nearest Neighbors, Nave
Bayes, SVM, Decision
Trees, Boosted Decision
Trees, Boosted Nave Bayes,
and Boosted SVM.

Henchiri and
Japkowicz
(2006)

n-gram Hierarchical
feature se-
lection

Decision Trees, Nave
Bayes, and SVM

Zhang et al.
(2007)

n-gram Information-
Gain

Probabilistic Neural Net-
work

Elovici et al.
(2007)

PE and
n-gram

Fisher
Score

Bayesian Networks, Artifi-
cial Neural Networks, and
Decision Trees

Ye et al. (2008) PE Max-
Relevance

Classification Based on As-
sociation (CBA)

Dai et al. (2009) instruction
sequence

Contrast
measure

SVM

Ye et al. (2009) PE (API) Max-
Relevance

SVM ensemble with bag-
ging

Ye et al. (2010) PE (API) Max-
Relevance

Hierarchical Associative
Classifier (HAC)

Yu et al. (2011) histogram NA Nearest Neighbors

Table 1: Recent research in static analysis malware detection in chronological order.

A meta-feature is a feature that captures the essence of plain feature in a more compact form. Using
those meta-features, we are able to refer to relatively long sequences (64 bytes), thus avoiding the
curse of dimensionality.

2. Methods

As explained in Section 1, our basic insight is that almost all modern computer applications are
developed using higher level development platforms such as: MicrosoftVisual Studio, Embarcadero
Delphi, etc. There are a number of implications associated with using these development platforms:
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Method Study Features Feature
selection

FPR TPR Acc AUC

Artificial Neural
Network

Elovici
et al.
(2007)

5grams Fisher
Score top
300

0.038 0.89 0.94 0.96

Bayesian Network Elovici
et al.
(2007)

5grams Fisher
Score top
300

0.206 0.88 0.81 0.84

Bayesian Network Elovici
et al.
(2007)

PE n/a 0.058 0.93 0.94 0.96

Decision Tree Elovici
et al.
(2007)

5grams Fisher
Score top
300

0.039 0.87 0.93 0.93

Decision Tree Elovici
et al.
(2007)

PE n/a 0.035 0.92 0.95 0.96

Classification
Based on Associa-
tion

Ye et al.
(2008)

PE Max-
Relevance

0.125 0.97 0.93 —–

Boosted Decision
Tree

Kolter
and
Maloof
(2006)

4grams Gain Ratio —– —– —– 0.99

Table 2: Comparison of several kinds of machine learning methods. FPR, TPR, ACC and AUC
refers to False Positive Rate, True Positive Rate, Accuracy and the Area Under Receiver
Operating Characteristic (ROC) Curve as defined in Section 3.2.

1. Since application development is fast with these platforms, both legitimate developers and
hackers tend to use them. This is certainly true for second-stage malware.

2. Applications share the same libraries and resources that originated from the development plat-
form or from third-party software companies. As a result, malware that has been developed
with these tools generally resembles benign applications. Malware also tends, to a certain
degree, to use the same specialized libraries to achieve a malicious goal (such as attachment
to a different process, hide from sight with root kits, etc). Thereforeit may be reasonable to
assume that there will be resemblances in various types of malware due to sharing common
malware library code or even similar specific method to perform malicious action. Of course
such malware commonalities cannot be always guaranteed.

3. The size of most application files that are being produced is relatively large. Since many
modern malware files are in fact much larger than 1 MB, analysis of the newer applications is
much more complex than previously when the applications themselves were smalleras well
as the malware attacking them.
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The main idea presented in this paper is to use a new static analysis methodology that uses
common segment analysis in order to detect files containing malware. As notedabove, many ap-
plications and malware are developed using the development platforms that include large program
language libraries. The result is that large portions of executable code originate from the program
language libraries. For example, a worm malware that distributes itself via email may contain a
benign code for sending emails. Consequently, since the email handling code is not malicious and
can be found in many legitimate applications, it might be a good idea to identify codeportions that
originate from a benign source and disregard them when classifying an executable file. In other
words, when given an unclassified file, the first step would be to detect the file segments that origi-
nated from the development platform or from a benign third party library (termed here the Common
Function) and then disregard those segments. Finally, the remaining segmentswould be compared
to determine their degree of resemblance to a collection of known malwares. If the resemblance
measure satisfies a predetermined threshold or rule then the file can be classified as malware.

To implement the suggested approach, two kinds of repositories are defined:

1. CFL—Common Function Library. The CFL contains data structures constructed from
benign files.

2. TFL—Threat Function Library. The TFL contains data structures constructed from mal-
ware without segments identified as benign (i.e., segments that appears in benign files).

Figure 1 presents the different stages required to build the needed data structures and to classify
an application file. As can be seen in this figure, our Mal-ID methodology uses two distinct stages
to accomplish the malware detection task: setup and detection. The setup stagebuilds the CFL. The
detection phase classifies a previously unseen application as either malware or benign. Each stage
and each sub-stage is explained in detail in the following subsections. The Mal-ID pseudo code is
presented in Figure 2.

2.1 The Setup Phase

The setup phase involves collecting two kinds of files: benign and malware files. The benign files
can be gathered, for example, from installed programs, such as programs located under Windows XP
program files folders. The malware files can, for example, be downloaded from trusted dedicated
Internet sites, or by collaborating with an anti-virus company. In this study the malware collection
was obtained from trusted sources. In particular, Ben-Gurion University Computational Center
provided us malware that were detected by them over time. Each and everyfile from the collection is
first broken into 3-grams (three consecutive bytes) and then an appropriate repository is constructed
from the 3-grams. The CFL repository is constructed from benign files and the TFL repository is
constructed from malware files. These repositories are later used to derive the meta-features—as
described in Section 2.2.

Note that in the proposed algorithm, we are calculating the distribution of 3-gramswithin each
file and across files, to make sure that a 3-gram belongs to the examined segment and thus associate
the segment to either benign (CFL) or malware (TFL). Moreover, 3-grams that seem to appear
approximately within the same offset in all malware can be used to characterize the malware. Before
calculating the 3-grams, the training files are randomly divided into 64 groups.

The CFL and TFL repositories share the same data structure:
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12

Figure 1: The Mal-ID method for detecting new malware applications. 

Setup phase:

Build Common Function Library (CFL)

Build Threats Function Library (TFL)

Malware Detection Phase: 

�Break the file into segments. 

�Calculate segment entropy 

� Extract features (3-grams) for 

each segment. 

For each file segment:

�Aggregate the features using the 

CFL to creates indices 

For each file segment:

�Aggregate the features using the 

TFL to creates indices 

Filter segments using the 

computed indices 

Second level index aggregation  

Classify the file  

Figure 1: The Mal-ID method for detecting new malware applications.

1. 3-gram-files-association: 224 entries, each of 64 bits. A bit value of 1 in a cell (i, j) indicates
the appearance of a specific 3-gram i in the jth group of files. The 64-bit entry size was
selected since a previous study showed that this size is the most cost effective in terms of
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detection performance vs. storage complexity (Tahan et al., 2010). Otherimplementations
may use larger entries.

1. 3-gram-relative-position-within-file: 224 entries, each of 64 bits. A bit value of 1 in a cell (i,
j) indicates the appearance of 3-gram i in the jth internal segment of a file (assuming the file
is divided into 64 equal length segments).

The CFL is constructed first and then the TFL:

1. Each file from the malware collection is broken into segments. The Mal-ID implementation
has used 64-byte segments.

2. Each segment is broken into 3grams and then tested against the CFL usingthe algorithm and
features described next. Segments that are not in the CFL are added to theTFL.

It is important to note that the end result is the TFL, a repository made of segments found only
in malware and not in benign files.

2.2 The Detection Phase

The Mal-ID basic is a feature extraction process followed by a simple static decision rule.
It operates by analyzing short segments extracted from the file examined.Each segment com-

prises a number of 3-grams depending on the length of the segment (e.g., a segment of length 4
bytes is comprised from two 3-grams that overlap by two bytes). Three features can be derived for
each segment: Spread, MFG, and Entropy. The Spread and the MFG features are derived using the
data structures prepared in the setup stage described in Section 2.1 above.

The definition and motivation behind the new features are hereby provided:

1. Spread: Recall that in the Mal-ID setup phase each file in the training set has been divided
into 64 relative-position-areas. The Spread feature represents the spread of the signature’s
3-grams along the various areas for all the files in a given repository. The Spread feature can
be calculated as follows: for each 3-gram, first retrieve the 3-gram-relative-position-within-
file bit-field, and then perform ‘And’ operations over all the bit-fields andcount the resulting
number of bits that are equal to 1. In other words, spread approximates the maximum number
of occurrences of a segment within different relative locations in train sets. For example, a
Spread equal to 1 means that the segment appears (at most) in one relativelocation in all the
files.

2. MFG: the maximum total number of file-groups that contain the segment. The MFG is calcu-
lated using the 3-gram-files-association bit-field, in the same manner that spread is calculated.

3. Entropy: the entropy measure of the bytes within a specific segment candidate. In addition to
the new estimators presented above, the entropy feature is also used to enable to identification
of compressed areas (such as embedded JPEG images) and long repeating sequences that
contain relatively little information.

Note that the features, as described above, are in factmeta-features as they are used to represent
features of features(features of the basic 3-grams). As explained next, using these meta-features,
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Mal-ID can refer to relatively long sequences (64 bytes), thus avoidingthe data mining problem
known as “the curse of dimensionality”, and other problems caused when using short n-gram as
features. The advantages of using Mal-ID meta-features will be demonstrated in the evaluation
results section and in the discussion section.

2.3 The Mal-ID Basic Detection Algorithm

The input for the Mal-ID method is an unclassified executable file of any size. Once the setup phase
has constructed the CFL and the TFL, it is possible to classify a file F as benign or as malware using
the algorithm presented in Figure 2.

1. Line 1. Divide file F into S segments of length L. All segments are inserted intoa collection
and any duplicated segments are removed. The end result is a collection of unique segments.
The Mal-ID implementation uses 2000 segments that are 64-bytes in length.

2. Line 3. For each segment in the collection:

(a) Line 5. Calculate the entropy for the bytes within the segment.

(b) Line 6. The algorithm gets two parameters EntropyLow and EntropyHigh. The entropy
thresholds are set to disregard compressed areas (such as embeddedJPEG images) and
long repeating sequences that contain relatively little information. In this line wecheck
if the entropy is smaller than EntropyLow threshold or entropy is larger than Entropy-
High. Is so then discard the segment and continue segment iteration. Preliminary eval-
uation has found the values of EntropyLow=0.5 and EntropyHigh=0.675 maximize the
number of irrelevant segments that can be removed.

(c) Line 9. Extract all 3-grams using 1 byte shifts.

(d) Line 11. Using the CFL, calculate the CFL-MFG index.

(e) Line 12. If the CFL-MFG index is larger than zero, then discard the segment and con-
tinue segment iteration. The segment is disregarded since it may appear in benign files.

(f) Line 14. Using the TFL, calculate the TFL-MFG index

(g) Line 15. The algorithm gets the ThreatThreshold parameter which indicates the mini-
mum occurrences a segment should appear in the TFL in order to be qualified as mal-
ware indicator. In this line we check if the TFL-MFG index is smaller or equal tothe
ThreatThreshold. If so then discard the segment and continue with segment iteration. In
the Mal-ID implementation only segments that appear two times or more remain in the
segment collection. Obviously a segment that does not appear in any malware cannot
be used to indicate that the file is a malware.

(h) Line 17. Using the TFL calculate the TFL-Spread index

(i) Line 18. The algorithm gets the SR parameter which indicates the Spread Range re-
quired. If the TFL-Spread index equals zero or if it is larger than what we term SR
threshold, then discard the segment and continue segment iteration. The purpose of
these conditions is to make sure that all 3-grams are located in at least 1 segment in at
least 1 specific relative location. If a segment is present in more than SR relative loca-
tions it is less likely to belong to a distinct library function and thus should be discarded.
In our Mal-ID implementation, SR was set to 9.
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(j) Lines 21-25 (optional stage, aimed to reduce false malware detection).A segment that
meets all of the above conditions is tested against the malware file groups thatcontain
all 3-gram segments. As a result, only segments that actually reside in the malware are
left in the segment collection. Preliminary evaluation showed that there is no significant
performance gain performing this stage more than log (SegmentLen) * NumberOfMal-
wareInTraining iterations.

3. Lines 28-30. Second level index aggregation—Count all segments that are found in malware
and not in the CFL.

4. Line 32. Classify—If there are at least X segments found in the malwaretrain set (TFL)
and not in the CFL then the file is malware; otherwise consider the file as benign. We have
implemented Mal-Id with X set to 1.

Please note that the features used by Mal-ID algorithm described above are in fact meta-features
that describe the 3-grams features. The advantages of using Mal-ID meta-features will be described
in the following sections.

2.3.1 MAL -ID COMPLEXITY

Proposition 1 The computational complexity of the algorithm in Figure 2 is O(SN+ log(SL) ·M ·

MaxMalSize) where SN denotes the number of segments; SL denotes segment length;M denotes the
number of malware in the training set; and MaxMalSize denotes the maximumlength of a malware.

Proof The computational complexity of the algorithm in Figure 2 is computed as follows: the
GenerateSegmentCollection complexity isO(SN); the complexity of loop number 1 (lines 3-26) is
O(SN+ log(SL) ·M ·MaxMalSize); the complexity of loop number 2 (lines 29-30) isO(SN). Thus,
the overall complexity isO(SN+ log(SL) ·M ·MaxMalSize).

2.4 Combining Mal-ID With ML Generated Models

We attempted to improve theMal-ID basicmethod by using Mal-ID features with various classifiers,
but instead of using the Mal-ID decision model described in Section 2, we letvarious ML algorithms
build the model using the following procedure:

1. We apply the common segment analysis method on the training set and obtain a collection of
segments for both the CFL and the TFL as explained in Section 2.

2. For each file’s segment, we calculated the CFL-MFG, TFL-MFG and the TFL-spread based
on the CFL and TFL. The entropy measure is calculated as well.

3. We discretized the numeric domain of the above features using the supervised procedure of
Fayyad and Irani (1993). Thus for each feature we found the most representative sub-domains
(bins).

4. For each file we count the number of segments associated with each bin. Each frequency
count is represented twice: once as absolute numbers (number of segments) and then as a
proportional distribution.
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SegmentColl=GenerateSegmentCollection(FileContent,SegmentsRequired,SegmentLen);

SegmentCheck=0; 

ForEach Segment in SegmentColl do 

{ 

Entropy  = Entropy(Segment.string); 

If (Entropy<=EntropyLow) or (Entropy>= EntropyHigh) then  

    {SegmentColl.delete(Segment); continue; } 

Segment3Grams:=SegmentTo3Grams(Segment); 

CFL_MFG = CFL.Count_Files_With_All_3gram (Segment3Grams) 

If (CFL_MFG>0) then { SegmentColl.delete(Segment); continue; } 

TFL_MFG = TFL.Count_Files_With_All_3gram (Segment3Grams) 

If (TFL_MFG< ThreatsThreshold) then { SegmentColl.delete(Segment); continue; } 

TFL_spread   = TFL.CalcSpread (Segment3Grams); 

If (TFL_spread =0) or  (TFL_spread >SR)  then   

    {SegmentColl.delete(Segment); continue; } 

// optional stage 

SegmentCheck++; 

If (SegmentCheck>log(SegmentLen)*NumberOfMalwareInTraining) then continue; 

InMalwareFile  = TFL.SearchInMalwareFiles(Segment);  //search by bit-fields 

If  not InMalwareFile  then { SegmentColl.delete(Segment); continue; } 

} 

SegmentsInMalwareOnly = 0; 

ForEach Segment in SegmentColl do 

{ SegmentsInMalwareOnly  = SegmentsInMalwareOnly +1; } 

Malware_Classfication_Result = SegmentsInMalwareOnly > ThreatSegmentThreshold; 

Figure 2: Mal-ID pseudo code. 

Mal-ID basic

Figure 2: Mal-ID pseudo code.

5. An induction algorithm is trained over the training set to generate a classifier.

We compare the following three machine learning induction algorithms:

1. C4.5—Single Decision Tree

2. RF—Rotation Forest (Rodriguez et al., 2006) using J48 decision tree as base classifier. The
algorithm was executed with 100 iterations and the PCA method for projecting thedata in
every iteration.

3. NN—A multilayer perception with one hidden layer trained over 500 epochsusing back-
propagation.
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Finally, using the model is used to detect the malware among the files in the test set.

2.5 Combining Mal-ID With ML Models Post Processing

We have attempted to improve theMal-ID basicmethod by using the following procedure:

1. First, theMal-ID basicmethod is used to construct the CFL and TFL. This stage is performed
only once before the file classification starts.

2. Next, zero patch each malware in the training set as follows: Iterate over all of the file seg-
ments and perform common segment analysis to detect the segments that appear in the CFL.
The benign segments (the segments that appear in the CFL) are zero patched in an attempt to
reduce the number of n-gram that are clearly not relevant for detectingsegments that appear
only in malware. The end result is a new file with the same length that has zerosin the benign
segments.

3. Finally, construct a classification model using Rotation Forest using J48decision tree as base
classifier. The patched malware collection and the unchanged benign file collection are used
for training.

To classify a file we first have to zero-patch the file as explained above then use the classification
model created earlier.

3. Experimental Evaluation

In order to evaluate the performance of the proposed methods for detecting malwares, a comparative
experiment was conducted on benchmark data sets. The proposed methodswere compared with
the method presented in the research of Kolter and Maloof (2004). The research of Kolter and
Maloof (2006) found that the combination of 500 4-grams with gain ratio feature selection and
boosted decision tree provides the best performance over many other evaluated method variations.
We will refer to our variation of Kolter and Maloof method asGR500BDTas it uses Gain Ratio
feature selection,500 4-grams, and Boosted Decision Tree classifier. TheGR500BDTmethod was
specifically selected because it was the best method known to us.

The following terms will be used when referring to the various methods:

1. GR500BDT—Our baseline method, which is described above.

2. Mal-IDP+GR500BDT—As explained in Section 2.5, we use Mal-ID to zero patch common
segments in the test files, and then useGR500BDTas usual.

3. Mal-ID basic—Mal-ID basicmethod as explained in Section 2.

4. Mal-IDF+<induction algorithm>—as detailed in Section 2.4, Mal-ID features will be used
by induction algorithm.

(a) Mal-IDF+RF—Mal-ID features with Rotation Forest classification

(b) Mal-IDF+C4.5—Mal-ID features with C4.5

(c) Mal-IDF+NN—Mal-ID features with a multilayer perception.
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Specifically, the experimental study had the following goals:

1. To examine whether the proposed basic methods, could detect malware while keeping the
false alarm rate as small as possible.

2. Compare the performance of the variousMal-ID basicextensions.

3. To analyze the effect of the common library size (benign and malware) on performance.

The following subsections describe the experimental set-up and the resultsthat were obtained.

3.1 Experimental Process

The main aim of this process was to estimate the generalized detection performance (i.e., the prob-
ability that a malware was detected correctly). The files repository was randomly partitioned into
training and test sets. The process was repeated 10 times and we report the average result. The same
train-test partitioning was used for all algorithms.

For evaluating the proposed methodology 2627 benign files were gatheredfrom programs in-
stalled under Windows XP program files folders, with lengths ranging from1Kb to 24MB. An
additional 849 malware files were gathered from the Internet with lengths ranging from 6Kb to
4.25MB (200 executables were above 300KB). The detailed list of examined executables can be
obtained in the following URL:http://www.ise.bgu.ac.il/faculty/liorr/List.rar. The
malware and benign file sets were used withoutany decryption, decompression or any other pre-
processing. The malware types and frequencies are presented in Figure 3. The evaluation computer
used an Intel Q6850 CPU with 4GB of RAM. The processing time was measured using only 1 CPU
core, although the implemented algorithm natively supported multiple cores.

3.2 Evaluation Measures

We used the following performance measures:

• TP = true positive

• FP = false positive

• TN = true negative

• FN = false negative

• FPR = FP / N = FP / (FP + TN) = false positive rate

• TPR = TP / P = TP / (TP + FN) = true positive rate (also known as sensitivity)

• PPV = TP / (TP + FP) = positive predictive value

• NPV = TN / (TN + FN) = negative predictive value

• ACC = (TP + TN) / (P + N) = accuracy

• BER = 0.5(FN/P + FP/N) = balanced error rate
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Figure 3: Distribution of malware types in dataset.
Figure 3: Distribution of malware types in data set.

• BCR = 1- BER = balanced correctness rate

• AUC = area under receiver operating characteristic (ROC) curve

Our measures, such as PPV versus NPV, as well as BER or BCR, try to address the important
case of an unbalanced positive/negative instance case mix, which is oftenignored in the literature.
Given the low rate of malware versus benign code, accuracy might be a misleading measure. For
example, a “Maximal Class Probability” (MPC) classifier is a classifier that always predicts the most
frequent class. Thus, an MPC predicting “BENIGN” for every instance in an environment where
99% of the files are benign would, indeed, be 99% accurate. That would also be its NPV, since
there is a 99% probability that the MPC is right when it predicts that the file is benign. However,
its PPV would be 0, or rather, undefined, since it never predicts a positive class; in other words, its
sensitivity to positive examples is 0.

Furthermore, unlike many studies in the information security literature, we use the cross-entropy
as one of our major performance measures. The cross-entropy described by Caruana et al. (2004). It
is also referred in the literature by the termsnegative log-likelihoodor log-loss. Let p(xi) represents
the posterior probability of the instancexi to be associated with the malware class according to the
classifier. Theaverage cross-entropyis defined as the average over allm test instances:

Entropy=
1
m

m

∑
i=1

I(xi)
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where thecross-entropyfor a certain case is defined as:

I (xi) =

{

−logP(xi) if xi is malware,
−log(1−P(xi)) otherwise.

The use of cross-entropy as a measure of knowledge gain allows us to plot the improvement
in a learning process, given an increasing number of examples, by notingwhether there is a posi-
tive information gain (i.e., a reduction in the entropy after learning, comparedto the entropy of the
previous learning phase). In particular, we would expect an algorithm that really learns something
about the classification of both the positive and negative cases to demonstrate a positive monotonic
improvement in the cross-entropy measure. It is important to show this positive monotonic im-
provement since we would prefer an algorithm that generates classifiersin a stable fashion. Such an
algorithm can be considered as more trustworthy than an algorithm whose learning curve might be
chaotic.

3.3 Results

The following sections describe various Mal-ID evaluation results starting with the Mal-ID basic
model followed by the results of two enhancements aimed to improve Mal-ID performance.

3.3.1 RESULTS OFMAL -ID BASIC MODEL

Table 3 presents the detection performance of the proposed method for 70% of the benign files and
90% of the malware files that are used for training.

TPR FPR PPV NPV Accuracy AUC BCR BER
0.909 0.006 0.944 0.99 0.986 0.951 0.952 0.048

Table 3: Predictive Performance ofMal-ID basic.

Kolter and Maloof (2006) conducted rigorous research to find the bestcombination of n-gram
length, n-gram number, features selection and classification method. Theyreported that the combi-
nation of five hundred 4-grams, gain ratio feature selection and boosted decision tree (AdaBoost.M1
with J48 as a base classifier) produced excellent results where the AUC was over 0.99. As you re-
call, we reproduced the work of Kolter and Maloof (gain ratio, 500 4-grams with boosted decision
tree; referred to asGR500BDT) to objectively compare the performance of our methods and theirs
under the same conditions such as data set content, data set training size, etc. A preliminary evalua-
tion indicated that Rotation Forest (RF) boosting method (Rodriguez et al., 2006) performed better
than AdaBoost.M1 and many other non-boosting methods such as J48, therefore RF was selected
for our evaluation. The results of the evaluation are presented in Table 4 below.

Method Features Feature selection FPR TPR Acc AUC
GR500BDT 4grams Gain Ratio 0.094 0.959 0.948 0.929
Mal-ID Mal-ID - 0.006 0.909 0.986 0.951

Table 4: Comparison between Mal-ID andGR500BDT.
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3.3.2 RESULTS OFCOMBINING MAL -ID W ITH ML GENERATED MODELS

As you recall we attempted to improve theMal-ID basic method by using Mal-ID features with
various classifiers. The following figures show comparison of various detection performance mea-
sures. Many detection performance measures were recorded and reported as presented in the figures
below. Please note that ”TrainPercentage” refers to the percentage ofbenign data sets and ranges
from 30 to 70 percent. Malware data set percentages range from 40 to90 percent. The ratio between
malware and benign was kept fixed for all cases.

Figure 4 reports the average cross-entropy for a classifier by averaging the entropy of the pos-
teriori probability that it outputs to all test instances. As expected, we see that the cross-entropy
decreases as the training set size increases. For the largest training set, Mal-ID basic shows the best
decrease in a posteriori cross-entropy.

Figure 5 presents the accuracy of theMal-ID basicmodel as well that of theMal-IDF+NN and
Mal-IDF+RF models. As expected, the accuracy increases almost linearly as the trainingset size
increases. For small training set sizes,Mal-IDF+RF outperforms the other methods. However, for
the largest training set, theMal-ID basicmodel eventually achieves the best results.

Figure 6 presents the TPR of all methods.Mal-IDF+C4.5 demonstrates the lowest TPR. The
Mal-IDF+NN andMal-IDF+RF models perform the best. TheMal-ID basic model benefits the
most from increasing the training set size. In small training sets, the difference between theMal-ID
basicmodel and eitherMal-IDF+NN or Mal-IDF+RF are statistically significant. However, for
larger training sets the differences are no longer significant.

28

Mal-ID basic

Figure 4: Comparing the a posteriori cross-entropy of various detectionmodules as a function of
training set percentage increase.
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28

Mal-ID basic
Figure 5: Comparing the accuracy performance of theMal-ID basicmodel with the machine learn-

ing methods on various training set size percentages.

Figure 7 presents the FPR of all methods. TheMal-ID basic model demonstrates the best
performance.Mal-IDF+C4.5, on the other hand, demonstrates the lowest FPR. The performance of
Mal-IDF+NN does not improve as the training set increases. TheMal-ID basicmodel significantly
outperformsMal-IDF+C4.5 andMal-IDF+NN. Additionally, a paired t-test indicates theMal-ID
basic’s FPR is significantly lower than the FPR ofMal-IDF+RF with p< 0.0001.

Figure 8 presents the area under the ROC curve for theMal-ID basicmodel,Mal-IDF+NN and
Mal-IDF+RF. All models improve as the training set increases. TheMal-ID basic model shows
the lowest AUC but also benefits the most from increasing the training set size. The lower AUC of
theMal-ID basicmodel can be explained by the fact that contrary to the other models, theMal-ID
basicmodel is adiscreteclassifier. Discrete classifiers produce only a single point in ROC space
(Fawcett, 2004) and therefore their calculated AUC appears lower.

When we examined the balanced error rate (BER) forMal-ID basic, Mal-IDF+NN andMal-
IDF+RF Models, we noticed that the BER measure decreases for all models as the training set
increases.Mal-ID basicdemonstrated a significant and sharp decline in the BER as the training set
increases. In almost all cases, theMal-IDF+RF achieved the lowest BER. With the largest training
set there is no significant difference between theMal-ID basicmodel and theMal-IDF+RF model.

When we compared the NPV of theMal-ID basicmodel with the NPV of theMal-IDF+NN and
Mal-IDF+RF, we noticed, as expected, that the NPV increases almost linearly as the training set
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Figure 6: Comparing the true positive rate of theMal-ID basic model with the machine learning
methods on various training set size percentages.

size increases. For small training set sizes,Mal-IDF+RF andMal-IDF+NN outperform the other
methods. Eventually, however, there is no statistically significant difference for the largest training
set.

When we compared the PPV of theMal-ID basicmodel with the PPV of theMal-IDF+NN, Mal-
IDF+C4.5 andMal-IDF+RF, we found out thatMal-ID basichas the best PPV for all training set
sizes. TheMal-IDF+RF performed better than theMal-IDF+NN and theMal-IDF+NN performed
better thanMal-IDF+C4.5.

To sum up, in many cases Mal-ID basic outperforms the methods that use Mal-ID features
combined with a ML classifier and we conclude that a simple decision rule is sufficient.

3.3.3 COMBINING MAL -ID W ITH ML M ODELS POST PROCESSING

As you recall, we have attempted to improve theMal-ID basic method by using the method to
zero-patch the benign common library parts. To measure and compare the effect of the Mal-ID
patching prior to classifying, we preformed an evaluation using four methods: GR500BDT, Mal-
IDP+GR500BDT, Mal-ID basic, andMal-IDF+RF.

Figure 9 compares the accuracy performance using various training setsizes. The results show
that withMal-IDP+GR500BDTwe were able to improve performance but only on relatively small
training sets. However, compared to the knownGR500BDT, Mal-IDP+GR500BDTshow signif-
icant and consistent improvements in accuracy by about 2%. All Mal-ID variations were able to

967



TAHAN , ROKACH AND SHAHAR

30
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Figure 7: Comparing the false positive rate of theMal-ID basicmodel with the machine learning
methods on various training set size percentages.

outperformGR500BDTregardless of training set size. It should be noted that on the one hand we
should have expected to an improvement in the predictive performance when the training set size
increases. On the other hand because we also increase the imbalance ratiobetween benign and mal-
ware therefore we should have expected to a decrease in the predictiveperformance. Eventually we
observe that accuracy of GR500BDTremains almost constant.

Figure 10 compares FPR performance under various training set sizes.The results indicate that
there is slight but constant improvement in terms of FPR when first performing a patch with Mal-ID
(Mal-IDP+GR500BDT) instead of using n-gram without patching (GR500BDT). The performance
of all n-gram-based methods decreases sharply when the training set consists of more than 50%
benign files. The graph shows that in terms of FPR, theMal-ID basic method always performs
slightly better than theMal-IDF+RF method and both methods perform significantly better than
n-gram based methods. In other words, the graph shows that in terms of FPR, there is a significant
difference between methods that use n-gram features and those that use the Mal-ID meta-features.

Table 5 summarizes the detection performance results for the various Mal-IDmethods and the
GR500BDTbaseline and can help in choosing the best method when considering detection perfor-
mance only. Other important considerations will be discussed below. The results demonstrate that
Mal-IDP+GR500BDTalways outperformsGR500BDTbaseline andMal-IDP+GR500BDTshould
be used when the highest TPR is desired and a high FPR is acceptable. HoweverMal-ID basicand
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Mal-ID basic
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Figure 8: Comparing the AUC of theMal-ID basicmodel with the machine learning methods on

various training set size percentages.

Mal-IDF+RF seems to be the best choice for more balanced performance with extremely lowFPR
and for achieving the highest accuracy.

Method Feature selection FPR TPR Acc AUC
GR500BDT(un-patched + RF) Gain Ratio 0.094 0.959 0.948 0.929
Mal-IDP+GR500BDT
(patched + RF)

Gain Ratio 0.093 0.977 0.963 0.946

Mal-ID basic Mal-ID 0.006 0.909 0.986 0.951
Mal-IDF+RF (Mal-ID features
+ RF)

None 0.006 0.916 0.985 0.995

Table 5: A comparison of various Mal-ID methods and RF when using maximum training size.

Table 6 presents the training time (in seconds) and detection time (in ms) of all examined meth-
ods. The evaluation computer used an Intel Q6850 CPU with 4GB of RAM. Alltimes were mea-
sured using only 1 CPU core. The training time of Mal-ID based methods doesnot include building
the CFL and TFL which took around 30 seconds. As expected the training timeincreases with the
training size. In addition, GR500BDT training time does not include the n-gramfeature extraction
and selection (which took more than ten minutes). The Mal-ID basicand Mal-IDF+C4.5 methods
demonstrated the best training time performance with less than one second. The detection time
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Figure 9: Comparing the accuracy of various Mal-ID-based methods andthe n-gram method on
various training set size percentages.

seems almost constant regardless of training set size. The only exceptionis Mal-IDF+RF in which
detection time increases almost linearly as the training set increases. Note thatthe size of the trees
(number of nodes) which constitute the rotation forest usually increases with the training set. This
can be explained by the fact that the number of leaves in the tree is boundedby the training set size.
Larger trees require a longer traversal time and features calculation. Recall that in rotation forest,
the features used in the various nodes are linear combination of the originalfeatures.

Table 7 reports the mean TPR ofMal-ID basic for small malwares (size<=350K) and large
malware (size>350K) using the largest training set. Note that the FPR is kept as reported inTable
5 (i.e., FPR=0.006). The results show that the TPR for both small and large group is very similar
indicating that MAL ID is not affected by the size of the examined malware.

In order to estimate the effect of obfuscation on detection rate, we have divided the tested mal-
ware into two groups—obfuscated and non-obfuscated. Because we were not informed which exe-
cutable was obfuscated, we have used the following method. We compressed the executables using
Zip and sorted them according to the compression ratio. We used a thresholdof 50% compression
ratio to decide which executable is probably obfuscated. The selection of this threshold was based
on experiments of compressing non- obfuscated executables. According to this threshold, about
37.5% of the malware are considered to be obfuscated. Table 8 reports the mean TPR ofMal-ID
basicfor obfuscated and non-obfuscated groups using the largest trainingset. Note that the FPR is
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Mal-ID basic Mal-IDF+RF

GR500BDT   (un-patched + RF) Gain Ratio 0.094 0.959 0.948 0.929

Mal-IDP+GR500BDT (patched + RF) Gain Ratio 0.093 0.977 0.963 0.946

Mal-ID basic Mal-ID 0.909 0.951

Mal-IDF+RF (Mal-ID features + RF) None 0.916 0.985

Figure 10: Comparing the FPR of various Mal-ID-based methods and the n-gram method on vari-
ous training set size percentages.

kept as reported in Table 5 (i.e., FPR=0.006). The results show that the TPR for both obfuscated
and non-obfuscated group is very similar with slight advantage to detecting obfuscated malwares.

4. Discussion

This paper proposes a new approach for automatically detecting executable malwares of all kinds
and sizes. The results show that using theMal-ID basic and other Mal-ID variants are useful in
detecting malware. As can be seen from Table 3, theMal-ID basicmethod performs very well in
respect to all measures. Not only is the accuracy very high (0.986), but the FPR is remarkably low
(0.006). In addition, the low Mal-ID BER indicates that the errors are almostuniformly distributed
among the malicious and benign files.

As explained in Section 3.3.1, we choose to implementGR500BDTas a baseline for comparing
the performance of theMal-ID basicmethod.GR500BDTis very similar to the method proposed by
Kolter and Maloof (2006). The evaluation shows thatGR500BDTperformed well, but was unable
to achieve the AUC of 0.995 that Kolter and Maloof reported. This was probably due to differences
in data set content, training size, the benign and malware ratio and possibly other factors. As can
be seen from Table 4, under identical conditions the Mal-ID methodology was able to outperform
GR500BDTin terms of FPR, accuracy and AUC. The FPR ofGR500BDTmethod came to almost
10%; Mal-ID FPR was more than 15 times lower.
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Train Percentage
Method 30 40 50 60 70

Training MalID-Basic 0.05 0.08 0.11 0.15 0.21
Time Mal-IDF+RF 17.19 26.00 36.35 45.78 83.50

(in sec) Mal-IDF+C4.5 0.12 0.17 0.22 0.33 0.43
Mal-IDF+NN 24.33 32.16 40.33 48.37 56.93
GR500BDT 21.74 34.91 59.86 64.88 75.19
Mal-IDP+GR500BDT 20.93 31.42 42.96 55.65 63.43

Detection MalID-Basic 27.86 27.86 27.86 27.86 27.86
Time Mal-IDF+RF 49.17 54.69 63.66 73.95 95.82

per file Mal-IDF+C4.5 27.86 27.86 27.86 27.86 27.86
(in ms) Mal-IDF+NN 27.92 27.92 27.90 27.89 27.88

GR500BDT 29.63 29.83 29.83 29.85 29.83
Mal-IDP+GR500BDT 29.01 29.01 29.02 28.98 28.97

Table 6: Training and Detection Time.

Malware Size TPR Number of Mal-
wares

Mean Size

Small 0.909 675 96K
Large 0.908 174 554K

Table 7: A comparison of TPR (True Positive Rate) Mal-ID basic for small and large malwares
when using maximum training size.

Malware type TPR Mean Compression
Ratio

Obfuscated 0.932 41%
Non-obfuscated 0.893 62%

Table 8: A comparison of TPR (True Positive Rate) Mal-ID basic for obfuscated and non-
obfuscated malware when using maximum training size.

Once it was established that theMal-ID basicmethod performs well (in fact better than the best
baseline method) we wanted to examine Mal-ID behavior with different train sizes to test ifMal-ID
basicperforms in a stable and “trustworthy” manner. In addition, it was interestingto determine if
combiningMal-ID basicwith ML-generated models, as explained in Section 3.3.2, would yield a
better performing malware detection method.

The results presented in Figure 4 to Figure 8 show that combining Mal-ID with ML-based
models enabled us to improve many aspects of theMal-ID basic method when training sets are
not maximal. However, as training set size increases, the benefit of combining Mal-ID basicwith
ML-based models diminishes. At maximal training set size, theMal-ID basic method almost al-
ways demonstrates the best performance or a performance that is statistically equal to the combined
methods. It is also important to note that, contrary to the other methods, all measures that we im-
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plemented indicated that theMal-ID basicmethod benefited the most from training set increase and
always performed in an expected manner. Thus, it may be considered more stable and “trustworthy”
than the other methods.

It is interesting to note that while the performance of non-n-gram methods (Mal-ID basicand
Mal-IDF+RF) continues to improve as more training data become available, the n-gram based
methods show a sharp decrease in performance in terms of FPR (see Figure 10). This can be
explained by the fact that n-gram methods induce relatively simple patterns that can be learned with
comparatively small training sets (30%). The potential benefit of additionaltraining data is nullified
by the undesirable increase in the probability that relevant n-gram will be mistakenly considered
as non-contributing features. In fact, it is well known that decision treesincrease their chances of
overfitting when they have more nodes. But in order to have more nodes, they need a larger training
set. Thus a larger data set might increase the chance of overfitting especially in cases were there are
many irrelevant and noisy features.

The comparison of our two additional methods,Mal-IDF+RF andMal-IDP+GR500BDT, with
a GR500BDTbaseline is very important in proving the validity of Mal-ID itself and explaining its
excellent performance:

1. (a) Under identical conditions, boosted decision tree, operating onMal-ID basic meta-
features (Mal-IDF+RF), outperformed boosted decision tree operating on n-gram
(GR500BDT). The comparison suggests that Mal-ID meta-features are useful in con-
tributing to malware detection and probably more meaningful than simple n-gramin
capturing a file’s essence.

(b) Under identical conditions, boosted decision tree operating onMal-ID basic patched
files (Mal-IDP+GR500BDT) outperformed boosted decision tree operating on non-
patched files (GR500BDT). The comparison suggests that the novel Mal-ID common
segment analysis approach is better than the common approach that treats files as black
boxes or which interprets files PE header only.

SinceMal-ID basicandMal-IDF+RF methods benefit from both more meaningful features and
common segment analysis, they are able to achieve a better overall performance than state-of-the-art
GR500BDT.

Considering detection performance only when choosing a malware detection method may not
be enough; it is important to consider other aspects as well.

4.1 Model Interpretability

Mal-ID basic uses only one static interpretable classification model and therefore experts in the
field can be more confident when accepting or rejecting a classification. For instance, onceMal-ID
basichas detected a yet unknown malware, it is possible to support or reject the classification. The
reason is that each detected segment, that passed the Mal-ID filter stage asexplained in Section 2,
can be tracked back to a specific malware or malware group. Moreover, the specific offset location
were the segments appear can be examined to determine the precise nature ofthe threat, if any
exists. Disassembly or reverse engineering of the whole malware is no longer required. Even
without examining the segment code, one can make an educated guess about the nature of the threat
by examining the list of known malwares that the segment appears in. The other methods do not
provide such benefits.
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4.2 Incremental

As more malwares are discovered, it is important to update the models from time totime. With
Mal-ID basic it is particularly easy. Since the model is static, no reconstruction is necessary; all
that is required is to just to add or subtract files from the TFL. The CFL canbe updated in a similar
manner.

4.3 Anytime Detection

Recall that bothMal-ID basicandMal-IDF+RF operates on segments. BecauseMal-ID basicand
Mal-IDF+RF use relatively large segments and the model is not comprised of combined features
from the whole file, it is possible to stop detection at anytime during file scan anddetermine if the
scanned part is malicious. n-gram-based methods are not designed to diagnose part of file but rather
whole files only.

4.4 Default Signature For Real-time Malware Detection Hardware

The end result of applyingMal-ID basicmethod is a file segment or segments that appear in mal-
ware files only and thus may be used as a signature for anti-virus tools. Thedetected malware seg-
ments can be used, as described by Filiol (2006), to generate signaturesresistant against black-box
analysis. Moreover, becauseMal-ID basicproduces a simple signature and hasanytime detection
traits, the signature can be used with commercially available real-time intrusion prevention systems
(IPS). IPSs require theanytime detection traitto act as real-time malware filtering devices and thus
promote and provide users with default protection. Having both malware detection and signature
generation could help shorten the window of vulnerability. Tahan et al. (2010) have presented a
methodology with complete implementation for automatic signature generation, using similar and
compatible techniques, which archived excellent results in the evaluation. Thus, the method pre-
sented by Tahan et al. (2010) can be easily adopted to produce signatureupon detection for the
solution presented in this paper.

4.5 Large Files Scalability

Nowadays it’s quite common to embed large resources such as JPEG pictures and small animations
into executables. This inflation is also true for malware. It is estimated1 that the mean malware size
has increased from 150K (in 2005) to 350K (in 2010). As files become larger, the effectiveness of
classification with small n-gram should decrease due to the increase in file entropy. In other words,
the more n-gram with equal appearance probability, the greater the misclassification probability
becomes. SinceMal-ID basic andMal-IDF+RF use relatively large segments (64 bytes) and in
addition filter-out high entropy parts, they should be less susceptible to misclassification caused by
large files or files with high entropy traits. Figure 10 shows that the Mal-ID methods that operate on
large segments (of 64 bytes) has less FPR misclassification then the method that operated on small
n-gram (of 4 bytes). We further examined this hypothesis in Table 7.

1. Seehttp://nakedsecurity.sophos.com/2010/07/27/large-piece-malware/.
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4.6 Analysis of Mal-ID Performance on Obfuscated Malware

Based on the results presented so far, we hypothesize that the proposed Mal-ID method performs
well in a mixed environment where both obfuscated (including compressed or encrypted) and plain
executable files exist. In this sense, we referred to malware as they are found “in the Wild”.

There might be several reasons that can explain why the TPR of obfuscated binaries appears
to be higher than the TPR of non-obfuscated binaries. One reason can be that many obfuscated
malwares are generated by automated tools that have distinctive properties. For example, malware
developers are sharing tools for facilitating the generation of new malwares. For example, in the
web sitehttp://vx.netlux.org/, one can find many tools (such as Falckon Encrypter that is used
for obfuscation) that can be used by the malware developers but are not used by benign software
developers. All malware that use the Falckon Encrypter, share the samedecryption segment.

The results of Table 8 agree with the previously-made observation that ML techniques can
classify malware that are obfuscated (compressed or encrypted or both). For example, Kolter and
Maloof (2006) have noted that ML can detect obfuscated malware. In this paper, we have inde-
pendently reconfirmed the validity of the above observation using our method. In this experiment,
we succeeded to keep FPR relatively low (FPR=0.006), however it should be noted that this value
was obtained when our corpus contained 2,627 benign files and 849 malware files (i.e., a benign to
malware ratio of 3:1). In reality this ratio can be much higher and therefore one should expect to
obtain elevated FPR values.

There seem to be previously suggested explanations to this phenomenon. According to Kolter
and Maloof (2006), the success in detecting obfuscated malware relies on learning certain forms of
obfuscation such as run-time decompression. Kolter and Maloof (2006) conclude that “. . . this does
not seem problematic as long as those forms are correlated with malicious executables”.

Additional explanations can be suggested to the ability to identify obfuscated malware. Studies
such as that presented by Newsome and Song, or by Newsome et al. (2005) noticed that in many
cases malware requires fixed sequences to be used in the body of the malware (which must exist
before self-decryption or self-decompression) in order to exploit a specific vulnerability and self-
propagate. Such fixed sequences can be used for detection. This mightexplain the success in
detecting obfuscated malware.

Because the performance of MAL ID is achieved with no disassembly, Op-Code analysis, ex-
ecutable header analysis, unpacking nor any other preprocessing, we hypothesize that the method
should be scalable to other Operating Systems and hardware types. Still onecan think on cases
where preprocessing will be required. Theoretically an attacker can specifically design a malware
that will make it hard for MAL ID to detect it. In particular, if a malware is designed such that the
entropy measure will be high for all segments, it will be undiscovered by theMal-ID basic method.
In this case Mal-ID can be extended by incorporating an unpacker operating before it, such as those
that are incorporated into anti-viruses tools (Kasparsky). However, similar to Kolter and Maloof
(2006), we decided to evaluate the raw power of our methods without any use of an unpacker.

5. Summary and Future Work

In this paper we have described novel methods based on machine learningto detect malware in
executable files without any need for preprocessing the executables. The basic method that we
presented works on the segment level for detecting new malware instead of using the entire file
as usually done in machine learning based techniques. TheMal-ID basic method and its derived
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variants were rigorously tested to evaluate their effectiveness under many conditions using a wide
variety of measures. The results demonstrate the effectiveness of the methods. In all cases, most
of the performance measures showed that the proposed methods significantly outperformed the
baseline methodGR500BDTwhich is known for its excellent performance (Kolter and Maloof,
2004, 2006). For each method we have pinpointed its strong points and suggested cases where it
should be preferred over the others.

We believe this study has made several contributions to malware detection research, including
the introduction of:

1. a new and effective method for malware detection based on common segment analysis and
supporting algorithms. The importance of common segment analysis to the process of mal-
ware detection was identified and demonstrated. The results suggest the method can boost
performance for many methods that use n-gram.

2. new kinds of features—Mal-ID basicmeta-features. The results suggest that the meta-features
are much more effective than the commonly used n-gram and probably more meaningful in
terms of file representation. We believe thatMal-ID basicmeta-features could inspire many
kinds of additional meta-features that could prove useful.

3. BCR, BER, PPV, NPV and entropy decrease for measuring the performance of malware de-
tection methods. Using these measures, in addition to the commonly used performance mea-
sures (TPR, FPR, accuracy and AUC), is not generally practiced. However, these features are
helpful in describing the behavior of a new method, particularly when it is not possible to
compare results under identical settings and data set imbalance.

The results also indicate that by extracting meaningful features, it is sufficient to employ one
simple detection rule for classifying unknown executables.

In the future, we aim to examine the effect of systematically collecting and choosing the benign
file set on the performance of the proposed methods. In the evaluations that were conducted for this
study, the benign file set was collected randomly and the files used may have had a large degree of
similarity. It is our assumption that systematically collecting and choosing common segments will
provide a better representation of benign common segments and a more robust and lower FPR. A
robust and low FPR will enable the use of more sensitive malware detection methods (or parameters
that affect malware detection) without increasing the FPR too much. As a result, we hope to see
further increase in the AUC measure. Finally the Mal-ID basic method was developed as a crisp
classifier. Additional research is required for developing a method for ranking the examined files
according to their presumed threat level. One straightforward measure is the ratio between the
segments found in the TFL and the segments found in the CFL. In addition, it willbe interesting to
test the proposed method on live network data and on an institutional networkand determine if it
detects malware that is not detected by other means. Finally, future work mayrepeat the evaluation
Mal-ID on a larger scale with thousands of malware samples and tens of thousands of non-malware
samples. For this purpose, we might need to upscale software components to accommodate large
data set and suitable hardware. In addition, in order to use the proposedmethod in practice by the
industry, fine tuning of the various parameters might be required.

Additional studies might be needed to fully evaluate the performance of Mal-ID under various
obfuscation scheme, including use of recursive unpacking. In this paper we focused only on “pure”
Mal-ID methods and therefore we did not investigate the proper means to incorporate unpacker.
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Abstract
The Nystr̈om method is an efficient technique to generate low-rank matrix approximations and is
used in several large-scale learning applications. A key aspect of this method is the procedure
according to which columns are sampled from the original matrix. In this work, we explore the
efficacy of a variety offixedandadaptivesampling schemes. We also propose a family ofensem-
ble-based sampling algorithms for the Nyström method. We report results of extensive experiments
that provide a detailed comparison of various fixed and adaptive sampling techniques, and demon-
strate the performance improvement associated with the ensemble Nystr̈om method when used in
conjunction with either fixed or adaptive sampling schemes.Corroborating these empirical find-
ings, we present a theoretical analysis of the Nyström method, providing novel error bounds guar-
anteeing a better convergence rate of the ensemble Nyström method in comparison to the standard
Nyström method.
Keywords: low-rank approximation, nyström method, ensemble methods, large-scale learning

1. Introduction

A common problem in many areas of large-scale machine learning involves deriving a useful and
efficient approximation of a large matrix. This matrix may be a kernel matrix usedwith support
vector machines (Cortes and Vapnik, 1995; Boser et al., 1992), kernel principal component analysis
(Scḧolkopf et al., 1998) or manifold learning (Platt, 2004; Talwalkar et al., 2008). Large matrices
also naturally arise in other applications, for example, clustering, collaborative filtering, matrix
completion, robust PCA, etc. For these large-scale problems, the number of matrix entries can be
in the order of tens of thousands to millions, leading to difficulty in operating on,or even storing
the matrix. An attractive solution to this problem involves using the Nyström method to generate a
low-rank approximation of the original matrix from a subset of its columns (Williams and Seeger,
2000). A key aspect of the Nyström method is the procedure according to which the columns are
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sampled. This paper presents an analysis of different sampling techniques for the Nystr̈om method
both empirically and theoretically.1

In the first part of this work, we focus on variousfixedsampling methods. The Nyström method
was first introduced to the machine learning community (Williams and Seeger, 2000) using uni-
form sampling without replacement, and this remains the sampling method most commonlyused
in practice (Talwalkar et al., 2008; Fowlkes et al., 2004; de Silva and Tenenbaum, 2003; Platt,
2004). More recently, the Nyström method has been theoretically analyzed assuming sampling
from fixed, non-uniform distributions over the columns (Drineas and Mahoney, 2005; Belabbas and
Wolfe, 2009; Mahoney and Drineas, 2009). In this work, we presentnovel experiments with several
real-world data sets comparing the performance of the Nyström method when used with uniform
versus non-uniform sampling distributions. Although previous studies have compared uniform and
non-uniform distributions in a more restrictive setting (Drineas et al., 2001; Zhang et al., 2008), our
results are the first to compare uniform sampling with the sampling technique forwhich the Nystr̈om
method has theoretical guarantees. Our results suggest that uniform sampling, in addition to being
more efficient both in time and space, produces more effective approximations. We further show
the benefits of sampling without replacement. These empirical findings help motivate subsequent
theoretical analyses.

The Nystr̈om method has also been studied empirically and theoretically assuming more sophis-
ticated iterative selection techniques (Smola and Schölkopf, 2000; Fine and Scheinberg, 2002; Bach
and Jordan, 2002). In the second part of this work, we provide a survey of adaptive techniques that
have been suggested for use with the Nyström method, and present an empirical comparison across
these algorithms. As part of this work, we build upon ideas of Deshpande et al. (2006), in which
an adaptive, error-driven sampling technique with relative error bounds was introduced for the re-
lated problem of matrix projection (see Kumar et al. 2009b for details). However, this technique
requires the full matrix to be available at each step, and is impractical for large matrices. Hence,
we propose a simple and efficient algorithm that extends the ideas of Deshpande et al. (2006) for
adaptive sampling and uses only a small submatrix at each step. Our empiricalresults suggest a
trade-off between time and space requirements, as adaptive techniques spend more time to find a
concise subset of informative columns but provide improved approximationaccuracy.

Next, we show that a new family of algorithms based on mixtures of Nyström approximations,
ensemble Nyström algorithms, yields more accurate low-rank approximations than the standard
Nyström method. Moreover, these ensemble algorithms naturally fit within distributed comput-
ing environments, where their computational costs are roughly the same as that of the standard
Nyström method. This issue is of great practical significance given the prevalence of distributed
computing frameworks to handle large-scale learning problems. We describe several variants of
these algorithms, including one based on simple averaging ofp Nyström solutions, an exponential
weighting method, and a regression method which consists of estimating the mixtureparameters of
the ensemble using a few columns sampled from the matrix. We also report the results of extensive
experiments with these algorithms on several data sets comparing different variants of the ensem-
ble Nystr̈om algorithms and demonstrating the performance improvements gained over thestandard
Nyström method.

1. Portions of this work have previously appeared in the Conference onArtificial Intelligence and Statistics (Kumar
et al., 2009a), the International Conference on Machine Learning (Kumar et al., 2009b) and Advances in Neural
Information Processing Systems (Kumar et al., 2009c).
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Finally, we present a theoretical analysis of the Nyström method, namely bounds on the recon-
struction error for both the Frobenius norm and the spectral norm. We first present a novel bound
for the Nystr̈om method as it is often used in practice, that is, using uniform sampling withoutre-
placement. We next extend this bound to the ensemble Nyström algorithms, and show these novel
generalization bounds guarantee a better convergence rate for these algorithms in comparison to the
standard Nystr̈om method.

The remainder of the paper is organized as follows. Section 2 introduces basic definitions,
provides a short survey on related work and gives a brief presentation of the Nystr̈om method. In
Section 3, we study various fixed sampling schemes used with the Nyström method. In Section 4,
we provide a survey of various adaptive techniques used for sampling-based low-rank approxima-
tion and introduce a novel adaptive sampling algorithm. Section 5 describes afamily of ensemble
Nyström algorithms and presents extensive experimental results. We present novel theoretical anal-
ysis in Section 6.

2. Preliminaries

Let T ∈ R
a×b be an arbitrary matrix. We defineT( j), j = 1. . .b, as the jth column vector ofT,

T(i), i = 1. . .a, as theith row vector ofT and ‖·‖ the l2 norm of a vector. Furthermore,T(i: j)

refers to theith through jth columns ofT and T(i: j) refers to theith through jth rows of T. If
rank(T) = r, we can write the thin Singular Value Decomposition (SVD) of this matrix asT =
UTΣTV⊤T whereΣT is diagonal and contains the singular values ofT sorted in decreasing order
andUT ∈ R

a×r andVT ∈ R
b×r have orthogonal columns that contain the left and right singular

vectors ofT corresponding to its singular values. We denote byTk the ‘best’ rank-k approximation
to T, that is,Tk=argminV∈Ra×b,rank(V)=k‖T−V‖ξ, whereξ ∈ {2,F} and‖·‖2 denotes the spectral
norm and‖·‖F the Frobenius norm of a matrix. We can describe this matrix in terms of its SVD as
Tk = UT,kΣT,kV⊤T,k whereΣT,k is a diagonal matrix of the topk singular values ofT andUT,k and
VT,k are the matrices formed by the associated left and right singular vectors.

Now let K ∈ R
n×n be a symmetric positive semidefinite (SPSD) kernel or Gram matrix with

rank(K) = r ≤ n, that is, a symmetric matrix for which there exists anX ∈ R
N×n such thatK =

X⊤X. We will write the SVD ofK asK = UΣU⊤, where the columns ofU are orthogonal and

Σ = diag(σ1, . . . ,σr) is diagonal. The pseudo-inverse ofK is defined asK+ = ∑r
t=1 σ−1

t U(t)U(t)⊤,

andK+ =K−1 whenK is full rank. Fork< r, K k =∑k
t=1 σtU(t)U(t)⊤=UkΣkU⊤k is the ‘best’ rank-k

approximation toK , that is,K k=argminK ′∈Rn×n,rank(K ′)=k‖K −K ′‖ξ∈{2,F}, with ‖K −K k‖2 = σk+1

and‖K −K k‖F =
√

∑r
t=k+1 σ2

t (Golub and Loan, 1983).

We will be focusing on generating an approximationK̃ of K based on a sample ofl ≪ n of
its columns. For now, we assume that the sample ofl columns is given to us, though the focus of
this paper will be on various methods for selecting columns. LetC denote then× l matrix formed
by these columns andW the l × l matrix consisting of the intersection of thesel columns with the
correspondingl rows ofK . Note thatW is SPSD sinceK is SPSD. Without loss of generality, the
columns and rows ofK can be rearranged based on this sampling so thatK andC be written as
follows:

K =

[
W K⊤21
K21 K22

]
and C =

[
W
K21

]
. (1)
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2.1 Nyström Method

The Nystr̈om method usesW andC from (1) to approximateK . Assuming a uniform sampling of
the columns, the Nyström method generates a rank-k approximatioñK of K for k< n defined by:

K̃nys
k = CW+

k C⊤ ≈ K ,

whereWk is the bestk-rank approximation ofW with respect to the spectral or Frobenius norm and
W+

k denotes the pseudo-inverse ofWk. The Nystr̈om method thus approximates the topk singular
values (Σk) and singular vectors (Uk) of K as:

Σ̃
nys
k =

(n
l

)
ΣW,k and Ũnys

k =

√
l
n

CUW,kΣ
+
W,k. (2)

Whenk= l (or more generally, wheneverk≥ rank(C)), this approximation perfectly reconstructs
three blocks ofK , andK22 is approximated by the Schur Complement ofW in K :

K̃nys
l = CW+C⊤ =

[
W K⊤21
K21 K21W+K21

]
. (3)

Since the running time complexity of SVD onW is in O(kl2) and matrix multiplication withC takes
O(kln), the total complexity of the Nyström approximation computation is inO(kln).

2.2 Related Work

There has been a wide array of work on low-rank matrix approximation withinthe numerical lin-
ear algebra and computer science communities, much of which has been inspired by the celebrated
result of Johnson and Lindenstrauss (1984), which showed that random low-dimensional embed-
dings preserve Euclidean geometry. This result has led to a family of random projection algorithms,
which involves projecting the original matrix onto a random low-dimensional subspace (Papadim-
itriou et al., 1998; Indyk, 2006; Liberty, 2009). Alternatively, SVD canbe used to generate ‘optimal’
low-rank matrix approximations, as mentioned earlier. However, both the random projection and
the SVD algorithms involve storage and operating on the entire input matrix. SVDis more com-
putationally expensive than random projection methods, though neither arelinear inn in terms of
time and space complexity. When dealing with sparse matrices, there exist less computationally in-
tensive techniques such as Jacobi, Arnoldi, Hebbian and more recent randomized methods (Golub
and Loan, 1983; Gorrell, 2006; Rokhlin et al., 2009; Halko et al., 2009)for generating low-rank
approximations. These methods require computation of matrix-vector products and thus require op-
erating on every non-zero entry of the matrix, which may not be suitable forlarge, dense matrices.
Matrix sparsification algorithms (Achlioptas and Mcsherry, 2007; Arora et al., 2006), as the name
suggests, attempt to sparsify dense matrices to speed up future storage and computational burdens,
though they too require storage of the input matrix and exhibit superlinear processing time.

Alternatively, sampling-based approaches can be used to generate low-rank approximations.
Research in this area dates back to classical theoretical results that show, for any arbitrary matrix,
the existence of a subset ofk columns for which the error in matrix projection (as defined in Kumar
et al., 2009b) can be bounded relative to the optimal rank-k approximation of the matrix (Ruston,
1962). Deterministic algorithms such as rank-revealing QR (Gu and Eisenstat, 1996) can achieve
nearly optimal matrix projection errors. More recently, research in the theoretical computer science
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community has been aimed at deriving bounds on matrix projection error usingsampling-based
approximations, including additive error bounds using sampling distributionsbased on the squared
L2 norms of the columns (Frieze et al., 1998; Drineas et al., 2006; Rudelson and Vershynin, 2007);
relative error bounds using adaptive sampling techniques (Deshpandeet al., 2006; Har-peled, 2006);
and, relative error bounds based on distributions derived from the singular vectors of the input
matrix, in work related to the column-subset selection problem (Drineas et al.,2008; Boutsidis
et al., 2009). These sampling-based approximations all require visiting every entry of the matrix in
order to get good performance guarantees for any matrix. However, as discussed in Kumar et al.
(2009b), the task of matrix projection involves projecting the input matrix onto alow-rank subspace,
which requires superlinear time and space with respect ton and is not always feasible for large-scale
matrices.

There does exist, however, another class of sampling-based approximation algorithms that only
store and operate on a subset of the original matrix. For arbitrary rectangular matrices, these al-
gorithms are known as ‘CUR’ approximations (the name ‘CUR’ correspondsto the three low-rank
matrices whose product is an approximation to the original matrix). The theoretical performance of
CUR approximations has been analyzed using a variety of sampling schemes,although the column-
selection processes associated with these analyses often require operating on the entire input matrix
(Goreinov et al., 1997; Stewart, 1999; Drineas et al., 2008; Mahoney and Drineas, 2009).

In the context of symmetric positive semidefinite matrices, the Nyström method is a commonly
used algorithm to efficiently generate low-rank approximations. The Nyström method was initially
introduced as a quadrature method for numerical integration, used to approximate eigenfunction
solutions (Nystr̈om, 1928; Baker, 1977). More recently, it was presented in Williams and Seeger
(2000) to speed up kernel algorithms and has been studied theoretically using a variety of sampling
schemes (Smola and Schölkopf, 2000; Drineas and Mahoney, 2005; Zhang et al., 2008; Zhang and
Kwok, 2009; Kumar et al., 2009a,b,c; Belabbas and Wolfe, 2009; Belabbas and Wolfe, 2009; Cortes
et al., 2010; Talwalkar and Rostamizadeh, 2010). It has also been used for a variety of machine
learning tasks ranging from manifold learning to image segmentation (Platt, 2004; Fowlkes et al.,
2004; Talwalkar et al., 2008). A closely related algorithm, known as the Incomplete Cholesky
Decomposition (Fine and Scheinberg, 2002; Bach and Jordan, 2002, 2005), can also be viewed as a
specific sampling technique associated with the Nyström method (Bach and Jordan, 2005). As noted
by Cand̀es and Recht (2009) and Talwalkar and Rostamizadeh (2010), the Nyström approximation
is related to the problem of matrix completion (Candès and Recht, 2009; Candès and Tao, 2009),
which attempts to complete a low-rank matrix from a random sample of its entries. However,
the matrix completion attempts to impute a low-rank matrix from a subset of (possibly perturbed)
matrix entries, rather than a subset of matrix columns. This problem is related to, yet distinct from
the Nystr̈om method and sampling-based low-rank approximation algorithms in general, that deal
with full-rank matrices that are amenable to low-rank approximation. Furthermore, when we have
access to the underlying kernel function that generates the kernel matrixof interest, we can generate
matrix entries on-the-fly as desired, providing us with more flexibility accessing the original matrix.

3. Fixed Sampling

Since the Nystr̈om method operates on a small subset ofK , that is,C, the selection of columns can
significantly influence the accuracy of the approximation. In the remainder of the paper, we will
discuss various sampling options that aim to select informative columns fromK . We begin with the
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most common class of sampling techniques that select columns using a fixed probability distribu-
tion. The most basic sampling technique involvesuniformsampling of the columns. Alternatively,
the ith column can be sampled non-uniformly with weight proportional to either its corresponding
diagonal elementK ii (diagonal sampling) or theL2 norm of the column (column-norm sampling)
(Drineas et al., 2006; Drineas and Mahoney, 2005). There are additional computational costs as-
sociated with these non-uniform sampling methods:O(n) time and space requirements for diago-
nal sampling andO(n2) time and space for column-norm sampling. These non-uniform sampling
techniques are often presented using sampling with replacement to simplify theoretical analysis.
Column-norm sampling has been used to analyze a general SVD approximation algorithm. Further,
diagonal sampling with replacement was used by Drineas and Mahoney (2005) and Belabbas and
Wolfe (2009) to bound the reconstruction error of the Nyström method.2 In Drineas and Mahoney
(2005) however, the authors suggest that column-norm sampling would be a better sampling as-
sumption for the analysis of the Nyström method. We also note that Belabbas and Wolfe (2009)
proposed a family of ‘annealed determinantal’ distributions for which multiplicative bounds on
reconstruction error were derived. However, in practice, these distributions cannot be efficiently
computed except for special cases coinciding with uniform and column-norm sampling. Similarly,
although Mahoney and Drineas (2009) present multiplicative bounds forthe CUR decomposition
(which is quite similar to the Nyström method) when sampling from a distribution over the columns
based on ‘leverage scores,’ these scores cannot be efficiently computed in practice for large-scale
applications.

In the remainder of this section we present novel experimental results comparing the perfor-
mance of these fixed sampling methods on several data sets. Previous studies have compared uni-
form and non-uniform in a more restrictive setting, using fewer types of kernels and focusing only
on column-norm sampling (Drineas et al., 2001; Zhang et al., 2008). However, in this work, we pro-
vide the first comparison that includes diagonal sampling, which is the non-uniform distribution that
is most scalable for large-scale applications and which has been used in some theoretical analyses
of the Nystr̈om method.

3.1 Data Sets

We used 5 data sets from a variety of applications, for example, computer vision and biology, as
described in Table 1. SPSD kernel matrices were generated by mean centering the data sets and
applying either a linear kernel or RBF kernel. The diagonals (respectively column norms) of these
kernel matrices were used to calculate diagonal (respectively column-norm) distributions. Note that
the diagonal distribution equals the uniform distribution for RBF kernels since diagonal entries of
RBF kernel matrices always equal one.

3.2 Experiments

We used the data sets described in the previous section to test the approximation accuracy for each
sampling method. Low-rank approximations ofK were generated using the Nyström method along
with these sampling methods, and we measured the accuracy of reconstruction relative to the optimal

2. Although Drineas and Mahoney (2005) claim to weight each column proportionally to K2
ii , they in fact use the

diagonal sampling we present in this work, that is, weights proportional toK ii (Drineas, 2008).
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Name Type n d Kernel
PIE-2.7K faces (profile) 2731 2304 linear
PIE-7K faces (front) 7412 2304 linear
MNIST digit images 4000 784 linear

ESS proteins 4728 16 RBF
ABN abalones 4177 8 RBF

Table 1: Description of the data sets and kernels used in fixed and adaptive sampling experiments
(Sim et al., 2002; LeCun and Cortes, 1998; Gustafson et al., 2006; Asuncion and Newman,
2007). ‘d’ denotes the number of features in input space.
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(a)

l/n Data Set Uniform+Rep Diag+Rep Col-Norm+Rep
PIE-2.7K 38.8 (±1.5) 38.3 (±0.9) 37.0 (±0.9)
PIE-7K 55.8 (±1.1) 46.4 (±1.7) 54.2 (±0.9)

5% MNIST 47.4 (±0.8) 46.9 (±0.7) 45.6 (±1.0)
ESS 45.1 (±2.3) - 41.0 (±2.2)
ABN 47.3 (±3.9) - 44.2 (±1.2)

PIE-2.7K 72.3 (±0.9) 65.0 (±0.9) 63.4 (±1.4)
PIE-7K 83.5 (±1.1) 69.8 (±2.2) 79.9 (±1.6)

20% MNIST 80.8 (±0.5) 79.4 (±0.5) 78.1 (±0.5)
ESS 80.1 (±0.7) - 75.5 (±1.1)
ABN 77.1 (±3.0) - 66.3 (±4.0)

(b)

Figure 1: (a) Nystr̈om relative accuracy for various sampling techniques on PIE-7K. (b) Nyström
relative accuracy for various sampling methods for two values ofl/n with k= 100. Values
in parentheses show standard deviations for 10 different runs for a fixedl . ‘+Rep’ denotes
sampling with replacement. No error (‘-’) is reported for diagonal samplingwith RBF
kernels since diagonal sampling is equivalent to uniform sampling in this case.
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rank-k approximation,K k, as:

relative accuracy=
‖K −K k‖F
‖K − K̃ k‖F

×100. (4)

Note that the relative accuracy is lower bounded by zero and will approach one for good approxi-
mations. We fixedk=100 for all experiments, a value that captures more than 90% of the spectral
energy for each data set. We first compared the effectiveness of the three sampling techniques using
sampling with replacement. The results for PIE-7K are presented in Figure 1(a) and summarized
for all data sets in Figure 1(b). The results across all data sets show thatuniform sampling outper-
forms all other methods, while being much cheaper computationally and space-wise. Thus, while
non-uniform sampling techniques may be effective in extreme cases wherea few columns ofK
dominate in terms of‖·‖2, this situation does not tend to arise with real-world data, where uniform
sampling is most effective.
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(a)

Data Set 5% 10% 15% 30%

PIE-2.7K 0.8 (±.6) 1.7 (±.3) 2.3 (±.9) 4.4 (±.4)
PIE-7K 0.7 (±.3) 1.5 (±.3) 2.1 (±.6) 3.2 (±.3)
MNIST 1.0 (±.5) 1.9 (±.6) 2.3 (±.4) 3.4 (±.4)

ESS 0.9 (±.9) 1.8 (±.9) 2.2 (±.6) 3.7 (±.7)
ABN 0.7 (±1.2) 1.3 (±1.8) 2.6 (±1.4) 4.5 (±1.1)

(b)

Figure 2: Comparison of uniform sampling with and without replacement measured by the differ-
ence in relative accuracy. (a) Improvement in relative accuracy for PIE-7K when sam-
pling without replacement. (b) Improvement in relative accuracy when sampling without
replacement across all data sets for variousl/n percentages.

Next, we compared the performance of uniform sampling with and without replacement. Fig-
ure 2(a) illustrates the effect of replacement for the PIE-7K data set for different l/n ratios. Similar
results for the remaining data sets are summarized in Figure 2(b). The resultsshow that uniform
sampling without replacement improves the accuracy of the Nyström method over sampling with re-
placement, even when sampling less than 5% of the total columns. In summary, these experimental
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show that uniform sampling without replacement is the cheapest and most efficient sampling tech-
nique across several data sets (it is also the most commonly used method in practice). In Section 6,
we present a theoretical analysis of the Nyström method using precisely this type of sampling.

4. Adaptive Sampling

In Section 3, we focused on fixed sampling schemes to create low-rank approximations. In this
section, we discuss various sampling options that aim to select more informative columns fromK ,
while storing and operating on only O(ln) entries ofK . The Sparse Matrix Greedy Approximation
(SMGA) (Smola and Scḧolkopf, 2000) and the Incomplete Cholesky Decomposition (ICL) (Fine
and Scheinberg, 2002; Bach and Jordan, 2002) were the first suchadaptive schemes suggested for
the Nystr̈om method. SMGA is a matching-pursuit algorithm that randomly selects a new sample
at each round from a random subset ofs≪ n samples, withs= 59 in practice as per the suggestion
of Smola and Scḧolkopf (2000). The runtime to selectl columns is O(sl2n), which is of the same
order as the Nyström method itself whens is a constant andk= l (see Section 2.1 for details).

Whereas SMGA was proposed as a sampling scheme to be used in conjunctionwith the Nystr̈om
method, ICL generates a low-rank factorization ofK on-the-fly as it adaptively selects columns
based on potential pivots of the Incomplete Cholesky Decomposition. ICL is agreedy, deterministic
selection process that generates an approximation of the formK̃ icl = X̃X̃⊤ whereX̃ ∈ R

n×l is low-
rank. The runtime of ICL is O(l2n). Although ICL does not generate an approximate SVD ofK ,
it does yield a low-rank approximation ofK that can be used with the Woodbury approximation.
Moreover, whenk = l , the Nystr̈om approximation generated from thel columns ofK associated
with the pivots selected by ICL is identical tõK icl (Bach and Jordan, 2005). Related greedy adaptive
sampling techniques were proposed by Ouimet and Bengio (2005) and Liu et al. (2006) in the
contexts of spectral embedding and spectral mesh processing, respectively.

More recently, Zhang et al. (2008) and Zhang and Kwok (2009) proposed a technique to gen-
erate informative columns using centroids resulting fromK-means clustering, withK = l . This
algorithm, which uses out-of-sample extensions to generate a set ofl representative columns of
K , has been shown to give good empirical accuracy (Zhang et al., 2008). Finally, an adaptive
sampling technique with strong theoretical foundations (adaptive-full) was proposed in Deshpande
et al. (2006). It requires a full pass throughK in each iteration and is thus inefficient for largeK . In
the remainder of this section, we first propose a novel adaptive technique that extends the ideas of
Deshpande et al. (2006) and then present empirical results comparing the performance of this new
algorithm with uniform sampling as well as SMGA, ICL,K-means and theadaptive-fulltechniques.

4.1 Adaptive Nyström Sampling

Instead of sampling alll columns from a fixed distribution, adaptive sampling alternates between
selecting a set of columns and updating the distribution over all the columns. Starting with an initial
distribution over the columns,s< l columns are chosen to form a submatrixC′. The probabilities
are then updated as a function of previously chosen columns ands new columns are sampled and
incorporated inC′. This process is repeated untill columns have been selected. The adaptive
sampling scheme in Deshpande et al. (2006) is detailed in Figure 3. Note that the sampling step,
UPDATE-PROBABILITY-FULL, requires a full pass overK at each step, and hence O(n2) time
and space.
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Input : n×n SPSD matrix (K ), number columns to be chosen (l ), initial distribution over columns
(P0), number columns selected at each iteration (s)
Output : l indices corresponding to columns ofK

SAMPLE-ADAPTIVE(K ,n, l ,P0,s)

1 R← set ofs indices sampled according toP0

2 t← l
s−1 � number of iterations

3 for i ∈ [1. . .t] do
4 Pi ← UPDATE-PROBABILITY-FULL(R)
5 Ri ← set ofs indices sampled according toPi

6 R← R∪Ri

7 return R

UPDATE-PROBABILITY-FULL(R)

1 C′← columns ofK corresponding to indices inR
2 UC′ ← left singular vectors ofC′

3 E← K −UC′U⊤C′K
4 for j ∈ [1. . .n] do
5 if j ∈ R then
6 Pj ← 0
7 else Pj ← ||E j ||22
8 P← P

||P||2
9 return P

Figure 3: The adaptive sampling technique (Deshpande et al., 2006) thatoperates on the entire
matrixK to compute the probability distribution over columns at each adaptive step.

We propose a simple sampling technique (adaptive-partial) that incorporates the advantages
of adaptive sampling while avoiding the computational and storage burdens of the adaptive-full
technique. At each iterative step, we measure the reconstruction error for eachrow of C′ and the
distribution over correspondingcolumnsof K is updated proportional to this error. We compute the
error forC′, which is much smaller thanK , thus avoiding the O(n2) computation. As described in
(3), if k′ is fixed to be the number of columns inC′, it will lead to C′nys= C′ resulting in perfect
reconstruction ofC′. So, one must choose a smallerk′ to generate non-zero reconstruction errors
from which probabilities can be updated (we usedk′ = (# columns inC′)/2 in our experiments).
One artifact of using ak′ smaller than the rank ofC′ is that all the columns ofK will have a non-zero
probability of being selected, which could lead to the selection of previously selected columns in the
next iteration. However, samplingwithout replacement strategy alleviates this problem. Working
with C′ instead ofK to iteratively compute errors makes this algorithm significantly more efficient
than that of Deshpande et al. (2006), as each iteration takes O(nlk′+ l3) time and requires at most
the storage ofl columns ofK . The details of the proposed sampling technique are outlined in Figure
4.
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UPDATE-PROBABILITY-PARTIAL (R)

1 C′← columns ofK corresponding to indices inR

2 k′← CHOOSE-RANK() � low-rank (k) or |R|2
3 Σ̃

nys
k′ , Ũnys

k′ ← DO-NYSTRÖM (C′,k′) � see Equation (2)
4 C′nys← Spectral reconstruction using̃Σnys

k′ , Ũnys
k′

5 E← C′−C′nys

6 for j ∈ [1. . .n] do
7 if j ∈ R then
8 Pj ← 0 � sample without replacement
9 else Pj ← ||E( j) ||22

10 P← P
||P||2

11 return P

Figure 4: The proposed adaptive sampling technique that uses a small subset of the original matrix
K to adaptively choose columns. It does not need to store or operate onK .

l/n% Data Set Uniform ICL SMGA Adapt-Part K-means Adapt-Full
PIE-2.7K 39.7 (0.7) 41.6 (0.0) 54.4 (0.6) 42.6 (0.8) 61.3 (0.5) 44.2 (0.9)
PIE-7K 58.6 (1.0) 50.1 (0.0) 68.1 (0.9) 61.4 (1.1) 71.0 (0.7) -

5% MNIST 47.5 (0.9) 41.5 (0.0) 59.2 (0.5) 49.7 (0.9) 72.9 (0.9) 50.3 (0.7)
ESS 45.7 (2.6) 25.2 (0.0) 61.9 (0.5) 49.3 (1.5) 64.2 (1.6) -
ABN 47.4 (5.5) 15.6 (0.0) 64.9 (1.8) 23.0 (2.8) 65.7 (5.8) 50.7 (2.4)

PIE-2.7K 58.2 (1.0) 61.1 (0.0) 72.7 (0.2) 60.8 (1.0) 73.0 (1.1) 63.0 (0.3)
PIE-7K 72.4 (0.7) 60.8 (0.0) 74.5 (0.6) 77.0 (0.6) 82.8 (0.7) -

10% MNIST 66.8 (1.4) 58.3 (0.0) 72.2 (0.8) 69.3 (0.6) 81.6 (0.6) 68.5 (0.5)
ESS 66.8 (2.0) 39.1 (0.0) 74.7 (0.5) 70.0 (1.0) 81.6 (1.0) -
ABN 61.0 (1.1) 25.8 (0.0) 67.1 (0.9) 33.6 (6.7) 79.8 (0.9) 57.9 (3.9)

PIE-2.7K 75.2 (1.0) 80.5 (0.0) 86.1 (0.2) 78.7 (0.5) 85.5 (0.5) 80.6 (0.4)
PIE-7K 85.6 (0.9) 69.5 (0.0) 79.4 (0.5) 86.2 (0.3) 91.9 (0.3) -

20% MNIST 83.6 (0.4) 77.9 (0.0) 78.7 (0.2) 84.0 (0.6) 88.4 (0.5) 80.4 (0.5)
ESS 81.4 (2.1) 55.3 (0.0) 79.4 (0.7) 83.4 (0.3) 90.0 (0.6) -
ABN 80.8 (1.7) 41.2 (0.0) 67.2 (2.2) 44.4 (6.7) 85.1 (1.6) 62.4 (3.6)

Table 2: Nystr̈om spectral reconstruction accuracy for various sampling methods for all data sets for
k= 100 and threel/npercentages. Numbers in parenthesis indicate the standard deviations
for 10 different runs for eachl . Numbers in bold indicate the best performance on each
data set, that is, each row of the table. Dashes (‘-’) indicate experiments that were too
costly to run on the larger data sets (ESS, PIE-7K).

4.2 Experiments

We used the data sets in Table 1, and compared the effect of different sampling techniques on the
relative accuracy of Nyström spectral reconstruction fork = 100. All experiments were conducted
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l/n% Data Set Uniform ICL SMGA Adapt-Part K-means Adapt-Full
PIE-2.7K 0.03 0.56 2.30 0.43 2.44 22.54
PIE-7K 0.63 44.04 59.02 6.56 15.18 -

5% MNIST 0.04 1.71 7.57 0.71 1.26 20.56
ESS 0.07 2.87 62.42 0.85 3.48 -
ABN 0.06 3.28 9.26 0.66 2.44 28.49

PIE-2.7K 0.08 2.81 8.44 0.97 3.25 23.13
PIE-7K 0.63 44.04 244.33 6.56 15.18 -

10% MNIST 0.20 7.38 28.79 1.51 1.82 21.77
ESS 0.29 11.01 152.30 2.04 7.16 -
ABN 0.23 10.92 33.30 1.74 4.94 35.91

PIE-2.7K 0.28 8.36 38.19 2.63 5.91 27.72
PIE-7K 0.81 141.13 1107.32 13.80 12.08 -

20% MNIST 0.46 16.99 51.96 4.03 2.91 26.53
ESS 0.52 34.28 458.23 5.90 14.68 -
ABN 1.01 38.36 199.43 8.54 12.56 97.39

Table 3: Run times (in seconds) corresponding to Nyström spectral reconstruction results in Table
2. Dashes (‘-’) indicate experiments that were too costly to run on the larger data sets
(ESS, PIE-7K).

in Matlab on an x86−64 architecture using a single 2.4 Ghz core and 30GB of main memory. We
used an implementation of ICL from Cawley and Talbot (2004) and an implementation of SMGA
code from Smola (2000), using default parameters as set by these implementations. We wrote
our own implementation of theK-means method using 5 iterations ofK-means and employing an
efficient (vectorized) function to computeL2 distances between points and centroids at each iteration
(Bunschoten, 1999).3 Moreover, we used a random projection SVD solver to compute truncated
SVD, using code by Tygert (2009).

The relative accuracy results across data sets for varying values ofl are presented in Table 2,
while the corresponding timing results are detailed in Table 3. TheK-means algorithm was clearly
the best performing adaptive algorithm, generating the most accurate approximations in almost all
settings in roughly the same amount of time (or less) as other adaptive algorithms. Moreover,
the proposed Nyström adaptive technique, which is a natural extension of an important algorithm
introduced in the theory community, has performance similar to this original algorithm at a fraction
of the cost, but it is nonetheless outperformed by theK-means algorithm. We further note that ICL
performs the worst of all the adaptive techniques, and it is often worse than random sampling (this
observation is also noted by Zhang et al. 2008).

The empirical results also suggest that the performance gain due to adaptive sampling is in-
versely proportional to the percentage of sampled columns—random sampling actually outper-
forms many of the adaptive approaches when sampling 20% of the columns. These empirical re-
sults suggest a trade-off between time and space requirements, as noted by Scḧolkopf and Smola
(2002)[Chapter 10.2]. Adaptive techniques spend more time to find a concise subset of informa-
tive columns, but as in the case of theK-means algorithm, can provide improved approximation
accuracy.

3. Note that Matlab’s built-inK-means function is quite inefficient.
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5. Ensemble Sampling

In this section, we slightly shift focus, and discuss a meta algorithm called theensemble Nyström
algorithm. We treat each approximation generated by the Nyström method for a sample ofl columns
as anexpertand combinep≥ 1 such experts to derive an improved hypothesis, typically more
accurate than any of the original experts.

The learning set-up is defined as follows. We assume a fixed kernel function K : X×X→R that
can be used to generate the entries of a kernel matrixK . The learner receives a setSof l p columns
randomly selected from matrixK uniformly without replacement.S is decomposed intop subsets
S1,. . .,Sp. Each subsetSr , r ∈ [1, p], containsl columns and is used to define a rank-k Nyström
approximatioñK r .4 Dropping the rank subscriptk in favor of the sample indexr, K̃ r can be written
asK̃ r =CrW+

r C⊤r , whereCr andWr denote the matrices formed from the columns ofSr andW+
r is

the pseudo-inverse of the rank-k approximation ofWr . The learner further receives a sampleV of s
columns used to determine the weightµr∈R attributed to each expert̃K r . Thus, the general form of
the approximation,Kens, generated by the ensemble Nyström algorithm, withk≤ rank(Kens)≤ pk,
is

K̃ens=
p

∑
r=1

µr K̃ r

=




C1
. . .

Cp







µ1W+
1

. ..
µpW+

p







C1
.. .

Cp




⊤

. (5)

As noted by Li et al. (2010), (5) provides an alternative description ofthe ensemble Nyström
method as a block diagonal approximation ofW+

ens, whereWens is the l p× l p SPSD matrix as-
sociated with thel p sampled columns. Moreover, Li et al. (2010) further argues that computing
W+

ens would be preferable to making this block diagonal approximation and subsequently uses a
random projection SVD solver to speed up computation ofW+

ens (Halko et al., 2009). However,
this analysis is misleading as these two orthogonal approaches should not be viewed as competing
methods. Rather, one can always use the ensemble based approachalong with fast SVD solvers.
This approach is most natural to improve performance on large-scale problems, and is precisely the
approach we adopt in our experiments.

The mixture weightsµr can be defined in many ways. The most straightforward choice consists
of assigning equal weight to each expert,µr =1/p, r ∈ [1, p]. This choice does not require the ad-
ditional sampleV, but it ignores the relative quality of each Nyström approximation. Nevertheless,
this simpleuniform methodalready generates a solution superior to any one of the approximations
K̃ r used in the combination, as we shall see in the experimental section.

Another method, theexponential weight method, consists of measuring the reconstruction er-
ror ε̂r of each expert̃K r over the validation sampleV and defining the mixture weight asµr =
exp(−ηε̂r)/Z, whereη>0 is a parameter of the algorithm andZ a normalization factor ensuring that
the vectorµ=(µ1, . . . ,µp) belongs to the unit simplex∆ of Rp: ∆={µ∈ R

p : µ≥ 0∧∑p
r=1µr = 1}.

The choice of the mixture weights here is similar to those used in the Weighted Majority algorithm

4. In this study, we focus on the class of base learners generated fromNyström approximation with uniform sampling
of columns or from the adaptiveK-means method. Alternatively, these base learners could be generatedusing other
(or a combination of) sampling schemes discussed in Sections 3 and 4.
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(Littlestone and Warmuth, 1994). LetKV denote the matrix formed by using the samples from
V as its columns and let̃KV

r denote the submatrix of̃K r containing the columns corresponding to
the columns inV. The reconstruction error̂εr =‖K̃V

r −KV‖ can be directly computed from these
matrices.

A more general class of methods consists of using the sampleV to train the mixture weightsµr

to optimize a regression objective function such as the following:

min
µ

λ‖µ‖22+‖
p

∑
r=1

µr K̃V
r −KV‖2F ,

whereλ>0. This can be viewed as a ridge regression objective function and admits aclosed form
solution. We will refer to this method as theridge regression method. Note that to ensure that the
resulting matrix is SPSD for use in subsequent kernel-based algorithms, theoptimization problem
must be augmented with standard non-negativity constraints. This is not necessary however for
reducing the reconstruction error, as in our experiments. Also, clearly,a variety of other regression
algorithms such as Lasso can be used here instead.

The total complexity of the ensemble Nyström algorithm isO(pl3+plkn+Cµ), whereCµ is
the cost of computing the mixture weights,µ, used to combine thep Nyström approximations.
The mixture weights can be computed in constant time for the uniform method, inO(psn) for the
exponential weight method, or inO(p3+p2ns) for the ridge regression method whereO(p2ns)
time is required to compute ap× p matrix andO(p3) time is required for inverting this matrix.
Furthermore, although the ensemble Nyström algorithm requiresp times more space and CPU
cycles than the standard Nyström method, these additional requirements are quite reasonable in
practice. The space requirement is still manageable for even large-scaleapplications given thatp is
typically O(1) andl is usually a very small percentage ofn (see Section 5.2 for further details). In
terms of CPU requirements, we note that the algorithm can be easily parallelized, as allp experts
can be computed simultaneously. Thus, with a cluster ofp machines, the running time complexity
of this algorithm is nearly equal to that of the standard Nyström algorithm withl samples.

5.1 Ensemble Woodbury Approximation

The Woodbury approximation is a useful tool to use alongside low-rank approximations to effi-
ciently (and approximately) invert kernel matrices. We are able to apply the Woodbury approxima-
tion since the Nystr̈om method represents̃K as the product of low-rank matrices. This is clear from
the definition of the Woodbury approximation:

(A+BCD)−1 = A−1−A−1B(C−1+DA−1B)−1DA−1, (6)

whereA = λI and K̃ = BCD in the context of the Nyström method. In contrast, the ensemble
Nyström method represents̃K as the sum of products of low-rank matrices, where each of thep
terms corresponds to a base learner. Hence, we cannot directly apply the Woodbury approximation
as presented above. There is however, a natural extension of the Woodbury approximation in this
setting, which at the simplest level involves running the approximationp times. Starting withp
base learners with their associated weights, that is,K̃ r andµr for r∈ [1, p], and definingT0 = λI , we
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perform the following series of calculations:

T−1
1 = (T0+µ1K̃1)

−1,

T−1
2 = (T1+µ2K̃2)

−1,

· · ·
T−1

p = (Tp−1+µpK̃ p)
−1 .

To computeT−1
1 , notice that we can use Woodbury approximation as stated in (6) since we can

expressµ1K̃1 as the product of low-rank matrices and we know thatT−1
0 = 1

λ I . More generally, for
1≤ i ≤ p, given an expression ofT−1

i−1 as a product of low-rank matrices, we can efficiently compute
T−1

i using the Woodbury approximation (we use the low-rank structure to avoid ever computing or
storing a fulln×n matrix). Hence, after performing this series ofp calculations, we are left with
the inverse ofTp, which is exactly the quantity of interest sinceTp = λI +∑p

r=1µr K̃ r . Although this
algorithm requiresp iterations of the Woodbury approximation, these iterations can be parallelized
in a tree-like fashion. Hence, when working on a cluster, using an ensemble Nystr̈om approximation
along with the Woodbury approximation requires only a log2(p) factor more time than using the
standard Nystr̈om method.5

5.2 Experiments

In this section, we present experimental results that illustrate the performance of the ensemble
Nyström method. We again work with the data sets listed in Table 1, and compare the perfor-
mance of various methods for calculating the mixture weights (µr ). Throughout our experiments,
we measure performance via relative accuracy (defined in (4)). For all experiments, we fixed the
reduced rank tok=100, and set the number of sampled columns tol =3%×n.6

5.2.1 ENSEMBLE NYSTRÖM WITH VARIOUS M IXTURE WEIGHTS

We first show results for the ensemble Nyström method using different techniques to choose the
mixture weights, as previously discussed. In these experiments, we focused on base learners gener-
ated via the Nystr̈om method with uniform sampling of columns. Furthermore, for the exponential
and the ridge regression variants, we sampled a set ofs=20 columns and used an additional 20
columns (s′) as a hold-out set for selecting the optimal values ofη and λ. The number of ap-
proximations,p, was varied from 2 to 25. As a baseline, we also measured the maximum relative
accuracy across thep Nyström approximations used to constructK̃ens. We also calculated the per-
formance when using the optimalµ, that is, we used least-square regression to find the best possible
choice of combination weights for a fixed set ofp approximations by settings=n. The results of
these experiments are presented in Figure 5.7 These results clearly show that the ensemble Nyström
performance is significantly better than any of the individual Nyström approximations. We further
note that the ensemble Nyström method tends to converge very quickly, and the most significant
gain in performance occurs asp increases from 2 to 10.

5. Note that we can also efficiently obtain singular values and singular vectors of the low-rank matrixKens using
coherence-based arguments, as in Talwalkar and Rostamizadeh (2010).

6. Similar results (not reported here) were observed for other valuesof k andl as well.
7. Similar results (not reported here) were observed when measuringrelative accuracy using the spectral norm instead

of the Frobenium norm.
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Base Learner Method PIE-2.7K PIE-7K MNIST ESS ABN
Average Base Learner 26.9 46.3 34.2 30.0 38.1
Best Base Learner 29.2 48.3 36.1 34.5 43.6

Uniform Ensemble Uniform 33.0 57.5 47.3 43.9 49.8
Ensemble Exponential 33.0 57.5 47.4 43.9 49.8
Ensemble Ridge 35.0 58.5 54.0 44.5 53.6
Average Base Learner 47.6 62.9 62.5 42.2 60.6
Best Base Learner 48.4 66.4 63.9 47.1 72.0

K-means Ensemble Uniform 54.9 71.3 76.9 52.2 76.4
Ensemble Exponential 54.9 71.4 77.0 52.2 78.3
Ensemble Ridge 54.9 71.6 77.2 52.7 79.0

Table 4: Relative accuracy for ensemble Nyström method with Nystr̈om base learners generated
with uniform sampling of columns or via theK-means algorithm.

5.2.2 EFFECT OFRANK

As mentioned earlier, the rank of the ensemble approximations can bep times greater than the rank
of each of the base learners. Hence, to validate the results in Figure 5, weperformed a simple
experiment in which we compared the performance of the best base learner to the best rankk ap-
proximation of the uniform ensemble approximation (obtained via SVD of the uniform ensemble
approximation). We again used base learners generated via the Nyström method with uniform sam-
pling of columns. The results of this experiment, presented in Figure 6, suggest that the performance
gain of the ensemble methods is not due to this increased rank.

5.2.3 EFFECT OFRIDGE

Figure 5 also shows that the ridge regression technique is the best of the proposed techniques, and
generates nearly the optimal solution in terms of relative accuracy using the Frobenius norm. We
also observed that whens is increased to approximately 5% to 10% ofn, linear regression without
any regularization performs about as well as ridge regression for boththe Frobenius and spectral
norm. Figure 7 shows this comparison between linear regression and ridgeregression for varying
values ofs using a fixed number of experts (p= 10). In these experiments, we again used base
learners generated via the Nyström method with uniform sampling of columns.

5.2.4 ENSEMBLE K-MEANS NYSTRÖM

In the previous experiments, we focused on base learners generated via the Nystr̈om method with
uniform sampling of columns. In light of the performance of theK-means algorithm in Section 4,
we next explored the performance of this algorithm when used in conjunction with the ensemble
Nyström method. We fixed the number of base learners top= 10 and when using ridge regression
to learn weights, we sets= s′ = 20. As shown in Table 4, similar performance gains in comparison
to the average or best base learner can be seen when using an ensembleof base learners derived
from theK-means algorithm. Consistent with the experimental results of Section 4, the accuracy
values are higher forK-means relative to uniform sampling, though as noted in the previous section,
this increased performance comes with an added cost, as theK-means step is more expensive than
random sampling.
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Figure 5: Relative accuracy for ensemble Nyström method using uniform (‘uni’), exponential
(‘exp’), ridge (‘ridge’) and optimal (‘optimal’) mixture weights as well as the best (‘best
b.l.’) of the p base learners used to create the ensemble approximations.

6. Theoretical Analysis

We now present theoretical results that compare the quality of the Nyström approximation to the
‘best’ low-rank approximation, that is, the approximation constructed fromthe top singular values
and singular vectors ofK . This work, related to work by Drineas and Mahoney (2005), provides
performance bounds for the Nyström method as it is often used in practice, that is, using uniform
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Figure 6: Relative accuracy for ensemble Nyström method using uniform (‘uni’) mixture weights,
the optimal rank-k approximation of the uniform ensemble result (‘uni rank-k’) as well as
the best (‘best b.l.’) of thep base learners used to create the ensemble approximations.

sampling without replacement, and holds for both the standard Nyström method as well as the
ensemble Nystr̈om method discussed in Section 5.

Our theoretical analysis of the Nyström method uses some results previously shown by Drineas
and Mahoney (2005) as well as the following generalization of McDiarmid’sconcentration bound
to sampling without replacement (Cortes et al., 2008).

Theorem 1 Let Z1, . . . ,Zl be a sequence of random variables sampled uniformly without replace-
ment from a fixed set of l+u elements Z, and letφ : Zl→R be a symmetric function such that for all
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Figure 7: Comparison of relative accuracy for the ensemble Nyström method withp=10 experts
with weights derived from linear (‘no-ridge’) and ridge (‘ridge’) regression. The dotted
line indicates the optimal combination. The relative size of the validation set equals
s/n×100.

i∈ [1, l ] and for all z1, . . . ,zl ∈Z and z′1, . . . ,z
′
l ∈Z, |φ(z1, . . . ,zl )−φ(z1, . . . ,zi−1,z′i ,zi+1, . . . ,zl )|≤c.

Then, for allε>0, the following inequality holds:

Pr
[
φ−E[φ]≥ ε

]
≤ exp

[ −2ε2

α(l ,u)c2

]
,

whereα(l ,u) = lu
l+u−1/2

1
1−1/(2max{l ,u}) .
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We define theselection matrixcorresponding to a sample ofl columns as the matrixS∈Rn×l

defined bySii =1 if the ith column ofK is among those sampled,Si j =0 otherwise. Thus,C=KS
is the matrix formed by the columns sampled. SinceK is SPSD, there existsX ∈ R

N×n such that
K = X⊤X. We shall denote byKmax the maximum diagonal entry ofK , Kmax=maxi K ii , and by
dK

max the distance maxi j
√

K ii +K j j −2K i j .

6.1 Standard Nystr̈om Method

The following theorem gives an upper bound on the norm-2 error of the Nyström approximation
of the form‖K − K̃‖2/‖K‖2≤ ‖K −K k‖2/‖K‖2+O(1/

√
l) and an upper bound on the Frobenius

error of the Nystr̈om approximation of the form‖K − K̃‖F/‖K‖F ≤ ‖K −K k‖F/‖K‖F +O(1/l
1
4 ).

Theorem 2 Let K̃ denote the rank-k Nyström approximation ofK based on l columns sampled
uniformly at random without replacement fromK , and K k the best rank-k approximation ofK .
Then, with probability at least1−δ, the following inequalities hold for any sample of size l:

‖K − K̃‖2≤ ‖K −K k‖2 + 2n√
l
Kmax

[
1+

√
n−l

n−1/2
1

β(l ,n) log 1
δ dK

max/K
1
2
max

]
,

‖K − K̃‖F ≤ ‖K −K k‖F +
[

64k
l

] 1
4 nKmax

[
1+

√
n−l

n−1/2
1

β(l ,n) log 1
δ dK

max/K
1
2
max

] 1
2
,

whereβ(l ,n) = 1− 1
2max{l ,n−l} .

Proof To bound the norm-2 error of the Nyström method in the scenario of sampling without re-
placement, we start with the following general inequality given by Drineas and Mahoney (2005)[Proof
of Lemma 4]:

‖K − K̃‖2≤ ‖K −K k‖2+2‖XX⊤−ZZ⊤‖2,
whereZ=

√n
l XS. We then apply the McDiarmid-type inequality of Theorem 1 toφ(S)=‖XX⊤−

ZZ⊤‖2. Let S′ be a sampling matrix selecting the same columns asS except for one, and letZ′

denote
√n

l XS′. Let z andz′ denote the only differing columns ofZ andZ′, then

|φ(S′)−φ(S)| ≤ ‖z′z′⊤−zz⊤‖2 = ‖(z′−z)z′⊤+z(z′−z)⊤‖2
≤ 2‖z′−z‖2max{‖z‖2,‖z′‖2}.

Columns ofZ are those ofX scaled by
√

n/l . The norm of the difference of two columns ofX
can be viewed as the norm of the difference of two feature vectors associated toK and thus can be
bounded bydK . Similarly, the norm of a single column ofX is bounded byK

1
2
max. This leads to the

following inequality:

|φ(S′)−φ(S)| ≤ 2n
l

dK
maxK

1
2
max. (7)

The expectation ofφ can be bounded as follows:

E[Φ] = E[‖XX⊤−ZZ⊤‖2]≤ E[‖XX⊤−ZZ⊤‖F ]≤
n√
l
Kmax, (8)

where the last inequality follows Corollary 2 of Kumar et al. (2009a). The inequalities (7) and (8)
combined with Theorem 1 give a bound on‖XX⊤−ZZ⊤‖2 and yield the statement of the theorem.
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The following general inequality holds for the Frobenius error of the Nyström method (Drineas
and Mahoney, 2005):

‖K − K̃‖2F ≤ ‖K −K k‖2F +
√

64k‖XX⊤−ZZ⊤‖2F nKmax
ii . (9)

Bounding the term‖XX⊤−ZZ⊤‖2F as in the norm-2 case and using the concentration bound of
Theorem 1 yields the result of the theorem.

6.2 Ensemble Nystr̈om Method

The following error bounds hold for ensemble Nyström methods based on a convex combination of
Nyström approximations.

Theorem 3 Let S be a sample of pl columns drawn uniformly at random without replacement from
K , decomposed into p subsamples of size l, S1, . . . ,Sp. For r ∈ [1, p], let K̃ r denote the rank-k
Nystr̈om approximation ofK based on the sample Sr , and letK k denote the best rank-k approxima-
tion of K . Then, with probability at least1−δ, the following inequalities hold for any sample S of
size pl and for any µ in the unit simplex∆ andK̃ens= ∑p

r=1µr K̃ r :

‖K − K̃ens‖2≤ ‖K −K k‖2+
2n√

l
Kmax

[
1+µmaxp

1
2

√
n−pl

n−1/2
1

β(pl,n) log 1
δ dK

max/K
1
2
max

]
,

‖K − K̃ens‖F ≤ ‖K −K k‖F +
[

64k
l

] 1
4 nKmax

[
1+µmaxp

1
2

√
n−pl

n−1/2
1

β(pl,n) log 1
δ dK

max/K
1
2
max

] 1
2
,

whereβ(pl,n) = 1− 1
2max{pl,n−pl} and µmax= maxp

r=1µr .

Proof For r ∈ [1, p], let Zr =
√

n/l XSr , whereSr denotes the selection matrix corresponding to
the sampleSr . By definition ofK̃ensand the upper bound on‖K − K̃ r‖2 already used in the proof of
theorem 2, the following holds:

‖K − K̃ens‖2 =
∥∥∥

p

∑
r=1

µr(K − K̃ r)
∥∥∥

2
≤

p

∑
r=1

µr‖K − K̃ r‖2

≤
p

∑
r=1

µr
(
‖K −K k‖2+2‖XX⊤−ZrZ⊤r ‖2

)

= ‖K −K k‖2+2
p

∑
r=1

µr‖XX⊤−ZrZ⊤r ‖2.

We apply Theorem 1 toφ(S)=∑p
r=1µr‖XX⊤−ZrZ⊤r ‖2. Let S′ be a sample differing fromSby only

one column. Observe that changing one column of the full sampleSchanges only one subsample
Sr and thus only one termµr‖XX⊤−ZrZ⊤r ‖2. Thus, in view of the bound (7) on the change to
‖XX⊤−ZrZ⊤r ‖2, the following holds:

|φ(S′)−φ(S)| ≤ 2n
l

µmaxd
K
maxK

1
2
max, (10)
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The expectation ofΦ can be straightforwardly bounded by:

E[Φ(S)] =
p

∑
r=1

µr E[‖XX⊤−ZrZ⊤r ‖2]≤
p

∑
r=1

µr
n√
l
Kmax=

n√
l
Kmax

using the bound (8) for a single expert. Plugging in this upper bound and the Lipschitz bound (10)
in Theorem 1 yields the norm-2 bound for the ensemble Nyström method.

For the Frobenius error bound, using the convexity of the Frobenius norm square‖·‖2F and the
general inequality (9), we can write

‖K − K̃ens‖2F =
∥∥∥

p

∑
r=1

µr(K − K̃ r)
∥∥∥

2

F
≤

p

∑
r=1

µr‖K − K̃ r‖2F

≤
p

∑
r=1

µr

[
‖K −K k‖2F +

√
64k‖XX⊤−ZrZ⊤r ‖F nKmax

ii

]
.

= ‖K −K k‖2F +
√

64k
p

∑
r=1

µr‖XX⊤−ZrZ⊤r ‖F nKmax
ii .

The result follows by the application of Theorem 1 toψ(S)=∑p
r=1µr‖XX⊤−ZrZ⊤r ‖F in a way

similar to the norm-2 case.

The bounds of Theorem 3 are similar in form to those of Theorem 2. However, the bounds for
the ensemble Nyström are tighter than those for any Nyström expert based on a single sample of
sizel even for a uniform weighting. In particular, forµi =1/p for all i, the last term of the ensemble
bound for norm-2 is smaller by a factor larger thanµmaxp

1
2 = 1/

√
p.

7. Conclusion

A key aspect of sampling-based matrix approximations is the method for the selection of repre-
sentative columns. We discussed both fixed and adaptive methods for sampling the columns of a
matrix. We saw that the approximation performance is significantly affected bythe choice of the
sampling algorithm and also that there is a tradeoff between choosing a more informative set of
columns and the efficiency of the sampling algorithm. Furthermore, we introduced and discussed
a new meta-algorithm based on an ensemble of several matrix approximations that generates fa-
vorable matrix reconstructions using base learners derived from eitherfixed or adaptive sampling
schemes, and naturally fits within a distributed computing environment, thus makingit quite effi-
cient even in large-scale settings. We concluded with a theoretical analysisof the Nystr̈om method
(both the standard approach and the ensemble method) as it is often used in practice, namely using
uniform sampling without replacement.
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Evert J. Nystr̈om. Über die praktische aufl̈osung von linearen integralgleichungen mit anwendungen
auf randwertaufgaben der potentialtheorie.Commentationes Physico-Mathematicae, 4(15):1–52,
1928.

Marie Ouimet and Yoshua Bengio. Greedy spectral embedding. InArtificial Intelligence and Statis-
tics, 2005.

Christos H. Papadimitriou, Hisao Tamaki, Prabhakar Raghavan, and Santosh Vempala. Latent se-
mantic indexing: a probabilistic analysis. InPrinciples of Database Systems, 1998.

John C. Platt. Fast embedding of sparse similarity graphs. InNeural Information Processing Sys-
tems, 2004.

1005



KUMAR , MOHRI AND TALWALKAR

Vladimir Rokhlin, Arthur Szlam, and Mark Tygert. A randomized algorithm for principal compo-
nent analysis.SIAM Journal on Matrix Analysis and Applications, 31(3):1100–1124, 2009.

Mark Rudelson and Roman Vershynin. Sampling from large matrices: an approach through geo-
metric functional analysis.Journal of the ACM, 54(4):21, 2007.

Anthony F. Ruston. Auerbach’s theorem and tensor products of banach spaces.Mathematical
Proceedings of the Cambridge Philosophical Society, 58:476–480, 1962.
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Abstract

The success of many machine learning and pattern recognition methods relies heavily upon the
identification of an appropriate distance metric on the input data. It is often beneficial to learn such a
metric from the input training data, instead of using a default one such as the Euclidean distance. In
this work, we propose a boosting-based technique, termed BOOSTMETRIC, for learning a quadratic
Mahalanobis distance metric. Learning a valid Mahalanobisdistance metric requires enforcing
the constraint that the matrix parameter to the metric remains positive semidefinite. Semidefinite
programming is often used to enforce this constraint, but does not scale well and is not easy to
implement. BOOSTMETRIC is instead based on the observation that any positive semidefinite ma-
trix can be decomposed into a linear combination of trace-one rank-one matrices. BOOSTMETRIC

thus uses rank-one positive semidefinite matrices as weak learners within an efficient and scalable
boosting-based learning process. The resulting methods are easy to implement, efficient, and can
accommodate various types of constraints. We extend traditional boosting algorithms in that its
weak learner is a positive semidefinite matrix with trace andrank being one rather than a classifier
or regressor. Experiments on various data sets demonstratethat the proposed algorithms compare
favorably to those state-of-the-art methods in terms of classification accuracy and running time.

Keywords: Mahalanobis distance, semidefinite programming, column generation, boosting, La-
grange duality, large margin nearest neighbor

1. Introduction

The identification of an effective metric by which to measure distances between data points is an
essential component of many machine learning algorithms includingk-nearest neighbor (kNN), k-
means clustering, and kernel regression. These methods have been applied to a range of problems,
including image classification and retrieval (Hastie and Tibshirani, 1996; Yuet al., 2008; Jian and

c©2012 Chunhua Shen, Junae Kim, Lei Wang and Anton van den Hengel.
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Vemuri, 2007; Xing et al., 2002; Bar-Hillel et al., 2005; Boiman et al., 2008;Frome et al., 2007)
amongst a host of others.

The Euclidean distance has been shown to be effective in a wide variety ofcircumstances.
Boiman et al. (2008), for instance, showed that in generic object recognition with local features,
kNN with a Euclidean metric can achieve comparable or better accuracy than more sophisticated
classifiers such as support vector machines (SVMs). The Mahalanobisdistance represents a gen-
eralization of the Euclidean distance, and offers the opportunity to learn a distance metric directly
from the data. This learned Mahalanobis distance approach has been shown to offer improved per-
formance over Euclidean distance-based approaches, and was particularly shown by Wang et al.
(2010b) to represent an improvement upon the method of Boiman et al. (2008). It is the prospect
of a significant performance improvement from fundamental machine learning algorithms which
inspires the approach presented here.

If we let ai , i = 1,2· · · , represent a set of points inRD, then the Mahalanobis distance, or
Gaussian quadratic distance, between two points is

‖ai −a j‖X =
√

(ai −a j)⊤X(ai −a j),

whereX < 0 is a positive semidefinite (p.s.d.) matrix. The Mahalanobis distance is thus param-
eterized by a p.s.d. matrix, and methods for learning Mahalanobis distances are therefore often
framed as constrained semidefinite programs. The approach we proposehere, however, is based
on boosting, which is more typically used for learning classifiers. The primary motivation for the
boosting-based approach is that it scales well, but its efficiency in dealingwith large data sets is also
advantageous. The learning of Mahalanobis distance metrics representsa specific application of a
more general method for matrix learning which we present below.

We are interested here in the case where the training data consist of a set of constraints upon the
relative distances between data points,

I = {(ai ,a j ,ak) |disti j < distik}, (1)

wheredisti j measures the distance betweenai and a j . Each such constraint implies that “ai is
closer toa j thanai is to ak”. Constraints such as these often arise when it is known thatai anda j

belong to the same class of data points whileai ,ak belong to different classes. These comparison
constraints are thus often much easier to obtain than either the class labels or distances between data
elements (Schultz and Joachims, 2003). For example, in video content retrieval, faces extracted from
successive frames at close locations can be safely assumed to belong to the same person, without
requiring the individual to be identified. In web search, the results returned by a search engine
are ranked according to the relevance, an ordering which allows a natural conversion into a set of
constraints.

The problem of learning a p.s.d. matrix such asX can be formulated in terms of estimating a
projection matrixL whereX = LL⊤. This approach has the advantage that the p.s.d. constraint
is enforced through the parameterization, but the disadvantage is that the relationship between the
distance measure and the parameter matrix is less direct. In practice this approach has lead to local,
rather than globally optimal solutions, however (see Goldberger et al., 2004 for example).

Methods such as Xing et al. (2002), Weinberger et al. (2005), Weinberger and Saul (2006) and
Globerson and Roweis (2005) which seekX directly are able to guarantee global optimality, but
at the cost of a heavy computational burden and poor scalability as it is nottrivial to preserve the
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semidefiniteness ofX during the course of learning. Standard approaches such as interior-point (IP)
Newton methods need to calculate the Hessian. This typically requiresO(D4) storage and has worst-
case computational complexity of approximatelyO(D6.5) whereD is the size of the p.s.d. matrix.
This is prohibitive for many real-world problems. An alternating projected (sub-)gradient approach
is adopted in Weinberger et al. (2005), Xing et al. (2002) and Globerson and Roweis (2005). The
disadvantages of this algorithm, however, are: 1) it is not easy to implement; 2) many parameters
are involved; 3) usually it converges slowly.

We propose here a method for learning a p.s.d. matrix labeled BOOSTMETRIC. The method
is based on the observation that any positive semidefinite matrix can be decomposed into a lin-
ear positive combination of trace-one rank-one matrices. The weak learner in BOOSTMETRIC is
thus a trace-one rank-one p.s.d. matrix. The proposed BOOSTMETRIC algorithm has the following
desirable properties:

1. BOOSTMETRIC is efficient and scalable. Unlike most existing methods, no semidefinite pro-
gramming is required. At each iteration, only the largest eigenvalue and its corresponding
eigenvector are needed.

2. BOOSTMETRIC can accommodate various types of constraints. We demonstrate the use of
the method to learn a Mahalanobis distance on the basis of a set of proximity comparison
constraints.

3. Like AdaBoost, BOOSTMETRIC does not have any parameter to tune. The user only needs to
know when to stop. Also like AdaBoost it is easy to implement. No sophisticated optimiza-
tion techniques are involved. The efficacy and efficiency of the proposed BOOSTMETRIC is
demonstrated on various data sets.

4. We also propose a totally-corrective version of BOOSTMETRIC. As in TotalBoost (Warmuth
et al., 2006) the weights of all the selected weak learners (rank-one matrices) are updated at
each iteration.

Both the stage-wise BOOSTMETRIC and totally-corrective BOOSTMETRIC methods are very
easy to implement.

The primary contributions of this work are therefore as follows: 1) We extend traditional boost-
ing algorithms such that each weak learner is a matrix with the trace and rank ofone—which must
be positive semidefinite—rather than a classifier or regressor; 2) The proposed algorithm can be
used to solve many semidefinite optimization problems in machine learning and computer vision.
We demonstrate the scalability and effectiveness of our algorithms on metric learning. Part of this
work appeared in Shen et al. (2008, 2009). More theoretical analysisand experiments are included
in this version. Next, we review some relevant work before we present our algorithms.

1.1 Related Work

Distance metric learning is closely related to subspace methods. Principal component analysis
(PCA) and linear discriminant analysis (LDA) are two classical dimensionality reduction tech-
niques. PCA finds the subspace that captures the maximum variance within theinput data while
LDA tries to identify the projection which maximizes the between-class distance and minimizes the
within-class variance. Locality preserving projection (LPP) finds a linearprojection that preserves
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the neighborhood structure of the data set (He et al., 2005). Essentially,LPP linearly approximates
the eigenfunctions of the Laplace Beltrami operator on the underlying manifold. The connection
between LPP and LDA is also revealed in He et al. (2005). Wang et al. (2010a) extended LPP to
supervised multi-label classification. Relevant component analysis (RCA)(Bar-Hillel et al., 2005)
learns a metric fromequivalenceconstraints. RCA can be viewed as extending LDA by incorpo-
rating must-link constraints and cannot-link constraints into the learning procedure. Each of these
methods may be seen as devising a linear projection from the input space to a lower-dimensional
output space. If this projection is characterized by the matrixL , then note that these methods may
be related to the problem of interest here by observingX = LL⊤. This typically implies thatX is
rank-deficient.

Recently, there has been significant research interest in supervised distance metric learning using
side information that is typically presented in a set of pairwise constraints. Most of these methods,
although appearing in different formats, share a similar essential idea: to learn an optimal dis-
tance metric by keeping training examples in equivalence constraints close, and at the same time,
examples in in-equivalence constraints well separated. Previous work of Xing et al. (2002), Wein-
berger et al. (2005), Jian and Vemuri (2007), Goldberger et al. (2004), Bar-Hillel et al. (2005) and
Schultz and Joachims (2003) fall into this category. The requirement thatX must be p.s.d. has led
to the development of a number of methods for learning a Mahalanobis distance which rely upon
constrained semidefinite programing. This approach has a number of limitations, however, which
we now discuss with reference to the problem of learning a p.s.d. matrix froma set of constraints
upon pairwise-distance comparisons. Relevant work on this topic includesBar-Hillel et al. (2005),
Xing et al. (2002), Jian and Vemuri (2007), Goldberger et al. (2004), Weinberger et al. (2005) and
Globerson and Roweis (2005) amongst others.

Xing et al. (2002) first proposed the idea of learning a Mahalanobis metricfor clustering using
convex optimization. The inputs are two sets: a similarity set and a dis-similarity set.The algorithm
maximizes the distance between points in the dis-similarity set under the constraintthat the distance
between points in the similarity set is upper-bounded. Neighborhood component analysis (NCA)
(Goldberger et al., 2004) and large margin nearest neighbor (LMNN) (Weinberger et al., 2005)
learn a metric by maintaining consistency in data’s neighborhood and keep a large margin at the
boundaries of different classes. It has been shown in Weinberger and Saul (2009); Weinberger et al.
(2005) that LMNN delivers the state-of-the-art performance among most distance metric learning
algorithms. Information theoretic metric learning (ITML) learns a suitable metric based on infor-
mation theoretics (Davis et al., 2007). To partially alleviate the heavy computationof standard IP
Newton methods, Bregman’s cyclic projection is used in Davis et al. (2007).This idea is extended
in Wang and Jin (2009), which has a closed-form solution and is computationally efficient.

There have been a number of approaches developed which aim to improvethe scalability of
the process of learning a metric parameterized by a p.s.d. metricX. For example, Rosales and Fung
(2006) approximate the p.s.d. cone using a set of linear constraints basedon the diagonal dominance
theorem. The approximation is not accurate, however, in the sense that it imposes too strong a con-
dition on the learned matrix—one may not want to learn a diagonally dominant matrix. Alternative
optimization is used in Xing et al. (2002) and Weinberger et al. (2005) to solve the semidefinite
problem iteratively. At each iteration, a full eigen-decomposition is applied toproject the solu-
tion back onto the p.s.d. cone. BOOSTMETRIC is conceptually very different to this approach, and
additionally only requires the calculation of the first eigenvector. Tsuda etal. (2005) proposed to
use matrix logarithms and exponentials to preserve positive definiteness. For the application of

1010



METRIC LEARNING USING BOOSTING-LIKE ALGORITHMS

semidefinite kernel learning, they designed a matrix exponentiated gradientmethod to optimize von
Neumann divergence based objective functions. At each iteration of matrix exponentiated gradient,
a full eigen-decomposition is needed. In contrast, we only need to find the leading eigenvector.

The approach proposed here is directly inspired by the LMNN proposedin Weinberger and Saul
(2009); Weinberger et al. (2005). Instead of using the hinge loss, however, we use the exponential
loss and logistic loss functions in order to derive an AdaBoost-like (or LogitBoost-like) optimization
procedure. In theory, any differentiable convex loss function can beapplied here. Hence, despite
similar purposes, our algorithm differs essentially in the optimization. While the formulation of
LMNN looks more similar to SVMs, our algorithm, termed BOOSTMETRIC, largely draws upon
AdaBoost (Schapire, 1999).

Column generation was first proposed by Dantzig and Wolfe (1960) for solving a particular
form of structured linear program with an extremely large number of variables. The general idea
of column generation is that, instead of solving the original large-scale problem (master problem),
one works on a restricted master problem with a reasonably small subset ofthe variables at each
step. The dual of the restricted master problem is solved by the simplex method,and the optimal
dual solution is used to find the new column to be included into the restricted masterproblem. LP-
Boost (Demiriz et al., 2002) is a direct application of column generation in boosting. Significantly,
LPBoost showed that in an LP framework, unknown weak hypotheses can be learned from the dual
although the space of all weak hypotheses is infinitely large. Shen and Li (2010) applied column
generation to boosting with general loss functions. It is these results that underpin BOOSTMETRIC.

The remaining content is organized as follows. In Section 2 we present some preliminary math-
ematics. In Section 3, we show the main results. Experimental results are provided in Section
4.

2. Preliminaries

We introduce some fundamental concepts that are necessary for setting up our problem. First, the
notation used in this paper is as follows.

2.1 Notation

Throughout this paper, a matrix is denoted by a bold upper-case letter (X); a column vector is
denoted by a bold lower-case letter (xxx). The ith row of X is denoted byX i: and theith columnX:i .
111 and 000 are column vectors of 1’s and 0’s, respectively. Their size should beclear from the context.
We denote the space ofD×D symmetric matrices bySD, and positive semidefinite matrices bySD

+.
Tr (·) is the trace of a symmetric matrix and〈X,Z〉 = Tr (XZ⊤) = ∑i j X i j Z i j calculates the inner
product of two matrices. An element-wise inequality between two vectors likeuuu≤ vvv meansui ≤ vi

for all i. We useX < 0 to indicate that matrixX is positive semidefinite. For a matrixX ∈ S
D, the

following statements are equivalent: 1)X < 0 (X ∈ S
D
+); 2) All eigenvalues ofX are nonnegative

(λi(X)≥ 0, i = 1, · · · ,D); and 3)∀uuu∈ R
D, uuu⊤Xuuu≥ 0.

2.2 A Theorem on Trace-one Semidefinite Matrices

Before we present our main results, we introduce an important theorem that serves the theoretical
basis of BOOSTMETRIC.
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Definition 1 For any positive integer m, given a set of points{xxx1, ...,xxxm} in a real vector or matrix
spaceSp, theconvex hullof Spspanned by m elements inSp is defined as:

Convm(Sp) =
{

∑m
i=1wixxxi

∣
∣
∣wi ≥ 0,∑m

i=1wi = 1,xxxi ∈ Sp
}

.

Define the linear convex span ofSpas:1

Conv(Sp) =
⋃

m

Convm(Sp) =
{

∑m
i=1wixxxi

∣
∣
∣wi ≥ 0,∑m

i=1wi = 1,xxxi ∈ Sp,m∈ Z+

}

.

HereZ+ denotes the set of all positive integers.

Definition 2 Let us defineΓ1 to be the space of all positive semidefinite matricesX ∈ S
D
+ with trace

equaling one:
Γ1 = {X |X < 0,Tr (X) = 1} ;

andΨ1 to be the space of all positive semidefinite matrices with both trace and rank equaling one:

Ψ1 = {Z |Z < 0,Tr (Z) = 1,Rank(Z) = 1} .

We also defineΓ2 as the convex hull ofΨ1, that is,

Γ2 = Conv(Ψ1).

Lemma 3 LetΨ2 be a convex polytope defined asΨ2 = {λλλ ∈R
D|λk ≥ 0, ∀k= 0, · · · ,D, ∑D

k=1 λk =
1}, then the points with only one element equaling one and all the others being zeros are the extreme
points (vertexes) ofΨ2. All the other points can not be extreme points.

Proof Without loss of generality, let us consider such a pointλλλ′ = {1,0, · · · ,0}. If λλλ′ is not an
extreme point ofΨ2, then it must be possible to express it as a convex combination of a set of
other points in Ψ2: λλλ′ = ∑m

i=1wiλλλi , wi > 0, ∑m
i=1wi = 1 andλλλi 6= λλλ′. Then we have equations:

∑m
i=1wiλi

k = 0, ∀k = 2, · · · ,D. It follows thatλi
k = 0, ∀i andk = 2, · · · ,D. That means,λi

1 = 1 ∀i.
This is inconsistent withλλλi 6= λλλ′. Therefore such a convex combination does not exist andλλλ′ must
be an extreme point. It is trivial to see that anyλλλ that has more than one active element is an convex
combination of the above-defined extreme points. So they can not be extremepoints.

Theorem 4 Γ1 equals toΓ2; that is, Γ1 is also the convex hull ofΨ1. In other words, allZ ∈ Ψ1,
form the set of extreme points ofΓ1.

Proof It is easy to check that any convex combination∑i wiZ i , such thatZ i ∈ Ψ1, resides inΓ1,
with the following two facts: 1) a convex combination of p.s.d. matrices is still a p.s.d. matrix; 2)
Tr

(

∑i wiZ i
)
= ∑iwi Tr (Z i) = 1.

By denotingλ1 ≥ ·· · ≥ λD ≥ 0 the eigenvalues of aZ ∈ Γ1, we know thatλ1 ≤ 1 because
∑D

i=1 λi = Tr (Z) = 1. Therefore, all eigenvalues ofZ must satisfy:λi ∈ [0,1], ∀i = 1, · · · ,D and

1. With slight abuse of notation, we also use the symbolConv(·) to denote convex span. In general it is not a convex
hull.
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∑D
i λi = 1. By looking at the eigenvalues ofZ and using Lemma 3, it is immediate to see that a

matrixZ such thatZ < 0, Tr (Z) = 1 andRank(Z)> 1 can not be an extreme point ofΓ1. The only
candidates for extreme points are those rank-one matrices (λ1 = 1 andλ2,··· ,D = 0). Moreover, it is
not possible that some rank-one matrices are extreme points and others arenot because the other
two constraintsZ < 0 andTr (Z) = 1 do not distinguish between different rank-one matrices.

Hence, allZ ∈Ψ1 form the set of extreme points ofΓ1. Furthermore,Γ1 is a convex and compact
set, which must have extreme points. The Krein-Milman Theorem (Krein and Milman, 1940) tells
us that a convex and compact set is equal to the convex hull of its extreme points.

This theorem is a special case of the results from Overton and Womersley (1992) in the context
of eigenvalue optimization. A different proof for the above theorem’s general version can also be
found in Fillmore and Williams (1971).

In the context of semidefinite optimization, what is of interest about Theorem4 is as follows:
it tells us that a bounded p.s.d. matrix constraintX ∈ Γ1 can be equivalently replaced with a set of
constrains which belong toΓ2. At the first glance, this is a highly counterintuitive proposition be-
causeΓ2 involves many more complicated constraints. Bothwi andZ i (∀i = 1, · · · ,m) are unknown
variables. Even worse,mcould be extremely (or even infinitely) large. Nevertheless, this is the type
of problems thatboostingalgorithms are designed to solve. Let us give a brief overview of boosting
algorithms.

2.3 Boosting

Boosting is an example of ensemble learning, where multiple learners are trained to solve the same
problem. Typically a boosting algorithm (Schapire, 1999) creates a single strong learner by incre-
mentally adding base (weak) learners to the final strong learner. The base learner has an important
impact on the strong learner. In general, a boosting algorithm builds on a user-specified base learn-
ing procedure and runs it repeatedly on modified data that are outputs from the previous iterations.

The general form of the boosting algorithm is sketched in Algorithm 1. The inputs to a boosting
algorithm are a set of training examplexxx, and their corresponding class labelsy. The final output is
a strong classifier which takes the form

Fwww(xxx) = ∑J
j=1w jh j(xxx). (2)

Hereh j(·) is a base learner. From Theorem 4, we know that a matrixX ∈ Γ1 can be decomposed as

X = ∑J
j=1w jZ j ,Z j ∈ Γ2. (3)

By observing the similarity between Equations (2) and (3), we may viewZ j as a weak classifier
and the matrixX as the strong classifier that we want to learn. This is exactly the problem that
boosting methods have been designed to solve. This observation inspires us to solve a special type
of semidefinite optimization problem using boosting techniques.

The sparse greedy approximation algorithm proposed by Zhang (2003)is an efficient method for
solving a class of convex problems, and achieves fast convergence rates. It has also been shown that
boosting algorithms can be interpreted within the general framework of Zhang (2003). The main
idea of sequential greedy approximation, therefore, is as follows. Given an initializationuuu0, which
is in a convex subset of a linear vector space, a matrix space or a functional space, the algorithm
findsuuui andλ ∈ (0,1) such that the objective functionF((1−λ)uuui−1+λuuui) is minimized. Then the
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Algorithm 1 The general framework of boosting.

Input : Training data.
Initialize a weight setuuu on the training examples;1

for j = 1,2, · · · , do2

··· Receive a weak hypothesish j(·);3

··· Calculatew j > 0;4

··· Updateuuu.5

Output : A convex combination of the weak hypotheses:Fwww(xxx) = ∑J
j=1w jh j(xxx).

solutionuuui is updated asuuui = (1−λ)uuui−1+λuuui and the iteration goes on. Clearly,uuui must remain in
the original space. As shown next, our first case, which learns a metric using the hinge loss, greatly
resembles this idea.

2.4 Distance Metric Learning Using Proximity Comparison

The process of measuring distance using a Mahalanobis metric is equivalent to linearly transforming
the data by a projection matrixL ∈R

D×d (usuallyD ≥ d) before calculating the standard Euclidean
distance:

dist2i j = ‖L⊤ai −L⊤a j‖
2
2 = (ai −a j)

⊤LL⊤(ai −a j) = (ai −a j)
⊤X(ai −a j).

As described above, the problem of learning a Mahalanobis metric can be approached in terms
of learning the matrixL , or the p.s.d. matrixX. If X = I , the Mahalanobis distance reduces to the
Euclidean distance. IfX is diagonal, the problem corresponds to learning a metric in which different
features are given different weights,a.k.a.,feature weighting. Our approach is to learn a full p.s.d.
matrixX, however, using BOOSTMETRIC.

In the framework of large-margin learning, we want to maximize the distance betweendisti j
anddistik. That is, we wish to makedist2ik −dist2i j = (ai −ak)

⊤X(ai −ak)− (ai −a j)
⊤X(ai −a j) as

large as possible under some regularization. To simplify notation, we rewrite the distance between
dist2i j anddist2ik asdist2ik −dist2i j = 〈Ar ,X〉, where

Ar = (ai −ak)(ai −ak)
⊤− (ai −a j)(ai −a j)

⊤, (4)

for r = 1, · · · , |I| and|I| is the size of the set of constraintsI defined in Equation (1).

3. Algorithms

In this section, we define the optimization problems for metric learning. We mainly investigate the
cases using the hinge loss, exponential loss and logistic loss functions. Inorder to derive an efficient
optimization strategy, we look at their Lagrange dual problems and design boosting-like approaches
for efficiency.

3.1 Learning with the Hinge Loss

Our goal is to derive a general algorithm for p.s.d. matrix learning with the hinge loss function.
Assume that we want to find a p.s.d. matrixX < 0 such that a set of constraints

〈Ar ,X〉> 0, r = 1,2, · · · ,
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are satisfied aswell as possible. HereAr is as defined in (4). These constraints need not all be
strictly satisfied and thus we define the marginρr = 〈Ar ,X〉, ∀r.

Putting it into the maximum margin learning framework, we want to minimize the following
trace norm regularized objective function:∑r F(〈Ar ,X〉)+vTr (X),with F(·) a convex loss function
and v a regularization constant. Here we have used the trace norm regularization. Of course a
Frobenius norm regularization term can also be used here. Minimizing the Frobenius norm||X||2F,
which is equivalent to minimize theℓ2 norm of the eigenvalues ofX, penalizes a solution that is far
away from the identity matrix. With the hinge loss, we can write the optimization problem as:

max
ρ,X,ξξξ

ρ−v∑|I|
r=1ξr , s.t.: 〈Ar ,X〉 ≥ ρ−ξr ,∀r;X < 0,Tr (X) = 1; ξξξ ≥ 000. (5)

HereTr (X) = 1 removes the scale ambiguity because the distance inequalities are scale invariant.
We can decomposeX into: X = ∑J

j=1w jZ j , with w j > 0, Rank(Z j) = 1 andTr (Z j) = 1, ∀ j.
So we have

〈Ar ,X〉=
〈
Ar ,∑J

j=1w jZ j
〉
= ∑J

j=1w j
〈
Ar ,Z j

〉
= ∑J

j=1w jHr j = Hr:www,∀r. (6)

HereHr j is a shorthand forHr j =
〈
Ar ,Z j

〉
. Clearly,Tr (X) = 111⊤www. Using Theorem 4, we replace

the p.s.d. conic constraint in the primal (5) with a linear convex combination of rank-one unitary
matrices:X = ∑ jw jZ j , and 111⊤www= 1. SubstitutingX in (5), we have

max
ρ,www,ξξξ

ρ−v∑|I|
r=1ξr , s.t.: Hr:www≥ ρ−ξr ,(r = 1, . . . , |I|);www≥ 000,111⊤www= 1; ξξξ ≥ 000. (7)

The Lagrange dual problem of the above linear programming problem (7)is easily derived:

min
π,uuu

π s.t.: ∑|I|
r=1urHr: ≤ π111⊤;111⊤uuu= 1,000≤ uuu≤ v111.

We can then use column generation to solve the original problem iteratively bylooking at both the
primal and dual problems. See Shen et al. (2008) for the algorithmic details.In this work we are
more interested in smooth loss functions such as the exponential loss and logistic loss, as presented
in the sequel.

3.2 Learning with the Exponential Loss

By employing the exponential loss, we want to optimize

min
X,ρρρ

log
(

∑|I|
r=1exp(−ρr)

)
+vTr (X)

s.t.:ρr = 〈Ar ,X〉, r = 1, · · · , |I|, X < 0. (8)

Note that: 1) We are proposing a logarithmic version of the sum of exponential loss. This transform
does not change the original optimization problem of sum of exponential loss because the logarith-
mic function is strictly monotonically increasing. 2) A regularization termTr (X) has been applied.
Without this regularization, one can always multiplyX by an arbitrarily large scale factor in order
to make the exponential loss approach zero in the case of all constraints being satisfied. This trace-
norm regularization may also lead to low-rank solutions. 3) An auxiliary variableρr , r = 1, . . . must
be introduced for deriving a meaningful dual problem, as we show later.
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We now derive the Lagrange dual of the problem that we are interested in. The original problem
(8) now becomes

min
ρρρ,www

log
(

∑|I|
r=1exp(−ρr)

)
+v111⊤www

s.t.:ρr = Hr:www, r = 1, · · · , |I|; www≥ 000. (9)

We have used the Equation (6). In order to derive its dual, we write its Lagrangian

L(www,ρρρ,uuu) = log
(

∑|I|
r=1exp(−ρr)

)
+v111⊤www+∑|I|

r=1ur(ρr −Hr:www)− ppp⊤www,

with ppp≥ 0. The dual problem is obtained by finding the saddle point ofL; that is, supuuu infwww,ρρρ L.

inf
www,ρρρ

L = inf
ρρρ

L1
︷ ︸︸ ︷

log
(

∑|I|
r=1exp(−ρr)

)
+uuu⊤ρρρ+ inf

www

L2
︷ ︸︸ ︷

(v111⊤−∑|I|
r=1urHr: − ppp⊤)www (10)

=−∑|I|
r=1ur logur .

The infimum ofL1 is found by setting its first derivative to zero and we have:

inf
ρρρ

L1 =

{

−∑rur logur if uuu≥ 000,111⊤uuu= 1,

−∞ otherwise.

The infimum is Shannon entropy.L2 is linear inwww, hence it must be 000. It leads to

∑|I|
r=1urHr: ≤ v111⊤. (11)

The Lagrange dual problem of (9) is an entropy maximization problem, whichwrites

max
uuu

−∑|I|
r=1ur logur , s.t.: uuu≥ 000,111⊤uuu= 1,and (11). (12)

Weak and strong duality hold under mild conditions (Boyd and Vandenberghe, 2004). That means,
one can usually solve one problem from the other. The KKT conditions link the optimal between
these two problems. In our case, it is

u⋆r =
exp(−ρ⋆

r )

∑|I|
k=1exp(−ρ⋆

k)
,∀r. (13)

While it is possible to devise a totally-corrective column generation based optimization proce-
dure for solving our problem as the case of LPBoost (Demiriz et al., 2002), we are more interested in
consideringone-at-a-timecoordinate-wise descent algorithms, as the case of AdaBoost (Schapire,
1999). Let us start from some basic knowledge of column generation because our coordinate descent
strategy is inspired by column generation.

If we know all the basesZ j ( j = 1. . .J) and hence the entire matrixH is known. Then either
the primal (9) or the dual (12) can be trivially solved (at least in theory) because both are convex
optimization problems. We can solve them in polynomial time. Especially the primal problem is
convex minimization with simple nonnegativeness constraints. Off-the-shelf software like LBFGS-
B (Zhu et al., 1997) can be used for this purpose. Unfortunately, in practice, we do not access all
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the bases: the possibility ofZ is infinite. In convex optimization, column generation is a technique
that is designed for solving this difficulty.

Column generation was originally advocated for solving large scale linear programs (L̈ubbecke
and Desrosiers, 2005). Column generation is based on the fact that fora linear program, the number
of non-zero variables of the optimal solution is equal to the number of constraints. Therefore,
although the number of possible variables may be large, we only need a small subset of these in
the optimal solution. For a general convex problem, we can use column generation to obtain an
approximatesolution. It works by only considering a small subset of the entire variableset. Once
it is solved, we ask the question:“Are there any other variables that can beincluded to improve
the solution?”. So we must be able to solve the subproblem: given a set of dual values, one either
identifies a variable that has a favorable reduced cost, or indicates that such a variable does not exist.
Essentially, column generation finds the variables with negative reduced costs without explicitly
enumerating all variables.

Instead of directly solving the primal problem (9), we find the most violated constraint in the
dual (12) iteratively for the current solution and adds this constraint to the optimization problem.
For this purpose, we need to solve

Ẑ = argmaxZ
{

∑|I|
r=1ur

〈
Ar ,Z

〉
, s.t.: Z ∈ Ψ1

}

. (14)

We discuss how to efficiently solve (14) later. Now we move on to derive a coordinate descent
optimization procedure.

3.3 Coordinate Descent Optimization

We show how an AdaBoost-like optimization procedure can be derived.

3.3.1 OPTIMIZING FOR w j

Since we are interested in theone-at-a-timecoordinate-wise optimization, we keepw1, w2, . . . , w j−1

fixed when solving forw j . The cost function of the primal problem is (in the following derivation,
we drop those terms irrelevant to the variablew j )

Cp(w j) = log
[

∑|I|
r=1exp(−ρ j−1

r ) ·exp(−Hr j w j)
]
+vwj .

Clearly,Cp is convex inw j and hence there is only one minimum that is also globally optimal. The
first derivative ofCp w.r.t. w j vanishes at optimality, which results in

∑|I|
r=1(Hr j −v)u j−1

r exp(−w jHr j ) = 0. (15)

If Hr j is discrete, such as{+1,−1} in standard AdaBoost, we can obtain a closed-form solution
similar to AdaBoost. Unfortunately in our case,Hr j can be any real value. We instead use bisection
to search for the optimalw j . The bisection method is one of the root-finding algorithms. It repeat-
edly divides an interval in half and then selects the subinterval in which a root exists. Bisection is
a simple and robust, although it is not the fastest algorithm for root-finding.Algorithm 2 gives the
bisection procedure. We have used the fact that the l.h.s. of (15) must bepositive atwl . Otherwise
no solution can be found. Whenw j = 0, clearly the l.h.s. of (15) is positive.
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Algorithm 2 Bisection search forw j .

Input : An interval[wl ,wu] known to contain the optimal value ofw j and convergence
toleranceε > 0.

repeat1

··· w j = 0.5(wl +wu);2

··· if l.h.s.of (15)> 0 then3

wl = w j ;4

else5

wu = w j .6

until wu−wl < ε ;7

Output : w j .

3.3.2 UPDATING uuu

The rule for updatinguuu can be easily obtained from (13). At iterationj, we have

u j
r ∝ exp(−ρ j

r ) ∝ u j−1
r exp(−Hr j w j), and∑|I|

r=1u j
r = 1,

derived from (13). So oncew j is calculated, we can updateuuu as

u j
r =

u j−1
r exp(−Hr j w j)

z
, r = 1, . . . , |I|, (16)

wherez is a normalization factor so that∑|I|
r=1u j

r = 1. This is exactly the same as AdaBoost.

3.4 The Base Learning Algorithm

In this section, we show that the optimization problem (14) can be exactly and efficiently solved
using eigenvalue-decomposition (EVD).

FromZ < 0 andRank(Z) = 1, we know thatZ has the format:Z = vvvvvv⊤, vvv∈R
D; andTr (Z) = 1

means‖vvv‖2 = 1. We have
〈

∑|I|
r=1urAr ,Z

〉
= vvv

(

∑|I|
r=1urAr

)
vvv⊤.

By denoting

Â = ∑|I|
r=1urAr , (17)

the base learning optimization equals:

max
vvv

vvv⊤Âvvv, s.t.:‖vvv‖2 = 1. (18)

It is clear that the largest eigenvalue ofÂ, λmax(Â), and its corresponding eigenvectorvvv1 gives the
solution to the above problem. Note thatÂ is symmetric.

λmax(Â) is also used as one of the stopping criteria of the algorithm. Form the condition (11),
λmax(Â)< v means that we are not able to find a new base matrixẐ that violates (11)—the algorithm
converges.
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Algorithm 3 Positive semidefinite matrix learning with stage-wise boosting.

Input :

• Training set triplets(ai ,a j ,ak) ∈ I; ComputeAr , r = 1,2, · · · , using (4).

• J: maximum number of iterations;

• (optional) regularization parameterv; We may simply setv to a very small value, for
example, 10−7.

Initialize : u0
r =

1
|I| , r = 1· · · |I|;1

for j = 1,2, · · · ,J do2

··· Find a new baseZ j by finding the largest eigenvalue (λmax(Â)) and its eigenvector of3

Â in (17);
··· if λmax(Â)< v then4

break (converged);5

··· Computew j using Algorithm 2;6

··· Updateuuu to obtainu j
r , r = 1, · · · |I| using (16);7

Output : The final p.s.d. matrixX ∈ R
D×D, X = ∑J

j=1w jZ j .

Eigenvalue decompositions is one of the main computational costs in our algorithm.There
are approximate eigenvalue solvers, which guarantee that for a symmetric matrix U and anyε >
0, a vectorvvv is found such thatvvv⊤Uvvv ≥ λmax− ε. To approximately find the largest eigenvalue
and eigenvector can be very efficient using Lanczos or power method.We can use the MATLAB
function eigs to calculate the largest eigenvector, which calls mex files of ARPACK. ARPACK is
a collection of Fortran subroutines designed to solve large scale eigenvalue problems. When the
input matrix is symmetric, this software uses a variant of the Lanczos process called the implicitly
restarted Lanczos method.

Another way to reduce the time for computing the leading eigenvector is to computean approx-
imate EVD by a fast Monte Carlo algorithm such as the linear time SVD algorithm developed in
Drineas et al. (2004).

We summarize our main algorithmic results in Algorithm 3.

3.5 Learning with the Logistic Loss

We have considered the exponential loss in the last content. The proposed framework is so general
that it can also accommodate other convex loss functions. Here we consider the logistic loss, which
penalizes mis-classifications with more moderate penalties than the exponential loss. It is believed
on noisy data, the logistic loss may achieve better classification performance.

With the same settings as in the case of the exponential loss, we can write our optimization
problem as

min
ρρρ,www

∑|I|
r=1logit(ρr)+v1⊤www

s.t.:ρr = Hr:www, r = 1, · · · , |I|,www≥ 0. (19)
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Here logit(·) is the logistic loss defined as logit(z) = log(1+ exp(−z)). Similarly, we derive its
Lagrange dual as

min
uuu

∑|I|
r=1logit∗(−ur)

s.t.:∑|I|
r=1urHr: ≤ v1⊤,

where logit∗(·) is the Fenchel conjugate function of logit(·), defined as

logit∗(−u) = ulog(u)+(1−u) log(1−u),

when 0≤ u≤ 1, and∞ otherwise. So the Fenchel conjugate of logit(·) is the binary entropy function.
We have reversed the sign ofuuu when deriving the dual.

Again, according to the KKT conditions, we have

u⋆r =
exp(−ρ⋆

r )

1+exp(−ρ⋆
r )
, ∀r, (20)

at optimality. From (20) we can also see thatu must be in(0,1).
Similarly, we want to optimize the primal cost function in a coordinate descent way. First, let

us find the relationship betweenu j
r andu j−1

r . Here j is the iteration index. From (20), it is trivial to
obtain

u j
r =

1

(1/u j−1
r −1)exp(Hr j w j)+1

, ∀r. (21)

The optimization ofw j can be solved by looking for the root of

∑|I|
r=1Hr j u

j
r −v= 0, (22)

whereu j
r is a function ofw j as defined in (21).

Therefore, in the case of the logistic loss, to findw j , we modify the bisection search of Algo-
rithm 2:

• Line 3: if l.h.s.o f (22)> 0 then . . .

and Line 7 of Algorithm 3:

• Line 7: Updateuuu using (21).

3.6 Totally Corrective Optimization

In this section, we derive a totally-corrective version of BOOSTMETRIC, similar to the case of Total-
Boost (Warmuth et al., 2006; Shen and Li, 2010) for classification, in the sense that the coefficients
of all weak learners are updated at each iteration.

Unlike the stage-wise optimization, here we do not need to keep previous weights of weak
learnersw1,w2, . . . ,w j−1. Instead, the weights of all the selected weak learnersw1,w2, . . . ,w j are
updated at each iterationj. As discussed, our learning procedure is able to employ various loss
functions such as the hinge loss, exponential loss or logistic loss. To devise a totally-corrective
optimization procedure for solving our problem efficiently, we need to ensure the object function
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Algorithm 4 Positive semidefinite matrix learning with totally corrective boosting.

Input :

• Training set triplets(ai ,a j ,ak) ∈ I; ComputeAr , r = 1,2, · · · , using (4).

• J: maximum number of iterations;

• Regularization parameterv.

Initialize : u0
r =

1
|I| , r = 1· · · |I|;1

for j = 1,2, · · · ,J do2

··· Find a new baseZ j by finding the largest eigenvalue (λmax(Â)) and its eigenvector of3

Â in (17);
··· if λmax(Â)< v then4

break (converged);5

··· Optimize forw1,w2, · · · ,w j by solving the primal problem (9) when the exponential6

loss is used or (19) when the logistic loss is used;
··· Updateuuu to obtainu j

r , r = 1, · · · |I| using (13) (exponential loss) or (20) (logistic loss);7

Output : The final p.s.d. matrixX ∈ R
D×D, X = ∑J

j=1w jZ j .

to be differentiable with respect to the variablesw1,w2, . . . ,w j . Here, we use the exponential loss
function and the logistic loss function. It is possible to use sub-gradient descent methods when a
non-smooth loss function like the hinge loss is used.

It is clear that solving forwww is a typical convex optimization problem since it has a differentiable
and convex function (9) when the exponential loss is used, or (19) when the logistic loss is used.
Hence it can be solved using off-the-shelf gradient-descent solverslike L-BFGS-B (Zhu et al.,
1997).

Since all the weightsw1,w2, . . . ,w j are updated,u j
r on r = 1. . . |I| need not to be updated but

re-calculated at each iterationj. To calculateu j
r , we use (13) (exponential loss) or (20) (logistic loss)

instead of (16) or (21) respectively. Totally-corrective BOOSTMETRIC methods are very simple to
implement. Algorithm 4 gives the summary of this algorithm. Next, we show the convergence
property of Algorithm 4. Formally, we want to show the following theorem.

Theorem 5 Algorithm 4 makes progress at each iteration. In other words, the objective value is
decreased at each iteration. Therefore, in the limit, Algorithm 4 solves the optimization problem(9)
(or (19)) globally to a desired accuracy.

Proof Let us consider the exponential loss case of problem (9). The proof follows the same discus-
sion for the logistic loss, or any other smooth convex loss function. Assume that the current solution
is a finite subset of base learners (rank-one trace-one matrices) and their corresponding linear coef-
ficientswww. If we add a base matrix̂Z that is not in the current subset, and the corresponding ˆw= 0,
then the objective value and the solution must remain unchanged. We can conclude that the current
learned base learners andwww are the optimal solution already.

Consider the case that this optimality condition is violated. We need to show that wecan find
a base learner̂Z, which is not in the current set of all the selected base learners, such that ŵ > 0
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holds. Now assume thatẐ is the base learner found by solving (18), and the convergence condition

λmax(Â)≤ v is not satisfied. So, we haveλmax(Â) =
〈

∑|I|
r=1urAr , Ẑ

〉

> v.

If, after this weak learner̂Z is added into the primal problem, the primal solution remains
unchanged, that is, the corresponding ˆw= 0, then from the optimality condition thatL2 in (10) must

be zero, we know that ˆp= v−
〈

∑|I|
r=1urAr , Ẑ

〉

< 0. This contradicts the fact the Lagrange multiplier

p̂≥ 0.

We can conclude that after the base learnerẐ is added into the primal problem, its corresponding
ŵ must admit a positive value. It means that one more free variable is added intothe problem and
re-solving the primal problem would reduce the objective value. Hence a strict decrease in the
objective is guaranteed. So Algorithm 4 makes progress at each iteration.

Furthermore, as the optimization problems involved are all convex, there areno local optimal
solutions. Therefore Algorithm 4 is guaranteed to converge to the global solution.

Note that the above proof establishes the convergence of Algorithm 4 butit remains unclear
about the convergence rate.

3.7 Multi-passBOOSTMETRIC

In this section, we show that BOOSTMETRIC can use multi-pass learning to enhance the perfor-
mance.

Our BOOSTMETRIC uses training set triplets(ai ,a j ,ak) ∈ I as input for training. The Maha-
lanobis distance metricX can be viewed as a linear transformation in the Euclidean space by project-
ing the data using matrixL (X = LL⊤). That is, nearest neighbors of samples using Mahalanobis
distance metricX are the same as nearest neighbors using Euclidean distance in the transformed
space. BOOSTMETRIC assumes that the triplets of input training set approximately represent the
actual nearest neighbors of samples in the transformed space defined by the Mahalanobis metric.
However, even though the triplets of BOOSTMETRIC consist of nearest neighbors of the original
training samples, generated triplets are not exactly the same as the actual nearest neighbors of train-
ing samples in the transformed space byL .

We can refine the results of BOOSTMETRIC iteratively, as in the multiple-pass LMNN (Wein-
berger and Saul, 2009): BOOSTMETRIC can estimate the triplets in the transformed space under
a multiple-pass procedure as close to actual triplets as possible. The rule for multi-pass BOOST-
METRIC is simple. At each passp (p= 1,2, · · ·), we decompose the learned Mahalanobis distance
metric Xp−1 of previous pass into transformation matrixL p. The initial matrixL1 is an identity
matrix. Then we generate the training set triplets from the set of points{L⊤a1, . . . ,L⊤am} where
L = L1 ·L2 · · · ·L p. The final Mahalanobis distance metricX becomesLL⊤ in Multi-pass BOOST-
METRIC.

4. Experiments

In this section, we present experiments on data visualization, classification and image retrieval tasks.
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Figure 1: The data are projected into 2D with PCA (left), LDA (middle) and BOOSTMETRIC

(right). Both PCA and LDA fail to recover the data structure. The local structure of
the data is preserved after projection by BOOSTMETRIC.

4.1 An Illustrative Example

We demonstrate a data visualization problem on an artificial toy data set (concentric circles) in Fig-
ure 1. The data set has four classes. The first two dimensions follow concentric circles while the left
eight dimensions are all random Gaussian noise. In this experiment, 9000 triplets are generated for
training. When the scale of the noise is large, PCA fails find the first two informative dimensions.
LDA fails too because clearly each class does not follow a Gaussian distraction and their centers
overlap at the same point. The proposed BOOSTMETRIC algorithm find the informative features.
The eigenvalues ofX learned by BOOSTMETRIC are{0.542,0.414,0.007,0, · · · ,0}, which indi-
cates that BOOSTMETRIC successfully reveals the data’s underlying 2D structure. We have used
the exponential loss in this experiment.

4.2 Classification on Benchmark Data Sets

We evaluate BOOSTMETRIC on 7 data sets of different sizes. Some of the data sets have very
high dimensional inputs. We use PCA to decrease the dimensionality before training on these
data sets (MNIST, USPS and yFaces). PCA pre-processing helps to eliminate noises and speed
up computation. Table 1 summarizes the data sets in detail. We have used USPS and MNIST
handwritten digits, Yale face recognition data sets, and a few UCI machine learning data sets.2

Experimental results are obtained by averaging over 10 runs (except for large data sets MNIST
and Letter). We randomly split the data sets for each run. We have used thesame mechanism
to generate training triplets as described in Weinberger et al. (2005). Briefly, for each training
point ai , k nearest neighbors that have same labels asyi (targets), as well ask nearest neighbors
that have different labels fromyi (imposers) are found. We then construct triplets fromai and its
corresponding targets and imposers. For all the data sets, we have setk= 3 (3-nearest-neighbor). We
have compared our method against a few methods: RCA (Bar-Hillel et al., 2005), NCA (Goldberger
et al., 2004), ITML (Davis et al., 2007) and LMNN (Weinberger et al., 2005). Also in Table 1,
“Euclidean” is the baseline algorithm that uses the standard Euclidean distance. The codes for these
compared algorithms are downloaded from the corresponding author’s website. Experiment setting
for LMNN follows Weinberger et al. (2005). The slack variable parameter for ITML is tuned using

2. UCI data sets can be found athttp://archive.ics.uci.edu/ml/.
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v 10−8 10−7 10−6 10−5 10−4

Bal 8.98 (2.59) 8.88 (2.52) 8.88 (2.52) 8.88 (2.52) 8.93 (2.52)
B-Cancer 2.11 (0.69) 2.11 (0.69) 2.11 (0.69) 2.11 (0.69) 2.11 (0.69)
Diabetes 26.0 (1.33) 26.0 (1.33) 26.0 (1.33) 26.0 (1.34) 26.0 (1.46)

Table 2: Test error (%) of a 3-nearest neighbor classifier with different values of the parameterv.
Each experiment is run 10 times. We report the mean and variance. As expected, as long
asv is sufficiently small, in a wide range it almost does not affect the final classification
performance.

cross validation over the values 0.01,0.1,1,10 as in Davis et al. (2007). For BOOSTMETRIC, we
have setv= 10−7, the maximum number of iterationsJ = 500.

BOOSTMETRIC has different variants which use 1) the exponential loss (BOOSTMETRIC-E), 2)
the logistic loss (BOOSTMETRIC-L), 3) multiple pass evaluation (MP) for updating triplets with the
exponential and logistic loss, and 4) two optimization strategies, namely, stage-wise optimization
and totally corrective optimization. The experiments are conducted by using Matlab and a C-mex
implementation of the L-BFGS-B algorithm.

As reported in Table 1, we can conclude: 1) BOOSTMETRIC consistently improves the accu-
racy ofkNN classification using Euclidean distance on most data sets. So learning a Mahalanobis
metric based upon the large margin concept indeed leads to improvements inkNN classification.
2) BOOSTMETRIC outperforms other state-of-the-art algorithms in most cases (on 5 out of 7data
sets). LMNN is the second best algorithm on these 7 data sets statistically. LMNN’s results are
consistent with those given in Weinberger et al. (2005). ITML is faster than BOOSTMETRIC on
most large data sets such as MNIST. However it has higher error rates than BOOSTMETRIC in our
experiment. 3) NCA can only be run on a few small data sets. In general NCA does not perform
well. Initialization is important for NCA because NCA’s objective function is highly non-convex
and can only find a local optimum.

In this experiment, LMNN solves for the global optimum (learningX) except for the Wine data
set. When the LMNN solver solves forX on the Wine data set, the error rate is large (20.77%±
14.18%). So instead we have solved for the projection matrixL on Wine. Also note that the number
of training data on Iris, Wine and Bal in Weinberger et al. (2005) are different from our experiment.
We have used these data sets from UCI. For the experiment on MNIST, if we deskew the handwritten
digits data first as in Weinberger and Saul (2009), the final accuracy can be slightly improved. Here
we have not deskewed the data.

4.2.1 INFLUENCE OFv

Previously, we claim that the stage-wise version of BOOSTMETRIC is parameter-free like AdaBoost.
However, we do have a parameterv. Actually, AdaBoost simply setv= 0. The coordinate-wise gra-
dient descent optimization strategy of AdaBoost leads to anℓ1-norm regularized maximum margin
classifier (Rosset et al., 2004). It is shown that AdaBoost minimizes its losscriterion with anℓ1 con-
straint on the coefficient vector. Given the similarity of the optimization of BOOSTMETRIC with
AdaBoost, we conjecture that BOOSTMETRIC has the same property. Here we empirically prove
thatas long as v is sufficiently small, the final performance is not affected by thevalue of v. We have
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setv from 10−8 to 10−4 and run BOOSTMETRIC on 3 UCI data sets. Table 2 reports the final 3NN
classification error with differentv. The results are nearly identical.

For the totally corrective version of BOOSTMETRIC, similar results are observed. Actually for
LMNN, it was also reported that the regularization parameter does not have a significant impact on
the final results in a wide range (Weinberger and Saul, 2009).

4.2.2 COMPUTATIONAL TIME

As we discussed, one major issue in learning a Mahalanobis distance is heavy computational cost
because of the semidefiniteness constraint.

We have shown the running time of the proposed algorithm in Table 1 for the classification
tasks.3 Our algorithm is generally fast. Our algorithm involves matrix operations and an EVD for
finding its largest eigenvalue and its corresponding eigenvector. The time complexity of this EVD
is O(D2) with D the input dimensions. We compare our algorithm’s running time with LMNN in
Figure 2 on the artificial data set (concentric circles). Our algorithm is stage-wise BOOSTMETRIC

with the exponential loss. We vary the input dimensions from 50 to 1000 and keep the number
of triplets fixed to 250. LMNN does not use standard interior-point SDP solvers, which do not
scale well. Instead LMNN heuristically combines sub-gradient descent in both the matricesL and
X. At each iteration,X is projected back onto the p.s.d. cone using EVD. So a full EVD with
time complexityO(D3) is needed. Note that LMNN is much faster than SDP solvers like CSDP
(Borchers, 1999). As seen from Figure 2, when the input dimensions are low, BOOSTMETRIC

is comparable to LMNN. As expected, when the input dimensions become large, BOOSTMETRIC

is significantly faster than LMNN. Note that our implementation is in Matlab. Improvements are
expected if implemented in C/C++.

4.3 Visual Object Categorization

In the following experiments, unless otherwise specified, BOOSTMETRIC means the stage-wise
BOOSTMETRIC with the exponential loss.

The proposed BOOSTMETRIC and the LMNN are further compared on visual object cate-
gorization tasks. The first experiment uses four classes of the Caltech-101 object recognition
database (Fei-Fei et al., 2006), including Motorbikes (798 images), Airplanes (800), Faces (435),
and Background-Google (520). The task is to label each image according to the presence of a par-
ticular object. This experiment involves both object categorization (Motorbikes versus Airplanes)
and object retrieval (Faces versus Background-Google) problems.In the second experiment, we
compare the two methods on the MSRC data set including 240 images.4 The objects in the images
can be categorized into nine classes, includingbuilding, grass, tree, cow, sky, airplane, face, car
and bicycle. Different from the first experiment, each image in this database often contains multiple
objects. The regions corresponding to each object have been manually pre-segmented, and the task
is to label each region according to the presence of a particular object. Some examples are shown
in Figure 3.

3. We have run all the experiments on a desktop with an Intel CoreTM2 Duo CPU, 4G RAM and Matlab 7.7 (64-bit
version).

4. Seehttp://research.microsoft.com/en-us/projects/objectclassrecognition/.
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Figure 2: Computation time of the proposed BOOSTMETRIC (stage-wise, exponential loss) and the
LMNN method versus the input data’s dimensions on an artificial data set. BOOSTMET-
RIC is faster than LMNN with large input dimensions because at each iteration BOOST-
METRIC only needs to calculate the largest eigenvector and LMNN needs a full eigen-
decomposition.

Figure 3: Examples of the images in the MSRC data set and the pre-segmented regions labeled
using different colors.

4.3.1 EXPERIMENT ON THECALTECH-101 DATA SET

For each image of the four classes, a number of interest regions are identified by the Harris-affine
detector (Mikolajczyk and Schmid, 2004) and each region is characterized by the SIFT descrip-
tor (Lowe, 2004). The total number of interest regions extracted from the four classes are about
134,000, 84,000, 57,000, and 293,000, respectively. To accumulate statistics, the images of two
involved object classes are randomly split as 10 pairs of training/test subsets. Restricted to the im-
ages in a training subset (those in a test subset are only used for test), their local descriptors are
clustered to form visual words by usingk-means clustering. Each image is then represented by a
histogram containing the number of occurrences of each visual word.
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Figure 4: Test error (3-nearest neighbor) of BOOSTMETRIC on the Motorbikes versus Airplanes
data sets. The second plot shows the test error against the number of training triplets with
a 100-word codebook.

Motorbikes versus AirplanesThis experiment discriminates the images of a motorbike from
those of an airplane. In each of the 10 pairs of training/test subsets, there are 959 training images
and 639 test images. Two visual codebooks of size 100 and 200 are used, respectively. With the
resulting histograms, the proposed BOOSTMETRIC and the LMNN are learned on a training subset
and evaluated on the corresponding test subset. Their averaged classification error rates are com-
pared in Figure 4 (left). For both visual codebooks, the proposed BOOSTMETRIC achieves lower
error rates than the LMNN and the Euclidean distance, demonstrating its superior performance.
We also apply a linear SVM classifier with its regularization parameter carefullytuned by 5-fold
cross-validation. Its error rates are 3.87%± 0.69% and 3.00%± 0.72% on the two visual code-
books, respectively. In contrast, a 3NN with BOOSTMETRIC has error rates 3.63%± 0.68% and
2.96%± 0.59%. Hence, the performance of the proposed BOOSTMETRIC is comparable to the
state-of-the-art SVM classifier. Also, Figure 4 (right) plots the test errorof the BOOSTMETRIC

against the number of triplets for training. The general trend is that more triplets lead to smaller
errors.

Faces versus Background-GoogleThis experiment uses the two object classes as a retrieval
problem. The target of retrieval is face images. The images in the class of Background-Google are
randomly collected from the Internet and they represent the non-targetclass. BOOSTMETRIC is
first learned from a training subset and retrieval is conducted on the corresponding test subset. In
each of the 10 training/test subsets, there are 573 training images and 382 test images. Again, two
visual codebooks of size 100 and 200 are used. Each face image in a test subset is used as a query,
and its distances from other test images are calculated by the proposed BoostMetric, LMNN and the
Euclidean distance, respectively. For each metric, thePrecisionof the retrieved top 5, 10, 15 and
20 images are computed. ThePrecisionvalues from each query are averaged on this test subset and
then averaged over the 10 test subsets. The retrieval precision of these metrics is shown in Figure 5
(with a codebook size 100). As we can see that the BOOSTMETRIC consistently attains the highest
values on both visual codebooks, which again verifies its advantages over LMNN and Euclidean
distance. With a codebook size 200, very similar results are obtained.
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Figure 5: Retrieval accuracy of distance metric learning algorithms on the Faces versus Backgr-
ound-Google data set. Error bars show the standard deviation.

4.3.2 EXPERIMENT ON THEMSRC DATA SET

The 240 images of the MSRC database are randomly halved into 10 groups oftraining and test sets.
Given a set of training images, the task is to predict the class label for eachof the pre-segmented
regions in a test image. We follow the work in Winn et al. (2005) to extract features and conduct
experiments. Specifically, each image is converted from the RGB color space to the CIE Lab color
space. First, three Gaussian low-pass filters are applied to theL, a, andb channels, respectively.
The standard deviationσ of the filters are set to 1, 2, and 4, respectively, and the filter size is defined
as 4σ. This step produces 9 filter responses for each pixel in an image. Second, three Laplacian
of Gaussian (LoG) filters are applied to theL channel only, withσ = 1,2,4,8 and the filter size
of 4σ. This step gives rise to 4 filter responses for each pixel. Lastly, the firstderivatives of the
Gaussian filter withσ = 2,4 are computed from theL channel along the row and column directions,
respectively. This results in 4 more filter responses. After applying this set of filter banks, each
pixel is represented by a 17-dimensional feature vectors. All the feature vectors from a training set
are clustered using thek-means clustering with a Mahalanobis distance.5 By settingk to 2000, a
visual codebook of 2000 visual words is obtained. We implement the word-merging approach in
Winn et al. (2005) and obtain a compact and discriminative codebook of 300 visual words. Each
pre-segmented object region is then represented as a 300-dimensional histogram.

The proposed BOOSTMETRIC is compared with the LMNN algorithm as follows. With 10 near-
est neighbors information, about 20,000 triplets are constructed and used to train the BOOSTMET-
RIC. To ensure convergence, the maximum number of iterations is set as 5000 inthe optimization of
training BOOSTMETRIC. The training of LMNN follows the default setting.kNN classifiers with
the two learned Mahalanobis distances and the Euclidean distance are applied to each training and
test group to categorize an object region. The categorization error rateon each test group is summa-
rized in Table 3. As expected, both learned Mahalanobis distances achieve superior categorization

5. Note that this Mahalanobis distance is different from the one that we aregoing to learn with the BOOSTMETRIC.
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group index Euclidean LMNN BOOSTMETRIC

1 9.19 6.71 4.59
2 5.78 3.97 3.25
3 6.69 2.97 2.60
4 5.54 3.69 4.43
5 6.52 5.80 4.35
6 7.30 4.01 3.28
7 7.75 2.21 2.58
8 7.20 4.17 4.55
9 6.13 3.07 4.21
10 8.42 5.13 5.86

average: 7.05 4.17 3.97
standard devision: 1.16 1.37 1.03

Table 3: Comparison of the categorization performance.

Figure 6: Four generated triplets based on the pairwise information provided by the LFW data set.
For the three images in each triplet, the first two belong to the same individual and the
third one is a different individual.

performance to the Euclidean distance. Moreover, the proposed BOOSTMETRIC achieves better
performance than the LMNN, as indicated by its lower average categorization error rate and the
smaller standard deviation. Also, thekNN classifier using the proposed BOOSTMETRIC achieves
comparable or even higher categorization performance than those reported in Winn et al. (2005).
Besides the categorization performance, we compare the computational efficiency of the BOOST-
METRIC and the LMNN in learning a Mahalanobis distance. The computational time resultis based
on the Matlab codes for both methods. In this experiment, the average time costby the BOOSTMET-
RIC for learning the Mahalanobis distance is 3.98 hours, whereas the LMNN takes about 8.06 hours
to complete this process. Hence, the proposed BOOSTMETRIC has a shorter training process than
the LMNN method. This again demonstrates the computational advantage of the BOOSTMETRIC

over the LMNN method.

4.4 Unconstrained Face Recognition

We use the “labeled faces in the wild” (LFW) data set (Huang et al., 2007) for face recognition in
this experiment.
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number of triplets 100D 200D 300D 400D

3,000 80.91 (1.76) 82.39 (1.73) 83.40 (1.46) 83.64 (1.66)
6,000 81.13 (1.76) 82.59 (1.84) 83.58 (1.25) 83.70 (1.73)
9,000 81.01 (1.69) 82.63 (1.68) 83.65 (1.70) 83.72 (1.47)
12,000 81.06 (1.63) 83.00 (1.38) 83.60 (1.89) 83.57 (1.47)
15,000 81.10 (1.71) 82.78 (1.83) 83.69 (1.62) 83.80 (1.85)
18,000 81.37 (2.15) 83.19 (1.76) 83.60 (1.66) 83.81 (1.55)

Table 4: Comparison of the face recognition accuracy (%) of our proposed BOOSTMETRIC on the
LFW data set by varying the PCA dimensionality and the number of triplets for each fold.

This is a data set of unconstrained face images, which has a large range of variations seen in real
world, including 13,233 images of 5,749 people collected from news articles on Internet. The face
recognition task here ispair matching—given two face images, to determine if these two images
are of the same individual. So we classify unseen pairs to determine whethereach image in the pair
indicates the same individual or not, by applying MkNN of Guillaumin et al. (2009) instead ofkNN.

Features of face images are extracted by computing 3-scale, 128-dimensional SIFT descriptors
(Lowe, 2004), which center on 9 points of facial features extracted bya facial feature descriptor,
same as described in Guillaumin et al. (2009). PCA is then performed on the SIFT vectors to reduce
the dimension to between 100 and 400.

Simple recognition systems with a single descriptorTable 4 shows our BOOSTMETRIC’s per-
formance by varying PCA dimensionality and the number of triplets. Increasing the number of
training triplets gives slight improvement of recognition accuracy. The dimension after PCA has
more impact on the final accuracy for this task.

In Figure 7, we have drawn ROC curves of other algorithms for face recognition. To obtain our
ROC curve, MkNN has moved the threshold value across the distributions of match and mismatch
similarity scores. Figure 7 (a) shows methods that use a single descriptor and a single classifier only.
As can be seen, our system using BOOSTMETRIC outperforms all the others in the literature with a
very small computational cost.

Complex recognition systems with one or more descriptorsFigure 7 (b) plots the performance
of more complicated recognition systems that use hybrid descriptors or combination of classifiers.
See Table 5 for details. We can see that the performance of our BOOSTMETRIC is close to the
state-of-the-art.

In particular, BOOSTMETRIC outperforms the method of Guillaumin et al. (2009), which has a
similar pipeline but uses LMNN for learning a metric. This comparison also confirms the impor-
tance of learning an appropriate metric for vision problems.

5. Conclusion

We have presented a new algorithm, BOOSTMETRIC, to learn a positive semidefinite metric using
boosting techniques. We have generalized AdaBoost in the sense that theweak learner of BOOST-
METRIC is a matrix, rather than a classifier. Our algorithm is simple and efficient. Experiments
show its better performance over a few state-of-the-art existing metric learning methods. We are
currently combining the idea of on-line learning into BOOSTMETRIC to make it handle even larger
data sets.

1031



SHEN, K IM , WANG AND VAN DEN HENGEL

0 0.2 0.4 0.6 0.8 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

false positive rate

tr
ue

 p
os

iti
ve

 r
at

e

 

 

Eigenfaces
Nowak−funneled
Merl
V1−like/MKL
LDML
Single LE + holistic
BoostMetric

0 0.2 0.4 0.6 0.8 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

false positive rate

tr
ue

 p
os

iti
ve

 r
at

e

 

 

Merl+Nowak
Hybrid descriptor−based
LDML+LMNN
Combined b/g samples based methods
Attribute + Simile classifiers
Multiple LE + comp
Multishot combined
BoostMetric

Figure 7: (top) ROC Curves that use a single descriptor and a single classifier, (bottom) ROC curves
that use hybrid descriptors are plotted. Our BOOSTMETRIC with a single classifier is
also plotted. Each point on the curves is the average over the 10 folds of rates for a fixed
threshold.

We also want to learn a metric using BOOSTMETRIC in the semi-supervised, and multi-task
learning setting. It has been shown in Weinberger and Saul (2009) thatthe classification perfor-
mance can be improved by learning multiple local metrics. We will extend BOOSTMETRIC to learn
multiple metrics. Finally, we will explore to generalize BOOSTMETRIC for solving more general
semidefinite matrix learning problems in machine learning.
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single descriptor + single classifiermultiple descriptors/classifiers

Turk and Pentland (1991) 60.02 (0.79) -
‘Eigenfaces’

Nowak and Jurie (2007) 73.93 (0.49) -
‘Nowak-funneled’

Huang et al. (2008) 70.52 (0.60) 76.18 (0.58)
‘Merl’ ‘Merl+Nowak’

Wolf et al. (2008) - 78.47 (0.51)
‘Hybrid descriptor-based’

Wolf et al. (2009) 72.02 86.83 (0.34)
- ‘Combined b/g samples based’

Pinto et al. (2009) 79.35 (0.55) -
‘V1-like/MKL’

Taigman et al. (2009) 83.20 (0.77) 89.50 (0.40)
- ‘Multishot combined’

Kumar et al. (2009) - 85.29 (1.23)
‘attribute + simile classifiers’

Cao et al. (2010) 81.22 (0.53) 84.45 (0.46)
‘single LE + holistic’ ‘multiple LE + comp’

Guillaumin et al. (2009) 83.2 (0.4) 87.5 (0.4)
‘LDML’ ‘LMNN + LDML’

BOOSTMETRIC 83.81 (1.55) -
‘B OOSTMETRIC’ on SIFT

Table 5: Test accuracy in percentage (mean and standard deviation) onthe LFW data set. ROC
curve labels in Figure 7 are described here with details.
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Abstract

Asymptotic properties of model selection criteria for high-dimensional regression models are stud-
ied where the dimension of covariates is much larger than thesample size. Several sufficient condi-
tions for model selection consistency are provided. Non-Gaussian error distributions are considered
and it is shown that the maximal number of covariates for model selection consistency depends on
the tail behavior of the error distribution. Also, sufficient conditions for model selection consistency
are given when the variance of the noise is neither known nor estimated consistently. Results of
simulation studies as well as real data analysis are given toillustrate that finite sample performances
of consistent model selection criteria can be quite different.

Keywords: model selection consistency, general information criteria, high dimension, regression

1. Introduction

Model selection is a fundamental task for high-dimensional statistical modeling where the number
of covariates can be much larger than the sample size. In such cases, classical model selection
criteria such as the Akaike information criterion or AIC (Akaike, 1973), theBayesian information
criterion or BIC (Schwarz, 1978) and cross validations or generalizedcross validation (Craven and
Wahba, 1979; Stone, 1974) tend to select more variables than necessary. See, for example, Broman
and Speed (2002) and Casella et al. (2009). Also, Yang and Barron (1998) discussed severe selection
bias of AIC which damages predictive performance for high-dimensionalmodels.

Recently, various model selection criteria for high-dimensional models havebeen introduced.
Wang et al. (2009) proposed a modified BIC which is consistent when the dimension of covariates
is diverging slower than the sample size. Here, the consistency of a model selection criterion means
that the probability of the selected model being equal to the true model converges to 1. See Section 2
for a rigorous definition. The extended BIC by Chen and Chen (2008) and corrected RIC by Zhang
and Shen (2010) are shown to be consistent even when the dimension of covariates is larger than the
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sample size. Some sparse penalized approaches including the LASSO (Least Absolute Shrinkage
and Selection Operator) (Tibshirani, 1996) and SCAD (Smoothly Clipped Absolute Deviation) (Fan
and Li, 2001) are proven to be consistent for high-dimensional models. See Zhao and Yu (2006) for
the LASSO and Kim et al. (2008) for the SCAD.

In this paper, we study asymptotic properties of a large class of model selection criteria based
on the generalized information criterion (GIC) considered by Shao (1997). The class of GICs is
large enough to include many well known model selection criteria such as the AIC, BIC, modified
BIC by Wang et al. (2009), risk inflation criterion (RIC) by Foster and George (1994), modified risk
inflation criterion (MRIC) by Foster and George (1994), corrected RICby Zhang and Shen (2010).
Also, as we will show, the extended BIC by Chen and Chen (2008) is asymptotically equivalent to
a GIC.

We give sufficient conditions for a given GIC to be consistent. Our sufficient conditions are
general enough to include cases where the error distribution can be other than Gaussian and the
variance of the error distribution is not consistently estimated. For a case ofthe Gaussian error
distribution with consistent estimator of the variance, our sufficient conditions include most of the
previously proposed consistent model selection criteria such as the modifiedBIC (Wang et al.,
2009), extended BIC (Chen and Chen, 2008) and corrected RIC (Zhang and Shen, 2010).

For high-dimensional models, it is not practically feasible to find the best model among all pos-
sible submodels since the number of submodels are too large. A simple remedy is tofind a sequence
of submodels with increasing complexities (e.g., increasing number of covariates) and find the best
model among them using a given model selection criterion. Examples of constructing a sequence
of submodels are the forward selection procedure and solution paths of penalized regression ap-
proaches. Our sufficient conditions are still valid as long as the sequence of submodels includes the
true model with probability converging to 1. We discuss more on these issues inSection 4.1.

The paper is organized as follows. In Section 2, the GIC is introduced. InSection 3, sufficient
conditions for the consistency of GICs are given. Various remarks about application of GICs to
real data analysis are given in Section 4. In Section 5, results of simulationsas well as a real data
analysis are presented, and concluding remarks follow in Section 6.

2. Generalized Information Criterion

Let L = {(y1,x1), . . . ,(yn,xn)} be a given data set of independent pairs of response and covariates,
whereyi ∈ R andxi ∈ Rpn. Suppose the true regression model for(y,x) is given as

y= x
′
β∗+ ε,

whereβ∗ ∈Rpn,E(ε)= 0 and Var(ε)=σ2. For simplicity, we assume thatσ2 is known. For unknown
σ2, see Section 4.2.

Let Yn = (y1, . . . ,yn)
′

and Xn be then× pn dimensional design matrix whosejth column is
X j

n = (x1 j , . . . ,xn j)
′
. For givenβ ∈ Rpn, let

Rn(β) = ‖Yn−Xnβ‖2,

where‖ · ‖ is the Euclidean norm. For a given subsetπ ⊂ {1, . . . , pn}, let

β̂π = argminβ:β j=0, j∈πcRn(β).
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For a given sequence of positive numbers{λn}, the GIC indexed by{λn}, denoted by GICλn
,

gives a sequence of random subsetsπ̂λn
of {1, . . . , pn} defined as

π̂λn
= argminπ⊂{1,...,pn}Rn(β̂π)+λn|π|σ2,

where|π| is the cardinality ofπ. The AIC corresponds toλn = 2, the BIC toλn = logn, the RIC of
Foster and George (1994) toλn = 2logpn, the RIC of Zhang and Shen (2010) toλn = 2(logpn+
log logpn). Shao (1997) studied the asymptotic properties of the GIC focusing on the AIC and BIC.

Whenpn is large, it would not be wise to search all possible subsets of{1, . . . , pn}. Instead, we
set an upper bound on the cardinality ofπ, saysn and search the optimal model among submodels
whose cardinalities are smaller thansn. Chen and Chen (2008) considered a similar model selection
procedure. LetM sn = {π ⊂ {1, . . . , pn} : |π| ≤ sn}. We define the restricted GICλn

as

π̂λn
= argminπ∈M snRn(β̂π)+λn|π|σ2. (1)

The restricted GIC is the same as the GIC ifsn = pn. In the following, we will only consider the
restricted GIC and suppress the term “restricted” unless there is any confusion.

3. Consistency of GIC on High Dimensions

Let π∗
n = { j : |β∗

j | 6= 0}. We say that the GICλn
is consistent if

Pr(π̂λn
= π∗

n)→ 1

asn→ ∞. In this section, we prove the consistency of the GICλn
under regularity conditions.

For a given subsetπ of {1, . . . , pn}, let Xπ = (X j
n , j ∈ π) be then×|π| matrix whose columns

consist ofX j
n , j ∈ π. For a given symmetric matrixA, let ξ(A) be the smallest eigenvalue ofA.

3.1 Regularity Conditions

We assume the following regularity conditions.

• A1 : There exists a positive constantM1 such thatX j ′
n X j

n/n≤ M1 for all j = 1, . . . , pn and all
n.

• A2 : There is a positive constantM2 such thatξ(X′
π∗

n
Xπ∗

n
/n)≥ M2 for all n.

• A3 : There exist positive constantsc1 andM3 such that 0≤ c1 < 1/2 andρn ≥ M3n−c1, where

ρn = inf
π:|π|≤sn

ξ(X
′
πXπ/n).

• A4 : There exist positive constantsc2 andM4 such that 2c1 < c2 ≤ 1 and

n(1−c2)/2min
j∈π∗

n

|β∗
j | ≥ M4.

• A5 : qn = O(nc3) for some 0≤ c3 < c2, andqn ≤ sn, whereqn = |π∗
n|.
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Condition A1 assumes that the covariates are bounded. Condition A2 means that the design
matrix of the true model is well posed. Condition A3 is called the sparse Riesz condition and used
in Chen and Chen (2008), Zhang (2010) and Kim and Kwon (2012). Condition A4 and A5 allow
the nonzero regression coefficients to converge to 0 and the number of signal variables to diverge,
respectively.

Remark 1 Condition A3 implies that sn ≤ n.

3.2 The Main Theorem

The following theorem proves consistency of the GICλn
. The proofs are deferred to Appendix.

Theorem 2 SupposeE(ε2k) < ∞ for some integer k> 0. If λn = o(nc2−c1) and pn/(λnρn)
k → 0,

then the GICλn
is consistent.

In Theorem 2,pn can diverge only polynomially fast inn sincepn = o(λk
n) = o(nkc2). Sincek

can be considered as a degree of tail lightness of the error distribution, we can conclude that the
lighter the tail of the error distribution is, the more covariates the GICλn

is consistent with. When
ε is Gaussian, the following theorem proves that the GICλn

can be consistent whenpn diverges
exponentially fast.

Theorem 3 Suppose ε ∼ N(0,σ2). If λn = o(nc2−c1),sn logpn = o(nc2−c1) and
λn−2logpn− log logpn → ∞, then the GICλn

is consistent.
In the following, we give three examples for (i) fixedpn, (ii) polynomially divergingpn and

(iii) exponentially divergingpn. For simplicity, we letc1 = 0 (i.e., ρn ≥ M3 > 0), c2 = 1 (i.e.,
min j∈π∗

n
|β∗

j |> 0) andc3 = 0 (i.e.,qn is fixed). In addition, we letsn be fixed.

Example 1 Consider a standard case where pn is fixed and n goes to infinity. Theorem 2 implies
that the GICλn

is consistent ifλn/n → 0 and λn → ∞ regardless of the tail lightness (i.e., k) of
the error distribution, provided the variance exists. The BIC, which is the GIC with λn = logn,
satisfies these conditions and hence is consistent. Note that the AIC does not satisfy the conditions
in Theorem 2. Any GIC withλn = nc,0 < c < 1 is consistent, which suggests that the class of
consistent model selection criteria is quite large. See Shao (1997) for more discussions.

Example 2 Consider a case of pn = nγ,γ > 0. The GIC withλn = nξ,0 < ξ < 1 and γ < kξ is
consistent. That is, for larger pn, we need largerλn for consistency, which is reasonable because
we need to be more careful not to overfit when pn is large. When the error distribution is Gaussian,
Theorem 3 can be compared with other previous results of consistency.First, the BIC (i.e., the GIC
with λn = logn) is consistent whenγ < 1/2. For 0 < γ < 1, Theorem 3 implies that the modified
BIC of Wang et al. (2009), which is a GIC withλn = log logpn logn, is consistent. Chen and Chen
(2008) proposed a model selection criterion called the extended BIC given by

π̂eBIC= argminπ⊂{1,...,pn},|π|≤KRn(β̂π)+ |π|σ2 logn+2κσ2 log

(

pn

|π|

)

for some K> 0 and0≤ κ ≤ 1, and proved that the extended BIC is consistent whenκ > 1−1/(2γ).
Sincelog

(pn
|π|
)

≍ |π| logpn for |π| ≤ K, we have

|π|σ2 logn+2γσ2 log

(

pn

|π|

)

≍ (logn+2κ logpn)|π|σ2.
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Hence, Theorem 3 confirms the result of Chen and Chen (2008).

Example 3 When the error distribution is Gaussian, the GIC can be consistent for exponentially
increasing pn (i.e., ultra-high dimensional cases). The GIC withλn = nξ,0 < ξ < 1 is consistent
when pn = O(exp(αnγ)) for 0 < γ < ξ and α > 0. Also, it can be shown by Theorem 3 that the
extended BIC withγ = 1 is consistent with pn = O(exp(αnγ)) for 0< γ < 1/2. The consistency of
the corrected RIC of Zhang and Shen (2010) can be confirmed by Theorem 3, but the regularity
conditions for Theorem 3 are more general than those of Zhang and Shen (2010).

4. Remarks

Remarks regarding to applications of the GIC to real data analysis are given.

4.1 Construction of Sub-Models

For high-dimensional models, it is computationally infeasible to search the optimalmodel among all
possible submodels. A simple remedy is to construct a sequence of submodelsand select the optimal
model among the sequence of submodels. Examples of constructing a sequence of submodels are
the forward selection (Wang, 2009) and the solution path of a sparse penalized estimator obtained
by, for example, the Lars algorithm (Efron et al., 2004) or the PLUS algorithm (Zhang, 2010). The
following algorithm exemplifies the model selection procedure with the GIC and asparse penalized
regression approach.

• For a given sparse penaltyJη(t) indexed byη ≥ 0, find the solution path of a penalized
estimator{β̂(η) : η > 0}, where

β̂(η) = argminβ

(

Rn(β)+
p

∑
j=1

Jη(|β j |)
)

.

The LASSO corresponds toJη(t) = ηt and the SCAD penalty corresponds to

Jη(t) = ηtI(0≤ 0< η)

+

{

aη(t −η)− (t2−η2)/2
a−1

+η2
}

I(η ≤ t < aη)

+

{

(a−1)η2

2
+η2

}

I(t ≥ aη)

for somea> 2.

• Let S(η) = { j : β̂(η) j 6= 0} andϒ = {η : S(η) 6= S(η−), |S(η)| ≤ sn}.

• Apply the GICλn
to S(η),η ∈ ϒ to select the optimal model. That is, letπ̂λn

= S(η∗) where

η∗ = argminη∈ϒ

(

Rn(β̂η)+λn|S(η)|
)

and
β̂η = argminβ:β j=0, j∈S(η)cRn(β).

1041



K IM , KWON AND CHOI

It is easy to see that a consistent GIC is still consistent with a sequence of sub-models as long as
the sequence of submodels includes the true model with probability converging to 1. For the LASSO
solution path, Zhao and Yu (2006) proved the selection consistency under the irrepresentable con-
dition, which is almost necessary (Zou, 2006). However, the irrepresentable condition is hardly
satisfied for high-dimensional models. The consistency of the solution path of a nonconvex penal-
ized estimator with either the SCAD penalty or minimax concave penalty is proved byZhang (2010)
and Kim and Kwon (2012). By combining Theorem 4 of Kim and Kwon (2012) and Theorem 2
of the current paper, we can prove the consistency of the GIC with the solution path of the SCAD
penalty or minimax concave penalty, which is formally stated in the following theorem.

Theorem 4 Condition A3 is replaced by A3’, where

• A3’: There exist positive constants c1 and M3 such that0≤ c1 < 1/2 andρn ≥ M3nc1/2.

SupposeE(ε2k)<∞ for some integer k> 0. If pn= o(nk(c2/2−c1)), the under the regularity conditions
A1 to A5 with A3 being replaced by A3’, the solution path of the SCAD or minimaxconcave penalty
included the true model with probability converging to 1, and hence the GICλn

with λn = o(nc2−c1)
is consistent with the solution path of the SCAD or minimax concave penalty.

Remark 5 Condition A3’ is a technical modification needed for Theorem 4 of Kim and Kwon
(2012). Note that A3 is weaker than A3’, which is an advantage of using the l0 penalty rather
than nonconvex penalties which are linear around 0.

Remark 6 Theorem 3 can be modified similarly for the GIC with the solution path of the SCADor
minimax concave penalty, since Theorem 4 of Kim and Kwon (2012) can be modified accordingly
for the Gaussian error distribution.

4.2 Estimation of the Variance

To use the GIC in practice, we need to knowσ2. If σ2 is unknown, we can replace it by its estimate.
Theorems 2 and 3 are still valid as long asσ2 is estimated consistently. Whenpn is fixed, we can
estimateσ2 consistently by the mean squared error of the full model. For high-dimensional data, it
is not obvious how to estimateσ2. However, a weaker condition can be put on an estimatorσ̂2 of
σ2 for the GIC to be consistent. Suppose that

0< r in f = liminf
σ̂2

σ2 ≤ limsup
σ̂2

σ2 = rsup< ∞ (2)

with probability 1. This condition essentially assumes thatσ̂2 is neither too small nor too large. It
is not difficult to show that Theorem 2 is still valid witĥσ2 satisfying (2). This, however, is not
true for Theorem 3. A slightly weak version of Theorem 3 which only requires (2) is given in the
following theorem.

Theorem 7 Supposeε ∼ N(0,σ2). Let σ̂2 be an estimator ofσ2 satisfying (2). Ifλn = o(nc2−c1)
andλn−2M1 logpn/ρnr in f → ∞, then the GICλn

with the estimated variance is consistent.
The corrected RIC, the GIC withλn = 2(logpn+ log logpn), does not satisfy the condition in

Theorem 7, and hence may not be consistent with an estimated variance. Onthe other hand, the
GIC with λn = αn logpn is consistent as long asαn → ∞.
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4.3 The Size of sn

For condition A5,sn should be large enough so thatqn ≤ sn. In many cases,sn can be sufficiently
large for practical purposes. For example, suppose{xi , i ≤ n} are independent and identically dis-
tributed pn dimensional random vectors such that E(x1) = 0 and Var(x1) = Σ = [σ jk]. For a given
ρ > 0, let s∗ be the largest integer such that the smallest eigenvalue ofΣη = [σ jk, j,k∈ η] is greater
thanρ for any η ⊂ {1, . . . , pn} with |η| ≤ s∗. For example, whenΣ is compound symmetry, that
is σ j j = 1 andσ jk = ν for j 6= k and ν ∈ [0,1), the smallest eigenvalue ofΣη is 1− ν for all
η ⊂ {1, . . . , pn} and hences∗ = pn if 1 − ν > ρ. Let A = Ση −X

′
ηXη/n. By the inequality (2) in

Greenshtein and Ritov (2004), we have

sup
j,k

∣

∣

∣

∣

∣

n

∑
i=1

xi j xik/n−σ jk

∣

∣

∣

∣

∣

= Op

(

√

logn
n

)

,

and hence supjk |a jk| = Op(
√

logn/n), wherea jk is the( j,k) entry of A. Since the largest eigen-

value of A is bounded by|η|Op(
√

logn/n), the smallest eigenvalue ofXη
′Xη/n is greater than

ρ−|η|Op(
√

logn/n) if |η| ≤ s∗. So, we can letsn = min{nc,s∗} for c< 1/2.

5. Numerical Analysis

In this section, we investigate finite sample performance of various GICs by simulation experiments
as well as real data analysis. We consider the five GICs whose correspondingλns are given as

• GIC1(=BIC) : λ(1)
n = logn,

• GIC2 : λ(2)
n = p1/3

n ,

• GIC3 : λ(3)
n = 2logpn,

• GIC4 : λ(4)
n = 2(logpn+ log logpn),

• GIC5 : λ(5)
n = log lognlogpn,

• GIC6 : λ(6)
n = lognlogpn.

The GIC1 is the BIC. By Theorem 2, the GIC2 can be consistent when E(ε8) < ∞. That is, the
GIC2 can be consistent when the tail of the error distribution is heavier than that of the Gaussian
distribution. The GIC3 and GIC4 are the RIC of Foster and George (1994) and the corrected RIC of
Zhang and Shen (2010). The GIC5 and GIC6 are consistent when the error distribution is Gaussian.

5.1 Simulation 1

The first simulation model is
y= x

′
β∗+ ε

wherex = (x1, . . . ,xp)
′
is a multivariate Gaussian random vector with mean 0 and covariances ofxk

andxl being 0.5|k−l |. Theε is a random variable with mean 0 andσ2= 4. Forβ∗=(3,1.5,0,0,2,0
′
p−5)

′

with 0k denoting ak−dimensional vector of zeros. This simulation setup was considered in Fan and
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Li (2001). We consider two distributions forε : the Gaussian distribution and the t-distribution with
3 degrees of freedom multiplied by a positive constant to make the variance be 4.

First, we compare performances of the GICs applied to all possible submodels with those ap-
plied to submodels constructed by the solution path of a sparse penalized approach. For a sparse
penalized approach, we use the SCAD penalty with the PLUS algorithm (Zhang, 2010). Table 1
summarizes the results whenp= 10 andn= 100 based on 300 repetitions of the simulation. In the
table, ‘Signal’, ‘Noise’, ‘PTM’ and ‘Error (s.e.)’ represent the average number of variables included
in the selected model among the signal variables, the average number of variables included in the
selected model among noisy variables, the proportion of the true model beingexactly identified,
and the average of the squared Euclidean distance ofβ̂π̂λn

form β∗ with the standard error in the
parenthesis, respectively. From Table 1, we can see that the results based on the SCAD solution
path are almost identical to those based on the all possible search, which suggests that the model
selection with the SCAD solution path is a promising alternative to all possible search.

Submodels Criterion Signal Noise PTM Error (s.e.)
All GIC1 3 0.22 0.80 0.220(0.013)

GIC2 3 0.92 0.39 0.371(0.018)

GIC3 3 0.22 0.80 0.220(0.013)

GIC4 3 0.09 0.91 0.190(0.016)

GIC5 3 0.39 0.67 0.267(0.016)

GIC6 3 0.02 0.98 0.158(0.015)

SCAD GIC1 3 0.21 0.80 0.218(0.013)

GIC2 3 0.93 0.40 0.367(0.018)

GIC3 3 0.21 0.80 0.218(0.013)

GIC4 3 0.10 0.90 0.191(0.016)

GIC5 3 0.39 0.67 0.266(0.016)

GIC6 3 0.03 0.97 0.163(0.015)

Table 1: Comparison of the 6 GICs with the all possible search and SCAD solution path when
p= 10 andn= 100.

For simulation with high-dimensional models, we considerp= 500 andp= 3000. The results
of prediction accuracy and variable selectivity forn= 100 andn= 300 with the error distribution
being the Gaussian and t-distributions are presented in Tables 2 and 3, respectively. We use the
SCAD solution path to construct a sequence of submodels. The values arethe averages based on
300 repetitions of the simulation.

First of all, the GIC1 (the BIC) is the worst in terms of prediction accuracy forp = 500 and
p= 3000. This is mainly because the GIC1 selects too many noisy variables compared to the other
selection criteria even though it detects signal variables well. The GIC4 is the best in terms of both
the prediction accuracy and variable selectivity forn= 100, and the GIC6 is the best forn= 300.
The GIC2, GIC3 and GIC5 perform reasonably well but tend to select variables more necessary.
By comparing the results of the Gaussian and t distributions, we have foundthat less signal and
more noisy variables are selected when the tail of the error distribution is heavier. However, the
relative performances of the model selection criteria are similar. That is, theGIC1 is the worst, the
GIC4 and GIC6 are the best and so on. Based on these observations, we conclude that(i) model
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n p Criterion Signal Noise PTM Error (s.e.)
100 500 GIC1 2.99 4.35 0.00 1.369(0.039)

GIC2 2.98 1.25 0.26 0.706(0.037)

GIC3 2.96 0.20 0.80 0.351(0.036)

GIC4 2.95 0.05 0.90 0.289(0.036)

GIC5 2.98 0.67 0.52 0.509(0.035)

GIC6 2.81 0.00 0.81 0.620(0.061)

3000 GIC1 2.99 5.69 0.00 1.667(0.036)

GIC2 2.94 0.26 0.76 0.444(0.047)

GIC3 2.92 0.14 0.82 0.431(0.049)

GIC4 2.89 0.05 0.87 0.445(0.053)

GIC5 2.95 0.58 0.55 0.569(0.046)

GIC6 2.63 0.00 0.63 1.092(0.075)

300 500 GIC1 3 4.89 0.00 0.561(0.015)

GIC2 3 1.69 0.15 0.280(0.010)

GIC3 3 0.17 0.84 0.083(0.005)

GIC4 3 0.03 0.97 0.057(0.004)

GIC5 3 0.40 0.66 0.119(0.007)

GIC6 3 0.00 1.00 0.049(0.002)

3000 GIC1 3 9.80 0.00 1.045(0.018)

GIC2 3 0.38 0.67 0.136(0.008)

GIC3 3 0.20 0.83 0.099(0.007)

GIC4 3 0.02 0.98 0.057(0.004)

GIC5 3 0.47 0.60 0.154(0.009)

GIC6 3 0.00 1.00 0.050(0.002)

Table 2: Comparison of the 6 GICs with Simulation 1 when the error follows the Gaussian distri-
bution.

selection criteria specialized for high-dimensional models are necessary for optimal prediction and
variable selection, (ii) finite sample performances of consistent GICs are quite different, and (iii)
the tail lightness of the error distribution does not affect seriously to relative performances of model
selection criteria.

5.2 Simulation 2

We consider a more challenging case by modifying the model for Simulation 1. Wedivide thep
components ofβ∗ into continuous blocks of size 20. We randomly select 5 blocks and assign the
value(3,1.5,0,0,2,0

′
15)/1.5 to each block. The entries in other blocks are set to be zero.

The results are summarized in Tables 4 and 5. We observe similar phenomena as in Simulation
1: the GIC1 is the worst, the GIC4 and GIC6 are the best and etc. However, whenn= 100, the GIC1
is better in terms of prediction accuracy than some other GICs which are selection consistent, which
is an example of the conflict between selection consistency and prediction optimality.
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n p Criterion Signal Noise PTM Error (s.e.)
100 500 GIC1 2.98 4.27 0.09 2.236(0.702)

GIC2 2.97 1.24 0.51 1.478(0.696)

GIC3 2.96 0.48 0.81 1.224(0.696)

GIC4 2.94 0.35 0.86 1.198(0.695)

GIC5 2.97 0.82 0.68 1.348(0.696)

GIC6 2.84 0.12 0.83 1.271(0.692)

3000 GIC1 2.96 5.45 0.01 1.683(0.106)

GIC2 2.92 0.51 0.74 0.701(0.094)

GIC3 2.91 0.40 0.78 0.673(0.088)

GIC4 2.88 0.22 0.82 0.619(0.086)

GIC5 2.94 0.69 0.68 0.729(0.093)

GIC6 2.59 0.03 0.59 1.273(0.086)

300 500 GIC1 3 4.26 0.06 0.501(0.034)

GIC2 3 1.52 0.38 0.261(0.022)

GIC3 3 0.28 0.84 0.100(0.013)

GIC4 3 0.08 0.95 0.063(0.008)

GIC5 3 0.49 0.75 0.133(0.016)

GIC6 3 0.00 1.00 0.044(0.003)

3000 GIC1 3 9.58 0.00 1.057(0.061)

GIC2 3 0.83 0.71 0.248(0.043)

GIC3 3 0.59 0.81 0.205(0.042)

GIC4 3 0.24 0.91 0.131(0.029)

GIC5 3 0.90 0.68 0.262(0.044)

GIC6 3 0.02 0.99 0.062(0.019)

Table 3: Comparison of the 6 GICs with Simulation 1 when the error follows the t-distribution.

5.3 Real Data Analysis

We analyze the data set used in Scheetz et al. (2006), which consists of gene expression levels of
18,975 genes obtained from 120 rats. The main objective of the analysis is tofind genes that are
correlated with gene TRIM32 known to cause Bardet-Biedl syndromes. As was done by Huang et al.
(2008), we first select 3000 genes with the largest variance in expression level, and then choose the
top p genes that have the largest absolute correlation with gene TRIM32 among the selected 3000
genes.

We compare prediction accuracies of the 6 GICs with the submodels obtained from the SCAD
solution path. Each data set was divided into two parts, training and test datasets, by randomly
selecting 2/3 observations and 1/3 observations, respectively. We use the training data set to select
the model and estimate the regression coefficients, and use the test data setto evaluate the prediction
performance.

For estimation of the error variance, Zou et al. (2007) used the mean squared error of the full
model whenp< n. This approach, however, is not applicable to our data set sincep> n. A heuristic
method is to setpmax first, and to select a model among the SCAD solution path whose number of

1046



CONSISTENTMODEL SELECTION CRITERIA ON HIGH DIMENSIONS

n p Criterion Signal Noise PTM Error (s.e.)
100 500 GIC1 14.82 5.11 0.00 3.553(0.225)

GIC2 14.67 2.39 0.14 3.211(0.242)

GIC3 14.40 1.47 0.24 3.654(0.285)

GIC4 14.17 1.16 0.25 4.212(0.302)

GIC5 14.57 1.86 0.21 3.242(0.254)

GIC6 13.04 0.72 0.16 7.758(0.398)

3000 GIC1 12.08 12.19 0.00 20.192(1.186)

GIC2 11.51 5.78 0.01 19.783(1.061)

GIC3 11.36 5.34 0.01 20.051(1.055)

GIC4 11.06 4.37 0.01 20.649(1.021)

GIC5 11.68 6.62 0.01 19.616(1.103)

GIC6 10.11 2.47 0.01 22.755(0.894)

300 500 GIC1 15 4.56 0.00 0.795(0.015)

GIC2 15 1.63 0.17 0.516(0.013)

GIC3 15 0.19 0.82 0.311(0.009)

GIC4 15 0.03 0.97 0.278(0.007)

GIC5 15 0.39 0.68 0.345(0.011)

GIC6 15 0.00 1.00 0.270(0.006)

3000 GIC1 15 9.60 0.00 1.322(0.020)

GIC2 15 0.32 0.72 0.340(0.010)

GIC3 15 0.14 0.88 0.300(0.008)

GIC4 15 0.01 0.99 0.267(0.006)

GIC5 15 0.40 0.66 0.358(0.010)

GIC6 15 0.00 1.00 0.264(0.006)

Table 4: Comparison of the 6 GICs with Simulation 2 when the error follows the Gaussian distri-
bution.

nonzero coefficients is equal topmax, and to estimate the error variance by the mean squared error
of the selected model. Following the results of Scheetz et al. (2006), Chianget al. (2006), Huang
et al. (2008), and Kim et al. (2008), we guess that a reasonable modelsize would be in between 20
and 40. Table 6 compares the 6 GICs with the number of pre-screened genes beingp = 500 and
p = 3000, when the error variance is estimated withpmax being 20, 30 and 40, respectively. All
values are the arithmetic means of the results from 100 replicated random partitions. In the table,
‘Nonzero’ denotes the number of nonzero coefficients in the selected model and ‘Error (s.e.)’ is
the prediction error on the test data set and the standard error in the parenthesis obtained on the test
data. Forp= 500, the lowest prediction error is achieved by the GIC2 and the GIC3, GIC4 and GIC5

perform reasonably well withpmax= 20. For p= 3000, the lowest prediction error is achieved by
the GIC5 with pmax= 20. So, we choosepmax= 20 for estimation of the error variance.

As argued by Yang (2005), the standard error obtained by random partition could be misleading.
As a supplement, we draw the box plots of the 100 prediction errors of the 6 GICs with pmax= 20
obtained from 100 random partitions in Figure 1. The relative performances of the GICs with the
real data are different from those of the simulation studies in the previous subsections. The GIC2,
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n p Criterion Signal Noise PTM Error (s.e.)
100 500 GIC1 14.65 3.89 0.07 3.974(0.401)

GIC2 14.55 2.07 0.35 3.686(0.411)

GIC3 14.40 1.45 0.41 3.870(0.421)

GIC4 14.17 1.10 0.41 4.378(0.424)

GIC5 14.53 1.85 0.38 3.649(0.412)

GIC6 13.00 0.59 0.25 7.848(0.471)

3000 GIC1 11.99 9.41 0.02 19.768(1.154)

GIC2 11.53 5.23 0.08 19.806(1.066)

GIC3 11.47 4.78 0.08 19.641(1.029)

GIC4 11.19 3.89 0.08 19.968(0.959)

GIC5 11.61 5.92 0.08 19.96(1.101)

GIC6 10.35 2.28 0.03 21.96(0.899)

300 500 GIC1 14.99 4.81 0.05 0.990(0.098)

GIC2 14.99 2.33 0.32 0.748(0.098)

GIC3 14.99 0.75 0.78 0.519(0.094)

GIC4 14.99 0.40 0.89 0.451(0.090)

GIC5 14.99 1.00 0.66 0.565(0.094)

GIC6 14.99 0.06 0.98 0.339(0.053)

3000 GIC1 15 8.18 0.00 1.226(0.051)

GIC2 15 0.58 0.73 0.420(0.040)

GIC3 15 0.31 0.86 0.358(0.037)

GIC4 15 0.12 0.95 0.314(0.032)

GIC5 15 0.63 0.70 0.430(0.041)

GIC6 15 0.01 0.99 0.272(0.015)

Table 5: Comparison of the 6 GICs with Simulation 2 when the error follows the t-distribution.

GIC3 and GIC5 have lower prediction errors than the GIC4 and GIC6 while the formers tend to
select more variables than necessary in the simulation studies. This observation suggests that there
might be many signal genes whose impacts on the response variable are relatively small.

6. Concluding Remarks

The range of consistent model selection criteria is rather large, and it is not clear which one is better
with finite samples. It would be interesting to rewrite the class of GICs as{λn = αn logpn : αn >
0}. The GIC3, GIC5 and GIC6 correspond toαn = 2, αn = log logn andαn = logn, respectively.
When the rue model is expected to be very sparse, it would be better to letαn be rather large (e.g.,
αn = logn), while a smallerαn (e.g.,αn = 2 or αn = log logn) would be better when many signal
covariates with small regression coefficients are expected to exist. The relation of the GICs with
largerαn with those with smallerαn would be similar to the relation between the AIC and BIC for
standard fixed dimensional models.
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pmax= 20
p

500 3000
Error (s.e.) Nonzero Error (s.e.) Nonzero

GIC1 0.742(0.038) 15.91 0.766(0.036) 18.62
GIC2 0.649 (0.028) 10.95 0.686(0.035) 3.91
GIC3 0.656(0.031) 6.99 0.697(0.035) 3.69
GIC4 0.677(0.034) 5.57 0.719(0.037) 2.78
GIC5 0.664(0.030) 9.76 0.667 (0.032) 4.92
GIC6 0.732(0.038) 3.03 0.792(0.039) 1.82

pmax= 30
p

500 3000
Error (s.e.) Nonzero Error (s.e.) Nonzero

GIC1 0.890(0.035) 27.26 0.868(0.039) 26.07
GIC2 0.825(0.038) 21.77 0.698(0.031) 14.04
GIC3 0.752(0.029) 17.53 0.696(0.031) 13.25
GIC4 0.722 (0.029) 15.19 0.691(0.034) 10.76
GIC5 0.800(0.030) 20.29 0.729(0.032) 15.99
GIC6 0.688(0.030) 11.31 0.683 (0.034) 5.53

pmax= 40
p

500 3000
Error (s.e.) Nonzero Error (s.e.) Nonzero

GIC1 1.040(0.077) 34.54 0.936(0.041) 33.80
GIC2 0.916(0.036) 29.59 0.892(0.041) 27.27
GIC3 0.859(0.035) 25.10 0.878(0.040) 26.37
GIC4 0.846 (0.039) 23.02 0.846(0.038) 25.00
GIC5 0.890(0.035) 28.20 0.910(0.040) 28.60
GIC6 0.763(0.029) 18.69 0.800 (0.037) 21.02

Table 6: Comparison of the 6 GICs with the gene expression data. The bold face numbers represent
the lowest prediction errors among the 6GICs.

Estimation ofσ2 is an open question. We may use the BIC-like criterion by assuming the
Gaussian distribution:

π̂λn
= argminπ⊂{1,...,pn} log(Rn(β̂π)/n)+λn|π|.

If Rn(β̂π)/n is bounded above from∞ and below from 0 in probability (uniformly inπ and n),
we could derive similar asymptotic properties for the BIC-like criteria as the GICs. We leave this
problem as future work.

1049



K IM , KWON AND CHOI

0.5

1.0

1.5

2.0

GIC1 GIC2 GIC3 GIC4 GIC5 GIC6

(a) p= 500

0.5

1.0

1.5

2.0

GIC1 GIC2 GIC3 GIC4 GIC5 GIC6

(b) p= 3000

Figure 1: The boxplot of the prediction errors when (a)p= 500 and (b)p= 3000 withpmax= 20.

For consistency, the smallest eigenvalue of the design matrix of the true modelis assumed to be
sufficiently large (i.e., condition A2). However, it is frequently observedfor large dimensional data
that some covariates are highly correlated and they affect the output similarly. In this case, selecting
some covariates and ignoring the others, which is done by a standard modelselection method, is not
optimal. See Zou and Hastie (2005) for an example. It would be interesting to develop consistent
model selection methods for such cases.
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Appendix A. Proof of Theorem 2

Without loss of generality, we letπ∗
n = {1, . . . ,qn}. Let β̂∗ = β̂π∗

n
. Let Ŷπ = Xnβ̂π andŶ∗

n = Xnβ̂π∗
n
.

We let β∗ = (β(1)∗,β(2)∗), whereβ(1)∗ ∈ Rqn and β(2)∗ ∈ Rpn−qn. Let Cn = X
′
nXn/n and C(i, j)

n =

X(i)′
n X( j)

n /n for i, j = 1,2. We need the following two lemmas.

Lemma 8

max
j≤qn

|β̂∗
j −β∗

j |= op(n
−(1−c2)/2).

Proof. Let zj =
√

n(β̂∗
j −β∗

j ). For proving Lemma 8, we will show

max
j≤qn

|zj |= op(n
c2/2).
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Write

z = (C(1,1)
n )−1X(1)′

n εn√
n

= H(1)′εn,

wherez = (z1, . . . ,zqn)
′
,εn = (ε1, . . . ,εn)

′
andH(1)′ = (h(1)

1 , . . . ,h(1)
qn )

′
= (C(1,1)

n )−1X(1)′
n /

√
n. Since

H(1)′H(1) =(C(1,1)
n )−1, A2 of the regularity conditions implies‖h(1)

j ‖2
2 ≤ 1/M2 for all j ≤ qn. Hence,

E(zj)
2k < ∞ for all j ≤ qn since E(εi)

2k < ∞. Thus

Pr(|zj |> t) = O(t−2k).

For anyη > 0, we can write

Pr(|zj |> ηnc2/2 for somej = 1, . . . ,qn) ≤
qn

∑
j=1

Pr(|zj |> ηnc2/2)

≤
qn

∑
j=1

1
η

n−c2k

=
1
η

qnn−c2k ≤ 1
η

n−(c2−c3)k → 0,

which completes the proof.�

Lemma 9
max

qn< j≤pn

|<Yn−Ŷ∗
n ,X

j
n > |= op(

√

nλnρn).

Proof. Note that

(<Yn−Ŷ∗
n ,X

j
n >, j = qn+1, . . . , pn)

= X(2)′
n

(

Yn−X(1)
n β̂∗(1)

)

= X(2)′
n

(

Yn−X(1)
n

1
n
(C(1,1)

n )−1X(1)′
n Yn

)

= X(2)′
n

(

X(1)
n β∗(1)+ εn−X(1)

n
1
n
(C(1,1)

n )−1X(1)′
n (X(1)

n β∗(1)+ εn)

)

= X(2)′
n

(

I− 1
n

X(1)
n (C(1,1)

n )−1X(1)′
n

)

εn.

Hence, we have
<Yn−Ŷ∗

n ,X
j

n > /
√

n= h(2)′

j εn for j = qn+1, . . . , pn, (3)

whereh(2)
j is the j −qn column vector ofH(2) and

H(2)′ = C(2,1)
n (C(1,1)

n )−1 1√
n

X(1)′
n − 1√

n
X(2)′

n .

Note that

H(2)′H(2) =
1
n

X(2)′
n

(

I−X(1)
n (X(1)′

n X(1)
n )−1X(1)′

n

)

X(2)
n .
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Since the all eigenvalues ofI−X(1)
n (X(1)′

n X(1)
n )−1X(1)′

n are between 0 and 1, we have‖h(2)
j ‖2

2 ≤ M1

for all j = qn+1, . . . , pn. Hence, E(ξ j)
2k < ∞, whereξ j =<Yn−Ŷ∗

n ,X
j

n > /
√

n, and so

Pr (|ξ j |> t) = O(t−2k).

Finally, for anyη > 0,

Pr
(

|<Yn−Ŷ∗
n ,X

j
n > |> η

√

nλnρn for somej = qn+1, . . . , pn

)

= Pr
(

|ξ j |> η
√

λnρn for somej = qn+1, . . . , pn

)

≤
pn

∑
j=qn+1

Pr
(

|ξ j |> η
√

λnρn

)

= (pn−qn)O

(

1
(λnρn)k

)

= O

(

pn

(λnρn)k

)

→ 0,

which completes the proof.�

Proof of Theorem 2. For anyπ, we can write

Rn(β̂π)+λn|π|σ2−Rn(β̂∗)−λn|π∗
n|σ2

=−2∑pn
j=qn+1 β̂π, j <Yn−Ŷ∗

n ,X
j >+(β̂π − β̂∗)

′
(X

′
nXn)(β̂π − β̂∗)+λn(|π|− |π∗

n|)σ2.

By Condition A3,
(β̂π − β̂∗)

′
(X

′
nXn)(β̂π − β̂∗)≥ ∑

j∈π∪π∗
nρn(β̂π, j − β̂∗

j )
2.

Hence, we have for anyπ ∈M sn,

Rn(β̂π)+λn|π|σ2−Rn(β̂∗)−λn|π∗
n|σ2 ≥ ∑

j∈π∪π∗
n

w j ,

where

w j =−2β̂π, j <Yn−Ŷ∗
n ,X

j
n > I( j 6∈ π∗

n)+nρn(β̂π, j − β̂∗
j )

2+λn(I( j ∈ π−π∗
n)− I( j ∈ π∗

n−π))σ2.

For j ∈ π∗
n−π, we havew j = nρnβ̂∗2

j −λnσ2. Let

An = {nρnβ̂∗2
j −λnσ2 > 0, j = 1, . . . ,qn}. (4)

Then, Pr(An)→ 1 by Lemma 8 and Conditions A3 and A4.
For j ∈ π−π∗

n

w j = −2β̂π, j <Yn−Ŷ∗
n ,X

j
n >+nρnβ̂2

π, j +λnσ2

≥ −<Yn−Ŷ∗
n ,X

j
n >2 /(nρn)+λnσ2.

Let
Bn = {−<Yn−Ŷ∗

n ,X
j

n >2 /(nρn)+λnσ2 > 0, j = qn+1, . . . , pn}. (5)
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Then, Pr(Bn)→ 1 by Lemma 9.
For j ∈ π∩π∗

n,

w j = nρn(β̂π, j − β̂∗
j )

2 ≥ 0.

To sum up, onAn∩Bn,

Rn(β̂π)+λn|π|σ2−Rn(β̂∗)−λn|π∗
n|σ2 > 0

for all π 6= π∗
n. Since Pr(An∩Bn)→ 1, the proof is done.�

Appendix B. Proof of Theorem 3

For givenπ ⊂ {1, . . . , pn}, let Mπ be the projection operator onto the space spanned by(X( j), j ∈ π).
That is,Mπ = Xπ(X

′
πXπ)

−1X
′
π providedXπ is of full rank. LetXnβ∗

n = µn andI be then×n identity
matrix. Without loss of generality, we assumeσ2 = 1.

Lemma 10 There existsη > 0 such that for anyπ ∈M sn with π∗
n * π,

µ
′
n(I−Mπ)µn ≥ η|π−|nc2−c1,

whereπ− = π∗
n−π.

Proof. For givenπ ∈M sn with π∗
n * π, we have

µ
′
n(I−Mπ)µn

= inf
α∈R|π|

‖Xπ−β∗
π− −Xπα‖2

= inf
α∈R|π|

(β∗′
π− ,α

′
)(Xπ− ,Xπ)

′
(Xπ− ,Xπ)(β∗′

π− ,α
′
)
′

≥ n‖β∗
π−‖2ρn

≥ M3M4|π−|nc2−c1,

whereβ∗
π− = (β∗

j , j ∈ π−) and the last inequality is due to Condition A4.�

Lemma 11 For givenπ ⊂ {1, . . . , pn}, let

Zπ =
µ
′
n(I−Mπ)εn

√

µ′
n(I−Mπ)µn

.

Then
max

π∈M sn
|Zπ|= Op(

√

sn logpn).

Proof. Note thatZπ ∼ N(0,1) for all π ∈M sn. Since

Pr(|Zπ|> t)≤Cexp(−t2/2) (6)
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for someC> 0, we have

Pr

(

max
π∈M sn

|Zπ|> t

)

≤ ∑
π∈M sn

Cexp(−t2/2)

≤ Cpsn
n exp(−t2/2).

Hence, if we lett =
√

wsn logpn,

Pr

(

max
π∈M sn

|Zπ|> t

)

≤Cexp((−w/2+1)sn logpn)→ 0

asw→ ∞. �

Lemma 12
max

π∈M sn
ε
′
nMπεn = Op(sn logpn).

Proof. For givenπ ⊂ {1, . . . , pn}, let r(p) be the rank ofXπ. Note thatε′
nMπεn ∼ χ2(r(π)) where

χ2(k) is the chi-square distribution with degree of freedomk. It is easy to see that (see, for example,
Yang 1999)

Pr(ε
′
nMπεn ≥ t)≤ exp

(

− t − r(π)
2

)(

t
r(π)

)r(π)/2

. (7)

Hence

Pr

(

max
π∈M sn

ε
′
nMπεn ≥ t

)

≤
sn

∑
k=1

(

pn

k

)

Pr(Wk ≤ t),

whereWk ∼ χ2(k). Since Pr(Wk ≥ t)≤ Pr(Wsn ≥ t), we have

Pr

(

max
π∈M sn

e
′
nMπen ≥ t

)

≤ Pr(Wsn ≥ t)
sn

∑
k=1

(

pn

k

)

≤ Pr(Wsn ≥ t)psn
n . (8)

The proof is done by applying (7) to (8).�

Proof of Theorem 3. First, we will show that Pr(π∗
n * π̂λn

) → 0. For givenπ ⊂ {1, . . . , pn}, let
Rn(π) = Rn(β̂π). Note thatRn(π) =Y

′
n(I−Mπ)Yn. For π + π∗

n, Lemmas 10, 11 and 12 imply

Rn(π)−Rn(π∗
n)+λn(|π|− |π∗

n|)σ2

= µ
′
n(I−Mπ)µn+2µ

′
n(I−Mπ)εn+ ε

′
n(Mπ∗ −Mπ)εn+λn(|π|− |π∗

n|)σ2

≥ η|π−|nc2−c1 −2
√

η|π−|nc2−c1Op(
√

sn logpn)−Op(sn logpn)−|π−|λn,

whereπ− = π∗
n−π. Sincesn logpn ≤ o(nc2−c1) andλn = o(nc2−c1), the proof is done.

It remains to show that the probability of

inf
π∈M sn ,π!π∗

n

Rn(π)−Rn(π∗
n)+λn(|π|− |π∗

n|)σ2 > 0 (9)
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converges to 1. By Theorem 1 of Zhang and Shen (2010), the probability of (9) is larger than

2−
(

1+e1/2exp

(

−λn− logλn

2

))pn−qn

,

which converges to 1 when 2logpn−λn+ logλn →−∞. The equivalent condition with 2 logpn−
λn+ logλn →−∞ is λn−2logpn− log logpn → ∞. �

Appendix C. Proof of Theorem 4

By Theorem 4 of Kim and Kwon (2012), the solution path of the SCAD or minimaxconcave
penalty include the true model with probability converging to 1. Since condition A3’ is stronger
than condition A3, the GICλn

with λn = o(nc2−c1) is consistent, and so is with the solution path of
the SCAD or minimax concave penalty.

Appendix D. Proof of Theorem 7

Let Ãn andB̃n be the sets defined in (4) and (5) except thatσ2 is replaced bŷσ2. It suffices to show
that Pr(Ãn∩ B̃n)→ 1. It is not difficult to prove Pr(Ãn)→ 1 by Lemma 8 and (2).

For B̃n, sinceεi ∼ N(0,σ2), (3) implies

<Yn−Ŷ∗
n ,X

j
n > /

√
n∼ N(0,σ2

j )

whereσ2
j ≤ σ2M1. By (6), we have

Pr(B̃c
n) ≤ Pr(<Yn−Ŷ∗

n ,X
j

n >2> nρnλnσ̂2 for somej = qn+1, . . . , pn)

≤ Cpnexp(−ρnr in f λn/2M1).

Hence, as long as 2M1 logpn/(ρnr in f )−λn →−∞, Pr(B̃c
n)→ 0 and the proof is done.�
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Abstract
We describe anR package namedhuge which provides easy-to-use functions for estimating high
dimensional undirected graphs from data. This package implements recent results in the literature,
including Friedman et al. (2007), Liu et al. (2009, 2012) andLiu et al. (2010). Compared with the
existing graph estimation packageglasso, thehuge package provides extra features: (1) instead
of usingFortan, it is written in C, which makes the code more portable and easier to modify; (2)
besides fitting Gaussian graphical models, it also providesfunctions for fitting high dimensional
semiparametric Gaussian copula models; (3) more functionslike data-dependent model selection,
data generation and graph visualization; (4) a minor convergence problem of the graphical lasso
algorithm is corrected; (5) the package allows the user to apply both lossless and lossy screening
rules to scale up large-scale problems, making a tradeoff between computational and statistical
efficiency.

Keywords: high-dimensional undirected graph estimation, glasso, huge, semiparametric graph
estimation, data-dependent model selection, lossless screening, lossy screening

1. Overview

Undirected graphs is a natural approach to describe the conditional independence among many
variables. Each node of the graph represents a single variable and no edge between two variables
implies that they are conditional independent given all other variables. Inthe past decade, signif-
icant progress has been made on designing efficient algorithms to learn undirected graphs from
high-dimensional observational data sets. Most of these methods are based on either the penalized
maximum-likelihood estimation (Friedman et al., 2007) or penalized regression methods (Mein-
shausen and B̈uhlmann, 2006). Existing packages includeglasso, Covpath andCLIME. In particu-

∗. Also in the Department of Biostatistics.
†. Also in the Department of Machine Learning.
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lar, theglasso package has been widely adopted by statisticians and computer scientists dueto its
friendly user-inference and efficiency.

In this paper1 we describe a newly developedR package namedhuge (High-dimensional Undi-
rected Graph Estimation) coded inC. The package includes a wide range of functional modules and
addresses some drawbacks of the graphical lasso algorithm. To gain morescalability, the package
supports two modes of screening, lossless (Witten et al., 2011) and lossy screening. When using
lossy screening, the user can select the desired screening level to scale up for high-dimensional
problems, but this introduces some estimation bias.

2. Software Design and Implementation

The packagehuge aims to provide a general framework for high-dimensional undirected graph
estimation. The package includes Six functional modules (M1-M6) facilitate a flexible pipeline for
analysis (Figure 1).

M1. Data Generator: The functionhuge.generator() can simulate multivariate Gaussian
data with different undirected graphs, including hub, cluster, band, scale-free, and Erd̈os-Ŕenyi
random graphs. The sparsity level of the obtained graph and signal-to-noise ratio can also be set up
by users.

M2. Semiparametric Transformation: The functionhuge.npn() implements the nonparanor-
mal method (Liu et al., 2009, 2012) for estimating a semiparametric Gaussian copula model.The
nonparanormal family extends the Gaussian distribution by marginally transforming the variables.
Computationally, the nonparanormal transformation only requires one passthrough the data matrix.

M3. Graph Screening: Thescr argument in the main functionhuge() controls the use of large-
scale correlation screening before graph estimation. The function supports the lossless screening
(Witten et al., 2011) and the lossy screening. Such screening procedures can greatly reduce the
computational cost and achieve equal or even better estimation by reducingthe variance at the
expense of increased bias.

Figure 1:The graph estimation pipeline.

M4. Graph Estimation: Similar to theglasso package, themethod argument in thehuge()
function supports two estimation methods: (i) the neighborhood pursuit algorithm (Meinshausen
and B̈uhlmann, 2006) and (ii) the graphical lasso algorithm (Friedman et al., 2007). We apply
the coordinate descent with active set and covariance update, as well as other tricks suggested in
Friedman et al. (2010). We modified the warm start trick to address the potential divergence problem
of the graphical lasso algorithm (Mazumder and Hastie, 2011). The codeis also memory-optimized
using the sparse matrix data structure when estimating and storing full regularization paths for large

1. This paper is only a summary of the packagehuge. For more details please refer to the online vignette.
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data sets. we also provide a complementary graph estimation method based on thresholding the
sample correlation matrix, which is computationally efficient and widely applied in biomedical
research.

M5. Model Selection: The functionhuge.select() provides two regularization parameter
selection methods: the stability approach for regularization selection (StARS)(Liu et al., 2010);
and rotation information criterion (RIC). We also provide a likelihood-basedextended Bayesian
information criterion.

M6. Graph Visualization: The plotting functionshuge.plot() andplot() provide visualiza-
tions of the simulated data sets, estimated graphs and paths. The implementation is based on the
igraph package.

3. User Interface by Example

We illustrate the user interface by analyzing a stock market data which we contribute to thehuge
package. We acquired closing prices from all stocks in the S&P 500 for allthe days that the market
was open between Jan 1, 2003 and Jan 1, 2008. This gave us 1258 samples for the 452 stocks that
remained in the S&P 500 during the entire time period.

> library(huge)
> data(stockdata) # Load the data
> x = log(stockdata$data[2:1258,]/stockdata$data[1:1257,]) # Preprocessing
> x.npn = huge.npn(x, npn.func="truncation") # Nonparanormal
> out.npn = huge(x.npn,method = "glasso", nlambda=40,lambda.min.ratio = 0.4)

Here the data have been transformed by calculating the log-ratio of the priceat timet to price at
time t −1. The nonparanormal transformation is applied to the data, and a graph is estimated using
the graphical lasso (the default is the Meinshausen-Bühlmann estimator). The program automati-
cally sets up a sequence of 40 regularization parameters and estimates the graph path. The lossless
screening method is applied by default.

4. Performance Benchmark

To comparehuge with glasso (ver 1.4), we consider four scenarios with varying sample sizesn
and dimensionalityd, as shown in Table 1. We simulate the data from a normal distribution with
the Erd̈os-Ŕenyi random graph structure (sparsity 1%). Timings (in seconds) are computed over
10 values of the corresponding regularization parameter, and the rangeof regularization parameters
is chosen so that each method produced approximately the same number of non-zero estimates.
The convergence threshold of bothglasso andhuge is chosen to be 10−4. For these simulations,
CLIME (ver 1.0) andCovpath (ver 0.2) were unable to obtain timing results due to their numerical
instability.

For the neighborhood pursuit, we can see thathuge achieves the best performance. In particular,
when the lossy screening rule is applied,huge automatically reduces each individual lasso problem
from the original dimensiond to the sample sizen, therefore a better efficiency can be achieved
whend is much larger thann. Based on our experiments, the speed up due to the lossy screening
rule can be up to more than 500%.
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Method
d = 1000 d = 2000 d = 3000 d = 4000

n = 100 n = 150 n = 200 n = 300
huge-neighborhood pursuit (lossy) 3.246 (0.147) 13.47 (0.665) 35.87 (0.97) 247.2 (14.26)
huge-neighborhood pursuit 4.240 (0.288) 42.41 (2.338) 147.9 (4.102) 357.8 (28.00)
glasso-neighborhood pursuit 37.23 (0.516) 296.9 (4.533) 850.7 (8.180) 3095 (150.5)
huge-graphical lasso (lossy) 39.61 (2.391) 289.9 (17.54) 905.6 (25.84) 2370 (168.9)
huge-graphical lasso (lossless) 47.86 (3.583) 328.2 (30.09) 1276 (43.61) 2758 (326.2)
glasso-graphical lasso 131.9 (5.816) 1054 (47.52) 3463 (107.6) 8041 (316.9)

Table 1: Experimental Results

Unlike the neighborhood pursuit, the graphical lasso estimates the inverse covariance matrix.
The screening rule (Witten et al., 2011) greatly reduces the computation required by the graphical
lasso algorithm and gains an extra performance boost.

5. Summary and Acknowledgement

We developed a new package namedhuge for high dimensional undirected graph estimation. The
package is complementary to the existingglasso package by providing extra features and func-
tional modules. We plan to maintain and support this package in the future. TuoZhao is partially
supported by the Google Summer of Code program 2011. Han Liu, John Lafferty, and Larry Wasser-
man are supported by NSF grant IIS-1116730 and AFOSR contract FA9550-09-1-0373. Kathryn
Roeder is supported by National Institute of Mental Health grant MH057881.
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Abstract
Random forests are a scheme proposed by Leo Breiman in the 2000’s for building a predictor
ensemble with a set of decision trees that grow in randomly selected subspaces of data. Despite
growing interest and practical use, there has been little exploration of the statistical properties of
random forests, and little is known about the mathematical forces driving the algorithm. In this
paper, we offer an in-depth analysis of a random forests model suggested by Breiman (2004),
which is very close to the original algorithm. We show in particular that the procedure is consistent
and adapts to sparsity, in the sense that its rate of convergence depends only on the number of strong
features and not on how many noise variables are present.
Keywords: random forests, randomization, sparsity, dimension reduction, consistency, rate of
convergence

1. Introduction

In a series of papers and technical reports, Breiman (1996, 2000, 2001, 2004) demonstrated that
substantial gains in classification and regression accuracy can be achieved by using ensembles of
trees, where each tree in the ensemble is grown in accordance with a random parameter. Final
predictions are obtained by aggregating over the ensemble. As the base constituents of the ensemble
are tree-structured predictors, and since each of these trees is constructed using an injection of
randomness, these procedures are called “random forests.”

1.1 Random Forests

Breiman’s ideas were decisively influenced by the early work of Amit and Geman (1997) on geomet-
ric feature selection, the random subspace method of Ho (1998) and the random split selection ap-
proach of Dietterich (2000). As highlighted by various empirical studies (see for instance Breiman,
2001; Svetnik et al., 2003; Diaz-Uriarte and de Andrés, 2006; Genuer et al., 2008, 2010), random
forests have emerged as serious competitors to state-of-the-art methods such as boosting (Freund
and Shapire, 1996) and support vector machines (Shawe-Taylor andCristianini, 2004). They are
fast and easy to implement, produce highly accurate predictions and can handle a very large number
of input variables without overfitting. In fact, they are considered to be one of the most accurate
general-purpose learning techniques available. The survey by Genuer et al. (2008) may provide the
reader with practical guidelines and a good starting point for understanding the method.

∗. Also at DMA, Ecole Normale Suṕerieure, 45 rue d’Ulm, 75230 Paris Cedex 05, France.

c©2012 Ǵerard Biau.
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In Breiman’s approach, each tree in the collection is formed by first selecting at random, at each
node, a small group of input coordinates (also called features or variables hereafter) to split on and,
secondly, by calculating the best split based on these features in the training set. The tree is grown
using CART methodology (Breiman et al., 1984) to maximum size, without pruning. This subspace
randomization scheme is blended with bagging (Breiman, 1996; Bühlmann and Yu, 2002; Buja and
Stuetzle, 2006; Biau et al., 2010) to resample, with replacement, the training data set each time a
new individual tree is grown.

Although the mechanism appears simple, it involves many different driving forces which make
it difficult to analyse. In fact, its mathematical properties remain to date largely unknown and, up
to now, most theoretical studies have concentrated on isolated parts or stylized versions of the algo-
rithm. Interesting attempts in this direction are by Lin and Jeon (2006), who establish a connection
between random forests and adaptive nearest neighbor methods (seealso Biau and Devroye, 2010,
for further results); Meinshausen (2006), who studies the consistency of random forests in the con-
text of conditional quantile prediction; and Biau et al. (2008), who offerconsistency theorems for
various simplified versions of random forests and other randomized ensemble predictors. Neverthe-
less, the statistical mechanism of “true” random forests is not yet fully understood and is still under
active investigation.

In the present paper, we go one step further into random forests by working out and solidifying
the properties of a model suggested by Breiman (2004). Though this modelis still simple compared
to the “true” algorithm, it is nevertheless closer to reality than any other schemewe are aware of.
The short draft of Breiman (2004) is essentially based on intuition and mathematical heuristics,
some of them are questionable and make the document difficult to read and understand. However,
the ideas presented by Breiman are worth clarifying and developing, and they will serve as a starting
point for our study.

Before we formalize the model, some definitions are in order. Throughout the document, we
suppose that we are given a training sampleDn = {(X1,Y1), . . . ,(Xn,Yn)} of i.i.d. [0,1]d×R-valued
random variables (d≥ 2) with the same distribution as an independent generic pair(X,Y) satisfying
EY2 < ∞. The space[0,1]d is equipped with the standard Euclidean metric. For fixedx ∈ [0,1]d,
our goal is to estimate the regression functionr(x) = E[Y|X = x] using the dataDn. In this respect,
we say that a regression function estimatern is consistent ifE[rn(X)− r(X)]2 → 0 asn→ ∞. The
main message of this paper is that Breiman’s procedure is consistent and adapts to sparsity, in the
sense that its rate of convergence depends only on the number of strongfeatures and not on how
many noise variables are present.

1.2 The Model

Formally, a random forest is a predictor consisting of a collection of randomized base regression
trees{rn(x,Θm,Dn),m≥ 1}, whereΘ1,Θ2, . . . are i.i.d. outputs of a randomizing variableΘ. These
random trees are combined to form the aggregated regression estimate

r̄n(X,Dn) = EΘ [rn(X,Θ,Dn)] ,

whereEΘ denotes expectation with respect to the random parameter, conditionally onX and the data
setDn. In the following, to lighten notation a little, we will omit the dependency of the estimates
in the sample, and write for example ¯rn(X) instead of ¯rn(X,Dn). Note that, in practice, the above
expectation is evaluated by Monte Carlo, that is, by generatingM (usually large) random trees,
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and taking the average of the individual outcomes (this procedure is justified by the law of large
numbers, see the appendix in Breiman, 2001). The randomizing variableΘ is used to determine
how the successive cuts are performed when building the individual trees, such as selection of the
coordinate to split and position of the split.

In the model we have in mind, the variableΘ is assumed to be independent ofX and the training
sampleDn. This excludes in particular any bootstrapping or resampling step in the training set. This
also rules out any data-dependent strategy to build the trees, such as searching for optimal splits by
optimizing some criterion on the actual observations. However, we allowΘ to be based on a second
sample, independent of, but distributed as,Dn. This important issue will be thoroughly discussed
in Section 3.

With these warnings in mind, we will assume that each individual random tree isconstructed in
the following way. All nodes of the tree are associated with rectangular cellssuch that at each step of
the construction of the tree, the collection of cells associated with the leaves ofthe tree (i.e., external
nodes) forms a partition of[0,1]d. The root of the tree is[0,1]d itself. The following procedure is
then repeated⌈log2kn⌉ times, where log2 is the base-2 logarithm,⌈.⌉ the ceiling function andkn ≥ 2
a deterministic parameter, fixed beforehand by the user, and possibly depending onn.

1. At each node, a coordinate ofX = (X(1), . . . ,X(d)) is selected, with thej-th feature having a
probability pn j ∈ (0,1) of being selected.

2. At each node, once the coordinate is selected, the split is at the midpoint of the chosen side.

Each randomized treern(X,Θ) outputs the average over allYi for which the corresponding
vectorsX i fall in the same cell of the random partition asX. In other words, lettingAn(X,Θ) be the
rectangular cell of the random partition containingX,

rn(X,Θ) =
∑n

i=1Yi1[X i∈An(X,Θ)]

∑n
i=11[X i∈An(X,Θ)]

1En(X,Θ),

where the eventEn(X,Θ) is defined by

En(X,Θ) =

[

n

∑
i=1

1[X i∈An(X,Θ)] 6= 0

]

.

(Thus, by convention, the estimate is set to 0 on empty cells.) Taking finally expectation with respect
to the parameterΘ, the random forests regression estimate takes the form

r̄n(X) = EΘ [rn(X,Θ)] = EΘ

[

∑n
i=1Yi1[X i∈An(X,Θ)]

∑n
i=11[X i∈An(X,Θ)]

1En(X,Θ)

]

.

Let us now make some general remarks about this random forests model. First of all, we note
that, by construction, each individual tree has exactly 2⌈log2 kn⌉ (≈ kn) terminal nodes, and each leaf
has Lebesgue measure 2−⌈log2 kn⌉ (≈ 1/kn). Thus, ifX has uniform distribution on[0,1]d, there will
be on average aboutn/kn observations per terminal node. In particular, the choicekn = n induces
a very small number of cases in the final leaves, in accordance with the ideathat the single trees
should not be pruned.

Next, we see that, during the construction of the tree, at each node, eachcandidate coordinate
X( j) may be chosen with probabilitypn j ∈ (0,1). This implies in particular∑d

j=1 pn j = 1. Although
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we do not precise for the moment the way these probabilities are generated,we stress that they may
be induced by a second sample. This includes the situation where, at each node, randomness is
introduced by selecting at random (with or without replacement) a small group of input features to
split on, and choosing to cut the cell along the coordinate—inside this group—which most decreases
some empirical criterion evaluated on the extra sample. This scheme is close to what the original
random forests algorithm does, the essential difference being that the latter algorithm uses the actual
data set to calculate the best splits. This point will be properly discussed in Section 3.

Finally, the requirement that the splits are always achieved at the middle of thecell sides is
mainly technical, and it could eventually be replaced by a more involved random mechanism—
based on the second sample—at the price of a much more complicated analysis.

The document is organized as follows. In Section 2, we prove that the random forests regression
estimate ¯rn is consistent and discuss its rate of convergence. As a striking result, weshow under a
sparsity framework that the rate of convergence depends only on the number of active (or strong)
variables and not on the dimension of the ambient space. This feature is particularly desirable in
high-dimensional regression, when the number of variables can be much larger than the sample
size, and may explain why random forests are able to handle a very large number of input variables
without overfitting. Section 3 is devoted to a discussion, and a small simulation study is presented
in Section 4. For the sake of clarity, proofs are postponed to Section 5.

2. Asymptotic Analysis

Throughout the document, we denote byNn(X,Θ) the number of data points falling in the same cell
asX, that is,

Nn(X,Θ) =
n

∑
i=1

1[X i∈An(X,Θ)].

We start the analysis with the following simple theorem, which shows that the random forests esti-
mate ¯rn is consistent.

Theorem 1 Assume that the distribution ofX has support on[0,1]d. Then the random forests
estimatērn is consistent whenever pn j logkn → ∞ for all j = 1, . . . ,d and kn/n→ 0 as n→ ∞.

Theorem 1 mainly serves as an illustration of how the consistency problem ofrandom forests
predictors may be attacked. It encompasses, in particular, the situation where, at each node, the
coordinate to split is chosen uniformly at random over thed candidates. In this “purely random”
model, pn j = 1/d, independently ofn and j, and consistency is ensured as long askn → ∞ and
kn/n → 0. This is however a radically simplified version of the random forests usedin practice,
which does not explain the good performance of the algorithm. To achieve this goal, a more in-
depth analysis is needed.

There is empirical evidence that many signals in high-dimensional spaces admit a sparse rep-
resentation. As an example, wavelet coefficients of images often exhibit exponential decay, and a
relatively small subset of all wavelet coefficients allows for a good approximation of the original
image. Such signals have few non-zero coefficients and can thereforebe described as sparse in
the signal domain (see for instance Bruckstein et al., 2009). Similarly, recent advances in high-
throughput technologies—such as array comparative genomic hybridization—indicate that, despite
the huge dimensionality of problems, only a small number of genes may play a rolein determining
the outcome and be required to create good predictors (van’t Veer et al.,2002, for instance). Sparse
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estimation is playing an increasingly important role in the statistics and machine learning commu-
nities, and several methods have recently been developed in both fields, which rely upon the notion
of sparsity (e.g., penalty methods like the Lasso and Dantzig selector, see Tibshirani, 1996; Cand̀es
and Tao, 2005; Bunea et al., 2007; Bickel et al., 2009, and the references therein).

Following this idea, we will assume in our setting that the target regression function r(X) =
E[Y|X], which is initially a function ofX = (X(1), . . . ,X(d)), depends in fact only on a nonempty
subsetS (for S trong) of thed features. In other words, lettingXS = (Xj : j ∈ S) andS= CardS ,
we have

r(X) = E[Y|XS ]

or equivalently, for anyx ∈ [0,1]d,

r(x) = r⋆(xS ) µ-a.s., (1)

whereµ is the distribution ofX and r⋆ : [0,1]S → R is the section ofr corresponding toS . To
avoid trivialities, we will assume throughout thatS is nonempty, withS≥ 2. The variables in the
setW = {1, . . . ,d}− S (for W eak) have thus no influence on the response and could be safely
removed. In the dimension reduction scenario we have in mind, the ambient dimension d can be
very large, much larger than the sample sizen, but we believe that the representation is sparse,
that is, that very few coordinates ofr are non-zero, with indices corresponding to the setS . Note
however that representation (1) does not forbid the somehow undesirable case whereS= d. As
such, the valueScharacterizes the sparsity of the model: The smallerS, the sparserr.

Within this sparsity framework, it is intuitively clear that the coordinate-samplingprobabilities
should ideally satisfy the constraintspn j = 1/S for j ∈ S (and, consequently,pn j = 0 otherwise).
However, this is a too strong requirement, which has no chance to be satisfied in practice, except
maybe in some special situations where we know beforehand which variables are important and
which are not. Thus, to stick to reality, we will rather require in the following that pn j = (1/S)(1+
ξn j) for j ∈ S (and pn j = ξn j otherwise), wherepn j ∈ (0,1) and eachξn j tends to 0 asn tends
to infinity. We will see in Section 3 how to design a randomization mechanism to obtainsuch
probabilities, on the basis of a second sample independent of the training set Dn. At this point,
it is important to note that the dimensionsd andS are held constant throughout the document. In
particular, these dimensions arenot functions of the sample sizen, as it may be the case in other
asymptotic studies.

We have now enough material for a deeper understanding of the randomforests algorithm. To
lighten notation a little, we will write

Wni(X,Θ) =
1[X i∈An(X,Θ)]

Nn(X,Θ)
1En(X,Θ),

so that the estimate takes the form

r̄n(X) =
n

∑
i=1

EΘ [Wni(X,Θ)]Yi .

Let us start with the variance/bias decomposition

E [r̄n(X)− r(X)]2 = E [r̄n(X)− r̃n(X)]2+E [r̃n(X)− r(X)]2 , (2)
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where we set

r̃n(X) =
n

∑
i=1

EΘ [Wni(X,Θ)] r(X i).

The two terms of (2) will be examined separately, in Proposition 2 and Proposition 4, respectively.
Throughout, the symbolV denotes variance.

Proposition 2 Assume thatX is uniformly distributed on[0,1]d and, for allx ∈ R
d,

σ2(x) = V[Y |X = x]≤ σ2

for some positive constantσ2. Then, if pn j = (1/S)(1+ξn j) for j ∈ S ,

E [r̄n(X)− r̃n(X)]2 ≤Cσ2
(

S2

S−1

)S/2d

(1+ξn)
kn

n(logkn)S/2d
,

where

C=
288
π

(

π log2
16

)S/2d

.

The sequence(ξn) depends on the sequences{(ξn j) : j ∈ S} only and tends to0 as n tends to infinity.

Remark 3 A close inspection of the end of the proof of Proposition 2 reveals that

1+ξn = ∏
j∈S

[

(1+ξn j)
−1
(

1−
ξn j

S−1

)−1
]1/2d

.

In particular, if a< pn j < b for some constants a,b∈ (0,1), then

1+ξn ≤

(

S−1
S2a(1−b)

)S/2d

.

The main message of Proposition 2 is that the variance of the forests estimate is
O(kn/(n(logkn)

S/2d)). This result is interesting by itself since it shows the effect of aggregation
on the variance of the forest. To understand this remark, recall that individual (random or not) trees
are proved to be consistent by letting the number of cases in each terminal node become large (see
Devroye et al., 1996, Chapter 20), with a typical variance of the orderkn/n. Thus, for such trees, the
choicekn = n (i.e., about one observation on average in each terminal node) is clearly not suitable
and leads to serious overfitting and variance explosion. On the other hand, the variance of the forest
is of the orderkn/(n(logkn)

S/2d). Therefore, lettingkn = n, the variance is of the order 1/(logn)S/2d,
a quantity which still goes to 0 asn grows! Proof of Proposition 2 reveals that this log term is a
by-product of theΘ-averaging process, which appears by taking into consideration the correlation
between trees. We believe that it provides an interesting perspective on why random forests are still
able to do a good job, despite the fact that individual trees are not pruned.

Note finally that the requirement thatX is uniformly distributed on the hypercube could be
safely replaced by the assumption thatX has a density with respect to the Lebesgue measure on
[0,1]d and the density is bounded from above and from below. The case wherethe density ofX is
not bounded from below necessitates a specific analysis, which we believe is beyond the scope of
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the present paper. We refer the reader to Biau and Devroye (2010) for results in this direction (see
also Remark 10 in Section 5).

Let us now turn to the analysis of the bias term in equality (2). Recall thatr⋆ denotes the section
of r corresponding toS .

Proposition 4 Assume thatX is uniformly distributed on[0,1]d and r⋆ is L-Lipschitz on[0,1]S.
Then, if pn j = (1/S)(1+ξn j) for j ∈ S ,

E [r̃n(X)− r(X)]2 ≤
2SL2

k
0.75

Slog2(1+γn)
n

+

[

sup
x∈[0,1]d

r2(x)

]

e−n/2kn,

whereγn = min j∈S ξn j tends to0 as n tends to infinity.

This result essentially shows that the rate at which the bias decreases to 0 depends on the number
of strong variables, not ond. In particular, the quantitykn

−(0.75/(Slog2))(1+γn) should be compared
with the ordinary partitioning estimate bias, which is of the orderkn

−2/d under the smoothness
conditions of Proposition 4 (see for instance Györfi et al., 2002). In this respect, it is easy to see that
kn

−(0.75/(Slog2))(1+γn) = o(kn
−2/d) as soon asS≤ ⌊0.54d⌋ (⌊.⌋ is the integer part function). In other

words, when the number of active variables is less than (roughly) half ofthe ambient dimension, the
bias of the random forests regression estimate decreases to 0 much fasterthan the usual rate. The
restrictionS≤ ⌊0.54d⌋ is not severe, since in all practical situations we have in mind,d is usually
very large with respect toS (this is, for instance, typically the case in modern genome biology
problems, whered may be of the order of billion, and in any case much larger than the actual number
of active features). Note at last that, contrary to Proposition 2, the terme−n/2kn prevents the extreme
choicekn = n (about one observation on average in each terminal node). Indeed, an inspection of the
proof of Proposition 4 reveals that this term accounts for the probability that Nn(X,Θ) is precisely
0, that is,An(X,Θ) is empty.

Recalling the elementary inequalityze−nz≤ e−1/n for z∈ [0,1], we may finally join Proposition
2 and Proposition 4 and state our main theorem.

Theorem 5 Assume thatX is uniformly distributed on[0,1]d, r⋆ is L-Lipschitz on[0,1]S and, for
all x ∈ R

d,
σ2(x) = V[Y |X = x]≤ σ2

for some positive constantσ2. Then, if pn j = (1/S)(1+ ξn j) for j ∈ S , letting γn = min j∈S ξn j, we
have

E [r̄n(X)− r(X)]2 ≤ Ξn
kn

n
+

2SL2

k
0.75

Slog2(1+γn)
n

,

where

Ξn =Cσ2
(

S2

S−1

)S/2d

(1+ξn)+2e−1

[

sup
x∈[0,1]d

r2(x)

]

and

C=
288
π

(

π log2
16

)S/2d

.

The sequence(ξn) depends on the sequences{(ξn j) : j ∈ S} only and tends to0 as n tends to infinity.
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As we will see in Section 3, it may be safely assumed that the randomization process allows for
ξn j logn → 0 asn → ∞, for all j ∈ S . Thus, under this condition, Theorem 5 shows that with the
optimal choice

kn ∝ n1/(1+ 0.75
Slog2),

we get

E [r̄n(X)− r(X)]2 = O
(

n
−0.75

Slog2+0.75

)

.

This result can be made more precise. Denote byFS the class of(L,σ2)-smooth distributions(X,Y)
such thatX has uniform distribution on[0,1]d, the regression functionr⋆ is Lipschitz with constant
L on [0,1]S and, for allx ∈ R

d, σ2(x) = V[Y |X = x]≤ σ2.

Corollary 6 Let

Ξ =Cσ2
(

S2

S−1

)S/2d

+2e−1

[

sup
x∈[0,1]d

r2(x)

]

and

C=
288
π

(

π log2
16

)S/2d

.

Then, if pn j = (1/S)(1+ξn j) for j ∈ S , with ξn j logn→ 0 as n→ ∞, for the choice

kn ∝
(

L2

Ξ

)1/(1+ 0.75
Slog2)

n1/(1+ 0.75
Slog2),

we have

limsup
n→∞

sup
(X,Y)∈FS

E [r̄n(X)− r(X)]2

(

ΞL
2Slog2

0.75

)
0.75

Slog2+0.75
n

−0.75
Slog2+0.75

≤ Λ,

whereΛ is a positive constant independent of r, L andσ2.

This result reveals the fact that theL2-rate of convergence of ¯rn(X) to r(X) depends only on the
numberSof strong variables, and not on the ambient dimensiond. The main message of Corollary 6
is that if we are able to properly tune the probability sequences(pn j)n≥1 and make them sufficiently
fast to track the informative features, then the rate of convergence of the random forests estimate

will be of the ordern
−0.75

Slog2+0.75 . This rate is strictly faster than the usual raten−2/(d+2) as soon as
S≤ ⌊0.54d⌋. To understand this point, just recall that the raten−2/(d+2) is minimax optimal for the
classFd (see, for example Ibragimov and Khasminskii, 1980, 1981, 1982), seen as a collection of
regression functions over[0,1]d, not [0,1]S. However, in our setting, the intrinsic dimension of the
regression problem isS, notd, and the random forests estimate cleverly adapts to the sparsity of the
problem. As an illustration, Figure 1 shows the plot of the functionS 7→ 0.75/(Slog2+0.75) for S
ranging from 2 tod = 100.

It is noteworthy that the rate of convergence of theξn j to 0 (and, consequently, the rate at which
the probabilitiespn j approach 1/S for j ∈ S ) will eventually depend on the ambient dimensiond
through the ratioS/d. The same is true for the Lipschitz constantL and the factor supx∈[0,1]d r2(x)
which both appear in Corollary 6. To figure out this remark, remember firstthat the support ofr is
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Figure 1: Solid line: Plot of the functionS 7→ 0.75/(Slog2+0.75) for Sranging from 2 tod= 100.
Dotted line: Plot of the minimax rate powerS 7→ 2/(S+2). The horizontal line shows
the value of thed-dimensional rate power 2/(d+2)≈ 0.0196.

contained inRS, so that the later supremum (respectively, the Lipschitz constant) is in facta supre-
mum (respectively, a Lipschitz constant) overR

S, notoverRd. Next, denote byCp(s) the collection
of functionsη : [0,1]p → [0,1] for which each derivative of orders satisfies a Lipschitz condition.
It is well known that theε-entropy log2(Nε) of Cp(s) is Φ(ε−p/(s+1)) asε ↓ 0 (Kolmogorov and
Tihomirov, 1961), wherean = Φ(bn) means thatan = O(bn) andbn = O(an). Here we have an
interesting interpretation of the dimension reduction phenomenon: Working withLipschitz func-
tions onRS (that is,s= 0) is roughly equivalent to working with functions onRd for which all
[(d/S)−1]-th order derivatives are Lipschitz! For example, ifS= 1 andd = 25, (d/S)−1 = 24
and, as there are 2524 such partial derivatives inR25, we note immediately the potential benefit of
recovering the “true” dimensionS.

Remark 7 The reduced-dimensional rate n
−0.75

Slog2+0.75 is strictly larger than the S-dimensional optimal
rate n−2/(S+2), which is also shown in Figure 1 for S ranging from2 to 100. We do not know whether
the latter rate can be achieved by the algorithm.

Remark 8 The optimal parameter kn of Corollary 6 depends on the unknown distribution of(X,Y),
especially on the smoothness of the regression function and the effective dimension S. To correct this
situation, adaptive (i.e., data-dependent) choices of kn, such as data-splitting or cross-validation,
should preserve the rate of convergence of the estimate. Another routewe may follow is to analyse
the effect of bootstrapping the sample before growing the individual trees (i.e., bagging). It is our
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belief that this procedure should also preserve the rate of convergence, even for overfitted trees
(kn ≈ n), in the spirit of Biau et al. (2010). However, such a study is beyond the scope of the present
paper.

Remark 9 For further references, it is interesting to note that Proposition 2 (varianceterm) is a
consequence of aggregation, whereas Proposition 4 (bias term) is a consequence of randomization.

It is also stimulating to keep in mind the following analysis, which has been suggested to us by
a referee. Suppose, to simplify, that Y= r(X) (no-noise regression) and that∑n

i=1Wni(X,Θ) = 1 a.s.
In this case, the variance term is 0 and we have

r̄n(X) = r̃n(X) =
n

∑
i=1

EΘ [Wni(Θ,X)]Yi .

SetZn = (Y,Y1, . . . ,Yn). Then

E [r̄n(X)− r(X)]2 = E [r̄n(X)−Y]2

= E

[

E

[

(r̄n(X)−Y)2 |Zn

]]

= E

[

E

[

(r̄n(X)−E[r̄n(X) |Zn])
2 |Zn

]]

+E [E[r̄n(X) |Zn]−Y]2 .

The conditional expectation in the first of the two terms above may be rewritten under the form

E
[

Cov
(

EΘ [rn(X,Θ)] ,EΘ′

[

rn(X,Θ′)
]

|Zn
)]

,

whereΘ′ is distributed as, and independent of,Θ. Attention shows that this last term is indeed equal
to

E
[

EΘ,Θ′Cov
(

rn(X,Θ), rn(X,Θ′) |Zn
)]

.

The key observation is that if trees have strong predictive power, then they can be unconditionally
strongly correlated while being conditionally weakly correlated. This opensan interesting line of
research for the statistical analysis of the bias term, in connection with Amit (2002) and Blanchard
(2004) conditional covariance-analysis ideas.

3. Discussion

The results which have been obtained in Section 2 rely on appropriate behavior of the probability
sequences(pn j)n≥1, j = 1, . . . ,d. We recall that these sequences should be in(0,1) and obey the
constraintspn j = (1/S)(1+ ξn j) for j ∈ S (andpn j = ξn j otherwise), where the(ξn j)n≥1 tend to 0
asn tends to infinity. In other words, at each step of the construction of the individual trees, the
random procedure should track and preferentially cut the strong coordinates. In this more informal
section, we briefly discuss a random mechanism for inducing such probability sequences.

Suppose, to start with an imaginary scenario, that we already know which coordinates are strong,
and which are not. In this ideal case, the random selection procedure described in the introduction
may be easily made more precise as follows. A positive integerMn—possibly depending onn—is
fixed beforehand and the following splitting scheme is iteratively repeated ateach node of the tree:

1. Select at random, with replacement,Mn candidate coordinates to split on.
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2. If the selection is all weak, then choose one at random to split on. If there is more than one
strong variable elected, choose one at random and cut.

Within this framework, it is easy to see that each coordinate inS will be cut with the “ideal” proba-
bility

p⋆n =
1
S

[

1−

(

1−
S
d

)Mn
]

.

Though this is an idealized model, it already gives some information about the choice of the param-
eterMn, which, in accordance with the results of Section 2 (Corollary 6), should satisfy

(

1−
S
d

)Mn

logn→ 0 asn→ ∞.

This is true as soon as

Mn → ∞ and
Mn

logn
→ ∞ asn→ ∞.

This result is consistent with the general empirical finding thatMn (calledmtry in the R package
RandomForests) does not need to be very large (see, for example, Breiman, 2001), but not with the
widespread belief thatMn should not depend onn. Note also that if theMn features are chosen at
randomwithout replacement, then things are even more simple since, in this case,p⋆n = 1/S for all
n large enough.

In practice, we have only a vague idea about the size and content of the set S . However, to
circumvent this problem, we may use the observations of an independent second setD ′

n (say, of
the same size asDn) in order to mimic the ideal split probabilityp⋆n. To illustrate this mechanism,
suppose—to keep things simple—that the model is linear, that is,

Y = ∑
j∈S

a jX
( j)+ ε,

whereX = (X(1), . . . ,X(d)) is uniformly distributed over[0,1]d, thea j are non-zero real numbers,
andε is a zero-mean random noise, which is assumed to be independent ofX and with finite vari-
ance. Note that, in accordance with our sparsity assumption,r(X) = ∑ j∈S a jX( j) depends onXS

only.
Assume now that we have done some splitting and arrived at a current setof terminal nodes.

Consider any of these nodes, sayA = ∏d
j=1A j , fix a coordinatej ∈ {1, . . . ,d}, and look at the

weighted conditional varianceV[Y|X( j) ∈ A j ]P(X( j) ∈ A j). It is a simple exercise to prove that ifX
is uniform andj ∈ S , then the split on thej-th side which most decreases the weighted conditional
variance is at the midpoint of the node, with a variance decrease equal toa2

j/16> 0. On the other
hand, if j ∈W , the decrease of the variance is always 0, whatever the location of the split.

On the practical side, the conditional variances are of course unknown, but they may be esti-
mated by replacing the theoretical quantities by their respective sample estimates(as in the CART
procedure, see Breiman, 2001, Chapter 8, for a thorough discussion) evaluated on the second sample
D ′

n. This suggests the following procedure, at each node of the tree:

1. Select at random, with replacement,Mn candidate coordinates to split on.
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2. For each of theMn elected coordinates, calculate the best split, that is, the split which most
decreases the within-node sum of squares on the second sampleD ′

n.

3. Select one variable at random among the coordinates which output the best within-node sum
of squares decreases, and cut.

This procedure is indeed close to what the random forests algorithm does. The essential dif-
ference is that we suppose to have at hand a second sampleD ′

n, whereas the original algorithm
performs the search of the optimal cuts on the original observationsDn. This point is important,
since the use of an extra sample preserves the independence ofΘ (the random mechanism) andDn

(the training sample). We do not know whether our results are still true ifΘ depends onDn (as
in the CART algorithm), but the analysis does not appear to be simple. Note alsothat, at step 3,
a threshold (or a test procedure, as suggested in Amaratunga et al., 2008) could be used to choose
among the most significant variables, whereas the actual algorithm just selects the best one. In fact,
depending on the context and the actual cut selection procedure, the informative probabilitiespn j

( j ∈ S ) may obey the constraintspn j → p j asn→ ∞ (thus,p j is not necessarily equal to 1/S), where
the p j are positive and satisfy∑ j∈S p j = 1. This should not affect the results of the article.

This empirical randomization scheme leads to complicate probabilities of cuts which, this time,
vary at each node of each tree and are not easily amenable to analysis. Nevertheless, observing that
the average number of cases per terminal node is aboutn/kn, it may be inferred by the law of large
numbers that each variable inS will be cut with probability

pn j ≈
1
S

[

1−

(

1−
S
d

)Mn
]

(1+ζn j),

whereζn j is of the orderO(kn/n), a quantity which anyway goes fast to 0 asn tends to infinity. Put
differently, for j ∈ S ,

pn j ≈
1
S
(1+ξn j) ,

where ξn j goes to 0 and satisfies the constraintξn j logn → 0 as n tends to infinity, provided
kn logn/n → 0, Mn → ∞ and Mn/ logn → ∞. This is coherent with the requirements of Corol-
lary 6. We realize however that this is a rough approach, and that more theoretical work is needed
here to fully understand the mechanisms involved in CART and Breiman’s original randomization
process.

It is also noteworthy that random forests use the so-called out-of-bag samples (i.e., the boot-
strapped data which are not used to fit the trees) to construct a variable importance criterion, which
measures the prediction strength of each feature (see, e.g., Genuer et al., 2010). As far as we are
aware, there is to date no systematic mathematical study of this criterion. It is ourbelief that such
a study would greatly benefit from the sparsity point of view developed in the present paper, but is
unfortunately much beyond its scope. Lastly, it would also be interesting to work out and extend
our results to the context of unsupervised learning of trees. A good route to follow with this respect
is given by the strategies outlined in Section 5.5 of Amit and Geman (1997).

4. A Small Simulation Study

Even though the first vocation of the present paper is theoretical, we offer in this short section some
experimental results on synthetic data. Our aim is not to provide a thorough practical study of the
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random forests method, but rather to illustrate the main ideas of the article. As for now, we let
U([0,1]d) (respectively,N (0,1)) be the uniform distribution over[0,1]d (respectively, the standard
Gaussian distribution). Specifically, three models were tested:

1. [Sinus] For x ∈ [0,1]d, the regression function takes the form

r(x) = 10sin(10πx(1)).

We letY = r(X)+ ε andX ∼U([0,1]d) (d ≥ 1), with ε ∼N (0,1).

2. [Friedman #1] This is a model proposed in Friedman (1991). Here,

r(x) = 10sin(πx(1)x(2))+20(x(3)− .05)2+10x(4)+5x(5)

andY = r(X)+ ε, whereX ∼U([0,1]d) (d ≥ 5) andε ∼N (0,1).

3. [Tree] In this example, we letY = r(X)+ ε, whereX ∼U([0,1]d) (d ≥ 5), ε ∼N (0,1) and
the functionr has itself a tree structure. This tree-type function, which is shown in Figure2,
involves only five variables.

Figure 2: The tree used as regression function in the modelTree.

We note that, although the ambient dimensiond may be large, the effective dimension of model
1 isS= 1, whereas model 2 and model 3 haveS= 5. In other words,S = {1} for model 1, whereas
S = {1, . . . ,5} for model 2 and model 3. Observe also that, in our context, the modelTree should
be considered as a “no-bias” model, on which the random forests algorithm is expected to perform
well.

In a first series of experiments, we letd = 100 and, for each of the three models and different
values of the sample sizen, we generated a learning set of sizen and fitted a forest (10000 trees)
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with mtry= d. For j = 1, . . . ,d, the ratio (number of times thej-th coordinate is split)/(total number
of splits over the forest) was evaluated, and the whole experiment was repeated 100 times. Figure 3,
Figure 4 and Figure 5 report the resulting boxplots for each of the first twenty variables and different
values ofn. These figures clearly enlighten the fact that, asn grows, the probability of cuts does
concentrate on the informative variables only and support the assumption thatξn j → 0 asn→ ∞ for
eachj ∈ S .

Figure 3: Boxplots of the empirical probabilities of cuts for modelSinus(S = {1}).

Next, in a second series of experiments, for each model, for different values ofd and for sample
sizesn ranging from 10 to 1000, we generated a learning set of sizen, a test set of size 50000 and
evaluated the mean squared error (MSE) of the random forests (RF) method via the Monte Carlo
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Figure 4: Boxplots of the empirical probabilities of cuts for modelFriedman #1 (S = {1, . . . ,5}).

approximation

MSE≈
1

50000

50000

∑
j=1

[RF(test data #j)− r(test data #j)]2 .

All results were averaged over 100 data sets. The random forests algorithm was performed with
the parametermtry automatically tuned by the R packageRandomForests, 1000 random trees and
the minimum node size set to 5 (which is the default value for regression). Besides, in order to
compare the “true” algorithm with the approximate model discussed in the present document, an
alternative method was also tested. This auxiliary algorithm has characteristics which are identical
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Figure 5: Boxplots of the empirical probabilities of cuts for modelTree (S = {1, . . . ,5}).

to the original ones (samemtry, same number of random trees),with the notable difference that now
the maximum number of nodes is fixed beforehand. For the sake of coherence, since the minimum
node size is set to 5 in theRandomForests package, the number of terminal nodes in the custom
algorithm was calibrated to⌈n/5⌉. It must be stressed that the essential difference between the
standard random forests algorithm and the alternative one is that the number of cases in the final
leaves is fixed in the former, whereas the latter assumes a fixed number of terminal nodes. In
particular, in both algorithms, cuts are performed using the actual sample, just as CART does. To
keep things simple, no data-splitting procedure has been incorporated in themodified version.
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Figure 6, Figure 7 and Figure 8 illustrate the evolution of the MSE value with respect ton and
d, for each model and the two tested procedures. First, we note that the overall performance of the
alternative method is very similar to the one of the original algorithm. This confirmsour idea that
the model discussed in the present paper is a good approximation of the authentic Breiman’s forests.
Next, we see that for a sufficiently largen, the capabilities of the forests are nearly independent of
d, in accordance with the idea that the (asymptotic) rate of convergence of the method should only
depend on the “true” dimensionalityS(Theorem 5). Finally, as expected, it is noteworthy that both
algorithms perform well on the third model, which has been precisely designed for a tree-structured
predictor.

Figure 6: Evolution of the MSE for modelSinus(S= 1).

5. Proofs

Throughout this section, we will make repeated use of the following two facts.

Fact 1 Let Kn j(X,Θ) be the number of times the terminal node An(X,Θ) is split on the j-th coordi-
nate ( j= 1, . . . ,d). Then, conditionally onX, Kn j(X,Θ) has binomial distribution with parameters
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Figure 7: Evolution of the MSE for modelFriedman #1 (S= 5).

⌈log2kn⌉ and pn j (by independence ofX andΘ). Moreover, by construction,

d

∑
j=1

Kn j(X,Θ) = ⌈log2kn⌉.

Recall that we denote byNn(X,Θ) the number of data points falling in the same cell asX, that is,

Nn(X,Θ) =
n

∑
i=1

1[X i∈An(X,Θ)].

Let λ be the Lebesgue measure on[0,1]d.

Fact 2 By construction,
λ(An(X,Θ)) = 2−⌈log2 kn⌉.

In particular, if X is uniformly distributed on[0,1]d, then the distribution of Nn(X,Θ) conditionally
onX andΘ is binomial with parameters n and2−⌈log2 kn⌉ (by independence of the random variables
X,X1, . . . ,Xn,Θ).
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Figure 8: Evolution of the MSE for modelTree (S= 5).

Remark 10 If X is not uniformly distributed but has a probability density f on[0,1]d, then, con-
ditionally onX andΘ, Nn(X,Θ) is binomial with parameters n andP(X1 ∈ An(X,Θ) |X,Θ). If f
is bounded from above and from below, this probability is of the orderλ(An(X,Θ)) = 2−⌈log2 kn⌉,
and the whole approach can be carried out without difficulty. On the otherhand, for more general
densities, the binomial probability depends onX, and this makes the analysis significantly harder.

5.1 Proof of Theorem 1

Observe first that, by Jensen’s inequality,

E [r̄n(X)− r(X)]2 = E [EΘ [rn(X,Θ)− r(X)]]2

≤ E [rn(X,Θ)− r(X)]2 .

A slight adaptation of Theorem 4.2 in Györfi et al. (2002) shows that ¯rn is consistent if both
diam(An(X,Θ))→ 0 in probability andNn(X,Θ)→ ∞ in probability.

Let us first prove thatNn(X,Θ)→ ∞ in probability. To see this, consider the random tree parti-
tion defined byΘ, which has by construction exactly 2⌈log2 kn⌉ rectangular cells, sayA1, . . . ,A2⌈log2kn⌉ .
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Let N1, . . . ,N2⌈log2kn⌉ denote the number of observations amongX,X1, . . . ,Xn falling in these 2⌈log2 kn⌉

cells, and letC = {X,X1, . . . ,Xn} denote the set of positions of thesen+1 points. Since these points
are independent and identically distributed, fixing the setC andΘ, the conditional probability that
X falls in theℓ-th cell equalsNℓ/(n+1). Thus, for every fixedM ≥ 0,

P(Nn(X,Θ)< M) = E [P(Nn(X,Θ)< M |C ,Θ)]

= E



 ∑
ℓ=1,...,2⌈log2kn⌉:Nℓ<M

Nℓ

n+1





≤
M2⌈log2 kn⌉

n+1

≤
2Mkn

n+1
,

which converges to 0 by our assumption onkn.
It remains to show that diam(An(X,Θ))→ 0 in probability. To this aim, letVn j(X,Θ) be the size

of the j-th dimension of the rectangle containingX. Clearly, it suffices to show thatVn j(X,Θ)→ 0
in probability for all j = 1, . . . ,d. To this end, note that

Vn j(X,Θ)
D
= 2−Kn j(X,Θ),

where, conditionally onX, Kn j(X,Θ) has a binomialB(⌈log2kn⌉, pn j) distribution, representing the
number of times the box containingX is split along thej-th coordinate (Fact 1). Thus

E [Vn j(X,Θ)] = E

[

2−Kn j(X,Θ)
]

= E

[

E

[

2−Kn j(X,Θ) |X
]]

= (1− pn j/2)⌈log2 kn⌉,

which tends to 0 aspn j logkn → ∞.

5.2 Proof of Proposition 2

Recall that

r̄n(X) =
n

∑
i=1

EΘ [Wni(X,Θ)]Yi ,

where

Wni(X,Θ) =
1[X i∈An(X,Θ)]

Nn(X,Θ)
1En(X,Θ)

and
En = [Nn(X,Θ) 6= 0] .

Similarly,

r̃n(X) =
n

∑
i=1

EΘ [Wni(X,Θ)] r(X i).
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We have

E [r̄n(X)− r̃n(X)]2 = E

[

n

∑
i=1

EΘ [Wni(X,Θ)] (Yi − r(X i))

]2

= E

[

n

∑
i=1

E
2
Θ [Wni(X,Θ)] (Yi − r(X i))

2

]

(the cross terms are 0 sinceE[Yi |X i ] = r(X i))

= E

[

n

∑
i=1

E
2
Θ [Wni(X,Θ)]σ2(X i)

]

≤ σ2
E

[

n

∑
i=1

E
2
Θ [Wni(X,Θ)]

]

= nσ2
E
[

E
2
Θ [Wn1(X,Θ)]

]

,

where we used a symmetry argument in the last equality. Observe now that

E
2
Θ [Wn1(X,Θ)] = EΘ [Wn1(X,Θ)]EΘ′

[

Wn1(X,Θ′)
]

(whereΘ′ is distributed as, and independent of,Θ)

= EΘ,Θ′

[

Wn1(X,Θ)Wn1(X,Θ′)
]

= EΘ,Θ′

[

1[X1∈An(X,Θ)]1[X1∈An(X,Θ′)]

Nn(X,Θ)Nn(X,Θ′)
1En(X,Θ)1En(X,Θ′)

]

= EΘ,Θ′

[

1[X1∈An(X,Θ)∩An(X,Θ′)]

Nn(X,Θ)Nn(X,Θ′)
1En(X,Θ)1En(X,Θ′)

]

.

Consequently,

E [r̄n(X)− r̃n(X)]2 ≤ nσ2
E

[

1[X1∈An(X,Θ)∩An(X,Θ′)]

Nn(X,Θ)Nn(X,Θ′)
1En(X,Θ)1En(X,Θ′)

]

.
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Therefore

E [r̄n(X)− r̃n(X)]2

≤ nσ2
E

[

1[X1∈An(X,Θ)∩An(X,Θ′)]
(

1+∑n
i=21[X i∈An(X,Θ)]

)(

1+∑n
i=21[X i∈An(X,Θ′)]

)

]

= nσ2
E

[

E

[

1[X1∈An(X,Θ)∩An(X,Θ′)]
(

1+∑n
i=21[X i∈An(X,Θ)]

)

×
1

(

1+∑n
i=21[X i∈An(X,Θ′)]

) |X,X1,Θ,Θ′

]]

= nσ2
E

[

1[X1∈An(X,Θ)∩An(X,Θ′)]E

[

1
(

1+∑n
i=21[X i∈An(X,Θ)]

)

×
1

(

1+∑n
i=21[X i∈An(X,Θ′)]

) |X,X1,Θ,Θ′

]]

= nσ2
E

[

1[X1∈An(X,Θ)∩An(X,Θ′)]E

[

1
(

1+∑n
i=21[X i∈An(X,Θ)]

)

×
1

(

1+∑n
i=21[X i∈An(X,Θ′)]

) |X,Θ,Θ′

]]

by the independence of the random variablesX,X1, . . . ,Xn,Θ,Θ′. Using the Cauchy-Schwarz in-
equality, the above conditional expectation can be upper bounded by

E
1/2

[

1
(

1+∑n
i=21[X i∈An(X,Θ)]

)2 |X,Θ

]

×E
1/2

[

1
(

1+∑n
i=21[X i∈An(X,Θ′)]

)2 |X,Θ′

]

≤
3×22⌈log2 kn⌉

n2

(by Fact 2 and technical Lemma 11)

≤
12k2

n

n2 .

It follows that

E [r̄n(X)− r̃n(X)]2 ≤
12σ2k2

n

n
E
[

1[X1∈An(X,Θ)∩An(X,Θ′)]

]

=
12σ2k2

n

n
E
[

EX1

[

1[X1∈An(X,Θ)∩An(X,Θ′)]

]]

=
12σ2k2

n

n
E
[

PX1

(

X1 ∈ An(X,Θ)∩An(X,Θ′)
)]

. (3)

Next, using the fact thatX1 is uniformly distributed over[0,1]d, we may write

PX1

(

X1 ∈ An(X,Θ)∩An(X,Θ′)
)

= λ
(

An(X,Θ)∩An(X,Θ′)
)

=
d

∏
j=1

λ
(

An j(X,Θ)∩An j(X,Θ′)
)

,
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where

An(X,Θ) =
d

∏
j=1

An j(X,Θ) and An(X,Θ′) =
d

∏
j=1

An j(X,Θ′).

On the other hand, we know (Fact 1) that, for allj = 1, . . . ,d,

λ(An j(X,Θ))
D
= 2−Kn j(X,Θ),

where, conditionally onX, Kn j(X,Θ) has a binomialB(⌈log2kn⌉, pn j) distribution and, similarly,

λ
(

An j(X,Θ′)
) D
= 2−K′

n j(X,Θ′),

where, conditionally onX, K′
n j(X,Θ′) is binomialB(⌈log2kn⌉, pn j) and independent ofKn j(X,Θ).

In the rest of the proof, to lighten notation, we writeKn j andK′
n j instead ofKn j(X,Θ) andK′

n j(X,Θ′),
respectively. Clearly,

λ
(

An j(X,Θ)∩An j(X,Θ′)
)

≤2−max(Kn j,K′
n j)

= 2−K′
n j2−(Kn j−K′

n j)+

and, consequently,

d

∏
j=1

λ
(

An j(X,Θ)∩An j(X,Θ′)
)

≤2−⌈log2 kn⌉
d

∏
j=1

2−(Kn j−K′
n j)+

(since, by Fact 1,∑d
j=1Kn j = ⌈log2kn⌉). Plugging this inequality into (3) and applying Hölder’s

inequality, we obtain

E [r̄n(X)− r̃n(X)]2 ≤
12σ2kn

n
E

[

d

∏
j=1

2−(Kn j−K′
n j)+

]

=
12σ2kn

n
E

[

E

[

d

∏
j=1

2−(Kn j−K′
n j)+ |X

]]

≤
12σ2kn

n
E

[

d

∏
j=1

E
1/d
[

2−d(Kn j−K′
n j)+ |X

]

]

.

Each term in the product may be bounded by technical Proposition 13, andthis leads to

E [r̄n(X)− r̃n(X)]2 ≤
288σ2kn

πn

d

∏
j=1

min

(

1,

[

π
16⌈log2kn⌉pn j(1− pn j)

]1/2d
)

≤
288σ2kn

πn

d

∏
j=1

min

(

1,

[

π log2
16(logkn)pn j(1− pn j)

]1/2d
)

.

Using the assumption on the form of thepn j, we finally conclude that

E [r̄n(X)− r̃n(X)]2 ≤Cσ2
(

S2

S−1

)S/2d

(1+ξn)
kn

n(logkn)S/2d
,
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where

C=
288
π

(

π log2
16

)S/2d

and

1+ξn = ∏
j∈S

[

(1+ξn j)
−1
(

1−
ξn j

S−1

)−1
]1/2d

.

Clearly, the sequence(ξn), which depends on the{(ξn j) : j ∈ S} only, tends to 0 asn tends to
infinity.

5.3 Proof of Proposition 4

We start with the decomposition

E [r̃n(X)− r(X)]2

= E

[

n

∑
i=1

EΘ [Wni(X,Θ)] (r(X i)− r(X))+

(

n

∑
i=1

EΘ [Wni(X,Θ)]−1

)

r(X)

]2

=E

[

EΘ

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))+

(

n

∑
i=1

Wni(X,Θ)−1

)

r(X)

]]2

≤ E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))+

(

n

∑
i=1

Wni(X,Θ)−1

)

r(X)

]2

,

where, in the last step, we used Jensen’s inequality. Consequently,

E [r̃n(X)− r(X)]2

≤ E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

+E
[

r(X)1Ec
n(X,Θ)

]2

≤ E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

+

[

sup
x∈[0,1]d

r2(x)

]

P(Ec
n(X,Θ)) . (4)
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Let us examine the first term on the right-hand side of (4). Observe that, by the Cauchy-Schwarz
inequality,

E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

≤ E

[

n

∑
i=1

√

Wni(X,Θ)
√

Wni(X,Θ) |r(X i)− r(X)|

]2

≤ E

[(

n

∑
i=1

Wni(X,Θ)

)(

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))2

)]

≤ E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))2

]

(since the weights are subprobability weights).

Thus, denoting by‖X‖S the norm ofX evaluated over the components inS , we obtain

E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

≤ E

[

n

∑
i=1

Wni(X,Θ)(r⋆(X iS )− r⋆(XS ))
2

]

≤ L2
n

∑
i=1

E
[

Wni(X,Θ)‖X i −X‖2
S

]

= nL2
E
[

Wn1(X,Θ)‖X1−X‖2
S

]

(by symmetry).

But

E
[

Wn1(X,Θ)‖X1−X‖2
S

]

= E

[

‖X1−X‖2
S

1[X1∈An(X,Θ)]

Nn(X,Θ)
1En(X,Θ)

]

= E

[

‖X1−X‖2
S

1[X1∈An(X,Θ)]

1+∑n
i=21[X i∈An(X,Θ)]

]

= E

[

E

[

‖X1−X‖2
S

1[X1∈An(X,Θ)]

1+∑n
i=21[X i∈An(X,Θ)]

|X,X1,Θ
]]

.

Thus,

E
[

Wn1(X,Θ)‖X1−X‖2
S

]

= E

[

‖X1−X‖2
S1[X1∈An(X,Θ)]E

[

1
1+∑n

i=21[X i∈An(X,Θ)]
|X,X1,Θ

]]

= E

[

‖X1−X‖2
S1[X1∈An(X,Θ)]E

[

1
1+∑n

i=21[X i∈An(X,Θ)]
|X,Θ

]]

(by the independence of the random variablesX,X1, . . . ,Xn,Θ).
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By Fact 2 and technical Lemma 11,

E

[

1
1+∑n

i=21[X i∈An(X,Θ)]
|X,Θ

]

≤
2⌈log2 kn⌉

n
≤

2kn

n
.

Consequently,

E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

≤ 2L2knE
[

‖X1−X‖2
S1[X1∈An(X,Θ)]

]

.

Letting

An(X,Θ) =
d

∏
j=1

An j(X,Θ),

we obtain

E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

≤ 2L2kn ∑
j∈S

E

[

|X( j)
1 −X( j)|21[X1∈An(X,Θ)]

]

= 2L2kn ∑
j∈S

E

[

ρ j(X,X1,Θ)E
X( j)

1

[

|X( j)
1 −X( j)|21

[X( j)
1 ∈An j(X,Θ)]

]]

where, in the last equality, we set

ρ j(X,X1,Θ) = ∏
t=1,...,d,t 6= j

1
[X(t)

1 ∈Ant(X,Θ)]
.

Therefore, using the fact thatX1 is uniformly distributed over[0,1]d,

E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

≤ 2L2kn ∑
j∈S

E
[

ρ j(X,X1,Θ)λ3(An j(X,Θ))
]

.

Observing that

λ(An j(X,Θ))×E
[X(t)

1 : t=1,...,d,t 6= j]
[ρ j(X,X1,Θ)]

= λ(An(X,Θ))

= 2−⌈log2 kn⌉

(Fact 2),

we are led to

E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

≤ 2L2 ∑
j∈S

E
[

λ2(An j(X,Θ))
]

= 2L2 ∑
j∈S

E

[

2−2Kn j(X,Θ)
]

= 2L2 ∑
j∈S

E

[

E

[

2−2Kn j(X,Θ) |X
]]

,
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where, conditionally onX, Kn j(X,Θ) has a binomialB(⌈log2kn⌉, pn j) distribution (Fact 1). Conse-
quently,

E

[

n

∑
i=1

Wni(X,Θ)(r(X i)− r(X))

]2

≤ 2L2 ∑
j∈S

(1−0.75pn j)
⌈log2 kn⌉

≤ 2L2 ∑
j∈S

exp

(

−
0.75
log2

pn j logkn

)

= 2L2 ∑
j∈S

1

k
0.75

Slog2(1+ξn j)
n

≤
2SL2

k
0.75

Slog2(1+γn)
n

,

with γn = min j∈S ξn j.
To finish the proof, it remains to bound the second term on the right-hand side of (4), which is

easier. Just note that

P(Ec
n(X,Θ)) = P

(

n

∑
i=1

1[X i∈An(X,Θ)] = 0

)

= E

[

P

(

n

∑
i=1

1[X i∈An(X,Θ)] = 0|X,Θ

)]

=
(

1−2−⌈log2 kn⌉
)n

(by Fact 2)

≤ e−n/2kn.

Putting all the pieces together, we finally conclude that

E [r̃n(X)− r(X)]2 ≤
2SL2

k
0.75

Slog2(1+γn)
n

+

[

sup
x∈[0,1]d

r2(x)

]

e−n/2kn,

as desired.

5.4 Some Technical Results

The following result is an extension of Lemma 4.1 in Györfi et al. (2002). Its proof is given here for
the sake of completeness.

Lemma 11 Let Z be a binomialB(N, p) random variable, with p∈ (0,1]. Then

(i)

E

[

1
1+Z

]

≤
1

(N+1)p
.
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(ii)

E

[

1
Z

1[Z≥1]

]

≤
2

(N+1)p
.

(iii )

E

[

1
1+Z2

]

≤
3

(N+1)(N+2)p2 .

Proof To prove statement(i), we write

E

[

1
1+Z

]

=
N

∑
j=0

1
1+ j

(

N
j

)

p j(1− p)N− j

=
1

(N+1)p

N

∑
j=0

(

N+1
j +1

)

p j+1(1− p)N− j

≤
1

(N+1)p

N+1

∑
j=0

(

N+1
j

)

p j(1− p)N+1− j

=
1

(N+1)p
.

The second statement follows from the inequality

E

[

1
Z

1[Z≥1]

]

≤ E

[

2
1+Z

]

and the third one by observing that

E

[

1
1+Z2

]

=
N

∑
j=0

1
1+ j2

(

N
j

)

p j(1− p)N− j .

Therefore

E

[

1
1+Z2

]

=
1

(N+1)p

N

∑
j=0

1+ j
1+ j2

(

N+1
j +1

)

p j+1(1− p)N− j

≤
3

(N+1)p

N

∑
j=0

1
2+ j

(

N+1
j +1

)

p j+1(1− p)N− j

≤
3

(N+1)p

N+1

∑
j=0

1
1+ j

(

N+1
j

)

p j(1− p)N+1− j

≤
3

(N+1)(N+2)p2

(by (i)).
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Lemma 12 Let Z1 and Z2 be two independent binomialB(N, p) random variables. Set, for all
z∈ C

⋆, ϕ(z) = E[zZ1−Z2]. Then

(i) For all z∈ C
⋆,

ϕ(z) =
[

p(1− p)(z+z−1)+1−2p(1− p)
]N

.

(ii) For all j ∈ N,

P(Z1−Z2 = j) =
1

2πi

∫
Γ

ϕ(z)
zj+1 dz,

whereΓ is the positively oriented unit circle.

(iii ) For all d ≥ 1,

E

[

2−d(Z1−Z2)+
]

≤
24
π

∫ 1

0
exp
(

−4Np(1− p)t2)dt.

Proof Statement(i) is clear and(ii) is an immediate consequence of Cauchy’s integral formula
(Rudin, 1987). To prove statement(iii ), write

E

[

2−d(Z1−Z2)+
]

=
N

∑
j=0

2−d j
P((Z1−Z2)+ = j)

=
N

∑
j=0

2−d j
P(Z1−Z2 = j)

≤
∞

∑
j=0

2−d j
P(Z1−Z2 = j)

=
1

2πi

∫
Γ

ϕ(z)
z

∞

∑
j=0

(

2−d

z

) j

dz

(by statement(ii))

=
1
2π

∫ π

−π

ϕ(eiθ)

1−2−de−iθ dθ

(by settingz= eiθ,θ ∈ [−π,π])

=
2d−1

π

∫ π

−π
[1+2p(1− p)(cosθ−1)]N

eiθ

2deiθ −1
dθ

(by statement(i)).

Noting that
eiθ

2deiθ −1
=

2d −eiθ

22d −2d+1cosθ+1
,

we obtain

E

[

2−d(Z1−Z2)+
]

≤
2d−1

π

∫ π

−π
[1+2p(1− p)(cosθ−1)]N

2d −cosθ
22d −2d+1cosθ+1

dθ.
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The bound
2d −cosθ

22d −2d+1cosθ+1
≤

2d +1
(2d −1)2

leads to

E

[

2−d(Z1−Z2)+
]

≤
2d−1(2d +1)
π(2d −1)2

∫ π

−π
[1+2p(1− p)(cosθ−1)]N dθ

=
2d(2d +1)
π(2d −1)2

∫ π

0
[1+2p(1− p)(cosθ−1)]N dθ

=
2d(2d +1)
π(2d −1)2

∫ π

0

[

1−4p(1− p)sin2(θ/2)
]N

dθ

(cosθ−1=−2sin2(θ/2))

=
2d+1(2d +1)
π(2d −1)2

∫ π/2

0

[

1−4p(1− p)sin2 θ
]N

dθ.

Using the elementary inequality(1−z)N ≤ e−Nz for z∈ [0,1] and the change of variable

t = tan(θ/2),

we finally obtain

E

[

2−d(Z1−Z2)+
]

≤
2d+2(2d +1)
π(2d −1)2

∫ 1

0
exp

(

−
16Np(1− p)t2

(1+ t2)2

)

1
1+ t2dt

≤Cd

∫ 1

0
exp
(

−4Np(1− p)t2)dt,

with

Cd =
2d+2(2d +1)
π(2d −1)2 .

The conclusion follows by observing thatCd ≤ 24/π for all d ≥ 1.

Evaluating the integral in statement(iii ) of Lemma 12 leads to the following proposition:

Proposition 13 Let Z1 and Z2 be two independent binomialB(N, p) random variables, with p∈
(0,1). Then, for all d≥ 1,

E

[

2−d(Z1−Z2)+
]

≤
24
π

min

(

1,
√

π
16Np(1− p)

)

.
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by Ecole Normale Suṕerieure and CNRS. I greatly thank the Action Editor and two referees for
valuable comments and insightful suggestions, which lead to a substantial improvement of the paper.
I would also like to thank my colleague Jean-Patrick Baudry for his precioushelp on the simulation
section.

References

D. Amaratunga, J. Cabrera, and Y.S. Lee. Enriched random forests.Bioinformatics, 24:2010–2014,
2008.

Y. Amit. 2D Object Detection and Recognition: Models, Algorithms, and Networks. The MIT
Press, Cambridge, 2002.

Y. Amit and D. Geman. Shape quantization and recognition with randomized trees. Neural Com-
putation, 9:1545–1588, 1997.

G. Biau and L. Devroye. On the layered nearest neighbour estimate, the bagged nearest neighbour
estimate and the random forest method in regression and classification.Journal of Multivariate
Analysis, 101:2499–2518, 2010.

G. Biau, L. Devroye, and G. Lugosi. Consistency of random forests and other averaging classifiers.
Journal of Machine Learning Research, 9:2015–2033, 2008.
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Abstract

We present methods able to predict the presence and strengthof conditional and unconditional
dependencies (correlations) between two variablesY andZ never jointly measuredon the same
samples, based on multiple data sets measuring a set of common variables. The algorithms are
specializations of prior work on learning causal structures from overlapping variable sets. This
problem has also been addressed in the field ofstatistical matching. The proposed methods are
applied to a wide range of domains and are shown to accuratelypredict the presence of thousands
of dependencies. Compared against prototypical statistical matching algorithms and within the
scope of our experiments, the proposed algorithms make predictions that are better correlated with
the sample estimates of the unknown parameters on test data ;this is particularly the case when the
number of commonly measured variables is low.

The enabling idea behind the methods is to induce one or allcausalmodels that are simultane-
ously consistent with (fit) all available data sets and priorknowledge and reason with them. This
allows constraints stemming from causal assumptions (e.g., Causal Markov Condition, Faithful-
ness) to propagate. Several methods have been developed based on this idea, for which we propose
the unifying name Integrative Causal Analysis (INCA). A contrived example is presented demon-
strating the theoretical potential to develop more generalmethods for co-analyzing heterogeneous
data sets. The computational experiments with the novel methods provide evidence that causally-
inspired assumptions such as Faithfulness often hold to a good degree of approximation in many
real systems and could be exploited for statistical inference. Code, scripts, and data are available at
www.mensxmachina.org.

Keywords: integrative causal analysis, causal discovery, Bayesian networks, maximal ancestral
graphs, structural equation models, causality, statistical matching, data fusion

1. Introduction

In several domains it is often the case that several data sets (studies) maybe available related to
a specific analysis question. Meta-analysis methods attempt to collect, evaluateand combine the
results of several studies regarding a single hypothesis. However, studies may be heterogeneous in
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several aspects, and thus not amenable to standard meta-analysis techniques. For example, different
studies may be measuring different sets of variables or under differentexperimental conditions.

One approach to allow the co-analysis of heterogeneous data sets in the context of prior knowl-
edge is to try to induce one or allcausalmodels that are simultaneously consistent with all available
data sets and pieces of knowledge. Subsequently, one can reason with this set of consistent models.
We have named this approachIntegrative Causal Analysis(INCA).

The use ofcausalmodels may allow additional inferences than what is possible with non-
causal models. This is because the former employ additional assumptions connecting the concept
of causality with observable and estimable quantities such as conditional independencies and depen-
dencies. These assumptions further constrain the space of consistent models and may lead to new
inferences. Two of the most common causal assumptions in the literature are the Causal Markov
Condition and the Faithfulness Condition (Spirtes et al., 2001); intuitively, these conditions assume
that the observed dependencies and independencies in the data are dueto the causal structure of the
observed system and not due to accidental properties of the distribution parameters (Spirtes et al.,
2001). Another interpretation of these conditions is that the set of independencies is stable to small
perturbations of the joint distribution (Pearl, 2000) of the data.

The idea of inducing causal models from several data sets has already appeared in several prior
works. Methods for inducing causal models from samples measured under different experimental
conditions are described in Cooper and Yoo (1999), Tian and Pearl (2001), Claassen and Heskes
(2010), Eberhardt (2008); Eberhardt et al. (2010) and Hyttinen et al. (2011, 2010). Other methods
deal with the co-analysis of data sets defined over different variable sets (Tillman et al., 2008;
Triantafillou et al., 2010; Tillman and Spirtes, 2011). In Tillman (2009) and Tsamardinos and
Borboudakis (2010) approaches that induce causal models from datasets defined over semantically
similar variables (e.g., a dichotomous variable for Smoking in one data set and acontinuous variable
for Cigarettes-Per-Day in a second) are explored. Methods for inducing causal models in the context
of prior knowledge also exist (Angelopoulos and Cussens, 2008; Borboudakis et al., 2011; Meek,
1995; Werhli and Husmeier, 2007; O’Donnell et al., 2006). INCA as a unifying common theme was
first presented in Tsamardinos and Triantafillou (2009) where a mathematical formulation is given
of the co-analysis of data sets that are heterogeneous in several of theabove aspects. In Section
3, we present a contrived example demonstrating the theoretical potential todevelop such general
methods.

In this paper, we focus on the problem of analyzing data sets defined over different variable
sets, as proof-of-concept of the main idea. We develop methods that could be seen as special cases
of general algorithms that have appeared for this problem (Tillman et al., 2008; Triantafillou et al.,
2010; Tillman and Spirtes, 2011). The methods are able to predict the presence and strength of
conditional and unconditional dependencies (correlations) between twovariablesY and Z never
jointly measuredon the same samples, based on multiple data sets measuring a set of common
variables.

To evaluate the methods we simulate the above situation in a way that it becomes testable: a
single data set is partitioned to three data sets that do not share samples. A different set of variables
is excluded from each of the first two data sets, while the third is hold out fortesting. Based on the
first two data sets the algorithms predict certain pairs of the excluded variables should be dependent.
These are then tested in the third test set containing all variables.

The proposed algorithms make numerous predictions that range in the thousands for large data
sets; the predictions are highly accurate, significantly more accurate than predictions made at ran-
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dom. The methods also successfully predict certain conditional dependencies between pairs of
variablesY,Z never measured together in a study. In addition, when linear causal relations and
Gaussian error terms are assumed, the algorithms successfully predict thestrength of the linear cor-
relation betweenY andZ. The latter observation is an example where the INCA approach can give
rise to algorithms that provide quantitative inferences (strength of dependence), and are not limited
to qualitative inferences (e.g., presence of dependencies).

Inferring the correlation betweenY andZ in the above setting has also been addressed bystatis-
tical matchingalgorithms (D’Orazio et al., 2006), often found under the name of data fusion in Eu-
rope. Statistical matching algorithms make predictions based on parametric distributional assump-
tions, instead of causally-inspired assumptions. We have implemented two prototypical statistical
matching algorithms and performed a comparative evaluation. Within the scope of our experiments,
the proposed algorithms make predictions that are better correlated with the sample estimates of
the unknown parameters on test data; this is particularly the case when the number of commonly
measured variables is low. In addition, the proposed algorithms make predictions in cases where
some statistical matching procedures fail to do so and vice versa, and thus,the two approaches can
be considered complementary in this respect.

There are several philosophical and practical implications of the above results. First, the results
provide ample statistical evidence that some of the typical assumptions employedin causal modeling
hold abundantly (at least to a good level of approximation) in a wide range of domains and lead to
accurate inferences.To obtain the results the causal semantics are not employed per se, that is,
we do not predict the effects of experiments and manipulations. In other words, one could view
the assumptions made by the causal models as constraints or priors on probability distributions
encountered in Nature without any reference to causal semantics.

Second, the results point to the utility and potential impact of the approach: co-analysis pro-
vides novel inferences as a norm, not only in contrived toy problems or rare situations. Future
INCA-based algorithms that are able to handle all sorts of heterogeneousdata sets that vary in terms
of experimental conditions, study design and sampling methodology (e.g., case-control vs. i.i.d.
sampling, cross-sectional vs. temporal measurements) could potentially oneday enable the auto-
mated large-scale integrative analysis of a large part of available data andknowledge to construct
causal models.

The rest of this document is organized as follows: Section 2 briefly presents background on
causal modeling with Maximal Ancestral Graphs. Section 3 discusses the scope and vision of the
INCA approach. Section 4 presents the example scenario employed in all evaluations. Section 5
formalizes the problem of co-analysis of data sets measuring different quantities. Sections 6 and 7
present the algorithms and their comparative evaluation for predicting unconditional and conditional
dependencies respectively, between variables not jointly measured. Section 8 extends the theory to
devise an algorithm that can also predict the strength of the dependence.Section 9 presents the
statistical matching theory and comparative evaluation. The paper concludes with Section 10 and
11 discussing the related work and the paper in general.

2. Modeling Causality with Maximal Ancestral Graphs

Maximal Ancestral Graphs (MAGs) is a type of graphical model that represents causal relations
among a set of measured (observed) variablesO as well as probabilistic properties, such as con-
ditional independencies (independence model).The probabilistic properties of MAGs can be de-
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veloped without any reference to their causal semantics; nevertheless, we also briefly discuss their
causal interpretation.

MAGs can be viewed as a generalization of Causal Bayesian Networks. The causal semantics
of an edgeA→ B imply thatA is probabilistically causingB, that is, an (appropriate) manipulation
of A results in a change of the distribution ofB. EdgesA↔ B imply that A andB are associated
but neitherA causesB nor vice-versa. Under certain conditions, the independencies implied by the
model are given by a graphical criterion calledm-separation, defined below. A desired property of
MAGs is that they are closed under marginalization: the marginal of a MAG is a MAG. MAGs can
also represent the presence of selection bias, but this is out of the scope of the present paper. We
present the key theory of MAGs, introduced in Richardson and Spirtes (2002).

A path in a graphG = (V,E) is a sequence of distinct vertices〈V0,V1, . . . ,Vn〉 all of them inO
s.t for 0≤ i < n, Vi andVi+1 are adjacent inG . A path fromV0 to Vn is directedif for 0 ≤ i < n, Vi

is a parentVi+1. X is called anancestorof Y andY adescendentof X if X =Y or there is a directed
path fromX to Y in G . AnG (X) is used to denote the set of ancestors of nodeX in G . A directed
cyclein G occurs whenX→Y ∈ E andY ∈ AnG (X). An almost directed cyclein G occurs when
X↔Y ∈ E andY ∈ AnG (X).

Definition 1 (Mixed and Ancestral Graph) A graph is mixed if all of its edges are either directed
or bi-directed. A mixed graph isancestral if the graph does not contain any directed or almost
directed cycles.

Given a pathp= 〈V0,V1, . . . ,Vn〉, nodeVi , i ∈ 1,2, . . . ,n is acollider on p if both edges incident toVi

have an arrowhead towardsVi . We also say that triple(Vi−1,Vi ,Vi+1) forms a collider. OtherwiseVi

is called anon-collideron p. The criterion ofm-separation leads to a graphical way of determining
the probabilistic properties stemming from the causal semantics of the graph:

Definition 2 (m-connection,m-separation) In a mixed graphG = (E,V), a path p between A and
B is m-connecting relative to (condition to) a set of verticesZ , Z ⊆ V \{A,B} if

1. Every non-collider on p is not a member ofZ.

2. Every collider on the path is an ancestor of some member ofZ.

A and B are said to be m-separated byZ if there is no m-connecting path between A and B relative to
Z. Otherwise, we say they are m-connected givenZ. We denote the m-separation of A and B given
Z as MSep(A;B|Z). Non-empty setsA andB are m-separated givenZ (symb. MSep(A;B|Z)) if for
every A∈ A and every B∈ B A and B are m-separated givenZ. (A, B andZ are disjoint). We also
define the set of all m-separations asJm(G):

Jm(G)≡ {〈X,Y|Z〉,s.t. MSep(X;Y|Z) andX,Y,Z ⊆O}.

We also define the setJ of all conditional independenciesX ⊥⊥ Y|Z, whereX, Y andZ are
disjoint sets of variables, in the joint distribution ofP of O:

J (P )≡ {〈X,Y|Z|〉,s.t.,X ⊥⊥ Y|Z andX,Y,Z ⊆O}.

The setJ (P ) is also called theindependence modelof P . Them-separation criterion is meant
to connect the graph with the observed independencies in the distribution under the following as-
sumption:
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Definition 3 (Faithfulness) We call a distributionP over a set of variablesO faithful to a graph
G , and vice versa, iff:

J (P ) = Jm(G).

A graph is faithful iff there exists a distribution faithful to it. When the above equation holds, we say
the Faithfulness Condition holds for the graph and the distribution.

When the faithfulness condition holds, everym-separation present inG corresponds to a condi-
tional independence inJ (P ) and vice-versa. The following definition describes a subset of ances-
tral graphs in which every missing edge (non-adjacency) corresponds to at least one conditional
independence:

Definition 4 (Maximal Ancestral Graph, MAG) An ancestral graphG is called maximal if for
every pair of non-adjacent vertices(X,Y), there is a (possibly empty) setZ, X,Y /∈ Z such that
〈X,Y|Z〉 ∈ J (G).

Every ancestral graph can be transformed into a unique equivalent MAG (i.e., with the same
independence model) with the possible addition of bi-directed edges. We denote the marginal of a
distributionP over a set of variablesV \L L asP [L , and the independence model stemming from
the marginalized distribution asJ (P )[L , that is,

J (P [L ) = J (P )[L≡ {〈X,Y|Z〉 ∈ J (P ) : (X∪Y∪Z)∩L = /0}.

Equivalently, we define the set ofm-separations ofG restricted on the marginal variables as:

Jm(G)[L≡ {〈X,Y|Z〉 ∈ Jm(G) : (X∪Y∪Z)∩L = /0}.

A simple graphical transformation for a MAGG faithful to a distributionP with independence
modelJ (P ) exists that provides a unique MAGG [L that represents the causal ancestral relations
and the independence modelJ (P )[L after marginalizing out variables inL . Formally,

Definition 5 (Marginalized Graph G [L) Graph G [L has vertex setV \ L , and edges defined as
follows: If X,Y are s.t. ,∀Z ⊆ V \ (L ∪{X,Y}), 〈X,Y|Z〉 /∈ J (G) and

X /∈ AnG (Y);Y /∈ AnG (X)
X ∈ AnG (Y);Y /∈ AnG (X)
X /∈ AnG (Y);Y ∈ AnG (X)

then
X↔Y
X→Y
X←Y

in G [L.

We will callG [L the marginalized graphG overL .

The following result has been proved in Richardson and Spirtes (2002):

Theorem 6 If G is a MAG overV, andL ⊆ V, thenG [L is also a MAG and

Jm(G)[L= Jm(G [L).
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Figure 1: A PAG (left) and the MAGs of the respective equivalence class; all MAGs represent the
same independence model over variables{X,Y,Z,W}.

If G is faithful to a distributionP overV, then the above theorem implies thatJ (P )[L= J (G)[L=
J (G [L); in other words the graphG [L constructed by the above process faithfully represents the
marginal independence modelJ [L (P ).

Different MAGs encode different causal information, but may share the same independence
models and thus are statistically indistinguishable based on these models alone. Such MAGs define
a Markov equivalence class based on the concepts of unshielded collider and discriminating path: A
triple of nodes(X,Y,W) is calledunshieldedif X is adjacent toY, Y is adjacent toW, andX is not
adjacent toW. A pathp= 〈X, . . . ,W,V,Y〉 is called adiscriminatingpath forV if X is not adjacent
toY, and every vertex betweenX andY is a collider onp and an ancestor ofY. The following result
has been proved in Spirtes and Richardson (1996):

Proposition 7 Two MAGs over the same vertex set are Markov equivalent if and only if:

1. They share the same edges.

2. They share the same unshielded colliders.

3. If a path p is discriminating for a vertex V in both graphs, V is a collider on thepath on one
graph if and only if it is a collider on the path on the other.

A Partial Ancestral Graphis a graph containing (up to) three kinds of endpoints: arrowhead(>),
tail (−), and circle(◦), and represents a MAG Markov equivalence class in the following manner: It
has the same adjacencies as any member of the equivalence class, and every non-circle endpoint is
invariant in any member of the equivalence class. Circle endpoints correspond to uncertainties; the
definitions of paths are extended with the prefixpossibleto denote that there is a configuration of the
uncertainties in the path rendering the path ancestral orm-connecting. For example ifX ◦−◦Y◦→
W, 〈X,Y,W〉 is a possible ancestral path from X to W, but not a possible ancestral pathfromW to X.
An example PAG, and some of the MAGs in the respective equivalence classare shown in Figure
1. FCI (Spirtes et al., 2001; Zhang, 2008) is a sound algorithm which outputs a PAG over a set of
variablesV when given access to an independence model overV.

The MAG formulation is a generalization of the graph of a (Causal) BayesianNetwork (CBN)
intended to explicitly model and reason with latent variables and particularly, latent confounding
variables. The absence of such confounding variables is (often unrealistically) assumed when learn-
ing Causal Bayesian Networks, named theCausal Sufficiencyassumption. The presence of latent
confounders can be modeled in MAGs with bidirectional edges. The graphof a CBN is a MAG
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without bidirectional edges. Similarly, the Faithfulness Condition we define for MAGs generalizes
the Faithfulness for CBNs. This work is inspired by the following scenario:there exists an unknown
causal mechanism over variablesV, represented by a faithful CBN〈P ,G〉. Based on the theory pre-
sented in this section (Theorem 6), each marginal distribution ofP over a subsetO=V \L is faithful
to the MAGG [L described in definition 5.

3. Scope and Motivation of Integrative Causal Analysis

A general objective is to develop algorithms that are able to co-analyze datasets that are hetero-
geneous in various aspects, including data sets defined over differentvariables sets, experimental
conditions, sampling methodologies (e.g., observational vs. case-controlsampling) and others. In
addition, cross-sectional data sets could be eventually co-analyzed with temporal data sets measur-
ing either time-series data or repeated measurements data. Finally, the integrative analysis should
also include prior knowledge about the data and their semantics. Some of the tasks of the integrative
analysis can be the identification of the causal structure of the data generating mechanism, the selec-
tion of the next most promising experiment, the construction of predictive models, the prediction of
the effect of manipulations, or the selection of the manipulation that best achieves a desired effect.

The work in this paper however, focuses on providing a first step towards this direction. It
addresses the problem of learning the structure of the data generating process from data sets defined
over different variable sets. In addition, it focuses on providing proof-of-concept experiments of the
main INCA idea on the simplest cases and comparing against current alternatives. Finally, it gives
methods that predict the strength of dependence betweenY andZ, which can be seen as constructing
a simple predictive model without having access to the joint distribution of the data.

We now make concrete some of these ideas by presenting a motivating fictitious integrative
analysis scenario:

• Study 1 (i.i.d., observational sampling, variablesA,B,C,D): A scientist is studying the “rela-
tion” between contraceptives and breast cancer. In a random sample of women, he measures
variables{A,B,C,D} corresponding to quantities Suffers fromThrombosis (Yes/No), Contra-
ceptives (Yes/No), Concentration of Protein C in the Blood (numerical)andDevelops Breast
Cancer by 60 Years Old (Yes/No). The researcher then develops predictive models for Breast
Cancer and, given that he findsB associated withD (among other associations), announces
taking contraceptives as a risk-factor for developing Breast Cancer.

• Study 2 (randomized controlled trial, variablesA,B,C,D): Another scientist checks whether
(variableC) Protein C (causally) protects against cancer. In a randomized controlled ex-
periment she randomly assigns women into two groups and measures the same variables
{A,B,C,D}. The first group is injected with high levels of the protein in their blood, while
the latter is injected with enzymes that dissolve only the specific protein, effectively remov-
ing it from the blood. IfC andD are negatively correlated in her data, the scientist concludes
that the protein is causally protecting against the development of breast cancer. Notice that,
data from Study 2 cannot be merged with Study 1 because the joint distributionsof the data
may be different. For example, assuming thatC is caused by the diseaseD (e.g., the disease
changes the concentration of the protein in the blood) thenC will be highly associated with
D in Study 1; in contrast, in Study 2 where the levels ofC exclusively depend on the group
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Variables A B C D E F

Thrombosis Contraceptives Protein C Cancer Protein Y Protein Z
(Yes/No) (Yes/No) (numerical) (Yes/No) (numerical) (numerical)

1 Yes No 10.5 Yes - -
No Yes 5.3 No - -

(observational
data) No Yes 0.01 No - -

2 No No 0(Control) No - -
Yes No 0(Control) Yes - -

(experimental
data) Yes Yes 5.0(Treat.) Yes - -

3 - - - Yes 0.03 9.3
(different
variables) - - - No 3.4 22.2

4
(prior B causally affects A: B99K A

knowledge)

Figure 2: Tabular depiction of the different studies (data sets). Study 1 isa random sample aiming at
predictingD and identifying risk factors. Study 2 is a Randomized Controlled Trial were
the levels ofC for a subject are randomly decided and enforced by the experimenter,
aiming at identifying a causal relation with cancer. Forced values are denoted by bold
font. Study 3 is also an observational study aboutD, but measuring different variables
than Study 1. Prior knowledge provides a piece of causal knowledge but the raw data are
not available. Typically, such studies are analyzed independently of each other.

assignment,C andD are not associated. Thus, statistical inferences made based on analyzing
Study 2 in isolation probably result in lower statistical power.

• Study 3 (i.i.d., observational sampling, variablesD,E,F): A biologist studies the relation
of a couple of proteins in the blood, represented with variablesE andF and their relation
with breast cancer. She measures in a random sample of women variables{D,E,F}. As
with analyzing Study 1, she develops predictive models for Breast Cancer (based onE and
F instead) and checks whether the two proteins are risk factors. These data cannot be pulled
together with Studies 1 or 2 because they measure different variables.

• Prior Knowledge: A doctor establishes a causal relation between the use ofContraceptives
(variableB) and the development ofThrombosis(variableA), that is, “B causes A” denoted
asB 99K A.1 Unfortunately, the raw data are not publicly available.

The three studies and prior knowledge are depicted Figure 2. Notice that, treating the empty
cells as missing values is meaningless given that it is impossible for an algorithm toestimate the
joint distribution between variables never measured together without additional assumptions (see
Rubin 1974 for more details).

1. We use a double arrow99K to denote a causal relation without reference to the context of other variables. This is
to avoid confusion with the use of a single arrow→ in most causal models (e.g., Causal Bayesian Networks) that
denotes adirectcausal relation (or inducing path, see Richardson and Spirtes 2002), where direct causality is defined
in the context of the rest of the variables in the model.
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Figure 3: (a) Assumed unknown causal structure. (b) Structure induced by Study 1 alone. (c)
Structure induced by Study 2 alone. (d) Structure induced by INCA of Studies 1 and 2.
New inference:C is not causingB but they are associated. (e) Structure induced after
incorporating knowledge “B causesA”. New inference:B causesA andD. (f) Structure
induced by Study 3 alone. (g) Structure induced by all studies and knowledge. Dashed
edges denote edges whose both existence and absence is consistent withthe data. New
inference:F andC (two proteins) are not causing each other nor do they have a latent
confounder, even though we never measure them together in a study.

We now show informally the reasoning for an integrative causal analysis of the above studies
and prior knowledge and compare against independent analysis of the studies. Figure 3(a) shows the
presumed true, unknown, causal structure. Figure 3(b-c) shows thecausal model induced (asymp-
totically) by an independent analysis of the data of Study 1 and Study 2 respectively using existing
algorithms, such as FCI (Spirtes et al., 2001; Zhang, 2008) and assumingdata generated by the
true model. TheR variable denotes the randomization procedure that assigns patients to control
and treatment groups. Notice that it removes any causal link intoC since the value ofC only de-
pends on the result of the randomization. Figure 3(d) shows the causal model that can be inferred
by co-analyzing both studies together. By INCA of Study 1 and 2 it is now additionally inferred
thatB andC are correlated butC does not causeB: If C was causingB, we would have found the
variables dependent in Study 2 (the randomization procedure would not have eliminated the causal
link C→B). If we also incorporate prior knowledge that “B causesA” we obtain the graph in Figure
3(e): “B causesA” implies that there has to be at least one directed (causal) path fromB to A. Thus,
the only possible such pathB◦→C→ A becomes directedB→C→ A. In other words using prior
knowledge we now additionally infer that “B is causingC”: the association found in Study 1 cannot
be totally explained by the presence of a latent variable. Analyzing independently Study 3 we obtain
the graph of Figure 3(f). In contrast INCA of Study 3 with the rest of data and knowledge results in
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Figure 3(g). This type of graph is called the Pairwise Causal Graph (Triantafillou et al., 2010) and
is presented in detail in Section 5. The dashed edges denote statistical indistinguishability about
the existence of the edge, that is, there exist a consistent causal model with all data and knowledge
having the edge, and one without the edge. Among other interesting inferences, notice thatF and
C (two proteins) are not causing each other nor do they have a latent confounder, even though we
never measure them together. This is because ifF→C, orC← F , or there exists latentH such that
F←H→C it would also imply an association betweenF andD. These two are found independent
however, in Study 3.

4. Running Example

To illustrate the main ideas and concepts, as well as provide a proof-of-concept validation in real
data, we have identified the smallest and simplest scenario that we could think of, that makes a
testable prediction. Specifically, we identify a special case that predicts anunconditional depen-
denceY 6⊥⊥ Z| /0, as well as certain conditional dependenciesY 6⊥⊥ Z|S, for someS 6= /0, between
two variables not measured in the same samples, based on two data sets, one measuringY, and one
measuringZ.

Example 1 We assume two i.i.d data setsD1 andD2 are provided on variablesO1 = {X,Y,W}
and O2 = {X,Z,W} respectively. We assume that the independence models of the data sets are
J1 = {〈X,W|Y〉} and J2 = {〈X,W|Z〉}, in other words the one and only independence inD1 is
X ⊥⊥W|Y, and inD2 is X⊥⊥W|Z. Based on the input data it is possible to induce with existing
causal analysis algorithms, such as FCI the following PAGs from each data set respectively:

P1 : X ◦−◦Y ◦−◦W

and
P2 : X ◦−◦Z◦−◦W.

These are also shown graphically in Figure 4. The problem is to identify one or all MAGs defined
onO = {X,Y,Z,W} consistent with the independence modelsJ1 andJ2, or equivalently, both PAGs
P1 andP2.

These two PAGs represent all the sound inferences possible about thestructure of the data, when
analyzing the data sets in isolation and independently of each other. We nextdevelop the theory for
their causal co-analysis.

5. Integrative Causal Analysis of Data Sets with Overlapping Variable Sets

In this section, we address the problem of integratively analyzing multiple datasets defined over
different variable sets. Co-analyzing these data sets is meaningful (using this approach) only when
these variable sets overlap; otherwise, there are no additional inferences to be made unless other
information connects the two data sets (e.g., the presence of prior knowledge connecting some
variables).

We assume that we are givenK data sets{Di}
K
i=1 each with samples identically and indepen-

dently distributed defined over corresponding subsets of variablesOi . From these data we can
estimate the independence models{Ji}

K
i=1 using statistical tests of conditional independence.A
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X Y W X ⊥⊥ W |Y

X Z W X ⊥⊥ W |Z

Figure 4: Definition of the co-analysis problem of Example 1: two observational i.i.d. data sets
defined on variablesO1 = {X,Y,W} andO2 = {X,Z,W} are used to identify the inde-
pendence modelsJ1 = {〈X,W|Y〉} andJ2 = {〈X,W|Z〉}. These models are represented
by PAGsP1 andP2 shown in the figure. The problem is to identify one or all MAGs
defined onO = {X,Y,Z,W} consistent with bothP1 andP2.

major assumption in the theory and algorithms presented is that the independence models can be
identified without any statistical errors. Section 6 discusses how we address this issue when experi-
menting with real data sets in the presence of statistical errors. We denote theunion of all variables
asO = ∪K

i=1Oi and also defineOi ≡O\Oi . We now define the problem below:

Definition 8 (Find Consistent MAG) Assume the distribution ofO is faithful. Given independence
models{J (Oi)}

K
i=1, Oi ⊆O, i = 1. . .K, induce a MAGM s.t., for all i

J (M [Oi
) = J (Pi)

where Pi is the distribution ofOi .

In other words, we are looking for a model (graph)M such that when we consider its marginal
graphs over each variable setOi , each one faithfully represents the observed independence model
of that data set. We can reformulate the problem in graph-theoretic terms. Let Pi be the PAG
representing the Markov equivalence class of all MAGs consistent with the independence model
Ji . Pi can be constructed with a sound and complete algorithm such as Fast Causal Inference (FCI)
(Spirtes et al., 2001). We can thus recast the problem above as identifying a MAGM such that,

M[Oi
∈ Pi , for all i

(abusing the notation to denote withPi both the PAG and the equivalence class).
The first algorithm to solve the above problem is ION (Tillman et al., 2008), which identifies

the set of PAGs (defined overO) of all consistent MAGs. Subsequently, in Triantafillou et al.
(2010), we proposed the algorithm Find Consistent MAG (FCM) that converts the problem to a
satisfiability problem for improved computational efficiency. FCM returns one consistent MAG
with all input PAGs. Similar ideas have been developed to learn joint structurefrom marginal
structures in decomposable graphs such as undirected graphs (Kim andLee, 2008) and Bayesian
Networks (Kim, 2010). Going back to Example 1, Figure 5 shows all 14 consistent MAGs with the
input PAGs in the scenario. The FCM algorithm arbitrarily returns one of them as the solution to
the problem (of course, the algorithm can be easily modified to return all solutions). Figure 6 (right)
shows the output of ION on the same problem.
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X Y Z W X Y Z W X Y Z W X Y Z W

X Y Z W X Y Z W X Y Z W X Y Z W

X Y Z W X Y Z W X Y Z W X Y Z W

X Y Z W X Y Z W

Figure 5: Solution of the co-analysis problem of Example 1: The 14 depictedMAGs are all and
only the consistent MAGs with the PAGs shown in Figure 4. In all these MAGs the
independenciesX ⊥⊥W|Y andX ⊥⊥W|Z hold (and only them). Notice that, even though
the edgeX−Y exists inP1 (Example 1), some of the consistent MAGs (the ones on the
right of the figure) do not contain this edge:adjacencies in the input PAGs do not simply
transfer to the solution MAGs.The FCM algorithm would arbitrarily output one of these
MAGs as the solution of the problem of Example 1.

5.1 Representing the Set of Consistent MAGs with Pairwise Causal Graphs

The set of consistent MAGs to a set of PAGs is defined as follows:

Definition 9 (Set of Consistent MAGs) We call the set of all MAGsM over variablesO consistent
with the set of PAGsP= {Pi}

N
i=1 over corresponding variable setsOi , whereO = ∪iOi as the Set

of Consistent MAGs withP denoted withM(P).

Unfortunately,M(P) cannot in general be represented with a single PAG: the PAG formalism rep-
resents a set of equivalent MAGswhen learning from a single data set and its independence model.
In Example 1 though, notice that the MAGs inM(P) in Figure 5 have a different skeleton (i.e., set
of edges ignoring the edge-arrows), so they cannot be representedby a single PAG.

The PAG formalism allows the set ofm-separations that entail them-separations of all MAGs
in the class to be read off its graph in polynomial time. Unfortunately, there is currently no known
compact representation ofM(P) such that them-separations that hold for all members of the set can
be easily identified (i.e., in polynomial time).

We have introduced (Triantafillou et al., 2010) a new type of graph called the Pairwise Causal
Graph(PCG) that graphically representsM(P). However, PCG do not always allow them-separations
of each member MAG to be easily identified. A PCG focuses on representing the possible causal
pair-wise relations among each pair of variablesX andY in O.

Definition 10 (Pairwise Causal Graph) We consider the MAGs inM(P) consistent with the set of
PAGsP= {Pi}

N
i=1 defined over{Oi}

N
i=1. A Pairwise Causal GraphU is a partially oriented mixed

graph over
⋃

i Oi with two kinds of edges dashed (99) and solid (—) and three kinds of endpoints(>,
-, ◦) with the following properties:
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X Y Z W

X Y Z W

X Y Z W

Figure 6: (left) Pairwise Causal Graph (PCG) representing the set of consistent MAGs of Example
1. This PCG is the output of the cSAT+ algorithm on the problem of Example 1. Alterna-
tively, the set of consistent MAGs can be represented with two PAGs (right). This is the
output of the ION algorithm on the same problem.

1. X — Y inU iff X is adjacent to Y in every consistentM ∈M(P).

2. X 99 Y inU iff X is adjacent to Y in at least one but not all consistentM ∈M(P).

3. X and Y are not adjacent inU iff they are not adjacent in any consistentM ∈M(P).

4. The right end-point of edge X99 Y is oriented as>, -, or ◦ iff X is into Y in all, none, or at
least one (but not all) consistent MAGM ∈M(P) where X and Y are adjacent. Similarly, for
the left end-point and for solid edges X−Y.

Solid edges, missing edges, as well as end-points marked with“>” and “−” show invariant charac-
teristics that hold in all consistent MAGs. Dash edges and “◦”-marked end-points represent uncer-
tainty of the presence of the edge and the type of the end-point.

The PCG of Example 1 is shown in Figure 6 (left). For computing the PCG one can employ
the cSAT+ algorithm (Triantafillou et al., 2010). There are several pointsto notice. The invariant
graph features are the solid edgeY — Z and the missing edge betweenX andW; these are shared
by all consistent MAGs. The remaining edges are dashed showing that they are present in at least
one consistent MAG. All end-points are marked with “◦” showing that any type of orientation is
possible for each of them. The graph fails to graphically represent certain constraints, for example,
that there is no MAG that simultaneously contains edgesX−Y andX−Z; in general, the presence
of an edge (or a particular end-point) in a consistent MAG may entail the absence of some other
edge (or end-point). It also fails to depict them-separationX ⊥⊥W|Z or the fact that any solution
has a chain-like structure.

Nevertheless, the graph still conveys valuable information:the solid edge X — Y along with the
Faithfulness condition entails that Y and Z are associated given any subset of the other variables,
even though Y and Z are never measured together in any input data set.This is a testable prediction
on which we base the computational experiments in Section 6. Alternatively, thesetM(P) could be
represented withtwo PAGs shown in 6 (right), as the set of MAGs consistent with either one them.
These PAGs form the output of ION on this problem.
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6. Predicting the Presence of Unconditional Dependencies

We now discuss how to implement the identification of the scenario in Example 1 to predict the
presence of dependencies.

6.1 Predictions of Dependencies

Recall that, in Example 1 we assume we are given two data sets on variablesO1 = {X,Y,W} and
O2 = {X,Z,W}. We then determine, if possible, whether their independence models are respec-
tively J1 = {〈X,W|Y〉} andJ2 = {〈X,W|Z〉} by a series of unconditional and conditional tests of
independence. If this is the case, we predict an association betweenY andZ. The details of de-
termining the independence model are important. Let us denote thep-value of an independence
test with null hypothesisX ⊥⊥ Y|Z as pX⊥⊥Y|Z . In the algorithms that follow, we make statistical
decisions with the following rules:

• If pX⊥⊥Y|Z ≤ α concludeX 6⊥⊥Y|Z (reject the null hypothesis).

• If pX⊥⊥Y|Z ≥ β concludeX ⊥⊥Y|Z (accept the null hypothesis).

• Otherwise, forgo making a decision.

Algorithm 1 : Predict Dependency: Full-Testing Rule (FTR)

Input : Data SetsD1 andD2 on variables{X,Y,W} and{X,Z,W}, respectively
if in D1 we conclude1

// determine whether J1 = {〈X,W|Y〉}
X ⊥⊥W|Y , X 6⊥⊥Y| /0 , Y 6⊥⊥W| /0 , X 6⊥⊥W| /0 , X 6⊥⊥Y|W , Y 6⊥⊥W|X2

and inD2 we conclude3

// determine whether J2 = {〈X,W|Z〉}
X ⊥⊥W|Z , X 6⊥⊥ Z| /0 , Z 6⊥⊥W| /0 , X 6⊥⊥W| /0 , X 6⊥⊥ Z|W , Z 6⊥⊥W|X4

then5

PredictY 6⊥⊥ Z| /06

Predict either (X ◦−◦Y ◦−◦Z◦−◦W) or (X ◦−◦Z◦−◦Y ◦−◦W) holds7

else8

Do not make a prediction9

end10

The details are shown in Algorithm 1 named Full-Testing Rule, or FTR for short. We note a
couple of observations. First, the algorithm is opportunistic. It does not produce a prediction when-
ever possible, but only for the case presented in Example 1. In addition, itmakes a prediction only
when thep-values of the tests are either too high or too low to relatively safely accept dependencies
and independencies. Second, to accept an independence model, for example, thatJ1 = {〈X,W|Y〉}
all possible conditional and unconditional tests among the variables are performed. If any of these
tests is inconclusive or contradictory toJ1, the latter is not accepted and no prediction is made.
In the terminology of Spirtes et al. (2001), we test for adetectable failure of faithfulness. Similar
ideas have also been devised in Ramsey et al. (2006) and Spanos (2006). This rule characteristic
is important in case one would like to generalize these ideas to larger graphs and sets of variables:
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performing all possible tests becomes quickly prohibitive, and the probabilityof statistical errors
increases.

If however, one assumes the Faithfulness Condition holds among variables{X,Y,Z,W}, then
it is not necessary to perform all such tests to determine the independencemodels. Algorithms for
inducing graphical models from data, such as FCI and PC (Spirtes et al., 2001) are based on this
observation to gain computational efficiency. The Minimal-Testing Rule, MTR for short, performs
only a minimal number of tests that together with Faithfulness may entail thatJ1 = {〈X,W|Y〉} and
J2 = {〈X,W|Z〉} and lead to a prediction. The details are shown in Algorithm 2.

Algorithm 2 : Predict Dependency Minimal-Testing Rule (MTR )

Input : Data SetsD1 andD2 on variables{X,Y,W} and{X,Z,W}, respectively
if in D1 we conclude1

// determine whether J1 = {〈X,W|Y〉}
X ⊥⊥W|Y , X 6⊥⊥Y| /0 , Y 6⊥⊥W| /02

and inD2 we conclude3

// determine whether J2 = {〈X,W|Z〉}
X ⊥⊥W|Z , X 6⊥⊥ Z| /0 , Z 6⊥⊥W| /04

then5

PredictY 6⊥⊥ Z| /06

Predict either (X ◦−◦Y ◦−◦Z◦−◦W) or (X ◦−◦Z◦−◦Y ◦−◦W) holds7

else8

Do not make a prediction9

end10

6.2 Heuristic Predictions of Dependencies Based on Transitivity

Is it really necessary to develop and employ the theory presented to make such predictions? Could
there be other simpler and intuitive rules that are as predictive, or more predictive? For example,
a common heuristic inference people are sometimes willing to make is the transitivity rule: if Y is
correlated withX andX is correlated withZ, then predict thatY is also correlated withZ. The FTR
and MTR rules defined also check these dependencies:X 6⊥⊥Y inD1 andX 6⊥⊥ Z inD1, so one could
object that any success of the rules could be attributed to the transitivity property often holding in
Nature. We implement the Transitivity Rule (TR), shown in Algorithm 3 to compareagainst the
INCA-based FTR and MTR rules. Obviously, the Transitivity Rule is not sound in general,2 but on
the other hand, FTR and MTR are also based on the assumption of Faithfulness, which may as well
be unrealistic. The verdict will be determined by experimentation.

6.3 Empirical Evaluation of Predicting Unconditional Dependencies

We have applied and evaluated the three rules against each-other as wellas random predictions (prior
probability of a pair being dependent) on real data, in a way that becomes testable. Specifically,
given a data setD we randomly partition its samples to three data sets of equal size,D1, D2, and
Dt . The latter is hold out for testing purposes. In the first two data sets, we identify quadruples of

2. The Transitivity Rule should be sound when the marginal of the three variables is faithful to aMarkov Random Field.
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Algorithm 3 : Predict Dependency Transitivity Rule (TR)

Input : Data SetsD1 andD2 on variables{Y,X} and{X,Z}, respectively
if in D1: Y 6⊥⊥ X| /0 and inD2: X 6⊥⊥ Z| /0 then1

PredictY 6⊥⊥ Z| /02

else3

Do not make a prediction4

end5

Name Reference # istances # vars Group Size Vars type Scient. domain
Covtype Blackard and Dean (1999) 581012 55 55 N/O Agricultural

Read Guvenir and Uysal (2000) 681 26 26 N/C/O Business
Infant-mortality Mani and Cooper (2004) 5337 83 83 N Clinical study

Compactiv Alcalá-Fdez et al. (2009) 8192 22 22 C Computer science
Gisette Guyon et al. (2006a) 7000 5000 50 C Digit recognition
Hiva Guyon et al. (2006b) 4229 1617 50 N Drug discovering

Breast-Cancer Wang (2005) 286 17816 50 C Gene expression
Lymphoma Rosenwald et al. (2002) 237 7399 50 C Gene expression

Wine Cortez et al. (2009) 4898 12 12 C Industrial
Insurance-C Elkan (2001) 9000 84 84 N/O Insurance
Insurance-N Elkan (2001) 9000 86 86 N/O Insurance

p53 Danziger et al. (2009) 16772 5408 50 C Protein activity
Ovarian Conrads (2004) 216 2190 50 C Proteomics
C&C Frank and Asuncion (2010) 1994 128 128 C Social science
ACPJ Aphinyanaphongs et al. (2006) 15779 28228 50 C Text mining
Bibtex Tsoumakas et al. (2010) 7395 1995 50 N Text mining

Delicious Tsoumakas et al. (2010) 16105 1483 50 N Text mining
Dexter Guyon et al. (2006a) 600 11035 50 N Text mining
Nova Guyon et al. (2006b) 1929 12709 50 N Text mining

Ohsumed Joachims (2002) 5000 14373 50 C Text mining

Table 1: Data Sets included in empirical evaluation of Section 6.3. N- Nominal, O -Ordinal, C -
Continuous.

variables{X,Y,Z,W} for which the Full-Testing and the Minimal-Testing Rules apply. Notice that,
the two rules perform tests among variables{X,Y,W} in D1 and among variables{X,Z,W} in D2;
the rules do not access the joint distribution of Y,Z. Similarly, for the Transitivity Rule we identify
triplets{X,Y,Z} where the rule applies. Subsequently, we measure the predictive performance of
the rules. In more detail:

• Data Sets: We selected data sets in an attempt to cover a wide range of sample-sizes, di-
mensionality (number of variables), types of variables, domains, and tasks. The decision for
inclusion depended on availability of the data, ease of parsing and importing them. No data
set was a posteriori removed out of the study, once selected. Table 1 assembles the list of data
sets and their characteristics before preprocessing. Some minimal preprocessing steps were
applied to several data sets that are described in Appendix A.

• Tests of Independence: For discrete variables we have used theG2-test (a type of likelihood
ratio test) with an adjustment for the degrees-of-freedom used in Tsamardinos et al. (2006)
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and presented in detail in Tsamardinos and Borboudakis (2010). For continuous variables
we have used a test based on the Fisher z-transform of the partial correlation as described in
Spirtes et al. (2001). The two tests employed are typical in the graphical learning literature.
In some cases ordinal variables were treated as continuous, while in others the continuous
variables were discretized (see Appendix A) so that every possible quadruple{X,Y,Z,W}
was either treated as all continuous variables or all discrete and one of thetwo tests above
could be applied.

• Significance Thresholds: There are two threshold parameters: levelα below which we accept
dependence and levelβ above which we accept independence; the TR rule only employs theα
parameter. For FTR these thresholds were always set toαFTR= 0.05 andβFTR= 0.3 without
an effort to optimize them. Some minimal anecdotal experimentation with FTR showedthat
the performance of the algorithm is relative insensitive to the values ofαFTR andβFTR and
the algorithm works without fine-tuning. Notice that FTR requires 10 dependencies and 2
independencies to be identified, while MTR requires 4 dependencies and 2independencies,
and TR requires 2 dependencies to be found. Thus, FTR is more conservative than MTR
and TR for the same values ofα andβ. The Bonferroni correction for MTR dictates that
αMTR= αFTR×

4
10 = 0.02, while for TR we getαTR= αFTR×

2
10 = 0.01 (TR however, does

not require any independencies present so this adjustment may not be conservative enough).
We run MTR with threshold valuesαMTR∈ {0.05,0.02,0.002,0.0002}, that is equal to the
threshold of FTR, with the Bonferroni adjustment, and stricter than Bonferroni by one and
two orders of magnitude. TheβMTR parameter is always set to 0.3. In a similar fashion for
TR, we setαTR∈ {0.05,0.01,0.001,0.0001}.

• Identifying Quadruples: In low-dimensional data sets (number of variables less than 150), we
check the rules on all quadruples of variables. This is time-prohibitive however, for the larger
data sets. In such cases, we randomly permute the order of variables andpartition them into
groups of 50 and consider quadruples only within these groups. The column named “Group
Size” in Table 1 notes the actual sizes of the variable groups used.

• Measuring Performance: The ground truth for the presence of a predicted correlation is not
known. We thus seek to statistically evaluate the predictions. Specifically, foreach predicted
pair of variablesX andY, we perform a test of independence in the corresponding hold-out
test setDt and store itsp-valuepX⊥⊥Y| /0. The lower thep-value the higher the probability the
pair is truly correlated. We consider as “accurate” a prediction whosep-value is less than a
thresholdt and we report the accuracy of each rule.

Definition 11 (Prediction Accuracy) We denote with MRi and UR
i the multiset and set respectively

of p-values of the predictions of rule R applied on data set i. The p-valuesare computed on the
hold-out test set. The accuracy of the rule on data set i at threshold t isdefined as:

AccR
i (t) = #{p<= t, p∈MR

i }/|M
R
i |.

We also define theaverage accuracyover all data sets (each data set is weighted the same)

Acc
R
(t) =

1
20

20

∑
i=1

AccR
i (t)
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and thepooled accuracyover the union of predictions (each prediction is weighted the same)

AccR(t) = #{p<= t, i = 1. . .20, p∈MR
i }/∑

i

|MR
i |.

The reasonMR
i is defined as a multiset stems from the fact that a dependencyY 6⊥⊥ Z| /0 may be

predicted multiple times if a rule applies to several quadruples{Xi ,Y,Z,Wi} or triplets{Xi ,Y,Z}
(for the Transitivity Rule). The number of predictions of each ruleR (i.e., |MR

i |) is shown in Table 2,
while Table 8 in Appendix A reports|UR

i |, the number of pairsX−Y predicted correlated. In some
cases (e.g., data sets Read and ACPJ) the Full-Testing Rule does not make any predictions. Overall
however, the rules typically make hundreds or even thousands of predictions.

Data Set FTR0.05 MTR0.02 TR0.01

Covtype 222 33277 54392
Read 0 9 4713

Infant Mortality 22 2038 3736
Compactiv 135 679 3950

Gisette 423 35824 134213
hiva 554 65967 151582

Breast-Cancer 1833 141643 470212
Lymphoma 7712 188216 394572

Wine 4 73 431
Insurance-C 1839 30569 40173
Insurance-N 226 18270 47115

p53 46647 1645476 1995354
Ovarian 539165 1604131 2015133
C&C 99241 416934 301218
ACPJ 0 219 16574
Bibtex 1 3982 25948

Delicious 856 32803 105776
Dexter 0 2 117
Nova 0 124 3473

Ohsumed 0 64 5358

Table 2: Number of predictions|MR
i | with “Bonferroni” correction for rules FTR, MTR and TR.

Overall Performance: The accuracies att = 0.05, Acci(t), Acc(t), and Acc(t) for the three
rules as well as the one achieved by guessing at random are shown in Figure 7. The Bonferroni
adjusted thresholds for MTR and TR were used:αFTR= 0.05,αMTR= 0.02,αTR= 0.01 . Similar
figures for all sets of thresholds are shown in Appendix A, Section A.3. Over all predictions, the
Full-Testing Rule achieves accuracy 96%, consistently higher than guessing at random, the MTR
and the TR. The same results are also depicted in tabular form in Table 3, where additionally, the
statistical significance is noted. The null hypothesis is thatAccFTR

i (0.05)≤ AccR
i (0.05), for Rbeing

MTR or TR. The one-tail Fisher’s exact test (Fisher, 1922) is employedwhen computationally
feasible, otherwise the Pearsonχ2 test (Pearson, 1900) is used instead. FTR is typically performing
statistically significantly better than all other rules.
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Figure 7: AccuraciesAcci for each data set, as well as the average accuracyAcc (each data set
weighs the same) and the pooled accuracyAcc (each prediction weighs the same). All
accuracies are computed as thresholdt = 0.05. FTR’s accuracy is always above 80% and
always higher than MTR, TR, and random guess.

Sensitivity to theα parameter: The results are not particularly sensitive to the significance
thresholds used forα for MTR and TR. Figures 9 (a-b) show the average accuracyAcc and the
pooled accuracyAccas a function of thealphaparameter used: no correction, Bonferroni correc-
tion, and stricter than Bonferroni by one and two orders of magnitude. The accuracy of MTR and
TR improves as they become more conservative but never reaches the one by FTR even for the
stricter thresholds ofαMTR= 0.0002 andαTR= 0.0001.

Sensitivity to t: The results are also not sensitive to the particular significance levelt used to
define accuracy. Figure 8 graphsAccR

i (t) over t = [0,0.05] for two typical data sets as well as
Acc(t) andAcc(t). The situation is similar and consistent across all data sets considered, which
are shown in Appendix A. The lines of the Full Testing Rule rise sharply, which indicates that the
p-values of its predictions are concentrated close to zero.

Explaining the difference of FTR and MTR: Asymptotically and when the data distribution is
faithful to a MAG, the FTR and the MTR rules are both sound (100% accurate). However, when
the distribution is not faithful, the performance difference could become large because FTR tests
for faithfulness violations as much as possible in an effort to avoid false predictions. This may
explain the large differences in accuracies observed in the Infant Mortality, Gisette, Hiva, Breast-
Cancer, and Lymphoma data sets. When the distribution is faithful, but the sample is finite, we
expect some but small differences. For example when MTR falsely determines thatX 6⊥⊥Y| /0 due to
a false positive test, the FTR rule still has a chance to avoid an incorrect prediction by additionally
testingX 6⊥⊥Y|W. To support this theoretical analysis we perform experiments with simulated data
where the network structure is known. Specifically, we employ the structureof the ALARM (Bein-
lich et al., 1989), INSURANCE (Binder et al., 1997) and HAILFINDER (Abramson et al., 1996)
Bayesian Networks. We sample 20 continuous and 20 discrete pairs of datasetsD1 andD2 from
distributions faithful to the network structure using different randomly chosen parameterizations for
the continuous case, and the original network parameters for the discretecase. We do the same for
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Data Set FTR0.05 MTR0.02 TR0.01 Random Guess
Covtype 1.00 1.00 0.91∗∗ 0.83∗∗

Read - 1.00 0.97 0.82
Infant Mortality 0.95 0.64∗∗ 0.36∗∗ 0.11♠

Compactiv 1.00 0.98 0.96∗ 0.93∗∗

Gisette 0.95 0.71♠ 0.59♠ 0.14♠

hiva 0.94 0.61♠ 0.44♠ 0.30♠

Breast-Cancer 0.84 0.49♠ 0.34♠ 0.20♠

Lymphoma 0.82 0.57♠ 0.39♠ 0.23♠

Wine 1.00 0.85 0.81 0.80
Insurance-C 0.97 0.75♠ 0.66♠ 0.37♠

Insurance-N 0.97 0.94∗ 0.86∗∗ 0.34♠

p53 0.97 0.87♠ 0.71♠ 0.54♠

Ovarian 0.99 0.98♠ 0.95♠ 0.91♠

C&C 0.96 0.88♠ 0.80♠ 0.77♠

ACPJ - 0.26 0.07 0.02
Bibtex 1.00 0.68 0.31 0.12∗∗

Delicious 1.00 0.87♠ 0.68♠ 0.23♠

Dexter - 0.50 0.05 0.02
Nova - 0.08 0.06 0.03

Ohsumed - 0.14 0.05 0.02
ACCR 0.96 0.69∗∗ 0.55∗∗ 0.39∗∗

ACCR 0.98 0.88♠ 0.74♠ 0.16♠

Table 3: ACCR
i (t) at t = 0.05 with “Bonferroni” correction for rules FTR, MTR, TR and Random

Guess. Marks *, **, and♠ denote a statistically significant difference from FTR at the
levels of 0.05, 0.01, and machine-epsilon respectively.

sample sizes 100, 500, 1000. Subsequently, we apply the FTR and MTR rules with αFTR = 0.05
andαMTR = 0.02 (Bonferroni adjusted) on each pair ofD1 andD2 and all possible quadruples of
variables. The true accuracy is not computed on a test data setDt but on the known graph instead
by checking whetherY andZ ared-connected givenX andW. The mean true accuracies over all
samplings are reported in Figure 10. The difference in performance on the faithful, simulated data
is usually below 5%. In contrast, the largest difference in performance on the real data sets is over
35% (Breast-Cancer), while the difference of the pooled accuracies is10%. Thus, violations of
faithfulness seem to be the most probable explanation for the large difference in accuracy on the
real data.

6.4 Summary, Interpretation, and Conclusions

We now comment and interpret the results of this section:

• Notice that even if all predicted pairs are truly correlated, the accuracy may not reach 100%
due to the presence of Type II errors (false negatives)in the test set.
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Figure 8: AccuraciesAccR
i (t) as a function of thresholdt for two typical data sets along with

ACC
R
(t) andACCR(t). The remaining data sets are plot in Appendix A Section A.3.

Predicted dependencies havep-values concentrated close to zero. The performance dif-
ferences are insensitive to the thresholdt in the performance definition.

• The FTR rule performs the test for the X-W association independently in bothdata sets.
Given that the data in our experiments come from exactly the same distribution, they could be
pooled together to perform a single test; alternatively, if this is not appropriate, the p-values
of the tests could be combined to produce a single p-value (Tillman, 2009; Tsamardinos and
Borboudakis, 2010).

• The results show thatthe Full-Testing Rule accurately predicts the presence of dependencies,
statistically significantly better than random predictions, across all data sets,regardless of
the type of data or the idiosyncracies of a domain. The rule is successful ingene-expression
data, mass-spectra data measuring proteins, clinical data, images and others. The accuracy of
predictions is robustly always above 0.80 and over all predictions it is 0.96; the difference with
random predictions is of course more striking in data sets where the percentage of correlations
(prior probability) is relatively small, as there is more room for improvement.

• The Full-Testing Rule is noticeably more accurate than the Minimal-Testing Rule, due to test-
ing whether the Faithfulness Condition holds in the induced PAGs. The resultis important
considering that most constraint-based algorithms assume the Faithfulness Condition to in-
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duce models,but do not check whether the induced model is Faithful. These results indicate
that when the latter is not the case, the model (and its predictions) may not be reliable. On the
other hand, the FTR rule is also noticeably more conservative: the number of predictions it
makes is significantly lower than the one made by MTR. In some data sets (e.g., Compactiv,
Insurance-N, and Ovarian) by using the MTR vs. the FTR one sacrifices a small percentage
of accuracy (less than 3% in these cases) to gain one order of magnitude more predictions.
However, caution should be exercised because in certain data sets MTR isover 35% less
accurate than FTR.

• The Full-Testing Rule is more accurate than the Transitivity Rule. Thus, the performance
of the Full-Testing Rule cannot be attributed to simply performing a super-setof the tests
performed by the Transitivity Rule.

• Predictions are the norm case and not occur in contrived or rare casesonly. Even though
there were few or no predictions for a couple of data sets, there are typically hundreds or
thousands of predictions for each data set. This is the case despite the fact that we are only
looking for a special-case structure and the search for these structures is limited within groups
of 50 variables for the larger data sets. The results are consistent with theones in Triantafillou
et al. (2010), where larger structures were induced from simulated data.

• FTR makes almost no predictions in the text data:3 this actually makes sense and is probably
evidence for the validity of the method: it is semantically hard to interpret the presence of a
word “causing” another word to be present.4

• FTR is an opportunistic algorithm that sacrifices completeness to increase accuracy, as well
as improve computational efficiency and scalability. General algorithms for co-analyzing
data over overlapping variable sets, such as ION (Tillman et al., 2008), IOD (Tillman and
Spirtes, 2011) and cSAT (Triantafillou et al., 2010) could presumably makemore predictions,
and more general types of predictions (e.g., also predict independencies). However, their
computational and learning performance on a wide range of domains and high-dimensional
data sets is still an open question and an interesting future direction to pursue.

7. Predicting the Presence of Conditional Dependencies

The FTR and the MTR not only predict the presence of the dependencyY 6⊥⊥ Z| /0 given two data sets
onO1 = {X,Y,W} andO2 = {X,Z,W}; the rules also predict that eitherX ◦−◦Y◦−◦Z◦−◦W or
X ◦−◦Z◦−◦Y ◦−◦W is the model that generated both data sets (see Algorithms 1 and 2). Both
of these models also imply the following dependencies:

Y 6⊥⊥ Z|X,

3. The only predictions in text data are in Bibtex (1 prediction) and in Delicious(856), which are the only text data sets
that are actually not purely bag-of-words data sets but include variables corresponding to tags. 66% of the predictions
made in Delicious involves tag variables, as well as the single prediction in Bibtex.

4. However, causality between words is still conceivable in our opinion: deciding to include a word in a document may
change a latent variable corresponding to a mental state of the author, which in turn causes her to include some other
word.

1118



TOWARDS INTEGRATIVE CAUSAL ANALYSIS

No Correction Bonferroni Bonferroni 10−1 Bonferroni 10−2
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

A
cc
u
ra
cy

a
t
t
=

0
.0
5

FTR

MTR

TR

Random Guess

No Correction Bonferroni Bonferroni 10−1 Bonferroni 10−2
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

A
cc
u
ra
cy

a
t
t
=

0
.0
5

Figure 9: Average accuracyAcc(0.05) (left) and pooled accuracyAcc(0.05) (right) for each rule
as a function ofα thresholds used:αMTR ∈ {0.05,0.02,0.002,0.0002} and αTR ∈
{0.05,0.01,0.001,0.0001} corresponding to no correction, Bonferroni correction, and
stricter than Bonferroni by one and two orders of magnitude respectively. FTR’s perfor-
mance is higher even when MTR and TR become quite conservative.

Y 6⊥⊥ Z|W,

Y 6⊥⊥ Z|{X,W}.

In other words, the rules predict that the dependency betweenY andZ is not mediated by eitherX or
W inclusively. To test whether all these predictions hold simultaneously at thresholdt we compute:

p∗ = max
S⊆{X,W}

pY⊥⊥Z|S

and test whetherp∗ ≤ t. The above dependencies are all the dependencies that are implied by
the model but not tested by the FTR given that it has no access to the joint distribution of Y and
Z. Note that we forgo providing a value forp∗ when any of the conditional dependencies can
not be calculated, that is, when there are not enough samples to achieve large enough power, see
Tsamardinos and Borboudakis (2010). The accuracy of the predictions for all dependencies in the
model, named Structural Accuracy because it scores all the dependencies implied by the structure
of model, is defined in a similar fashion toAcc(Definition 11) but based onp∗ instead ofp:

SAccRi (t) = #{p∗ <= t, p∈MR
i }/|M

R
i |.

TheSAccfor each FTR, MTR (with “Bonferroni” correction) and randomly selected quadruples is
shown in Figure 7.1; the remaining data sets are shown in Appendix A. Thereis no line for the TR
as it concerns triplets of variables and makes no predictions about conditional dependencies. Both
FTR and MTR have maximump-valuesp∗ concentrated around zero. The curves do not rise as
sharp as those in Figure 8 since thep∗ values are always larger than the correspondingpY⊥⊥Z| /0. We
also calculate the accuracy att = 0.05 for all data sets (see Table 9 in Appendix A Section A.2).
The results closely resemble the ones reported in Table 3, with FTR always outperforming random
guess. FTR outperforms MTR on most data sets (and henceSACC

FTR
> SACC

MTR
; however, over

all predictions their performance is quite similar.
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Figure 10: Difference betweenACCFTR andACCMTR for discrete (left) and continuous (right) sim-
ulated data sets. Results calculated using the “Bonferroni” correction (i.e.,FTR0.05 and
MTR0.02). The difference between FTR and MTR is larger than 5% only in two cases
with low sample size (ALARM and HAILFINDER networks); however, the difference
steeply decreases as the sample size increases. No prediction was made for HAIL-
FINDER with discrete data and 100 samples. The difference between FTR and MTR on
faithful data is relatively small.

7.1 Summary, Interpretation, and Conclusions

The results show that both the FTR and MTR rules correctly predict all the dependencies (con-
ditional and unconditional) implied by the models involving the two variables nevermeasured to-
gether. These results provide evidence that these rules often correctlyidentify the data generating
structure.

8. Predicting the Strength of Dependencies

In this section, we present and evaluate ideas that turn the qualitative predictions of FTR to quanti-
tative predictions. Specifically, for Example 1 we showhow to predict the strength of dependence
in addition to its existence. In addition to the Faithfulness Condition, we assume that when the
FTR applies on quadruple{X,Y,Z,W}, all dependencies are linear with independent and normally
distributed error terms. However, the results of these section could possiblybe generalized to more
relaxed settings, for example, when some of the error terms are non-Gaussian (Shimizu et al., 2006,
2011). When the Full-Testing Rule applies, we can safely assume the true structure is one of the
MAGs shown in Figure 5. Given linear relationships among the variables, wecan treat these MAGs
as linear Path Diagrams (Richardson and Spirtes, 2002). We also consider normalized versions of
the variables with zero mean and standard deviation of one. Let us consider one of the possible
MAGs:

M1 : X
ρXY
←−−Y

ρYZ
−−→ Z

ρZW
−−→W

1120



TOWARDS INTEGRATIVE CAUSAL ANALYSIS

0 0.01 0.02 0.03 0.04 0.05
0

0.2

0.4

0.6

0.8

1

t

S
tr
u
ct
u
ra
l
A
cc
u
ra
cy

a
t
th
re
sh
o
ld

t

Breast–Cancer

0 0.01 0.02 0.03 0.04 0.05
0

0.2

0.4

0.6

0.8

1

t

S
tr
u
ct
u
ra
l
A
cc
u
ra
cy

a
t
th
re
sh
o
ld

t

p53

FTR0.05

MTR0.02

Random Quadr.

0 0.01 0.02 0.03 0.04 0.05
0

0.2

0.4

0.6

0.8

1

t

S
tr
u
ct
u
ra
l
A
cc
u
ra
cy

a
t
th
re
sh
o
ld

t

ACC
R

0 0.01 0.02 0.03 0.04 0.05
0

0.2

0.4

0.6

0.8

1

t

S
tr
u
ct
u
ra
l
A
cc
u
ra
cy

a
t
th
re
sh
o
ld

t

ACC
R

Figure 11: Structural AccuraciesSAccRi (t) as a function of thresholdt for two typical data sets

along withSACC
R
(t) andSACCR(t). The remaining data sets are plot in Appendix A

Section A.2. FTR outperforms MTR on most of the data sets, and thusSACC
FTR

(t) >

SACC
MTR

(t). However, since MTR ouperforms FTR on few data sets with a large
number of predictions and soSACCMTR(t) is slightly better thanSACCFTR(t) for t <=
0.05.

whereρXY is theregression coefficientof regressingX onY, that is,

X = ρXYY+ ε

andε is the error term. Since we have standardized the variables, and since the above equation is
simple linear regression,ρXY coincides with the Pearson linearcorrelationbetween variablesX and
Y. Thus, there is no need to distinguish the two.5 Now notice that in all MAGs in Figure 5 there
are no colliders. Thus, as inM1 above, all regressions are simple regressions and all standardized
regression coefficients coincide with their respective correlation coefficients, and so, for the rest of
the section we will not differentiate between the two.

The rules of path analysis (Wright, 1934) dictate that the correlation between two variables, for
example,ρXY equals the sum of the contribution of everyd-connecting path (conditioned on the

5. If Y was a collider then it would have been regressed on multiple variables; in thiscaseρXY should be the partial
regression coefficient which in general does not coincide with the partial correlation coefficient, even for standardized
variables.
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empty set); the contribution of each path is the product of the correlations onits edges. ForM1 the
above rule implies (among others):

ρXZ = ρXY×ρYZ

because fromX to Z there is a single path going throughY. Recall that the 14 consistent MAGs are
represented by the following PAGs:

P1 : X ◦−◦Y ◦−◦Z◦−◦W

and
P2 : X ◦−◦Z◦−◦Y ◦−◦W.

All MAGs consistent withP1 entail the same constraints on the coefficients using path analysis;
similarly all MAGs consistent withP2.6 Specifically, ifP1 is the true structure we get the constraints

ρXZ = ρXY×ρYZ, (1)

ρYW = ρYZ×ρZW. (2)

On the other hand, ifP2 is the true structure we obtain:

ρXY = ρXZ×ρYZ, (3)

ρZW = ρYZ×ρYW. (4)

We useρ, r̂, and r to denote actual, predicted, and sample correlations, respectively. The quantities
that we observe are thesample correlation coefficients, denoted byr, for the pairs of variables
measured together. Thus, we can compute the quantitiesrXY, rXZ, rYW, rZW from the data and we
would like to predictρYZ without available data. From Equations 1, 2, 3, 4 above we obtain four
possible estimators:

If P1 is true : ˆr1
YZ≈

rXZ

rXY
from Equation 1 and ˆr2

YZ≈
rYW

rZW
from Equation 2, (5)

if P2 is true : ˆr3
YZ≈

rXY

rXZ
from Equation 3 and ˆr4

YZ≈
rZW

rYW
from Equation 4 (6)

where the superscripts correspond to the equation used to produce the estimate. Notice that, each
possible PAG provides two equations to predictρYZ, that is, the parameter is overidentified. Also,
the following important relation holds between the estimators:

r̂1
YZ =

1

r̂3
YZ

and ˆr2
YZ =

1

r̂4
YZ

.

This observation allows us to distinguish between PAGsP1 andP2: if r̂1
YZ, r̂

2
YZ∈ [−1,+1], then their

reciprocals ˆr3
YZ, r̂

4
YZ 6∈ [−1,+1] and so, they are not valid estimates for a correlation. Thus, we can

infer thatP1 is the true structure and employ only ˆr1
YZ, r̂

2
YZ for estimation. Otherwise, the reverse

holds ˆr3
YZ, r̂

4
YZ ∈ [−1,+1], P2 is the true structure and only ˆr3

YZ, r̂
4
YZ should be used for estimation.

6. In general, the consistent MAGs may disagree on the unknown correlations. In this case, these parameters may not
identifiable. However, one could analyze all possible MAGs to provide bounds on the unidentifiable quantities in a
similar fashion to Balke and Pearl (1997) and Maathuis et al. (2009).
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Due to sampling errors it is plausible that we obtain conflicting information: ˆr1
YZ ∈ [−1,+1] but

r̂2
YZ 6∈ [−1,+1] (and so ˆr3

YZ 6∈ [−1,+1] and ˆr2
YZ ∈ [−1,+1]). In that case, we forgo making any

predictions.

The ramifications of the above analysis are important. In the case where all variables are jointly
measured, the distribution is Faithful, the relations are linear and the error terms follow Gaussian
distributions, the set of statistically indistinguishable causal graphs is determined completely by
the independence model and not by the parameterization of the distribution. However, in the case
of incomplete data, where some variable sets are not jointly observed, the set of indistinguishable
models also depends on the parameters of the distribution, even for linear relations and Gaussian
error terms. In our scenario, by analyzing the estimable parameters we canfurther narrow down the
set of equivalent consistent MAGs.

At this point in our analysis, we are left with two valid estimators, either ˆr1, r̂2 or r̂3, r̂4. All
estimators are computed as ratios. We report the mean of the two valid estimators as the predicted
r̂YZ for a more robust estimation. The above procedure is formalized in Algorithm4, named FTR-S.

Algorithm 4 : Predict Dependency Strength(FTR-S)

Input : Data setsD1 andD2 on variables{X,Y,W} and{X,Z,W}, respectively
if Full-Testing Rule(D1, D2) does not applythen return ;1

In D1 computerXY, rYW;2

In D2 computerXZ, rZW;3

r̂1← rXZ
rXY

;4

r̂2← rYW
rZW

;5

r̂3← rXY
rXZ

;6

r̂4← rZW
rYW

;7

if r̂1, r̂2 ∈ [−1,1] then8

PredictX ◦−◦Y ◦−◦Z◦−◦W;9

Predict correlation ˆrYZ =
1
2(r̂

1+ r̂2);10

end11

else if r̂3, r̂4 ∈ [−1,1] then12

PredictX ◦−◦Z◦−◦Y ◦−◦W;13

Predict correlation ˆrYZ =
1
2(r̂

3+ r̂4);14

end15

else16

Make no prediction17

end18

8.1 Empirical Evaluation of the Predictions of Correlation Strength

As in Section 6, we partition each data set with continuous variables to three data setsD1, D2, and
a test setDt . We then apply Algorithm 4 and predict the strength of correlation ˆrYZ for various pairs
of variables; we compare the predictions with the sample correlationrYZ as estimated inDt . The
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results for one representative data set (Lymphoma) are shown in Figure12(a): there is an apparent
trend to overestimate the absolute value of the sample correlation.

There are several possible explanations for the bias of the method, including violations of nor-
mality, linearity, faithfulness, and even the known bias in the estimation of sample correlation coef-
ficients (Zimmerman et al., 2003) that are used for making the predictions in Algorithm 4. In order
to pinpoint the culprit, we generated data where all assumptions hold from themodelM1 shown in
the beginning of this section, where we set the correlationsρXY,ρYZ,ρZW and the noise terms are
independently and normally distributed. We used the entire spectrum of positive correlation coef-
ficients for all three correlations to examine how the bias varies as a functionof these correlations.
We generated 1000 data sets of different sample sizes of 50, 70 and 100samples. We then used
Equation 1 to estimaterYZ in each experiment.This set of experiments revealed no significant bias
for any of the experimental settings(results are not shown for brevity).
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Figure 12: (a) Predicted (ˆrYZ) vs sample (rYZ) correlation for the Lymphoma data set. There is an
obvious trend to over-estimate the correlation in absolute value. (b) Simulated results
from modelM1 whenρXZ andρYW are lower than 0.4 and observed correlationsare
found significant(FTR applies). The FTR constraint that the observed correlations are
significant reproduces a similar behavior in the simulated data, explaining the bias.

We next tested whether the bias is an artifact of the filtering by the FTR at Line1 of the FTR-
S algorithm. We re-run this procedure, but this time we kept only the predictedcorrelations that
passed the FTR. By comparing Figure 12(a) produced on real data, and 12(b) on simulated data,
we observe a similar behavior, indicating that FTR filtering seems a reasonableexplanation for the
bias.

An explanation of this phenomenon now follows. SupposeM1 : X
ρXY
←−−Y

ρYZ
−−→ Z

ρZW
−−→W is the

data generating MAG. We expect that ˆrYZ =
rXZ
rXY

(the equality ˆrYZ =
rYW
rZW

also holds but we ignore it
to simplify the discussion). When sample correlations among{X,Y,Z,W} pass the FTR, this means
that bothrXZ andrXY are above a cut-off threshold, as given by the Fisher test. For example,for a
data set with 70 samples, two variables are considered dependent (ρ 6= 0) if their sample correlation
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is more that 0.2391 (in absolute value), whereas for a data set with 50 samples, this threshold is
0.2852.

Filtering with the Fisher test introduces a bias in the estimation ofr. The bias of the estimation
without filtering, ru is Bru = E[ru− ρ] = ru− ρ, while the bias of the estimation with filteringr f

is Br f = E[r f −ρ] = r f −ρ, where|r f | ≥ t. The thresholdt, as mentioned above, is the threshold
determined by the Fisher test and depends on sample size.The lower the sample size, the higher
the threshold t, and so the higher the introduced bias Br f . In addition, the lower the|ρ| the higher
the bias Br f .

Figure 13 illustrates these points pictorially. In this example, the distribution of thesample
correlationr of two variables for sample size 70 when the true correlation isρ ∈ {0.2,0.4}. For
unfiltered estimations, the bias isBru is 0.0052 and -0.0011 forρ equal to 0.2 and 0.4 respectively,
whereas for filtered estimations the corresponding valuesBr f are 0.1187 and 0.0127.

Going back to the prediction ˆrYZ =
rXZ
rXY

notice that the numerator is always lower (in absolute
value) than the denominator. Therefore, when filtered, it is, on averagemore overestimated than the
denominator. This implies that, on average, the fraction leads to overestimating the absolute value
of ρYZ. The lower the values of|rXZ| and|rXY|, the larger we expect this bias to be. The situation
is similar for all fractions involved in Equations 5 and 6. This hypothesis is confirmed in the data
as illustrated in Figure 14 where the predictions are grouped by the mean absolute values of the
denominators used in their computation.
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rf = 0.3187

Sample Correlations when ρ = 0.2
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(a) (b)

Figure 13: Histograms of the sample correlations for (a)ρ = 0.2 and (b)ρ = 0.4 for sample size 70.
Red bars correspond to cases where the Fisher test returns a p-value> 0.05, whereas
blue bars correspond to p-values< 0.05. The dashed lines indicate the mean sample
correlation for filtered and unfiltered correlations. The lower theρ , the more overesti-
mated the sample correlations that pass the Fisher test, therefore the difference between
the two means is larger.

The bias should be a function of sample size, the absolute value of the correlations employed
for its computation, and the significance thresholds of the FTR rule. However, a full theoretical
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treatment of the bias is out of the scope of the paper. In the experiments thatfollow we remove the
linear trend to over-estimate (calibrate) by regressing the sample correlationsrYZ on the predicted
r̂YZ: the final calibrated prediction iss× r̂YZ+ i. For each data set the intercepti and slopes of the
regression are estimated by training on the remaining data sets (leave-one-data-set-out validation).
The effect of this calibration is shown in Figure 15. To avoid repetition, the detailed set of results is
presented in the comparative evaluation to statistical matching in Section 9.
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Figure 14: Predicted vs sample correlations over all data sets, grouped by the mean absolute values
of the denominators used in their computation: predictions computed based on large
correlations have reduced bias. Red regions correspond to higher density areas.

8.2 Summary, Interpretation, and Conclusions

We now comment and interpret the results of this section:
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Figure 15: Predicted vs sample correlations on all data sets (a) before, and (b) after calibration.

• FTR coupled with parametric assumptions can be used to predict the strength of dependency
(correlation), providing quantitative predictions. This is equivalent to constructing a predic-
tion model for variables not jointly observed.

• In the case of incomplete data, where some variable sets are not jointly observed, the set of
indistinguishable models also depends on the parameters of the distribution, even for linear
relations and Gaussian error terms. In contrast, in the case where all variables are jointly
measured and the distribution is Faithful the set of statistically indistinguishable causal graphs
is completely determined by the independence model (again, also assuming linearity and
Gaussian error terms).

• In our simple scenario,given the correct structure, path analysis of the induced MAGs pro-
vides easy solutions for predicting the strength of dependence. However, searching for the
correct MAG modelsby applying the FTR incurs bias on the predictions that should be taken
into account.

9. Comparison Against Statistical Matching

Statistical Matching (D’Orazio et al., 2006) is a integrative analysis procedure for data sets de-
fined over overlapping variable sets. Statistical matching addresses two maintasks named themicro
approachandthe macro approach. The micro approach aims to impute the missing values and con-
struct a complete synthetic file, whereas the macro approach aims to identify some characteristics
of the joint probability distribution of the variables not jointly observed. Naturally, construction of
the synthetic data set premises the estimation of the parameters of the joint distribution. We focus
on the macro approach as it presents an alternative to the FTR and MTR.

The problem set up is as follows: variablesY ∪X are measured in data setD1, while variables
Z ∪X are measured in data setD2. ThusX are the commonly measured variables. The goal is to
estimate the variances and covariances ofX ∪Y ∪Z. The problem cannot be solved without addi-
tional assumptions (Rubin, 1974; D’Orazio et al., 2006). Depending on nature of the assumptions,
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statistical matching is able to produce either intervals or point-estimates for the covariances between
Y andZ. The most typical assumption in the literature able to produce point estimates is theCon-
ditional Independence Assumption:Y ⊥⊥ Z|X. This is an arbitrary assumption that has been long
debated. Alternatively, one can limit the shape of the distribution by imposing parametric forms,
such as multivariate normality. The latter type of assumptions, for the typical distributions, do not
lead to identifiable estimations, but instead provide bounds on the missing covariances. Other ap-
proaches do exist that require prior knowledge, for example, Vantaggi (2008) assumes knowledge
of structural zeros and Cudeck (2000) of the structure of latent factors; such approaches however,
are not directly comparable with FTR and MTR on this task. In this section we briefly present the
main theory and techniques used in statistical matching, and then attempt to empiricallycompare
against FTR.

9.1 Statistical Matching Based on the Conditional Independence Assumption

The most common assumption that allows identification of the unknown parametersis thecondi-
tional independence assumption(CIA): Y ⊥⊥ Z|X. The conditional independence assumption is
usually paired with some parametric assumption. The most common assumption for the shape of a
continuous distribution of the variables involved in the model is multivariate normality. In this case,
the parameters of the jpd are the mean vector and the covariance matrix. The covariance Matrix for
X∪Y∪Z can be written as:

Σ =





ΣXX ΣXY ΣXZ

ΣYX ΣYY ΣYZ

ΣZX ΣZY ΣZZ





where the unknown parameter isΣYZ . The CIA assumption imposes that the covariance matrix of
Y andZ givenX is null, thus,

ΣYZ = ΣYX ΣXX
−1ΣXZ .

In case we have standardized variables, andY = {Y} andZ = {Z}, the covariance matrix becomes

Σ =





ρXX ρXY ρXZ

ρYX 1 ρYZ

ρZX ρZY 1





and so
ρYZ = ρYXρXX

−1ρXZ.

This formula can be used to produce a prediction ˆrYZ for the correlation coefficient of the not
commonly observed variablesY and Z. Recall that, we assume we are given a data setD1 on
variablesX∪Y and a data setD2 onX∪Z. The parametersρXY andρXZ can be estimated fromD1

andD2 respectively, while the parametersρXX can be estimated from either or both data sets.
In an applied setting, there is usually also a preprocessing step attempting to identify a subset

of the common variables to be used in the matching process. This step serves mainly computational
efficiency and interpretability purposes and does not affect the asymptotic properties of the proce-
dure. The main method suggested in D’Orazio et al. (2006) is to disregard all variables inX that are
independentwith bothY andZ. The details are described in Algorithm 5.

Even though the conditional independence assumption seems quite arbitrary, it is intuitively
justified in certain cases. When the number of common variables is large it is unlikely thatY
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Algorithm 5 : Predict Correlation: Statistical Matching Rule (SMR)

Input : Data setsD1 andD2 on variables{V∪Y} and{V∪Z}, respectively
ψ1←{V ∈ V : V ⊥⊥Y| /0} in D11

ψ2←{V ∈ V : V ⊥⊥ Z| /0} in D22

X← V \ (ψ1∩ψ2)3

Predict ˆrYZ = ˆΣYX ˆΣXX
−1 ˆΣXZ4

providesadditional information forZ, than whatX already provides. In other words, we expect
Y ⊥⊥ Z|X to hold or hold approximately. Using graphical model theory one can better formalize
this intuition:

Theorem 12 Consider a Bayesian Network of maximum degree k faithful to a distribution defined
over a set of variablesV = X ∪Y ∪ Z, |V| = N. Then, the CIA Y⊥⊥ Z|X holds if and only if
Y 6∈Mb(Z), where Mb(Z) is the Markov Boundary of Z in the context of variablesV; if Y and Z are
chosen at random the probability of the CIA being violated is upper boundedby k2/N.

Proof In a faithful distribution overV, each variableY has a unique Markov BoundaryMb(Y)
(Pearl, 2000) that coincides with the parents, children, and parents of children (spouses) ofY in any
network faithful to the distribution. It is also easy to see thatY ∈Mb(Z)⇔ Z ∈Mb(Y). Finally, the
Mb(Y) and any of its supersetsd-separatesY from any other nodeZ. Thus, whenZ 6∈Mb(Y), then
conditioned on the remaining variables (superset ofMb(Y)) Y becomesd-separated and independent
of Z. Thus, the CIA holds. Conversely, ifZ ∈Mb(Y) then it is either a neighbor ofY or a spouse.
If it is a neighbor it cannot be made independent ofY conditioned on any subset of the variables
(Spirtes et al., 2001). If it is a spouse ofY, then conditioned on the remaining variables (which
includes the common children) it isd-connected toY and thus dependent. Thus, the CIA does not
hold.

Now, the Markov Boundary ofY is a subset of the nodes that are reachable fromY within two
edges. If the network has degree at mostk the probability that a randomly chosenY belongs to the
Markov Boundary ofZ is less thank2/N.

Thus, when the sparsity remains the same, the probability of a violation of the CIA between two
randomly selected variables decreases with the number of participating variablesN. The theoretical
results is illustrated in Figure 16 on simulated data. The figure shows the resultsof the statistical
matching procedure described in Algorithm 5 for simulated continuous data from a network based
on the ALARM Network (Beinlich et al., 1989).7 To recreate the scenario above we generated two
data setsD1 andD2 of 1000 samples each from the distribution of the network. We then applied
the statistical matching rule described in Algorithm 5 for each pair of variables, considering that
the rest of the variables in the network are jointly measured in both data sets. Finally, we generated
a third data set to test the predictions of the method. The pairs of variables are partitioned in two
categories: pairs of variables that belong to each other’s Markov Boundary, and pairs of variables
that do not belong to each other’s Markov Boundary. As expected, theresults are poorer for the

7. The ALARM network a well-known network with 37 variables. We used theskeleton of ALARM to simulate a
conditional linear gaussian network with random parameters.
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pairs of variables that belong to each other’s Markov Boundary, with a mean absolute error of
0.1649±0.1088, compared to a mean absolute error of 0.0326±0.0271 for pairs that do not belong
to each other’s Markov Boundary.

In the context of Maximal Ancestral Graphs, defining the Markov Boundary is more compli-
cated and its cardinality cannot be likewise bounded (Pellet and Elisseeff,2008). Nevertheless, we
still expect that, in a sparse network containing a large number of jointly measured variables, the
probability thatY ∈Mb(Z) is low. We therefore expect that, when the number of common variables
is large, the CIA will often hold for randomly-chosen pairs of variables that have not been observed
together. If, however, the set of variables measured in common is small, we have no good reason to
expect that the conditional independence assumption holds.
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Figure 16: Predicted vs actual sample correlations using the Statistical Matching Rule for simulated
data from the ALARM network. For each pair of variables, prediction is based upon the
subset of the remaining 35 variables that are determined significantly correlated with
eitherY or Z at level 0.05 . The CIA holds whenY 6∈ Mb(Z) in which case the mean
absolute error is 0.0326±0.0271; in contrast, whenY ∈Mb(Z) the CIA does not hold
and the mean absolute error is 0.1649±0.1088.

9.2 Empirical Evaluation of SMR and FTR-S

In this section, we empirically compare the SMR and FTR-S methods for predicting the correlation
r̂YZ between two variablesY and Z never jointly observed. Both SMR and FTR-S procedures
provide such predictions, however, they follow different approaches that makes their comparison
not straightforward:

• SMR provides a prediction for all cases. FTR-S provides a prediction given it identifies a
specific structure that entails a significant correlation.
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Data Sets SMRG SMRQ FTR-S
ACPJ 445121 509000 0

Breast-Cancer 436093 356000 1005
C&C 5050 1000 70367

Compactiv 231 1000 108
Insurance-C 3486 1000 1372
Lymphoma 180074 147000 3897
Ohsumed 124505 122000 0
Ovarian 52675 43000 273456
Wine 66 495 4
p53 132299 108000 33934

Table 4: Number of predictions

• SMR can be applied to setsX with more than two commonly measured variables and get
leverage from all available information. FTR-S on the other hand is applicable only when the
number of common variables is two.

We applied the SMR method on all continuous data sets, simulating two scenarios.In the first sce-
nario, SMR is applied on two data setsD1 andD2 defined over a quadruple of variables{X,Y,Z,W},
where onlyX,W are jointly measured in both. The pairs ofD1, D2 are simulated by considering
randomly chosen variable quadruples from each variable group of each data set of Table 1; as in
all experiments,D1 andD2 contain a disjoint third of the original samples. This scenario simulates
a case where SMR is applied on low dimensional data; we denote it asSMRQ. In this case,SMR
has the same information available for making predictions as FTR-S. Since the number of possible
quadruples is computationally prohibitive, we applySMRQ on 1000 randomly chosen quadruples
from each variable group of each data set.8 In the second scenario, SMR is applied to data sets
of higher-dimensionality. Specifically, we apply SMR to all pairs of variablesin the same group
(see Section 6), considering the remaining 48 variables in the group as the common variablesX.
We name this caseSMRG. The same leave-one-data-set-out calibration method was used for both
SMR cases and FTR-S. Figures 17, 18, 19 and 20 plot the predicted vs.the sample estimates of
the correlations forSMRG, SMRQ and FTR-S for all the continuous data sets used in the study. The
figures also present the coefficient of determinationR2, the percentage of variance explained by the
predictions.R2 is also interpreted as the reduction in uncertainty obtained by using a linear function
of r̂ to predictr vs. predictingr by its expected valueE(r). Table 5 shows the correlation between
predicted and sample estimates for all methods and data sets. Notice thatR2 is simply computed
as the square of the correlation. Other metrics of performance (Mean Absolute Error and Mean
Relative Absolute Error) are also presented in the Appendix A, Tables 10, 11.

8. Notice that FTR is typically executed much more efficiently than SMRQ, because of the possible pruning of the search
space, for example, ifX andY are independent, there is no need to test whether the rule applies on any quadruples of
the form〈X,Y,Z,W〉. For the SMRQ rule instead, one needs to exhaustively consider all quadruples.
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Data Sets SMRG SMRQ FTR-S
ACPJ 0.05[0.04;0.05] 0.00[0.00;0.01] -

Breast-Cancer 0.55[0.55;0.55] 0.25[0.24;0.25] 0.88[0.87;0.90]
C&C 0.99[0.99;0.99] 0.68[0.65;0.71] 0.91[0.91;0.91]

Compactiv 0.97[0.96;0.98] 0.49[0.44;0.54] 0.88[0.83;0.92]
Insurance-C 0.83[0.82;0.84] 0.47[0.42;0.51] 0.90[0.89;0.91]
Lymphoma 0.60[0.60;0.60] 0.32[0.31;0.32] 0.50[0.47;0.52]
Ohsumed 0.02[0.01;0.03] 0.01[0.00;0.01] -
Ovarian 0.62[0.62;0.63] 0.50[0.50;0.51] 0.14[0.14;0.14]
Wine 0.83[0.74;0.90] 0.58[0.52;0.64] 0.99[0.47;1.00]
p53 0.91[0.91;0.91] 0.45[0.44;0.45] 0.87[0.87;0.87]

Mean over data sets0.64[0.62;0.65] 0.38[0.35;0.40] 0.76[0.68;0.77]
On all predictions 0.73[0.73;0.73] 0.58[0.57;0.58] 0.89[0.89;0.89]

Table 5: Correlations among predicted ˆrYZ and sample-estimatedrYZ; the 95% confidence intervals
are shown in brackets.

9.3 Summary, Interpretation, and Conclusions

The CIA assumption is the most common assumption in statistical matching to produce point-
estimates of the unknown distribution parameters. In comparison to FTR-S, wenote the following:

• When predictions are based on only 2 common variables, statistical matching based on the
CIA (SMRQ) is unreliable in several data sets and particularly the text categorization ones:
the correlation of predicted vs. sample estimates in ACPJ, Breast-Cancer, and Ohsumed is
less than 0.3 (Table 4). In general, SMR tends to predict a zero correlation between the two
variablesY andZ: the point-clouds in Figures 17, 18, 19 and 20 are vertically oriented around
zero. While SMR gives a prediction in every case, it is too liberal in its predictions and the
CIA is often violated, as expected by Theorem 12. Over all predictions, the correlation of
predicted vs. sample estimates is 0.58.

• When predictions are based on larger sets of common variables statistical matching based on
the CIA (SMRG) is more successful. Over all predictions, the correlation of predicted vs.
sample estimates is 0.73. The method still fails however, on the text data (ACPJ, Ohsumed)
where the predictions are not correlated at all with the sample estimates. On theother hand,
FTR-S does not make any predictions on these data sets.

• FTR-S’s predictions are highly correlated with sample estimates (0.89 correlation), which is
the highest correlation achieved by any of the three methods. However, we point out that these
metrics are computed on different sets of predictions and their comparativeinterpretation is
not straightforward (see Appendix A, Section A.2 for more metrics and discussion).

• FTR-S is a novel alternative to statistical matching based on the CIA. FTR-S predictions are
better correlated with the sample estimates of the unknown parameters, particularly when the
number of common variables is low; we thus recommend that FTR-S should be preferred than
existing statistical matching alternatives making the CIA in such cases.
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Figure 17: Predicted vs Sample Correlations forSMRQ, SMRG, FTR-S

9.4 Statistical Matching Based on the Assumption of Multivariate Normality

The conditional independence assumption attempts to overcome the lack of jointinformation of
the variables of interest. However, it can often be a misspecified assumptionas pointed out in the
literature (D’Orazio et al., 2006) and our simulated results above. An alternative approach, is to
limit oneself to an assumption involving only the shape of the distribution. The mostcommon
distributional assumption adopted by statistical matching techniques for continuous variables is
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Figure 18: Predicted vs Sample Correlations forSMRQ, SMRG, FTR-S

multivariate normality. Of course, multivariate normality alone does not allow the estimation of
the parameters of the model. It does, however, impose some constraints on the parameters. These
constraints stem from the positive semi-definiteness of the covariance matrixin multivariate normal
distributions, thus, they naturally apply to any distribution with a positive semi-definite covariance
matrix.
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Figure 19: Predicted vs Sample Correlations forSMRQ, SMRG, FTR-S

Let us consider againstandardizedvariables{X,Y,Z} and assume their joint is distributed as
multivariate normal with correlation / covariance matrixΣ (which is symmetric)

Σ =





ρXX ρXY ρXZ

ρYX 1 ρYZ

ρZX ρZY 1



 .
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Figure 20: Predicted vs Sample Correlations forSMRQ, SMRG, FTR-S

The unknown quantity in the problem is parameterρYZ. One can start from the requirement thatΣ
must be positive semi-definite to prove thatρYZ must lie within the intervalC±

√

(D) (Moriarity
and Scheuren, 2001), where

C=
p

∑
i=1

p

∑
j=1

ρYXi ×Bi, j ×ρZXj

and

D = [1−
p

∑
i=1

p

∑
j=1

ρYXi ×Bi, j ×ρYXj ]× [1−
p

∑
i=1

p

∑
j=1

ρZXi ×Bi, j ×ρZXj ]

wherep is the cardinality of setX, andB is the inverse ofρXX , andBi, j is B’s i, j element. This
constraint is equivalent stating that the partial correlationρYZ|X parameter can range freely in the
interval [-1, 1]. Instead, the CIA specifies thatρYZ|X = 0, that is, the mid-point of the interval.

The formula above can be applied to quadruples of variables to produce bounds for the unknown
parameterρYZ. The usefulness of such a prediction depends, of course, on the length of the predicted
interval. In case the interval does not include 0, we may also say that the method predicts an
unconditional independence for Y and Z. This procedure is described in Algorithm 6. In practice,
we apply Algorithm 6 using the sample estimates ˆr in place of the unknown population parameters
ρ. The sample estimates are the maximum likelihood ones. The uncertainty of the estimation could
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be considered in the computation of the intervals by considering the worst case over all correlation
estimates ˆr that belong in the 95% confidence interval of their correspondingρ. However, in this
case the algorithm would produce wider intervals and thus fewer predictions.

Algorithm 6 : Predict Dependency and Its Strength: Multivariate Normality Rule (MNR )

Input : Data setsD1 andD2 on variables{X,Y,W} and{X,Z,W}, respectively
Compute sample correlation matrixΣ (except unknown quantityρYZ) ;1

MNI← [C−
√

(D),C+
√

(D)];2

if 0 6∈MNI then3

PredictY 6⊥⊥ Z| /0 ;4

end5

Predict ˆrXY ∈MNI6

9.5 Empirical Evaluation and Comparison of MNR and FTR

In order to evaluate how often MNR provides a prediction, we applied Algorithm 6 on real data.
Applying Algorithm 6 on all possible combinations of four variables is prohibitive. Thus, to evaluate
the MNR we randomly sampled 1000 quadruples from each group of 50 variables in each data set,
for all data sets with continuous variables; For the Wine data set we generated all possible 495
quadruples out of its 12 variables.

Table 6 reports MNR performances on the randomly chosen quadruples.The columns of the
table present the total number of randomly chosen quadruples (1000× the number of chunks, except
for the Wine data set), the number of predictions made by MNR on these random quadruples, the
accuraciesAccMNR and AccFTR at thresholdt = 0.05. We then calculate (project) theexpected
number of predictions by the MNR rule, had it been applied on all possible quadruples. The final
column presents the ratio of the number of predictions by the FTR rule over theexpectednumber of
predictions made by the MNR rule on all possible quadruples.

First, notice that MNR, similarly to FTR, does not provide any predictions forthe text data sets
ACPJ and Ohsumed data sets. Second, the rule is in general, highly accurate and on par with FTR.
The most important observation however, is that the MNR does not outperform FTR in the number
of predictions. The number of predictions made by FTR ranges from about 25% to 50% of those
made by MNR (in four out of eight data sets) to 4 to 6 times more than MNR in the remaining data
sets.

To examine whether the predictions of MNR rule overlap with those of FTR, weapplied the
MNR rule on the quadruples where FTR makes a prediction. The comparisonis shown in Table
7. MNR is able to predict a dependence only for1% to 25% of FTR predictions.The results in
both Tables 6 and 7 clearly indicate that the two methods share only a small subset of common
predictions, and thus neither method subsumes the other.

9.6 Summary, Interpretation, and Conclusions

We now comment and interpret the results of this section:

• It is possible to predict the presence of dependencies and bound their strength with distribu-
tional assumptions other than Faithfulness, such as multivariate normality.
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Data Set # rand. quads #MNR predictions ACCMNR ACCFTR #FTR predictions
sampled on sampled quads / #expected MNR predictions

on all quads
Breast-Cancer 356000 2 0.50 0.84 3.98

C&C 1000 45 1.00 0.96 0.02
Compactiv 1000 30 1.00 1.00 0.62
Insurance-C 1000 4 0.75 0.97 0.24
Lymphoma 147000 12 0.67 0.82 2.79

Ovarian 43000 391 0.99 0.99 5.99
p53 108000 39 1.00 0.97 5.19

Wine 495 7 1.00 1.00 0.57

Table 6: A comparison between FTR vs. MNR in predicting unconditional dependencies on ran-
domly sampled quadruples. The columns are: the data set name, the total number of
randomly sampled quadruples (1000× the number of chunks, except for the Wine data
set), the number of predictions made by MNR on those, the accuraciesAccMNR andAccFTR

at thresholdt = 0.05. The final column presents the ratio of the number of predictions by
the FTR rule over theexpectednumber of predictions made by the MNR rule on all possi-
ble quadruples. The number of predictions made by FTR ranges from about 25% to 50%
of those made by MNR to 4 to 6 times more than MNR.

Data Set #FTR #MNR predictions % common ACC
predictions restricted to cases predictions of both MNR

FTR makes a prediction and FTR
Breast-Cancer 1833 32 0.02 1.00

C&C 99241 10640 0.11 1.00
Compactiv 135 28 0.21 1.00
Insurance-C 1839 15 0.01 1.00
Lymphoma 7712 681 0.09 0.97

Ovarian 539165 59327 0.11 1.00
p53 46647 413 0.01 1.00

Wine 4 1 0.25 1.00

Table 7: A comparison between FTR vs. MNR in predicting unconditional dependencies on the
cases where both rules apply.

• The sets of predictions entailed by assuming Faithfulness (FTR) and multivariate normality
(MNR) do not overlap to a significant degree and neither method subsumesthe other and they
could be considered complementary. For example, the MNR makes a predictiononly in the
1% to 25% of cases where FTR applies. In addition, in some data sets MNR makes only 2%
of the number of FTR predictions, while in others MNR makes 6 times more predictions.
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10. Related Work

Whole sub-fields have been developed to address the problem of integrative analysis, that we re-
view briefly. Statistical matching has been reviewed, presented, and compared against in Section 9.
Meta-Analysis focuses on the co-analysis of studies with similar sampling and experimental design
characteristics with the purpose of making inferences about a single association. Meta-Analysis
in Statistics (O’Rourke, 2007) combines the results of several studies to address a set of related
research hypotheses. While meta-analysis focuses on a pair-wise association of a variable with an
outcome of interest, a recent interesting extension addresses the problemof estimating the multi-
variate associations (for example, in the form of a regression model) with thetarget variable (Samsa
et al., 2005); such methods often appear under the names of meta-regression and univariate synthe-
sis (Zhou et al., 2009). The main idea of the latter is to assume a parametric formof the regression
model and estimate the sufficient statistics from several homogeneous (in terms of being conducted
on the same population, experimental conditions, sampling, etc.) studies that maynot measure all
variables (risk factors in this context). Both statistical matching and meta-analysis’s scope does not
extend to other sources of heterogeneity of the data sets, such as different experimental conditions.

In Computer Science and Machine Learning, the field of Transfer Learning (Pan and Yang,
2010) represents a main effort in integrative analysis. In Transfer Learning, successful search con-
trol strategies, model priors, and other characteristics transfer among different domains and/or tasks.
When the task (target) is the same but the domains (populations) are different, this type of Transfer
Learning is called Domain Adaptation. In this case, typically one would like to translate the esti-
mated conditional distributionPs(Y|X) used for prediction in a source distribution to a target distri-
bution Pt(Y|X) that may be different (e.g., has a different marginal class distribution). Given that
such methods are typically non-causal based, they cannot transfer to data sets where manipulations
have been performed (causal methods could transfer predictive modelsto manipulated distributions
as we show in Tsamardinos and Brown 2008, also shown in Maathuis et al. 2010). In addition, the
input space for the predictorsX has to be common. When the domain is the same (same distribu-
tion), but the tasks (target variables) are different, the type of Transfer Learning is calledMulti-Task
Learning. This type of learning attempts to simultaneously build models for several tasks inan
effort to use one for leveraging the performance on the others. Typically this is performed by using
a shared representation and learning common induced features. Again, these inferences are limited
as they can only combine studies under the same sampling and experimental conditions on the same
sets of variables.

Other fields may seem related in a first glance, but are orthogonal to the proposed research.
The field of Relational Learning (Getoor and Taskar, 2007) does not really address the problem of
learning from different data sets/studies over different samples, rather than a single data set (the one
stemming from implicitly propositionalizing the database) in the form of relational tables. Simi-
larly, the field of Distributed Learning (Cannataro et al., 2002) is restrictedto designing time and
communication-efficient analysis of what is essentially a single data set stored in different locations.

Other related work includes efforts to combine models (that may be developedfrom different
data sets) on the same system but on different scales (Gennari et al., 2008). Typically, such methods
involve mechanical models using differential equations and are not concerned with statistical mod-
els. In addition, these methods concern vertical integration at different temporal or spatial scales,
while INCA proposes a horizontal integration of studies.
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11. Discussion and Conclusions

We presented the basic idea and concept behind Integrative Causal Analysis (INCA), an approach
for co-analyzing data sets that are heterogeneous in several aspects, such as in terms of measured
variables and experimental conditions in the context of available prior knowledge. In this approach,
one attempts to identify one or all causal models that are consistent with all available data and pieces
of prior knowledge, and reason with them. Depending on the assumptions connecting causality with
estimable quantities, co-analysis may lead to more inferences than independent analysis of the data
sets.

In this paper, we focus on the problem of analyzing data sets over different variable sets. We
employ Maximal Ancestral Graphs (MAGs) to model independencies in the data distributions and
assume the latter are faithful to some MAG. As a proof-of-concept, we identify the simplest sce-
nario where the INCA idea provides testable predictions, and specifically itpredicts the presence
and strength of an unconditional dependence, and a chain-like causalstructure (entailing several
additional conditional dependencies). The idea is implemented in the following algorithms: the
Full-Testing Rule (FTR), the Minimal-Testing Rule (MTR) and FTR-S that additionally predicts
the strength of the dependence.

The empirical results show that FTR and MTR are able to accurately predictthe presence and
strength of unconditional dependencies, as well as all the conditional dependencies entailed by the
causal model. These predictions are better than chance and cannot be explained by the transitivity
of dependencies often holding in Nature. Against typical statistical matchingalgorithms, FTR-S’s
predictions are better correlated with sample estimates particularly when the number of common
variables is low.

Inducing causal models from observational data has been long debated(Pearl, 2000; Spirtes
et al., 2001; Pearl, 2009). In our experiments, we do not employ the causal semantics of the models
to predict the effect of manipulations but their ability to represent independencies, based on the
assumption of Faithfulness. The results support that graphical models and the assumption of Faith-
fulness can make testable predictions and can be exploited for novel statistical inferences. While this
is not a direct proof in favor of the causal semantics of the models, we do note that both Faithfulness
and MAGs have been inspired by theories of probabilistic causality.

The empirical results show that the proposed algorithms’ predictions are abundant, indicating
the potential of the approach. Extending the theory and algorithms for increased efficiency, statisti-
cal robustness, range of tasks, data types, types of prior knowledge, and settings seems a promising
direction that may allow the co-analysis of a large part of available studies and data sets.
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Appendix A. Supplementary Material

In this appendix we provide supplementary information for the data sets usedin the experiments
presented in this paper, as well as some additional results.
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A.1 Data Sets Preprocessing

Missing data imputation and discretization wereseparatelyperformed, when necessary, on each
sub-data-setD1, D2 andDt . Continuous variablesX were discretized in three intervals:

• ]− inf; mean(X)−std(X)]

• [mean(X)+std(X) ; inf[

• remaining values.

Missing data were substituted with mean values (continuous, ordinal variables) or encoded as a
distinct value (nominal variables). Our implementation of theG2 test requires that nominal variables
with n distinct values are econded as 0. . .n−1. When necessary we re-encoded nominal variables
for respecting this convention.

A.1.1 ACPJ

Preprocessing steps: 2765 variables were found constant in at least one sub-data-set and were con-
sequently eliminated from the analysis.
Download information: Aliferis et al. (2010) kindly provided us with the data.

A.1.2 BIBTEX

Preprocessing steps: No particular preprocessing steps.
Download information: The data set is freely available from the MULAN project website:
http://sourceforge.net/projects/mulan/ (checked on February 10, 2011).

A.1.3 C&C

Preprocessing steps: The first five attributes were eliminated because they do not carry relevant
information. Columns with more than 80% of missing values were removed.
Download information: The data set is freely available from the UCI Machine Learning repository:
http://archive.ics.uci.edu/ml/datasets/Communities+and+Crime (checked on February 10, 2011).

A.1.4 COMPACTIV

Preprocessing steps: No particular preprocessing steps.
Download information: The data set is freely available from the KEEL software web site:
http://sci2s.ugr.es/keel/dataset.php?cod=49 (checked on February 10, 2011).

A.1.5 COVTYPE

Preprocessing steps: Attributes 1. . .10 were discretized.
Download information: The data set is freely available from the UCI Machine Learning repository:
http://archive.ics.uci.edu/ml/datasets/Covertype
(checked on February 10, 2011).
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A.1.6 DELICIOUS

Preprocessing steps: No particular preprocessing steps.

Download information: The data set is freely available from the MULAN project website:
http://sourceforge.net/projects/mulan/ (checked on February 10, 2011).

A.1.7 HIVA

Preprocessing steps: No particular preprocessing steps.

Download information: The data set is freely available from the web site:
http://www.causality.inf.ethz.ch/aldata/HIVA.html (checked on February 10, 2011).

A.1.8 INSURANCE-C

Preprocessing steps: All variables were considered as continuous; nominal variables (namely, at-
tributes 1 and 5) were eliminated.

Download information: The data set is freely available from the UCI Machine Learning repository:
http://archive.ics.uci.edu/ml/datasets/Insurance+Company+Benchmark+(COIL+2000)
(checked on February 10, 2011).

A.1.9 INSURANCE-N

Preprocessing steps: All variables were considered as nominal.

Download information: The data set is freely available from the UCI Machine Learning repository:
http://archive.ics.uci.edu/ml/datasets/Insurance+Company+Benchmark+(COIL+2000)
(checked on February 10, 2011).

A.1.10 P53

Preprocessing steps: Samples with missing values were eliminated from the analysis (180 rows in
total).

Download information: The data set is freely available from the UCI Machine Learning repository:
http://archive.ics.uci.edu/ml/datasets/p53+Mutants (checked on February 10, 2011).

A.1.11 READ

Preprocessing steps: Continuous variables (namely attributes 24, 25 and 26) were discretized.

Download information: The data set is freely available from the web site:
http://funapp.cs.bilkent.edu.tr/DataSets/ (checked on February 10, 2011).

A.1.12 WINE

Preprocessing steps: Two different data sets are available, respectively about red and white wines.
For our experimentation we used only the white wines data set (the one with moresamples).

Download information: The data set is freely available from the UCI Machine Learning repository:
http://archive.ics.uci.edu/ml/datasets/Wine+Quality (checked on February 10,2011).
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Data Set FTR0.05 MTR0.02 TR0.01

Covtype 59 810 1431
Read 0 9 260

Infant Mortality 10 427 1170
Compactiv 69 193 231

Gisette 330 12340 31648
hiva 366 16174 34977

Breast-Cancer 1371 68077 228610
Lymphoma 4473 51794 122857

Wine 3 44 66
Insurance-C 394 2212 3264
Insurance-N 95 1002 2527

p53 15181 95195 129372
Ovarian 41600 48376 52646
C&C 4168 5048 5050
ACPJ 0 190 15994
Bibtex 1 1858 16087

Delicious 524 6042 21351
Dexter 0 2 116
Nova 0 115 3280

Ohsumed 0 60 5227

Table 8: Number of unique predictions|UR
i | with “Bonferroni” correction for rules FTR, MTR, TR

and Random Guess

A.1.13 BREAST-CANCER, DEXTER, GISETTE, INFANT-MORTALITY, LYMPHOMA , NOVA ,
OHSUMED, OVARIAN

Preprocessing steps: No particular preprocessing steps.
Download information: Aliferis et al. (2010) kindly provided us with the data.

A.2 Supplementary Tables

Table 10 presents the performance of the algorithms as measured by the Mean Absolute Error
(MAE) of the predictions ˆrYZ and the sample-estimatesrYZ: 1/N ·∑ |r̂ i− r i |, whereN is the to-
tal number of predictions of an algorithm. This metric may favor algorithms that often predict zero
correlations on data sets where the number of dependencies is low. This is the case ofSMRG and
SMRQ on the ACPJ data set (see Figure 17a).SMRG andSMRQ achieve an MAE ofonly 0.01 and
0.02 respectively because they always predict values close to zero, while failing to detect any high
correlation. The corresponding correlations between predictions and sample-estimates on the same
data set are low: 0.05 and 0.00 respectively.

Table 11 presents the performance of the algorithms as measured by the Mean Relative Absolute
Error (MRAE) of the predictions ˆrYZ and the sample-estimatesrYZ: 1/N ·∑ |r̂ i− r i |/|r i |, whereN is
the total number of predictions of an algorithm. This metric penalizes more algorithms that attempt
predictions of small correlations (such asSMR) because even a small absolute error may lead to a
high relative error. For example, SMR on the Ovarian data set has a high MRAE (on the order of
109 despite a correlation between predictions and sample-estimates of 0.62 .
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Data Set FTR0.05 MTR0.02 Random Quadruple
Covtype 1.00 0.99 0.74♠

Read - - -
Infant Mortality 0.60 0.44 0.10∗∗

Compactiv 0.87 0.93∗ 0.83
Gisette 0.80 0.59♠ 0.11♠

hiva 0.71 0.47♠ 0.22♠

Breast-Cancer 0.55 0.31♠ 0.16♠

Lymphoma 0.46 0.34♠ 0.18♠

Wine 1.00 0.70 0.73
Insurance-C 0.86 0.65♠ 0.42♠

Insurance-N 0.57 0.50 0.17∗∗

p53 0.90 0.82♠ 0.49♠

Ovarian 0.61 0.62♠ 0.50♠

C&C 0.78 0.73♠ 0.66♠

ACPJ - 0.26 0.02
Bibtex 1.00 0.55 0.08∗∗

Delicious 0.99 0.81♠ 0.19♠

Dexter - 0.50 0.02
Nova - 0.07 0.03

Ohsumed - 0.14 0.02
SACCR 0.78 0.55∗ 0.30∗∗

SACCR 0.66 0.69♠ 0.12♠

Table 9: SACCR
i (t) at t = 0.05 with “Bonferroni” correction for rules FTR, MTR and Random

Quadruple. Marks *, **, and♠ denote a statistically significant difference from FTR at
the levels of 0.05, 0.01, and machine-epsilon respectively.

Data Sets SMRG SMRQ FTR-S
ACPJ 0.01± 0.01 0.02± 0.01 -

Breast-Cancer 0.11± 0.08 0.13± 0.10 0.18± 0.13
C&C 0.05± 0.03 0.19± 0.18 0.18± 0.13

Compactiv 0.04± 0.06 0.19± 0.20 0.14± 0.12
Insurance-C 0.03± 0.08 0.09± 0.14 0.14± 0.12
Lymphoma 0.12± 0.09 0.14± 0.11 0.17± 0.14
Ohsumed 0.01± 0.02 0.02± 0.02 -
Ovarian 0.15± 0.10 0.16± 0.11 0.09± 0.07
Wine 0.09± 0.10 0.15± 0.17 0.22± 0.14
p53 0.03± 0.05 0.07± 0.10 0.14± 0.12

Over data sets 0.06± 0.06 0.12± 0.11 0.16± 0.12
Over predictions 0.07± 0.08 0.07± 0.09 0.11± 0.10

Table 10: Mean Absolute Error (MAE) between the calibrated predictions ˆrYZ and sample-
estimatedrYZ (average value± standard deviation). SMRG refers to the Statistical Match-
ing Rule applied on all pairs of variables in the same group, considering the remaining 48
variables in the group as common variables. SMRQ is the Statistical Matching Rule ap-
plied on quadruples of variables randomly chosen from the same group. Finally, FTR-S
consists in the Full Testing Rule modified for estimating the strength of the dependency,
see Algorithm 4.
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Data Sets SMRG SMRQ FTR-S
ACPJ 13.17± 87.17 27.22± 141.50 -

Breast-Cancer 5.74± 624.51 2.79± 90.41 1.39± 4.51
C&C 1.52± 39.16 3.53± 44.98 1.30± 16.80

Compactiv 0.39± 1.43 1.79± 9.39 0.46± 0.53
Insurance-C 2.79± 11.04 2.10± 5.15 2.44± 18.04
Lymphoma 4.51± 182.18 3.66± 181.90 5.77± 145.88
Ohsumed 4.62± 30.53 7.72± 8.95 -
Ovarian 7.32×109 ± 1.68×1013 0.58± 5.51 0.20± 0.44
Wine 1.31± 2.24 1.78± 5.65 0.38± 0.06
p53 34.95± 7982.92 19.86± 4544.32 4.76± 290.58

Over data sets 7.32×109 ± 1.68×1013 7.10± 503.78 2.09± 59.61
Over predictions 2.79×109 ± 3.28×1012 14.36± 1320.98 0.87± 87.92

Table 11: Mean Relative Absolute Error (MRAE) between the calibrated predictions ˆrYZ and
sample-estimatedrYZ (average value± standard deviation) SMRG refers to the Statis-
tical Matching Rule applied on all pairs of variables in the same group, considering the
remaining 48 variables in the group as common variables. SMRQ is the Statistical Match-
ing Rule applied on quadruples of variables randomly chosen from the samegroup. Fi-
nally, FTR-S consists in the Full Testing Rule modified for estimating the strength of
the dependency, see Algorithm 4. For the Ovarian data set the SMRG rule provides pre-
dictions for cases with nearby-zero sample estimatedrYZ, and these predictions generate
extremely high MRAE values. Once excluded such cases, the SMRG MRAE on the
Ovarian data set is 0.54± 12.16, while the MRAE averaged over all data sets and over
all predictions is 6.95± 897.33 and 10.45± 2498.28, respectively.
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A.3 Supplementary Figures
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Figure 21: AccuraciesAcci for each data set, as well as the average accuracyAcc (each data set
weighs the same) and the pooled accuracyAcc (each prediction weighs the same). (a)
All rules are applied without any correction of significance threshold andall accuracies
are computed att = 0.05 (b) AccuraciesAcci calculated with the “Bonferroni 10−1”
significance threshold correction. (c) AccuraciesAcci calculated with the “Bonferroni
10−2” significance threshold correction.
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Figure 22: Accuracy at threshold t for data sets ACPJ-Etiology, Bibtex,Breast Cancer and Com-
munities and Crime, Compactiv and Covtype for different rules
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Figure 23: Accuracy at threshold t for data sets Delicious, Dexter, Gisette, Hiva, Infant Mortality
and Insurance-C for different rules
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Figure 24: Accuracy at threshold t for data sets Insurance-N, Lymphoma, Nova, Ohsumed, Ovarian,
Read and for different rules
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Figure 25: Accuracy at threshold t for data sets Wine, p53
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Figure 26: Structural accuracy at threshold t for data sets Delicious, Dexter, Gisette and Hiva for
different rules
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Figure 27: Structural accuracy at threshold t for data sets Infant Mortality, Insurance-C, Insurance-
N, Lymphoma, Nova and Ohsumed for different rules
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Figure 28: Structural accuracy at threshold t for data sets Ovarian, Read, Wine and p53 for different
rules

1152



TOWARDS INTEGRATIVE CAUSAL ANALYSIS

References

B Abramson, J Brown, W Edwards, A Murphy, and RL Winkler. Hailfinder: A Bayesian system
for forecasting severe weather.International Journal of Forecasting, 12(1):57–71, 1996.
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Abstract
In machine translation, discriminative models have almostentirely supplanted the classical noisy-
channel model, but are standardly trained using a method that is reliable only in low-dimensional
spaces. Two strands of research have tried to adapt more scalable discriminative training methods
to machine translation: the first uses log-linear probability models and either maximum likelihood
or minimum risk, and the other uses linear models and large-margin methods. Here, we provide an
overview of the latter. We compare several learning algorithms and describe in detail some novel
extensions suited to properties of the translation task: nosingle correct output, a large space of
structured outputs, and slow inference. We present experimental results on a large-scale Arabic-
English translation task, demonstrating large gains in translation accuracy.

Keywords: machine translation, structured prediction, large-margin methods, online learning,
distributed computing

1. Introduction

Statistical machine translation (MT) aims to learn models that can predict, given some utterance
in a source language, the best translation into some target language. The earliest of these models
were generative (Brown et al., 1993; Och et al., 1999): drawing on theinsight of Warren Weaver
in 1947 that “translation could conceivably be treated as a problem in cryptography” (Locke and
Booth, 1955), they treated translation as the inverse of a process in whichtarget-language utterances
are generated by alanguage modeland then changed into source-language utterances via a noisy
channel, thetranslation model.

Och and Ney (2002) first proposed evolving this noisy-channel model into a discriminative
log-linear model, which incorporated the language model and translation model as features. This
allowed the language model and translation model be to scaled by different factors, and allowed
the addition of features beyond these two. Although discriminative models were initially trained by
maximum-likelihood estimation, the method that quickly became dominant was minimum-error-
rate training or MERT, which directly minimizes some loss function (Och, 2003).The loss function
of choice is most often BLEU (rather, 1−BLEU), which is the standard metric of translation quality
used in current MT research (Papineni et al., 2002). However, because this loss function is in general
non-convex and non-smooth, MERT tends to be reliable for only a few dozen features.

Two strands of research have tried to adapt more scalable discriminative training methods to
machine translation. The first uses log-linear probability models, as in the original work of Och

c©2012 David Chiang.
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and Ney (2002), either continuing with maximum likelihood (Tillmann and Zhang, 2006; Blunsom
et al., 2008) or replacing it with minimum risk, that is, expected loss (Smith and Eisner, 2006; Zens
et al., 2008; Li and Eisner, 2009; Arun et al., 2010). The other uses linear models and large-margin
methods (Liang et al., 2006; Watanabe et al., 2007; Arun and Koehn, 2007); we have followed
this approach (Chiang et al., 2008b) and used it successfully with many different kinds of features
(Chiang et al., 2009; Chiang, 2010; Chiang et al., 2011).

Here, we provide an overview of large-margin methods applied to machine translation, and
describe in detail our approach. We compare MERT and minimum-risk againstseveral online large-
margin methods: stochastic gradient descent, the Margin Infused RelaxedAlgorithm or MIRA
(Crammer and Singer, 2003), and Adaptive Regularization of Weights or AROW (Crammer et al.,
2009). Using some simple lexical features, the best of these methods, AROW, yields a sizable
improvement of 2.4 BLEU over MERT in a large-scale Arabic-English translation task.

We discuss three novel extensions of these algorithms that adapt them to particular properties
of the translation task.First, in translation, there is no single correct output, but only areference
translation, which is one of many correct outputs. We find that training the model to generate
the reference exactly can be too brittle; instead, we propose to update the model towardshope
translations which compromise between the reference translation and translations that are easier
for the model to generate (Section 4).Second, translation involves a large space of structured
outputs. We try to efficiently make use of this whole space, like most recent work in structured
prediction, but unlike much work in statistical MT, which relies onn-best lists of translations instead
(Section 5).Third, inference in translation tends to be very slow. Therefore, we investigatemethods
for parallelizing training, and demonstrate a novel method that is expensive, but highly effective
(Section 6).

2. Preliminaries

In this section, we outline some basic concepts and notation needed for the remainder of the paper.
Most of this material is well-known in the MT literature; only Section 2.4, which defines the loss
function, contains new material.

2.1 Setting

In this paper, models are defined overderivations d, which are objects that encapsulate an input
sentencef (d), an output sentencee(d), and possibly other information.1 For any input sentencef ,
letD( f ) be the set of all valid derivationsd such thatf (d) = f .

A model comprises a mapping from derivationsd to feature vectorsh(d), together with a vector
of feature weightsw, which are to be learned. The model score of a derivationd is w ·h(d). The
1-best or Viterbi derivation offi is d̂ = arg maxd∈D( fi) w ·h(d), and the 1-best or Viterbi translation

is ê= e(d̂).

We are given a training corpus of input sentencesf1, . . . , fN, and reference output translations
e1, . . . ,eN produced by a human translator. Eachei is not the only correct translation offi , but only
one of many. For this reason, often multiple reference translations are available for eachfi , but

1. The variablesf ande stand for French and English, respectively, in reference to the original work of Brown et al.
(1993).
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for notational simplicity, we generally assume a single reference, and describe how to extend to
multiple references when necessary.

Note that although the model is defined over derivations, only sentence pairs ( fi ,ei) are ob-
served. There may be more than one derivation ofei , or there may be no derivations. Nevertheless,
assume for the moment that we can choose areference derivation di that derivesei ; we discuss
various ways of choosingdi in Section 4.

2.2 Derivation Forests

The methods described in this paper should work with a wide variety of translation models, but,
for concreteness, we assume a model defined using a weighted synchronous context-free grammar
or related formalism (Chiang, 2007). We do not provide a full definition here, but only enough
to explain the algorithms in this paper. In models of this type, derivations can bethought of as
trees, and the set of derivationsD( f ) is called aforest. Although its cardinality can be worse than
exponential in| f |, it can be represented as a polynomial-sized hypergraphG= (V,E, r), whereV is
a set of nodes,r ∈V is the root node, andE ⊆V×V∗ is a set of hyperedges. We write a hyperedge
as(v→ v). A derivationd is represented by an edge-induced subgraph ofG such thatr ∈ d and, for
every nodev∈ d, there is exactly one hyperedge(v→ v).

We require thath (and thereforew ·h) decomposes additively onto hyperedges, that is,h can be
extended to hyperedges such that

h(d) = ∑
(v→v)∈d

h(v→ v).

This allows us to find the Viterbi derivation efficiently using dynamic programming.

2.3 BLEU

The standard metric for MT evaluation is currently BLEU (Papineni et al., 2002). Since we use this
metric not only for evaluation but during learning, it is necessary to describe it in detail.

For any stringe, let gk(e) be the multiset of allk-grams ofe. Let K be the maximum sizek-
grams we will consider;K = 4 is standard. For any multisetA, let #A(x) be the multiplicity ofx in
A, let |A|= ∑x#A(x), and define the multisetsA∩B, A∪B, andA∗ such that

#A∩B(x) = min(#A(x),#B(x)),

#A∪B(x) = max(#A(x),#B(x)),

#A∗(x) =

{

∞ if #A(x)> 0,

0 otherwise.

Let c be the candidate translation to be evaluated and letr be the reference translation. Then
define a vector ofcomponent scores

b(c, r) = [m1, . . .mK ,n1, . . .nK ,ρ]

where

mk = |gk(c)∩gk(r)| ,

nk = |gk(c)| ,

ρ = |r|.
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If there is a set of multiple referencesR, then

mk =

∣

∣

∣

∣

∣

gk(c)∩
⋃

r∈R

gk(r)

∣

∣

∣

∣

∣

, (1)

ρ = arg min
r∈R

∣

∣|r|− |c|
∣

∣ (2)

where ties are resolved by lettingρ be the length of the shorter reference.
The component scores are additive, that is, the component score vector for a set of sentences

c1, . . . ,cN with referencesr1, . . . , rN is ∑i b(ci , r i). Then the BLEU score is defined in terms of the
component scores:

BLEU(b) = exp

(

1
K

K

∑
k=1

mk

nk
+min

(

0,1−
ρ
n1

)

)

.

2.4 Loss Function

Our learning algorithms assume a loss functionℓi(e,ei) that indicates how bad it is to guesse instead
of the referenceei . Our loss function is based on BLEU, but because our learning algorithms are
online, we need to be able to evaluate the loss for a single sentence, whereas BLEU was designed to
be used on whole data sets. If we try to compute it on a single sentence, several problems arise. Ifnk

is zero, the BLEU score is undefined; if any of themk are zero, the whole BLEU score is zero. Even
barring such problems, a BLEU score for a single sentence may not accurately reflect the impact of
that sentence on the whole test set (Chiang et al., 2008a).

The standard solution to these problems is to add pseudocounts (Lin and Och, 2004):

BLEU(b+b) = exp

(

1
K

K

∑
k=1

mk+mk

nk+nk
+min

(

0,1−
ρ+ρ

n1+n1

)

)

whereb = [m1, . . . ,mK ,n1, . . . ,nK ,ρ] are pseudocounts that must be set appropriately.
Watanabe et al. (2007) score a sentence in the context of all previouslyseen 1-best translations,

which they call theoracle document. We follow this approach here, but in order to reduce de-
pendence on the distant past, we use an exponential decay. That is, after processing each training
example( fi ,ei), we update the oracle document using the 1-best translation ˆe:

b← 0.9· (b+b(ê,ei)).

Then we define a per-sentence metricB that measures the impact that adding a new input and output
sentence will have on the BLEU score of the oracle document:

B(b) = n1 ·
(

BLEU(b+b)−BLEU(b)
)

. (3)

The reason for the scaling factorn1, which is the size of the oracle document, is to try to correct for
the fact that if the oracle document is small, then adding a new sentence will have a large effect on
its BLEU score, and vice versa.

Finally, we can define the loss of a translatione relative toe′ as the difference between their
B scores, following Watanabe et al. (2007):

ℓi(e,e
′) = B(b(e,ei))−B(b(e′,ei))
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and, as shorthand,

ℓi(d,e
′)≡ ℓi(e(d),e

′),

ℓi(d,d
′)≡ ℓi(e(d),e(d

′)).

3. Learning Algorithms

In large-margin methods, we want to ensure that the difference, ormargin, between the correct label
and an incorrect label exceeds some minimum; inmargin scaling(Crammer and Singer, 2003), this
minimum is equal to the loss. That is, our learning problem is to minimize:

L(w) =
1
N ∑

i

Li(w) (4)

where

Li(w) = max
d∈D( fi)

vi(w,d,di),

vi(w,d,di) = ℓi(d,di)−w · (h(di)−h(d)).

Note that sincedi ∈ D( fi) andvi(w,di ,di) = 0, Li(w) is always nonnegative. We now review the
derivations of several existing algorithms for optimizing (4) for structuredmodels.

3.1 Stochastic Gradient Descent

An easy way to optimize the objective functionL(w) is stochastic (sub)gradient descent (SGD)
(Ratliff et al., 2006; Shalev-Shwartz et al., 2007). In SGD, we considerone componentLi(w) of the
objective function at a time and updatew by the subgradient:

w← w−η∇Li(w), (5)

∇Li(w) =−(h(di)−h(d+))

where

d+ = arg max
d∈D( fi)

vi(w,d,di).

If, as an approximation, we restrictD( fi) to just the 1-best derivation offi , then we get the structured
perceptron algorithm (Rosenblatt, 1958; Freund and Schapire, 1999;Collins, 2002). Otherwise, we
get Algorithm 1. Note that, as is common practice with the perceptron, the final weight vector is
the average of the weight vector at each iteration. (Line 6 as implemented here can be inefficient; in
practice, we use the trick of Daumé III (2006, p. 19) to average efficiently.)

The derivationd+ is the worst violator of our constraint that the margin be greater than or
equal to the loss, and appears frequently in large-margin learning algorithms. We calld+ the fear
derivation.2 An easy way to approximate the fear derivation would be to generate ann-best list and
select the derivation from it that maximizesvi . In Section 5 we discuss better ways to search for the
fear derivation.

2. The terminology offear derivations andhopederivations to be defined below are due to Kevin Knight.
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Algorithm 1 Stochastic gradient descent
Require: training examples( f1,e1), . . . ,( fN,eN)

1: w← 0
2: s← 0, t← 0
3: while not convergeddo
4: for i ∈ {1, . . . ,N} in random orderdo
5: UPDATEWEIGHTS(w, i)
6: s← s+w
7: t← t +1
8: w← s/t

9: procedure UPDATEWEIGHTS(w, i)
10: d+← arg maxd∈D( fi) vi(w,d,di)
11: w← w+η(h(di)−h(d+))

3.2 MIRA

Kivinen and Warmuth (1996) derive SGD from the following update:

w← arg min
w′

(

1
2η
‖w′−w‖2+Li(w′)

)

(6)

where the first term, theconservativityterm, prevents us from moving too far in a single iteration.
Taking partial derivatives and setting to zero, we get

w′−w+η∇Li(w′) = 0.

If we make the approximation∇Li(w′)≈ ∇Li(w), we get the gradient-descent update again:

w← w−η∇Li(w).

But the advantage of using (6) without approximation is that it will not overshoot the optimum if
the step sizeη happens to be too large. This is the Margin Infused Relaxed Algorithm (MIRA) of
Crammer and Singer (2003).

The MIRA update (6) replaces the procedure UPDATEWEIGHTS in Algorithm 1. It is more
commonly presented as a quadratic program (QP):

minimize
1

2η
‖w′−w‖2+ξi

subject to vi(w′,d,di)−ξi ≤ 0 ∀d ∈D( fi)

whereξi is a slack variable.3 (Note thatξi ≥ 0 sincedi ∈ D( fi) andvi(w′,di ,di) = 0.) The La-
grangian is:

L =
1

2η
‖w′−w‖2+ξi + ∑

d∈D( fi)

αd(vi(w′,d,di)−ξi). (7)

3. Watanabe et al. (2007) use a different slack variableξid for each hypothesisd, which leads to a different update than
the one derived below.
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Setting partial derivatives to zero gives:

w′ = w+η ∑
d∈D( fi)

αd(h(di)−h(d))

∑
d∈D( fi)

αd = 1.

Substituting back into (7), we get the following dual problem:

maximize −
η
2

∥

∥

∥

∥

∥

∑
d∈D( fi)

αd(h(di)−h(d))

∥

∥

∥

∥

∥

2

+ ∑
d∈D( fi)

αdvi(w,d,di)

subject to ∑
d∈D( fi)

αd = 1

αd ≥ 0 ∀d ∈D( fi).

In machine translation, and in structured prediction in general, the number ofhypotheses in
D( fi), and therefore the number of constraints in the QP, can be exponential orworse. Watanabe
et al. (2007) use the 1 best or 10 best hypotheses. In an earlier version of this work (Chiang et al.,
2008b), we used the top 10 fear derivations.4 Here, we use the cutting-plane algorithm of Tsochan-
taridis et al. (2004), which repeatedly recomputes the fear derivation and adds it to a working setSi

of derivations on which the QP is optimized (Algorithm 2). A new fear derivation is added to the
working set only if it is a worse violator by a certain margin (ε); otherwise, the algorithm terminates.

The procedure OPTIMIZESET solves the QP restricted toSi by sequential minimal optimization
(Platt, 1998), in which we repeatedly select a pair of derivationsd′,d′′ and optimize their dual
variablesαd′ ,αd′′ . The function SELECTPAIR uses the heuristics suggested by Taskar (2004, p. 80)
to select a pair of constraints: one must violate one of the KKT conditions (αd(vi(w′,d,di)−ξi) =
0), and the other must allow the objective to be improved. The procedure OPTIMIZEPAIR optimizes
a single pair of dual variables. This optimization is exact and can be derived as follows. Suppose
we have current suboptimal weightsw(α) = w+η∑αd(h(di)−h(d)), and we want to increaseαd′

by δ and decreaseαd′′ by δ. Then we get the following optimization in a single variable,δ:

maximize −
η
2

∥

∥

∥

∥

∥

∑
d

αd(h(di)−h(d))+δ(−h(d′)+h(d′′))

∥

∥

∥

∥

∥

2

+δ(vi(w,d′,di)−vi(w,d′′,di))

subject to −αd′ ≤ δ≤ αd′′ . (8)

Setting the partial derivative with respect toδ equal to zero, we get

δ =
η∑d αd(h(di)−h(d)) · (h(d′)−h(d′′))+vi(w,d′,di)−vi(w,d′′,di)

η‖h(d′)−h(d′′)‖2

=
(w(α)−w) · (h(d′)−h(d′′))+vi(w,d′,di)−vi(w,d′′,di)

η‖h(d′)−h(d′′)‖2

=
vi(w(α),d′,di)−vi(w(α),d′′,di)

η‖h(d′)−h(d′′)‖2
.

4. More accurately, we took the union of the 10 best derivations, the top 10 fear derivations, and the top 10 hope
derivations (to be defined below).
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Algorithm 2 MIRA weight update (Tsochantaridis et al., 2004; Platt, 1998; Taskar, 2004)
1: procedure UPDATEWEIGHTS(w, i)
2: ε = 0.01
3: Si ←{di}
4: again← true
5: while againdo
6: again← false
7: d+← arg max

d∈D( fi)
vi(w,d,di)

8: if vi(w,d+,di)> max
d∈Si

vi(w,d,di)+ ε then

9: Si ← Si ∪{d
+}

10: OPTIMIZESET(w, i)
11: again← true

12: procedure OPTIMIZESET(w, i)
13: αd← 0 for d ∈ Si

14: αdi ← 1
15: iterations← 0
16: while iterations< 1000do
17: iterations← iterations+1
18: d′,d′′← SELECTPAIR(w, i)
19: if d′,d′′ not definedthen
20: return
21: OPTIMIZEPAIR(w, i,d′,d′′)

22: function SELECTPAIR(w, i)
23: ε = 0.01
24: for d′ ∈ Si do
25: vmax← max

d′′,d′
vi(w,d′′,di)

26: if αd′ = 0 andvi(w,d′,di)> vmax+ ε then
27: if ∃d′′ , d′ such thatαd′′ > 0 then
28: return d′,d′′

29: if αd′ > 0 andvi(w,d′,di)< vmax− ε then
30: if ∃d′′ , d′ such thatvi(w,d′′,di)> vi(w,d′,di) then
31: return d′,d′′

32: return undefined

33: procedure OPTIMIZEPAIR(w, i,d′,d′′)

34: δ←
vi(w,d′,di)−vi(w,d′′,di)

η‖h(d′)−h(d′′)‖2
35: δ←max(−αd′ ,min(αd′′ ,δ))
36: αd′ ← αd′+δ; αd′′ ← αd′′−δ
37: w← w−ηδ(h(d′)−h(d′′))
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But in order to maintain constraint (8), we clipδ to the interval[−αd′ ,αd′′ ] (line 35).
At the end of training, following McDonald et al. (2005), we average all the weight vectors

obtained at each iteration, just as in the averaged perceptron.

3.3 AROW

The conservativity term in (6) assumes that it is equally risky to movew in any direction, but this
is not the case in general. For example, even a small change in the languagemodel weights could
result in a large change in translation length and fluency, whereas large changes in features like
those attached to number-translation rules have a relatively small effect.

Imagine that we choose a feature of our model,h j , and replace it with the featureh j · c while
replacing its weight withw j/c. This change has no effect on the scores assigned to derivations or the
translations generated, so intuitively one would hope that it also has no effect on learning. However,
it is easy to see that our online algorithms in fact apply updates that arec times bigger, and relative
to the new weight,c2 times bigger.

A number of approaches are suggested in the literature to address this problem, for example, the
second-order perceptron (Cesa-Bianchi et al., 2005), confidence-weighted learning (Dredze et al.,
2008), and Adaptive Regularization of Weights or AROW (Crammer et al., 2009). AROW replaces
the weight vectorw with a Gaussian distribution over weight vectors,N (w,Σ). The conservativity
term in (6) accordingly changes from a Euclidean distance to a Kullback-Leibler distance. In ad-
dition, a new term is introduced that causes the confidence in the weights to increase over time (in
AROW’s predecessor (Dredze et al., 2008), it was motivated as the variance ofLi).

w,Σ← arg min
w′,Σ′

(

KL
(

N (w′,Σ′)‖N (w,Σ)
)

+Li(w′)+
λ
2

xTΣ′x
)

.

In the original formulation of AROW for binary classification,x is the instance vector. Here, we
set it to∑d∈Si

αd (h(di)−h(d)), even though theαd aren’t known in advance; in practice, they are
known by the time they are needed.

With the KL distance between the two Gaussians written out explicitly, the quantity we want to
minimize is:

1
2

(

log
detΣ
detΣ′

+Tr
(

Σ−1Σ′
)

+(w′−w)TΣ−1(w′−w)−D

)

+Li(w′)+
λ
2

xTΣ′x

whereD is the number of features. We minimize with respect tow′ andΣ′ separately. If we drop
terms not depending onw′, we get:

w← arg min
w′

1
2
(w′−w)TΣ−1(w′−w)+Li(w′)

which is the same as MIRA (6) except thatΣ has taken the place ofη. This leads to Algorithm 3,
which modifies Algorithm 2 in two ways. First, line 34 is replaced with:

δ←
vi(w,d′,di)−vi(w,d′′,di)

(h(d′)−h(d′′))Σ(h(d′)−h(d′′))

and line 37 is replaced with:
w← w−Σδ(h(d′)−h(d′′)).

1167



CHIANG

Next, we turn toΣ. Setting partial derivatives with respect toΣ′ to zero, and using the fact that
Σ′ is symmetric, we get (Petersen and Pedersen, 2008):

1
2

(

−Σ′−1+Σ−1)+
λ
2

xTx = 0.

This leads to the AROW update, which follows the update forw (line 5 in Algorithm 1):

Σ−1← Σ−1+λxTx.

We initializeΣ to η0I and then update it at each iteration using this update; following Crammer et al.
(2009), we keep only the diagonal elements ofΣ.

Algorithm 3 AROW (Crammer et al., 2009)
Require: training examples( f1,e1), . . . ,( fN,eN)

1: w← 0
2: Σ← η0I
3: s← 0, t← 0
4: while not convergeddo
5: for i ∈ {1, . . . ,N} in random orderdo
6: UPDATEWEIGHTS(w, i) ⊲ Algorithm 2
7: s← s+w
8: t← t +1
9: x← ∑

d∈Si

αd (h(di)−h(d))

10: Σ−1← Σ−1+λdiag(x2
1, . . . ,x

2
n)

11: w← s/t

12: procedure OPTIMIZEPAIR(w, i,d′,d′′)

13: δ←
vi(w,d′,di)−vi(w,d′′,di)

(h(d′)−h(d′′))Σ(h(d′)−h(d′′))
14: δ←max(−αd′ ,min(αd′′ ,δ))
15: αd′ ← αd′+δ
16: αd′′ ← αd′′−δ
17: w← w−Σδ(h(d′)−h(d′′))

.

4. The Reference Derivation

We have been assuming thatdi is the derivation of the reference translationei . However, this is not
always possible or even desirable. In this section, we discuss some alternative choices fordi .

4.1 Bold/Max-BLEU Updating

It can happen that there does not exist any derivation ofei , for example, ifei contains a word never
seen before in training. In this case, Liang et al. (2006), in the scheme they call bold updating,
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simply skip the sentence. Another approach, calledmax-BLEU updating(Tillmann and Zhang,
2006; Arun and Koehn, 2007), is to try to find the derivation with the highest BLEU score. However,
Liang et al. find that even when it is possible to find adi that exactly generatesei , it is not necessarily
desirable to update the model towards it, because it may be abad derivationof agood translation.

For example, consider the following Arabic sentence (written left-to-right inBuckwalter roman-
ization) with English glosses:

sd
blocked

qTEp
piece

mn
of

AlkEk
biscuit

AlmmlH
salted

“
“

brytzl
pretzel

”
”

Hlqh
his-throat

.

.

A very literal translation might be,

A piece of a salted biscuit, a “pretzel,” blocked his throat.

But the reference translation is in fact:

A pretzel, a salted biscuit, became lodged in his throat.

While accurate, this translation swaps grammatical roles in a way that is still difficult for statistical
MT systems to model. If the system happens to have some bad rules that translate sd qTEp mn
asa pretzeland“ brytzl ” asbecame lodged in, then it can use these bad rules to obtain a perfect
translation, but using this derivation as the reference derivation would only reinforce the use of these
bad rules. A derivation of the more literal translation would probably servebetter as the reference
translation. What we need is agood derivationof agood translation.

4.2 Local Updating

The most common way to do this has been to generate then-best derivations according to the model
and to choose the one with the lowest loss (Och and Ney, 2002). Liang et al. (2006) call thislocal
updating. Watanabe et al. (2007) generate a 1000-best list and select either thederivation with
lowest loss or the 10 derivations with lowest loss. The idea is that restrictingto derivations with a
higher model score will filter out derivations that use bad, low-probabilityrules. Normally one uses
ann-best list as a proxy for the whole space of derivations, so that the larger n is, the better; in this
case, however, asn increases, local updating approaches max-BLEU updating, which is what we
are trying to avoid. It is not clear what the optimaln is, and whether it depends on factors such as
sentence length or pruning.

4.3 Hope Derivations

Here, we propose an approach that ties the choice ofdi more closely to the model. We suppose that
for each fi , the reference derivationdi is unknown, and it doesn’t necessarily derive the reference
translationei , but we add a term to the objective function that says that we wantdi to have low loss
relative toei .

w← arg min
w′

min
di∈D( fi)

(

1
2η
‖w′−w‖2+ max

d∈D( fi)
vi(w′,d,di)+(1−µ)ℓi(di ,ei)

)

.

The parameterµ< 0 controls how strongly we wantdi to have low loss.

1169



CHIANG

We first optimize with respect todi , holdingw′ constant. Then the optimization reduces to

di = arg max
d∈D( fi)

(µℓi(d,ei)+w ·h(d)) . (9)

Then, we optimize with respect tow′, holdingdi constant. Since this is identical to (6), we can use
any of the algorithms presented in Section 3.

We calldi chosen according to (9) thehopederivation. Unlike the fear derivation, it is parame-
terized byµ. If we letµ=−1, the definition of the hope derivation becomes conveniently symmetric
with the fear derivation:

di = arg max
d∈D( fi)

(−ℓi(d,ei)+w ·h(d)).

Both the hope and fear derivations try to maximize the model score, but the fear derivation maxi-
mizes the loss whereas the hope derivation minimizes the loss.

5. Searching for Hope and Fear

As mentioned above, one simple way of approximating either the hope or fear derivation is to
generate ann-best list and choose from it the derivation that maximizes (9) orvi , respectively. But
Figure 1 shows that this approximation can be quite poor in practice, because then-best list covers
such a small portion of the entire search space. Increasingn would help (and, unlike with local
updating, the largern is, the better), but could become inefficient.

Instead, we use a dynamic program, analogous to the Viterbi algorithm, to directly search for
the hope/fear derivations in the forest. (For efficiency, we reuse the forest that is previously used to
search for the Viterbi derivation—an approximation, because this forest is pruned using the model
score.) If our loss function were decomposable onto hyperedges, this would be a simple matter
of setting the hyperedge weights tow · h(v→ v)± ℓi(v→ v) and running the Viterbi algorithm.
However, our loss function is not hyperedge-decomposable, so we must resort to approximations.

5.1 Towards Hyperedge-level BLEU

We begin by attempting to decompose the component scoresb onto hyperedges. First, we need to
be able to calculategk(v→ v), the set ofk-grams introduced by the hyperedge(v→ v). This turns
out to be fairly easy, because nearly all decoder implementations have a mechanism for scoring a
k-gram language model, which is a feature of the form

hLMk(d) = ∑
w1···wk∈gk(e(d))

logP(wk | w1 · · ·wk−1).

SincehLMk is decomposable onto hyperedges by assumption, it is safe to assume thatgk is also
decomposable onto hyperedges, and so isnk, which is the cardinality ofgk.

But mk is not as easy to decompose, because of “clipping” ofk-gram matches. Suppose our
reference sentence is

Australia is one of the few countries that have diplomatic relations with North Korea

and we have two partial translations

the few
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Figure 1: Using loss-augmented inference to search for fear translations in the whole forest is better
than searching in then-best list. Each point represents a derivation. The red square in the
upper-right is the fear derivation obtained by loss-augmented inference, whereas the red
square inside the box labeled “100-best” is the fear derivation selected from the 100-best
list. (The gray circles outside the box are 100 random samples from the forest.)
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the countries

then for both,m1 = 2. But if we combine them into

the few the countries

thenm1 is not 2+2= 4, but 3, becausetheonly occurs once in the reference sentence. In order to
decomposemk exactly, we would have to structure the forest hypergraph so that subderivations with
differentgk are rooted at different nodes, resulting in an exponential blowup. Therefore, following
Dreyer et al. (2007), we useunclippedcounts ofn-gram matches, which are not limited to the
number of occurrences in the reference(s), in place of (1):

mk = |gk(c)∩gk(r)
∗| .

These counts are easily decomposable onto hyperedges.
Finally, in order to decomposeρ, if there are multiple references, we can’t use the standard

definition ofρ in (2); instead we use the average reference length. Then we can apportion ρ among
hyperedges according to how much of the input sentence they consume:

ρ(v→ v) =
ρ
| fi |

(

| f (v)|− ∑
v′∈v

∣

∣ f (v′)
∣

∣

)

(10)

where f (v) is the part of the input sentence covered by the subderivation rooted atv.

5.2 Forest Reranking

Appendix A.3, following Tromble et al. (2008), describes a way to fully decompose BLEU onto hy-
peredges. Here, however, we follow Dreyer et al. (2007), who usea special case of forest reranking
(Huang, 2008). To search for the hope or fear derivation, we use the following dynamic program:

vderiv(v) = arg max
d∈{vderiv(v→v)}

φ(d)

vderiv(v→ v) = {v→ v}∪
⋃

v′∈v

vderiv(v′)

whereφ is one of the following:

φ(d) = w ·h(d)+B(b(d,ei)) (hope),

φ(d) = w ·h(d)−B(b(d,ei)) (fear).

Note that maximizingw ·h(d)+B(b(d,ei)) is equivalent to maximizingw ·h(d)− ℓi(d,ei), since
they differ by only a constant; likewise, maximizingw ·h(d)−B(b(d,ei)) is equivalent to maximiz-
ing w ·h(d)+ ℓi(d,ei).

This algorithm is not guaranteed to find the optimum, however. We illustrate with a counterex-
ample, using BLEU-2 (i.e.,K = 2) instead of BLEU-4 for simplicity. Suppose our reference sentence
is as above, and we have two partial candidate sentences

1. one of the few nations which maintain ties with the DPRK has been
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2. North Korea with relations diplomatic have that countries few the of one is

Translation #1 has 4 unigram matches and 3 bigram matches, for a BLEU-2 score of
√

12/156;
translation #2 has 13 unigram matches and 1 bigram match, for a BLEU-2 score of

√

13/156. If
we extend both translations, however, with the wordAustralia, giving them each an extra unigram
match, then translation #1 gets a BLEU-2 score of

√

15/156, and translation #2,
√

14/156. Though
it does not always find the optimum, it works well enough in practice. After we find a hope or fear
derivation, we recalculate its exact BLEU score, without any of the approximations described in this
section.

6. Parallelization

Because inference is so slow for the translation task, and especially for the CKY-based decoder
we are using, parallelization is critical. Batch learning algorithms like MERT are embarrassingly
parallel, but parallelization of online learning is an active research area.Two general strategies have
been proposed for SGD. The simpler strategy is to runp learners in parallel and then average their
final weight vectors afterward (Mann et al., 2009; McDonald et al., 2010; Zinkevich et al., 2010).
The more communication-intensive option, known asasynchronousSGD, is to maintain a single
weight vector and forp parallel learners to update it simultaneously (Langford et al., 2009; Gimpel
et al., 2010). It is not actually necessary for a learner to wait for the others to finish computing their
updates; it can simply update the weight vector and move to the next example.

6.1 Iterative Parameter Mixing

A compromise between the two isiterative parameter mixing(McDonald et al., 2010), in which
a master node periodically averages the weight vectors of the learners. At the beginning of each
epoch, a master node broadcasts the same initial weight vector top learners, which run in parallel
over the training data and send their weight vectors back to the master node.The master averages
the p weight vectors together to obtain the initial weight vector for the next epoch. At the end of
training, the weight vectors from each iteration of each learner are all averaged together to yield the
final weight vector.

6.2 Asynchronous MIRA/AROW

In asynchronous SGD, when multiple learners make simultaneous updates to the master weight vec-
tor, the updates are simply summed. Our experience is that this works, but requires carefully throt-
tling back the learning rateη. Here, we focus on asynchronous parallelization of MIRA/AROW.
The basic idea is to build forests for several examples in parallel, and optimizethe QP over all of
them together. However, this would require keeping the forests of all the examples in a shared mem-
ory, which would probably be too expensive. Instead, the solution we have adopted (Algorithm 4) is
for the learners to broadcast just the working setsSi to one another, rather than whole forests. Thus,
when each learner works on a training example( fi ,ei), it optimizes the QP on it along with all of the
working sets it received from other nodes. It can grow the working set Si , but not the working sets
it received from other nodes. For AROW, each node maintains its ownΣ in addition to its ownw.
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Algorithm 4 Asynchronous MIRA
1: wk← 0 for each nodek
2: sk← 0, tk← 0 for each nodek
3: while not convergeddo
4: T← training data
5: for each nodek in paralleldo
6: while T , /0 do
7: pick a random( fi ,ei) from T and remove it
8: receive working sets{Si′ | i′ ∈ I} from other nodes
9: UPDATEWEIGHTS(wk, i, I)

10: broadcastSi to other nodes
11: sk← sk+wk

12: tk← tk+1

13: w←
∑k sk

∑k tk

14: procedure UPDATEWEIGHTS(w, i, I )
15: ε = 0.01
16: Si ←{di}
17: again← true
18: while againdo
19: again← false
20: d+← arg max

d∈D( fi)
vi(w,d,di)

21: if vi(w,d+,di)> max
d∈Si

vi(w,d,di)+ ε then

22: Si ← Si ∪{d
+}

23: again← true

24: if againthen
25: OPTIMIZESETS(w,{i}∪ I)

26: procedure OPTIMIZESETS(w, I )
27: for i ∈ I do
28: αd← 0 for d ∈ Si

29: αdi ← 1

30: again← true
31: iterations← 0
32: while againanditerations< 1000do
33: again← false
34: iterations← iterations+1
35: for i ∈ I do
36: d′,d′′← SELECTPAIR(w, i) ⊲ Algorithm 2
37: if d′,d′′ definedthen
38: OPTIMIZEPAIR(w, i,d′,d′′)
39: again← true
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7. Experiments

We experimented with the methods described above on the hierarchical phrase-based translation
system Hiero (Chiang, 2005, 2007), using two feature sets. Thesmallmodel comprises 13 features:
7 inherited from Pharaoh (Koehn et al., 2003), a second language model, and penalties for the glue
rule, identity rules, unknown-word rules, and two kinds of number/name rules. Thelarge model
additionally includes the following lexical features:

• lex(e) fires when an output worde is generated

• lex( f ,e) fires when an output worde is generated aligned to a input wordf

• lex(NULL ,e) fires when an output worde is generated unaligned

In all these features,f andeare limited to words occurring 10,000 times or more in the parallel data;
less-frequent words are replaced with the special symbolUNK. Typically, this results in 10,000–
20,000 features.

Our training data were all drawn from the constrained track of the NIST 2009 Open Machine
Translation Evaluation. We extracted an Arabic-English grammar from all theallowed parallel data
(152+175M words), and we trained two 5-gram language models, one onthe combined English
sides of the Arabic-English and Chinese-English tracks (385M words),and another on 2 billion
words of English.

We ran discriminative training on 3011 lines (67k Arabic words) of newswire and web data
drawn from the NIST 2004 and 2006 evaluations and newsgroup data from the GALE program
(LDC2006E92). After each epoch (pass through the discriminative-training data), we used the
averaged weights to decode our development data, which was from the NIST 2008 evaluation (1357
lines, 36k Arabic words). After 10 epochs, we chose the weights that yielded the highest BLEU on
the development data and decoded the test data, which was from the NIST 2009 evaluation (1313
lines, 34k Arabic words).

Except where noted, the following default settings were used:

• Learning rateη = 0.01

• Hope derivations withµ=−1

• Forest reranking for hope/fear derivations

• Iterative parameter mixing on 20 processors

A few probability features have to be initialized carefully: the two language models and the
two phrase translation probability models. If these features are given negative weights, extremely
long and disfluent translations result, and we find that the learner has difficulty recovering. So we
initialize their weights to 1 instead of 0, and in AROW, we initialize their learning ratesto 0.01
instead ofη0.

The learning curves in the figures referenced below show the BLEU score obtained on the devel-
opment data (disjoint from the discriminative-training data) over time. Figure 2abc shows learning
curves for SGD, MIRA, and minimum risk (see Appendix A) for several values of the learning rate
η, using the small model. Generally, all the methods converged to the same performance level, and
SGD and minimum risk were surprisingly not very sensitive to the learning rateη. MIRA, on the
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(c) minimum risk
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Figure 2: Learning curves of various algorithms on the development data,using the small model.
Graphs (a), (b), and (c) show the effect of the learning rateη on SGD, MIRA, and min-
imum risk. SGD and min-risk seem relatively insensitive toη, while MIRA converges
faster with higherη. Graph (d) compares the three online methods against MERT. The
online algorithms converge more quickly and smoothly than MERT does, with MIRA
slightly better than the others. The first two epochs of MERT, not shown here, had scores
of 10.6 and 31.6.
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Figure 3: Variations on selecting hope/fear derivations, using the small model. (a) Linear BLEU

performs as well as or slightly better than forest reranking. SGD,η = 0.01. (b) More neg-
ative values of the loss weightµ for hope derivations lead to higher initial performance,
whereas less negative loss weights lead to higher final performance. MIRA, η = 0.01.

other hand, converged faster with higher learning rates up toη = 0.05. Since our past experience
suggests that on tasks with lower BLEU scores (namely, Chinese-English web and speech), lower
learning rates are better, our defaultη = 0.01 seems like a generally safe value.

Figure 2d compares all three algorithms with MERT (20 random restarts). The online algo-
rithms converge more quickly and smoothly than MERT does, with MIRA converging faster than
the others. However, on the test set (Table 1), MERT outperformed the other algorithms. Using
bootstrap resampling with 1000 samples (Koehn, 2004; Zhang et al., 2004), only the difference
with minimum risk was significant (p< 0.05).

One possible confounding factor in our comparison with minimum risk is that it must use linear
BLEU to compute the gradient. To control for this, we ran SGD (on the hinge loss) using both forest
reranking and linear BLEU to search for hope/fear derivations (Figure 3a). We found that their
performance is quite close, strengthening our finding that the hinge loss performs slightly better
than minimum risk.

Figure 3b compares several values of the parameterµ that controls how heavily to weight the
loss function when computing hope derivations. Higher loss weights lead to higher initial perfor-
mance, whereas lower loss weights lead to higher final performance (the exception beingµ=−0.2,
which perhaps would have improved with more time). A weight ofµ= −1 appears to be a good
tradeoff, and is symmetrical with the weight of 1 used when computing fear derivations. It would be
interesting, however, to investigate decaying the loss weight over time, as proposed by McAllester
et al. (2010).
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Figure 4: On the small model, asynchronous MIRA does not perform wellcompared to iterative
parameter mixing. But on the large model, asynchronous MIRA strongly outperforms
iterative parameter mixing. Increasing the number of processors to 50 provides little
benefit to iterative parameter mixing in either case, whereas asynchronous MIRA gets a
near-linear speedup.
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Figure 5: Taking a closer look at asynchronous sharing of working sets, we see that, at each epoch,
greater parallelization generally gives better performance.
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Figure 6: (a) Withλ = 0.01, AROW seems relatively insensitive to the choice ofη0 in the range of
0.1 to 1, but performs much worse outside that range. (b) Withη0 = 1, AROW converges
faster for larger values ofλ up to 0.01; at 0.1, however, the algorithm appears to be unable
to make progress.

We then compared the two methods of parallelization (Figure 4). These experiments were run on
a cluster of nodes communicating by MPI (Message Passing Interface) over Myrinet, a high-speed
local area networking system. In these graphs, thex-axis continues to be the number of epochs;
wallclock time is roughly proportional to the number of epochs divided byp, but mixed hardware
unfortunately prevented us from performing direct comparisons of wallclock time.

One might expect that, at each epoch, the curves with greaterp underperform the curves with
lower p only slightly. With iterative parameter mixing, for both the small and large models, we
see that increasingp from 20 to 50 degrades performance considerably. It would appear that there
is very little speedup due to parallelization, probably because the training datais so small (3011
sentences).

Asynchronous MIRA using the small model starts off well but afterwardsdoes not do as well
as iterative parameter mixing. On the large model, however, asynchronousMIRA performs dramat-
ically better. Taking a closer look at its performance for varyingp (Figure 5), we see that, at each
epoch, the curves with greaterp actually tend to outperform the curves with lowerp.

Next, we tested the AROW algorithm. We heldλ fixed to 0.01 and compared different values of
the initial learning rateη0 (Figure 6a), finding that the algorithm performed well forη0 = 0.1 and
1 and was fairly insensitive to the choice ofη0 in that range; larger and smaller values, however,
performed worse. We then heldη0 = 1 and compared different values ofλ (Figure 6b), finding that
higher values converged faster, butλ = 0.1 did much worse.

The scores on the test set (Table 1) using the large model generally confirm what was already
observed on the development set. In total, the improvement over MERT on thetest set is 2.4 BLEU.
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BLEU

model obj alg approx par epoch dev test
small 1−BLEU MERT – – 6 42.1 45.2
small hinge SGDη = 0.02 rerank IPM 6 42.2 44.9
small risk SGDη = 0.05 linear IPM 8 41.9 44.8
small hinge MIRA η = 0.05 rerank IPM 4 42.2 44.9
large hinge SGDη = 0.01 rerank IPM 5 42.4 45.2
large hinge MIRA η = 0.01 rerank IPM 7 43.1 45.9
large hinge MIRA η = 0.01 rerank async 9 44.5 47.3
large hinge AROWη0 = 1 λ = 0.01 rerank async 4 44.7 47.6

Table 1: Final results. Key to columns:model = features used,obj = objective function,alg opti-
mization algorithm,approx = approximation for calculating the loss function on forests,
par = parallelization method,epoch = which epoch was selected on the development data,
dev and test = (case-insensitive IBM) BLEU score on development and test data (NIST
2008 and 2009, respectively).

8. Conclusion

We have surveyed several methods for online discriminative training and the issues that arise in
adapting these methods to the task of statistical machine translation. Using SGD, we found that the
large-margin objective performs slightly better than minimum risk. Then, using the large-margin
objective, we found that MIRA does better than SGD, and AROW, better still.We extended all of
these methods in novel ways to cope with the large structured search spaceof the translation task,
that is, to use as much of the translation forest as possible.

An apparent disadvantage of the large-margin objective is its requirementof a single correct
derivation, which does not exist. We showed that thehopederivation serves this purpose well. We
demonstrated that the highest-BLEU derivation is not in general the right choice, by showing that
performance drops for very negative values ofµ. We also raised the possibility, as yet unexplored,
of decayingµ over time, as has been suggested by McAllester et al. (2010).

The non-decomposability of BLEU as a loss function is a nuisance that must be dealt with
carefully. However, the choice of approximation (forest reranking versus linear BLEU) for loss-
augmented inference or expectations turned out not to be very important. Past experience shows
that linear BLEU sometimes outperforms and sometimes underperforms forest reranking, but since
it is faster and easier to implement, it may be the better choice.

The choice of parallelization method turned out to be critical. We found that asynchronous
sharing of working sets in MIRA/AROW not only gave speedups that werenearly linear in the
number of processors, but also gave dramatically higher final BLEU scores than iterative parameter
mixing. It is not clear yet whether this is because iterative parameter mixing was not able to converge
in only 10 epochs or because aggregating working sets confers an additional advantage.

Although switching from MERT to online learning initially hurt performance, by adding some
very simple features to the model, we ended up with a gain of 2.4 BLEU over MERT. When these
online methods are implemented with due attention to translation forests, the nature of the transla-
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tion problem, the idiosyncrasies of BLEU, and parallelization, they are a highly effective vehicle for
exploring new extensions to discriminative models for translation.
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Appendix A. Minimum Risk Training

In this appendix, we describe minimum risk (expected loss) training (Smith and Eisner, 2006; Zens
et al., 2008; Li and Eisner, 2009; Arun et al., 2010) and some notes on itsimplementation.

A.1 Objective Function

Define a probabilistic version of the model,

PT(d | fi) ∝ exp
1
T

w ·h(d)

whereT is a temperature parameter, and for any random variableX over derivations, define

ET [X | fi ] = ∑
d∈D( fi)

PT(d | fi)X(d).

In minimum-risk training, we want to minimize∑i ET [ℓi(d,di) | fi ] for T = 1. In annealed minimum-
risk training (Smith and Eisner, 2006), we letT → 0, in which case the expected loss approaches
the loss.

This objective function is differentiable everywhere (unlike in MERT), though not convex (as
maximum likelihood is). The gradient for a single example is:

∇ET [ℓi(d,di) | fi ] =
1
T
(ET [ℓih | fi ]−ET [ℓi | fi ]ET [h | fi ])

or, in terms ofB:

∇ET [ℓi(d,di) | fi ] =−∇ET [B(b(d,ei)) | fi ]

=−
1
T
(ET [Bh | fi ]−ET [B | fi ]ET [h | fi ]) . (11)

A major advantage that minimum-risk has over the large-margin methods explored inthis paper
is that it does not require a reference derivation, or a hope derivation as a proxy for the reference
derivation. The main challenge with minimum-risk training is that we must calculate expectations
of B andBh. We discuss how this is done below.
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A.2 Relationship to Hope/fear Derivations

There is an interesting connection between the risk and the generalized hinge loss (4). McAllester
et al. (2010) show that for applications where the input space is continuous (as in speech processing),
a perceptron-like update using the hope and 1-best derivations, or the1-best and fear derivations,
approaches the gradient of the loss. We provide here an analogous argument for the discrete input
case.

Consider a single training example( fi ,ei), so that we can simply writeℓ for ℓi andET [X] for
ET [X | fi ]. Define a loss-augmented model:

Pµ(d | fi) ∝ exp
1
µ
(w ·h(d)+µℓ(d,di))

and define

Eµ[X] = ∑
d∈D( fi)

Pµ(d | fi)X(d).

As before, the gradient with respect tow is:

∇wEµ[ℓ] =
1
T
(Eµ[ℓh]−Eµ[ℓ]Eµ[h])

and, by the same reasoning, the partial derivative ofE[h] with respect toµ comes out to be the same:

∂
∂µ

Eµ[h] =
1
T
(Eµ[hℓ]−Eµ[h]Eµ[ℓ]) .

Therefore we have

∇wE[ℓ] =
∂Eµ[h]

∂µ

∣

∣

∣

∣

µ=0

= lim
µ→0

1
2µ

(Eµ[h]−E−µ[h])

which suggests the following update rule:

w← w−
η′

2µ
(Eµ[h]−E−µ[h])

with µ decaying over time. But if we letµ= 1 (that is, to approximate the tangent with a secant),
andη′ = 2η, we get:

w← w−η(E+1[h]−E−1[h]) .

Having made this approximation, there is no harm in lettingT = 0, so that the expectations ofh
become the value ofh at the mode of the underlying distribution:

w← w−η(h(d+1)−h(d−1)) ,

d+1 = arg max
d

(w ·h(d)+ ℓ(d,di)) ,

d−1 = arg max
d

(w ·h(d)− ℓ(d,di)) .

But this is exactly the SGD update on the generalized hinge loss (5), withd+ = d+1 being the fear
derivation anddi = d−1 being the hope derivation.
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A.3 Linear BLEU

In order to calculate the expected loss from a forest of derivations, wemust make the loss fully
decomposable onto hyperedges. Tromble et al. (2008) define a linear approximation to BLEU which
they use for minimum Bayes risk decoding. We present here a version thatincludes the brevity
penalty.

Suppose we have some fixed document with component scoresb and add a sentence to it that has
component scoresb. How does adding the new sentence affect the BLEU score? Form a first-order
Taylor approximation aroundb:

BLEU(b+b)≈ BLEU(b)+b ·∇BLEU(b)

= BLEU(b)

(

1+
K

∑
k=1

(

mk

Kmk
−

nk

Knk

)

+H (ρ−n1)

(

ρn1

n2
1

−
ρ
n1

)

)

where

H(x) =

{

1 if x≥ 0

0 if x< 0.

Note that although the brevity penalty is not differentiable atn1 = ρ, we have filled in an arbitrary
value (which is easier than smoothing the brevity penalty and works well in practice).

Since this approximation is linear in themk andnk, it is decomposable onto hyperedges. The
term involvingρ is the same for all derivations, so we don’t need to decompose it and can also
skip (10).

The approximation is highly dependent onb; Tromble et al. use a fixedb but we use the oracle
document defined in Section 2.4. ThenB, defined as in (3) but using the linear approximation to
BLEU, is decomposable down to hyperedges, making it possible to computeE[B] as well asE[bh]
over the entire forest.

A.4 Calculating the Risk and its Gradient

To calculate the expected loss, we can use the expectation semiring of Eisner(2002); we give a
slightly modified definition that renormalizes intermediate values in such a way thatthey can be
stored directly instead of as signed logarithms:

expectB(v) = ∑
(v→v)∈E

insidew·h(v→ v)
insidew·h(v)

expectB(v→ v), (12)

expectB(v→ v) = B(v→ v)+ ∑
v′∈v

expectB(v
′), (13)

insidew·h(v) = ∑
(v→v)∈E

insidew·h(v→ v),

insidew·h(v→ v) = expw ·h(v→ v)×∏
v′∈v

insidew·h(v
′).

1183



CHIANG

To calculate the expected productET [Bh | fi ] in the gradient (11), we use the second-order
expectation semiring (Li and Eisner, 2009), similarly modified:

expectBh(v) = ∑
(v→v)∈E

insidew·h(v→ v)
insidew·h(v)

expectBh(v→ v),

expectBh(v→ v) = expectB(v→ v)expecth(v→ v)

+ ∑
v′∈v

(

expectBh(v
′)−expectB(v

′)expecth(v
′)
)

whereexpecth is calculated analogously toexpectB (12–13).
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Abstract
We consider the following sparse signal recovery (or feature selection) problem: given a design
matrix X ∈ R

n×m (m≫ n) and a noisy observation vectory ∈ R
n satisfyingy = Xβ∗ + ε where

ε is the noise vector following a Gaussian distributionN(0,σ2I), how to recover the signal (or
parameter vector)β∗ when the signal is sparse?

The Dantzig selector has been proposed for sparse signal recovery with strong theoretical guar-
antees. In this paper, we propose a multi-stage Dantzig selector method, which iteratively refines
the target signalβ∗. We show that ifX obeys a certain condition, then with a large probability
the difference between the solutionβ̂ estimated by the proposed method and the true solutionβ∗

measured in terms of theℓp norm (p≥ 1) is bounded as

‖β̂−β∗‖p ≤
(

C(s−N)1/p
√

logm+∆
)

σ,

whereC is a constant,s is the number of nonzero entries inβ∗, the risk of the oracle estimator∆ is
independent ofmand is much smaller than the first term, andN is the number of entries ofβ∗ larger
than a certain value in the order ofO(σ

√
logm). The proposed method improves the estimation

bound of the standard Dantzig selector approximately fromCs1/p√logmσ to C(s−N)1/p√logmσ
where the valueN depends on the number of large entries inβ∗. When N = s, the proposed
algorithm achieves the oracle solution with a high probability, where the oracle solution is the
projection of the observation vectory onto true features. In addition, with a large probability, the
proposed method can select the same number of correct features under a milder condition than the
Dantzig selector. Finally, we extend this multi-stage procedure to the LASSO case.
Keywords: multi-stage, Dantzig selector, LASSO, sparse signal recovery

1. Introduction

The sparse signal recovery problem has been studied in many areas including machine learning
(Zhang, 2009b; Zhao and Yu, 2006), signal processing (Donoho et al., 2006; Romberg, 2008; Wain-
wright, 2009), and mathematics/statistics (Bunea et al., 2007; Candès and Plan, 2009; Candès and
Tao, 2007; Koltchinskii and Yuan, 2008; Lounici, 2008; Meinshausenet al., 2006; Ravikumar et al.,
2008; Zhang, 2009a). In the sparse signal recovery problem, one ismainly interested in the signal
recovery accuracy, that is, the distance between the estimationβ̂ and the original signal or the true
solutionβ∗. If the design matrixX is considered as a feature matrix, that is, each column is a feature
vector, and the observationy as a target object vector, then the sparse signal recovery problem is

c©2012 Ji Liu, Peter Wonka and Jieping Ye.
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equivalent to feature selection (or model selection). In feature selection, one concerns the feature
selection accuracy. Typically, a group of features corresponding to the coefficient values in̂β
larger than a threshold form the supporting feature set. The differencebetween this set and the true
supporting set (i.e., the set of features corresponding to nonzero coefficients in the original signal)
measures the feature selection accuracy.

Two well-known algorithms for learning sparse signals include LASSO (Tibshirani, 1996) and
Dantzig selector (Candès and Tao, 2007):

LASSO min
β

:
1
2
‖Xβ−y‖2

2+λ′||β||1,

Dantzig Selector min
β

: ||β||1

s.t. : ‖XT(Xβ−y)‖∞ ≤ λ.

Strong theoretical results concerning LASSO and Dantzig selector have been established in the
literature (Cai et al., 2009; Candès and Plan, 2009; Candès and Tao, 2007; Wainwright, 2009; Zhang,
2009a; Zhao and Yu, 2006).

1.1 Contributions

In this paper, we propose a multi-stage procedure based on the Dantzig selector, which estimates
the supporting feature setF0 and the signal̂β iteratively. The intuition behind the proposed multi-
stage method is that feature selection and signal recovery are tightly correlated and they can benefit
from each other: a more accurate estimation of the supporting features canlead to a better signal
recovery and a more accurate signal recovery can help identify a betterset of supporting features.
In the proposed method, the supporting setF0 starts from an empty set and its size increases by one
after each iteration. At each iteration, we employ the basic framework of Dantzig selector and the
information about the current supporting feature setF0 to estimate the new signalβ̂. In addition, we
select the supporting feature candidates inF0 among all features in the data at each iteration, thus
allowing to remove incorrect features from the previous supporting feature set.

The main contributions of this paper lie in the theoretical analysis of the proposed method.
Specifically, we show: 1) the proposed method can improve the estimation bound of the standard
Dantzig selector approximately fromCs1/p√logmσ to C(s−N)1/p√logmσ where the valueN de-
pends on the number of large entries inβ∗; 2) whenN = s, the proposed algorithm can achieve the
oracle solution̄β with a high probability, where the oracle solution is the projection of the observa-
tion vectory onto true features (see Equation (1) for the explicit description ofβ̄); 3) with a high
probability, the proposed method can select the same number of correct features under a milder
condition than the standard Dantzig selector method; 4) this multi-stage procedure can be easily
extended to the LASSO case. The numerical experiments validate these theoretical results.

1.2 Related Work

Sparse signal recovery without observation noise was studied by Candès and Tao (2005), which
showed under the restricted isometry property (RIP) sparse signals canbe perfectly recovered by
solving anℓ1 norm minimization problem. LASSO and Dantzig selector can be considered as its
noisy versions. Zhao and Yu (2006) proved the feature selection consistency of LASSO under
the irrepresentable condition. It was also shown by Candès and Plan (2009) that if the true signal
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is strong enough together with some additional assumptions on its supporting set and signs, the
mutual incoherence property (MIP) (or incoherence condition) can guarantee the feature selection
consistency and the sign consistency with a high probability. A comprehensive analysis for LASSO,
including the recovery accuracy in an arbitraryℓp norm (p≥ 1) and the feature selection consistency,
was presented in Zhang (2009a). Candès and Tao (2007) proposed the Dantzig selector (which is a
linear programming problem) for sparse signal recovery and presenteda bound of recovery accuracy
with the same order as LASSO under the uniform uncertainty principle (UUP). An approximate
equivalence between the LASSO estimator and the Dantzig selector was given by Bickel et al.
(2009). Lounici (2008) studied theℓ∞ convergence rate for LASSO and Dantzig estimators in
a high-dimensional linear regression model under MIP. James et al. (2009) provided conditions on
the design matrixX under which the LASSO and Dantzig selector coefficient estimates are identical
for certain tuning parameters. Please refer to recent papers (Zhang,2009a; Fan and Lv, 2010) for a
more comprehensive overview of LASSO and Dantzig selector.

Since convex regularization methods like LASSO and Dantzig selector give biased estimation
due to convex regularization, many heuristic methods have been proposedto correct the bias of
convex relaxation recently, including orthogonal matching pursuit (OMP)(Tropp, 2004; Donoho
et al., 2006; Zhang, 2009b, 2011a; Cai and Wang, 2011), two stage LASSO (Zhang, 2009a), multi-
ple thresholding LASSO (Zhou, 2009), adaptive LASSO (Zou, 2006),adaptive forward-backward
greedy method (FoBa) (Zhang, 2011b), and nonconvex regularization methods (Zhang, 2010b; Fan
and Lv, 2011; Lv and Fan, 2009; Zhang, 2011b). They have been shown to outperform the standard
convex methods in many practical applications. It was shown that under exact recovery condition
(ERC) (similar to MIP) the solution of OMP guarantees the feature selection consistency in the
noiseless case (Tropp, 2004). The results of Tropp (2004) were extended to the noisy case by Zhang
(2009b). Very recently, Zhang (2011a) showed that under RIP (weaker than MIP and ERC), OMP
can stably recover a sparse signal in 2-norm under measurement noise. A multiple thresholding pro-
cedure was proposed to refine the solution of LASSO or Dantzig selector (Zhou, 2009). The FoBa
algorithm was proposed by Zhang (2011b), and it was shown that under RIP the feature selection
consistency is achieved if the minimal nonzero entry in the true solution is largerthanO(σ

√
logm).

The adaptive LASSO was proposed to adaptively tune the weight value for the ℓ1 norm penalty,
and it was shown to enjoy the oracle properties (Zou, 2006). Zhang (2010b) proposed a general
multi-stage convex regularization method (MSCR) to solve a nonconvex sparse regularization prob-
lem. It was also shown that a specific case “least square loss + nonconvex sparse regularization”
can eliminate the bias in signal recovery (Zhang, 2010b) and achieve the feature selection con-
sistency (Zhang, 2011c) under the sparse eigenvalue condition (SEC)if the true signal is strong
enough. More related work about nonconvex regularization methods can be found in a recent paper
by Zhang and Zhang (2012).

Conditions mentioned above can be classified into two classes: 1) theℓ2 conditions including
RIP, UUP, and SEC; 2) theℓ∞ conditions including ERC and MIP. Overall, theℓ2 conditions are
considered to be weaker than theℓ∞ conditions, since theℓ∞ conditions require aboutO(s2 logm)
random projections while theℓ2 conditions only needO(slogm) random projections.

1.3 Definitions, Notations, and Basic Assumptions

We useX ∈ R
n×m to denote the design matrix and focus on the casem≫ n, that is, the signal

dimension is much larger than the observation dimension. The correlation matrixA is defined as
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A = XTX with respect to the design matrix. The noise vectorε follows the multivariate normal
distributionε ∼ N(0,σ2I). The observation vectory∈ R

n satisfiesy= Xβ∗+ ε, whereβ∗ denotes
the original signal (or true solution).β̂ is used to denote the solution of the proposed algorithm. The
α-supporting set (α ≥ 0) for a vectorβ is defined as

suppα(β) = { j : |β j |> α}.

The “supporting” set of a vector refers to the 0-supporting set.F denotes the supporting set of the
original signalβ∗. For any index setS, |S| denotes the size of the set andS̄denotes the complement
of S in {1,2,3, ...,m}. In this paper,s is used to denote the size of the supporting setF , that is,
s= |F|. We useβS to denote the subvector ofβ consisting of the entries ofβ in the index setS. The
ℓp norm of a vectorv is computed by‖v‖p = (∑i |vi |p)1/p, wherevi denotes theith entry ofv. The
oracle solution̄β is defined as

β̄F = (XT
F XF)

−1XT
F y andβ̄F̄ = 0. (1)

We employ the following notation to measure some properties of a PSD matrixM ∈ R
K×K (Zhang,

2009a):

µ(p)M,k = inf
u∈Rk,|I |=k

‖MI ,I u‖p

‖u‖p
, ρ(p)

M,k = sup
u∈Rk,|I |=k

‖MI ,I u‖p

‖u‖p
,

θ(p)
M,k,l = sup

u∈Rl ,|I |=k,|J|=l ,I∩J=∅

‖MI ,Ju‖p

‖u‖p
, γM = max

i 6= j
|Mi j |,

wherep ∈ [1,∞], I andJ are disjoint subsets of{1,2, ...,K}, andMI ,J ∈ R
|I |×|J| is a submatrix of

M with rows from the index setI and columns from the index setJ. One can easily verify that
µ(∞)

A,k ≥ 1− γA(k−1), ρ(∞)
A,k ≤ 1+ γA(k−1), andθ(∞)

A,k,l ≤ lγA, if all columns ofX are normalized to
have a unit length.

Additionally, we use the following notation to denote two probabilities:

η′
1 = η1(π log((m−s)/η1))

−1/2, η′
2 = η2(π log(s/η2))

−1/2,

whereη1 andη2 are two factors between 0 and 1. In this paper, if we say “large”, “larger” or “the
largest”, it means that the absolute value is large, larger or the largest. Forsimpler notation in the
computation of sets, we sometimes use “S1+S2” to indicate the union of two setsS1 andS2, and
use “S1−S2” to indicate the removal of the intersection ofS1 andS2 from the first setS1. In this
paper, the following assumption is always admitted.

Assumption 1 We assume that s= |supp0(β∗)| < n, the variable number is much larger than the
feature dimension (i.e., m≫ n), each column vector is normalized as XT

i Xi = 1 where Xi indicates
the ith column (or feature) of X, and the noise vectorε follows the Gaussian distribution N(0,σ2I).

In the literature, it is often assumed thatXT
i Xi = n, which is essentially identical to our assumption.

However, this may lead to a slight difference of a factor
√

n in some conclusions. We have automat-
ically transformed conclusions from related work according to our assumption when citing them in
our paper.
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1.4 Organization

The rest of the paper is organized as follows. We present our multi-stagealgorithm in Section 2.
The main theoretical results are summarized in Section 3 with detailed proofs given in Appendix
A (for Dantzig selector) and Appendix B (for LASSO). The numerical simulation is reported in
Section 4. Finally, we conclude the paper in Section 5.

2. The Multi-Stage Dantzig Selector Algorithm

In this section, we introduce the multi-stage Dantzig selector algorithm. In the proposed method,
we update the support setF0 and the estimation̂β iteratively; the supporting setF0 starts from an
empty set and its size increases by one after each iteration. At each iteration, we employ the basic
framework of Dantzig selector and the information about the current supporting setF0 to estimate
the new signal̂β by solving the following linear program:

min ‖βF̄0
‖1

s.t. ‖XT
F̄0
(Xβ−y)‖∞ ≤ λ

‖XT
F0
(Xβ−y)‖∞ = 0.

(2)

Since the features inF0 are considered as the supporting candidates, it is natural to enforce them to
be orthogonal to the residual vectorXβ−y, that is, one should make use of them for reconstructing
the overestimationy. This is the rationale behind the constraint:‖XT

F0
(Xβ− y)‖∞ = 0. The other

advantage is when all correct features (i.e., the true feature setF) are chosen, the proposed algorithm
can be shown to converge to the oracle solution. In other words, the oracle solution satisfies this
constraint withF . The detailed procedure is formally described inAlgorithm 1 below. Apparently,
whenF(0)

0 =∅ andN = 0, the proposed method is identical to the standard Dantzig selector.

Algorithm 1 Multi-Stage Dantzig Selector

Require: F(0)
0 , λ, N, X, y

Ensure: β̂(N), F(N)
0

1: while i=0; i≤N; i++ do
2: Obtainβ̂(i) by solving the problem (2) withF0 = F(i)

0 ;

3: FormF(i+1)
0 as the index set of thei+1 largest elements of̂β(i);

4: end while

3. Main Results

This section introduces the main results of this paper and discusses some of their implications. The
proofs are provided in the Appendix.

3.1 Motivation

To motivate the proposed multi-stage algorithm, we first consider a simple case where some knowl-
edge about the supporting features is known in advance. In standard Dantzig selector, we assume
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F0 =∅. If we assume that the features belonging to a setF0 are known as supporting features, that
is, F0 ⊂ F , we have the following result:

Theorem 1 Assume that Assumption 1 holds. Take F0 ⊂ F and λ = σ
√

2log
(

m−s
η1

)

in the opti-

mization problem(2). If there exists some l such that

µ(p)A,s+l −θ(p)
A,s+l ,l

( |F̄0− F̄ |
l

)1−1/p

> 0

holds, then with a probability larger than1−η′
1, theℓp norm (1≤ p≤ ∞) of the difference between

β̂, the solution of the problem(2), and the oracle solution̄β is bounded as

‖β̂− β̄‖p ≤

[

1+
(

|F̄0−F̄ |
l

)p−1
]1/p

(|F̄0− F̄ |+ l2p)1/p

µ(p)A,s+l −θ(p)
A,s+l ,l

(

|F̄0−F̄|
l

)1−1/p
λ (3)

and with a probability larger than1−η′
1−η′

2, the ℓp norm (1≤ p≤ ∞) of the difference between
β̂, the solution of the problem(2) and the true solutionβ∗ is bounded as

‖β̂−β∗‖p ≤

[

1+
(

|F̄0−F̄|
l

)p−1
]1/p

(|F̄0− F̄|+ l2p)1/p

µ(p)A,s+l −θ(p)
A,s+l ,l

(

|F̄0−F̄ |
l

)1−1/p
λ+

s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

(4)

It is clear that both bounds (for any 1≤ p ≤ ∞) are monotonically increasing with respect to the
value of |F̄0 − F̄ |. In other words, the largerF0 is, the lower these bounds are. This coincides
with our motivation that more knowledge about the supporting features can lead to a better signal
estimation. Most related literatures directly estimate the bound of‖β̂−β∗‖p. Sinceβ∗ may not be
a feasible solution of problem (2), it is not easy to directly estimate the distancebetween̂β andβ∗.

The bound given in the inequality (4) consists of two terms. Sincem ≫ n > s, we have
√

2log((m−s)/η1)≫
√

2log(s/η2) if η1 ≈ η2. Whenp= 2, the following holds:

µ(2)A,s+l −θ(2)
A,s+l ,l

( |F̄0− F̄|
l

)1−1/2

≤ µ(2)
(XT

F XF )1/2,s

due to the following relationships:

µ(2)A,s+l ≤ µ(2)A,s ≤ µ(2)
XT

F XF ,s
≤ µ(2)

(XT
F XF )1/2,s

.

From the analysis in the next section, we can see that the first term is the upper bound of the distance
from the optimizer to the oracle solution, that is,‖β̂− β̄‖p and the second term is the upper bound
of the distance from the oracle solution to the true solution, that is,‖β̄−β∗‖p.1 Thus, the first term
may be much larger than the second term under the assumptionm≫ n> s.

1. The presented bound for‖β̄− β̂‖p can be sharper for a particular value ofp, for example,‖β̄− β∗‖2 ≤ O(σ
√

s),
‖β̄−β∗‖∞ ≤ O(σ

√
logs) (Zhang, 2009b). For simplicity, a general bound‖β̄−β∗‖p ≤ O(σs1/p√logs) is used in

this paper.
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3.2 Comparison with Dantzig Selector

We first compare our estimation bound with the one derived by Candès and Tao (2007) forp= 2.
For convenience of comparison, we rewrite their theorem (Candès and Tao, 2007) equivalently as:

Theorem 2 Supposeβ ∈ R
m is any s-sparse vector of parameters obeyingδ2s+θ(2)

A,s,2s < 1. Setting

λp = σ
√

2log(m/η) (0< η ≤ 1), with a probability at least1−η(π logm)−1/2, the solution of the
standard Dantzig selector̂βD obeys

‖β̂D −β∗‖2 ≤
4

1−δ2s−θ(2)
A,s,2s

s1/2σ
√

2log(m/η), (5)

whereδ2s = max(ρ(2)
A,2s−1,1−µ(2)A,2s).

In order to compare Theorem 1 with the result above, takingl = |F̄0− F̄| ≤ s, p= 2, η1 =
m−s

m η,
andη2 =

s
mη in Theorem 1, we obtain that

‖β̂−β∗‖2 ≤





√
10l

µ(2)A,s+l −θ(2)
A,s+l ,l

+

√
s

µ(2)
(XT

F XF )1/2,s



σ
√

2log(m/η) (6)

holds with probability larger than 1−η(π logm)−1/2. It is easy to verify that

1−δ2s−θ(2)
A,s,2s ≤ µ(2)A,s+l −θ(2)

A,s+l ,s ≤ µ(2)A,2s ≤ µ(2)
(XT

F XF ),s
=
(

µ(2)
(XT

F XF )1/2,s

)2
≤ µ(2)

(XT
F XF )1/2,s

≤ 1.

WhenF0 =∅, the bound in (6) is comparable to the one in (5). Sinceµ(2)A,s+l −θ(2)
A,s+l ,l in Equation (6)

is a decreasing function in terms ofl , if F0 is nonempty, particularly ifF0 is close toF (i.e., l is close
to 0), the conditionµ(2)A,s+l −θ(2)

A,s+l ,l > 0 required in Equation (6) is much easier to satisfy than the

condition 1−δ2s−θ(2)
A,s,2s > 0 required in Equation (5).

3.3 Feature Selection

The estimation bounds in Theorem 1 assume that a setF0 is given. In this section, we show how
the supporting set can be estimated. Similar to previous work (Candès and Plan, 2009; Zhang,
2009b),|β∗

j | for j ∈ F is required to be larger than a threshold value. As is clear from the proof

in Appendix A, the threshold valueα0 is actually proportional to the value of‖β̂− β∗‖∞. We
essentially employ the result withp= ∞ in Theorem 1 to estimate the threshold value. It shows that
the value of‖β̂−β∗‖∞ is bounded byO(λ), which is consistent with the result of Lounici (2008).
In the following, we first consider the simple case whenN = 0. We have shown in the last section
that the estimation bound in this case is similar to the one for Dantzig selector.

Theorem 3 Under the Assumption 1, if there exist a nonempty set

Ω = {l | µ(∞)
A,s+l −θ(∞)

A,s+l ,l

(s
l

)

> 0}
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and an index set J such that|β∗
j |> α0 for any j∈ J, where

α0 =‖β̂(0)−β∗‖∞ +‖β̂(0)− β̄‖∞

≤4min
l∈Ω

max
(

1, s
l

)

µ(∞)
A,s+l −θ(∞)

A,s+l ,l

(

s
l

)

λ+
1

µ(∞)

(XT
F XF )1/2,s

σ
√

2log(s/η2),

then taking F0 = ∅, N = 0, λ = σ
√

2log
(

m−s
η1

)

into the problem(2) (equivalent to Dantzig selec-

tor), the largest|J| elements of̂βstd (or β̂(0)) belong to F with probability larger than1−η′
1−η′

2.

The theorem above indicates that under the given condition, if minj∈J |β∗
j | > O(σ

√
logm) (as-

suming that there existsl ≥ s such thatµ(∞)
A,s+l − θ(∞)

A,s+l ,l

(

s
l

)

> 0), then with high probability the
selected|J| features by Dantzig selector belong to the true supporting set. In particular, if |J| = s,
then the consistency of feature selection is achieved. In order to build up alink to the previous work,
we let l = s. Note thatµ(∞)

A,2s−θ(∞)
A,2s,s ≥ 1− γA(3s−1). If the MIP holds likeγAs≤ 1/6 (see Corol-

lary 8.1 in Zhang, 2009a), then the condition required in Theorem 3 is satisfied as well. It means
that the condition we require is not stronger than MIP. However, it still belongs to theℓ∞ condition
like MIP. The result above is comparable to the ones for other feature selection algorithms, includ-
ing LASSO/two stage LASSO (Candès and Plan, 2009; Zhao and Yu, 2006), OMP (Tropp, 2004;
Donoho et al., 2006; Zhang, 2009b), and two stage LASSO (Zhang, 2009a). In all these algorithms,
the conditions minj∈F |β∗

j | ≥Cσ
√

logm and anℓ∞ condition are required. As pointed out by Zhang
and Zhang (2012) and Zhang (2011a), these conditions required by OMP, Dantzig selector, and
LASSO in feature selection cannot be improved. If one wants to use theℓ2 conditions in feature
selection, the minimal nonzero entry of the true solution must be in the order ofO(σ

√
slogm),

which can be obtained by simply using‖β̂(0)− β∗‖∞ + ‖β̂(0)− β̄‖∞ ≤ ‖β̂(0)− β∗‖2+ ‖β̂(0)− β̄‖2.
A similar requirement under theℓ2 condition for LASSO (or two stage LASSO) is also implied by
Zhang (2009a, Theorem 8.1).

Next, we show that the condition|β∗
j |> α0 in Theorem 3 can be relaxed by the proposed multi-

stage procedure withN > 0, as summarized in the following theorem:

Theorem 4 Under the Assumption 1, if there exist a nonempty set

Ω = {l | µ(∞)
A,s+l −θ(∞)

A,s+l ,l

(s
l

)

> 0}

and a set J such that|suppαi (β∗
J)|> i holds for all i∈ {0,1, ..., |J|−1}, where

αi =‖β̂(i)−β∗‖∞ +‖β̂(i)− β̄‖∞

≤4min
l∈Ω

max
(

1, s−i
l

)

µ(∞)
A,s+l −θ(∞)

A,s+l ,l

(

s−i
l

)

λ+
1

µ(∞)

(XT
F XF )1/2,s

σ
√

2log(s/η2),

then taking F(0)0 = ∅, λ = σ
√

2log
(

m−s
η1

)

and N= |J| − 1 into Algorithm 1, the solution after

N iterations satisfies F(N)
0 ⊂ F (i.e., |J| correct features are selected) with probability larger than

1−η′
1−η′

2.
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Assume that one aims to selectN correct features by the standard Dantzig selector and the multi-
stage method. These two theorems show that the standard Dantzig selector requires that at leastN
of |β∗

j |’s with j ∈ F are larger than the threshold valueα0, while the proposed multi-stage method
requires that at leasti of the |β∗

j |’s are larger than the threshold valueαi−1, for i = 1, · · · ,N. Since
the upper bounds of{α j}’s strictly decrease and the difference of two neighbors is greater than

4θ(∞)
A,s+l ,l

l
(

µ(∞)
A,s+l −θ(∞)

A,s+l ,l

(

s−i
l

)

)2 λ

for somel ∈ Ω, the proposed multi-stage method requires a strictly weaker condition for selecting
N correct features than the standard Dantzig selector. If we consider theℓ2 conditions, using‖β̂(i)−
β∗‖∞+‖β̂(i)− β̄‖∞ ≤ ‖β̂(i)−β∗‖2+‖β̂(i)− β̄‖2 to boundαi , we obtain thatαi ≤O(

√

(s− i) logm+
∆)σ where∆ is a small number relying ons. When i is close tos, the order ofαi approaches
O(σ

√
logm). Recall that the FoBa algorithm (Zhang, 2011b), MSCR (Zhang, 2011c), and MC+

(Zhang, 2010a) require anℓ2 condition and the threshold value is in the order ofO(σ
√

logm) for the
feature selection consistency while the standard LASSO or Dantzig selectorrequires the threshold
value in the order ofO(σ

√
slogm). Therefore, our condition lies between them.

3.4 Signal Recovery

In this section, we derive the estimation bound of the proposed multi-stage method by combining
results from Theorems 1, 3, and 4.

Theorem 5 Under the Assumption 1, if there exist l such that

µ(∞)
A,s+l −θ(∞)

A,s+l ,l

(s
l

)

> 0 and µ(p)A,2s−θ(p)
A,2s,s > 0,

and a set J such that|suppαi (β∗
J)|> i holds for all i∈ {0,1, ..., |J|−1}, where theαi ’s are defined

in Theorem 4, then

(1) taking F0 = ∅, N = 0 andλ = σ
√

2log
(

m−s
η1

)

into Algorithm 1, with probability larger than

1−η′
1−η′

2, the solution of the Dantzig selectorβ̂D (i.e., β̂(0)) obeys:

‖β̂D −β∗‖p ≤
(2p+1+2)1/ps1/p

µ(p)A,2s−θ(p)
A,2s,s

λ+
s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2);

(2) taking F0 =∅, N = |J| andλ = σ
√

2log
(

m−s
η1

)

into Algorithm 1, with probability larger than

1−η′
1−η′

2, the solution of the multi-stage methodβ̂mul (i.e., β̂(N)) obeys:

‖β̂mul−β∗‖p ≤
(2p+1+2)1/p(s−N)1/p

µ(p)A,2s−N −θ(p)
A,2s−N,s−N

λ+
s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

Similar to the analysis in Theorem 1, the first term (i.e., the distance fromβ̂ to the oracle solution̄β)
dominates in the estimated bounds. Thus, the performance of the multi-stage method approximately
improves the standard Dantzig selector fromCs1/p√logmσ to C(s−N)1/p√logmσ. Whenp= 2,
our estimation has the same order as FoBa (Zhang, 2011b) and MCSR (Zhang, 2010b), but the
conditions involved in our estimation belong to theℓ∞ class while they use theℓ2 condition.
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3.5 The Oracle Solution

The oracle solution̂β defined in Equation (1) is the minimum-variance unbiased estimator of the
true solution given the noisy observation. We show in the following theorem that the proposed
method can obtain the oracle solution with high probability under certain conditions:

Theorem 6 Under the assumption 1, if there exists l such that µ(∞)
A,s+l − θ(∞)

A,s+l ,l

(

s−i
l

)

> 0, and the
supporting set F ofβ∗ satisfies|suppαi (β∗

F)|> i for all i ∈ {0,1, ...,s−1}, where theαi ’s are defined

in Theorem 4, then taking F0 = ∅, N = s andλ = σ
√

2log
(

m−s
η1

)

into Algorithm 1, the oracle

solution can be achieved, that is, F(N)
0 = F andβ̂(N) = β̄, with probability larger than1−η′

1−η′
2.

The theorem above shows that when the nonzero elements of the true coefficients vectorβ∗ are large
enough, the oracle solution can be achieved with high probability.

3.6 The Multi-Stage LASSO Algorithm

Next we extend the multi-stage procedure to the LASSO case; we expect to achieve similar improve-
ments over the standard LASSO. The multi-stage LASSO algorithm can be obtained by substituting
the basic optimization problem, that is, Equation (2) inAlgorithm 1, by the following problem:

min
β

:
1
2
‖Xβ−y‖2

2+λ′||βF̄0
||1

s.t. : ‖XT
F0
(Xβ−y)‖∞ = 0.

(7)

Note that the constraint in Equation (7) is satisfied automatically at the optimal solution by observing
the subdifferential of its objective function. Thus, the constraint can beremoved from Equation (7)
in practice.

We apply the same framework in Dantzig selector to analyze the multi-stage LASSOto obtain
a bound estimation for anyp∈ [1,∞] and show that similar improvements can be achieved over the
standard LASSO. For completeness, we include all proofs and results for multi-stage LASSO in
Appendix B.

It is worth mentioning that Zhang (2010b, 2011b) recently developed a similar method called
MSCR. The main difference is that it uses a threshold value to update the candidate setF(i+1)

0 at each
iteration and may need to solve LASSO more thans times to converge, while our algorithm needs to
solve LASSO less thans times. An advantage of MSCR is that it requires a weaker condition, that
is, mini∈F |β∗| > O(σ

√
logm) and anℓ2 condition, to achieve the consistency on feature selection

and signal recovery.

4. Simulation Study

We have performed simulation studies to verify our theoretical analysis. Ourcomparison includes
two aspects: signal recovery accuracy and feature selection accuracy. The signal recovery accuracy
is measured by the relative signal error:SRA=−20log10(‖β̂−β∗‖2/‖β∗‖2), whereβ̂ is the solution
of a specific algorithm. The feature selection accuracy is measured by the percentage of correct
features selected:FSA= |F̂ ∩F |/|F|, whereF̂ is the estimated feature candidate set.

We generate ann×m random matrixX. Each element ofX follows an independent stan-
dard Gaussian distributionN(0,1). We then normalize the length of the columns ofX to be 1.
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The s−sparse original signalβ∗ is generated withs nonzero elements independently uniformly
distributed from[−10,10]. The locations ofs nonzero elements are uniformly distributed in
{1,2, · · · ,m}. We form the observation byy = Xβ∗ + ε, where the noise vectorε is generated
by the Gaussian distributionN(0,σ2I). All experiments are repeated 100 times and we use their
average performance for comparison.

First we compare the standard Dantzig selector and the multi-stage version. For a fair compar-
ison, we choose the sameλ = σ

√
2logm in both algorithms. We run the proposed algorithm with

F(0)
0 = ∅ with different values ofN and let the estimation̂β be the output̂β(N) in Algorithm 1 .

The feature candidate setF̂ is predicted by the index set of thes largest elements in̂β. Note thatF̂

identified byβ̂ = β̂(N) is different from the outputF(N)
0 by Algorithm 1 . The size ofF̂ is always

s while the size ofF(N)
0 is N. Note that the solution of the standard Dantzig selector algorithm is

equivalent tôβ(N) with N = 0. We report theSRAcurve ofβ̂(N) with respect toN in the left column
of Figure 1. The right column of Figure 1 shows theFSAcurve with respect toN. We allowN > s
in our simulation although this case is beyond our theoretical analysis, since inpractice the sparsity
numbers is usually unknown in advance. We can observe from Figure 1 that 1) themulti-stage
method obtains a solution with a smaller distance to the original signal than the standard Dantzig
selector method; 2) the multi-stage method selects a larger percentage of correct features than the
standard Dantzig selector method; 3) the multi-stage method can achieve the oracle solution with a
large probability; and 4) even whenN > s, the multi-stage algorithm still outperforms the standard
Dantzig selector and achieves high accuracy in signal recovery and feature selection. Overall, the
recovery accuracy curve increases with an increasing value ofN before reaching the sparsity levels
and decreases slowly after that, and the feature selection accuracy curve increases whileN ≤ s and
becomes flat afterN goes beyonds.

Next we apply the multi-stage procedure to the LASSO case and compare the multi-stage
LASSO to the standard LASSO and the two-stage LASSO (Zhang, 2009a).The two-stage LASSO
algorithm first estimates a support setF0 = suppα(β′) from the solutionβ′ of the standard LASSO
whereα > 0 is the threshold parameter; the second stage estimates the signal by solving the follow-
ing problem

min
β

:
1
2
‖Xβ−y‖2

2+λ′‖βF̄0
‖1, (8)

which is indeed identical to Equation (7). In order to make it comparable to the proposed multi-
stage LASSO algorithm with the parameterN, we properly chooseα such that|F0|= N and use the
outputβ̂′ from Equation (8) and the feature candidate set byβ̂′ for comparison. Similarly, we use
the sameλ′ = 2λ in the three algorithms. The comparison reported in Figure 2 also indicates the
advantage of the proposed multi-stage procedure.

5. Conclusion

In this paper, we propose a multi-stage procedure to improve the performance of the Dantzig selector
and the LASSO by iteratively selecting the supporting features and recovering the original signal.
The proposed method makes use of the information of supporting features toestimate the signal
and simultaneously makes use of the information of the estimated signal to select the supporting
features. Our theoretical analysis shows that the proposed method improves upon the standard
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Figure 1: Numerical simulation. We compare the solutions of the standard Dantzig selector method
(N = 0), the proposed method for different values ofN = 0,1, · · · ,s, · · · ,s+5, and the oracle so-
lution. TheSRAandFSAcomparisons are reported on the left column and the right column, re-
spectively. The red line indicates theSRA(or FSA) value of the standard Dantzig selector method;
the blue line indicates the value of the oracle solution; the green curve with black boxes records the
results by the proposed method for different values ofN; the vertical cyan line distinguishes two
casesN <= s andN > s.
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Figure 2: Numerical simulation. We compare the solutions of the standard Dantzig selector
method (N = 0), the two-stage LASSO algorithm, the proposed method for different values of
N = 0,1, · · · ,s, · · · ,s+5, and the oracle solution. TheSRAandFSAcomparisons are reported on
the left column and the right column, respectively. The red line indicates theSRA(or FSA) value
of the standard Dantzig selector method; the blue line indicates the value of the oracle solution; the
green curve with black boxes records the results of the proposed methodfor different values ofN;
the magenta curve with yellow diamonds indicates the results of the two-stage LASSO algorithm;
the vertical cyan line distinguishes two casesN <= sandN > s.

1201



L IU , WONKA AND YE

Dantzig selector and the LASSO in both signal recovery and supporting feature selection. The final
numerical simulation confirms our theoretical analysis.
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Appendix A.

Theorem 1 is fundamental for the rest of the theorems. We first highlight abrief architecture for its
proof. Theorem 1 estimates‖β̂−β∗‖p, which is bounded by the sum of two parts:‖β̂−β∗‖p ≤‖β̂−
β̄‖p+ ‖β̄−β∗‖p. We use the upper bounds of these two parts to estimate the bound of‖β̂−β∗‖p.
The analysis in Section 3.2 shows that the first term‖β̂− β̄‖p may be much larger than the second
term‖β̄−β∗‖p. In Lemma 7, we estimate the bound of‖β̄−β∗‖p and its holding probability. The
remaining part of the proof focuses on the estimation of the bound of‖β̂− β̄‖p. For convenience,
we useh to denoteβ̂− β̄. h can be divided intohF̄1−T1

andhF1+T1, whereF0 ⊂ F1 ⊂ F . Lemma 9
studies the relationship betweenhF̄1−T1

andhF1+T1, if β̄ is feasible (Lemma 8 computes its holding
probability). Then, Lemma 11 shows that‖h‖p can be bounded in terms of‖hF1+T1‖p. In Theorem
12, we estimate the bound of‖hF1+T1‖p. Finally, lettingF1 = F , we prove Theorem 1.

Lemma 7 With probability larger than1−η(π log(s/η))−1/2, the following holds:

‖β̄−β∗‖p ≤
s1/pσ

√

2log(s/η)

µ(p)
(XT

F XF )1/2,s

. (9)

Proof According to the definition of̄β, we have

β̄F = (XT
F XF)

−1XT
F y= (XT

F XF)
−1XT

F (Xβ∗+ ε) = (XT
F XF)

−1XT
F (XFβ∗

F + ε)

= β∗
F +(XT

F XF)
−1XT

F ε.

It follows that

β̄F −β∗
F = (XT

F XF)
−1XT

F ε ∼ N(0,(XT
F XF)

−1σ2).
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Since‖β̄− β∗‖p = ‖β̄F − β∗
F‖p, we only need to consider the bound for‖β̄F − β∗

F‖p. Let Z =
(XT

F XF)
1/2(β∗

F − β̄F)/σ ∼ N(0, I). We have

P(‖Z‖p ≥ t) = (2π)−s/2
∫
‖Z‖p≥t

e−ZTZ/2dZ

≤ (2π)−s/2
∫

s1/p‖Z‖∞≥t
e−ZTZ/2dZ (due to‖Z‖p ≤ s1/p‖Z‖∞)

= 1− (2π)−s/2
∫
‖Z‖∞≤s−1/pt

e−ZTZ/2dZ

= 1−
[

(2π)−1/2
∫
|Zi |≤s−1/pt

e−Z2
i /2dZi

]s

= 1−
[

1−2(2π)−1/2
∫ ∞

s−1/pt
e−Z2

i /2dZi

]s

≤ s

[

2(2π)−1/2
∫ ∞

s−1/pt
e−Z2

i /2dZi

]

≤ 2s1+1/p

t(2π)1/2
exp

[ −t2

2s2/p

]

.

Thus the following bound holds with probability larger than 1− 2s1+1/p

t(2π)1/2 exp
[

−t2

2s2/p

]

:

P(‖Z‖p ≤ t) = P(‖(XT
F XF)

1/2(β∗
F − β̄F)‖p ≤ tσ)

≤ P(µ(p)
(XT

F XF )1/2,s
‖β∗

F − β̄F‖p ≤ tσ) = P(‖β∗
F − β̄F‖p ≤ tσ/µ(p)

(XT
F XF )1/2,s

).

Takingt =
√

2log(s/η)s1/p, we prove the claim. Note that the presented bound holds for anyp≥ 1.

Lemma 8 With probability larger than1−η(π log m−s
η )−1/2, the following bound holds:

‖XT
F̄ (Xβ̄−y)‖∞ ≤ λ,

whereλ = σ
√

2log(m−s)/η.

Proof Let us first consider the probability of‖XT
F̄ (Xβ̄−y)‖∞ ≤ λ. For any j ∈ F̄ , definev j as

v j = XT
j (Xβ̄−y)

= XT
j

(

XF(X
T
F XF)

−1XT
F (XFβ∗

F + ε)−XFβ∗
F − ε

)

= XT
j

(

XF(X
T
F XF)

−1XT
F − I

)

ε

∼ N(0,XT
j (I −XF(X

T
F XF)

−1XT
F )Xjσ2).

Since(I −XF(XT
F XF)

−1XT
F ) is a projection matrix, we haveXT

j (I −XF(XT
F XF)

−1XT
F )Xjσ2 ≤ σ2.

Thus,

P(‖XT
F̄ (Xβ̄−y)‖∞ ≥ λ) = P(sup

j∈F̄
|v j | ≥ λ)≤ 2(m−s)σ

λ(2π)1/2
exp{−λ2/2σ2}.
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Takingλ = σ
√

2log(m−s)/η in the inequality above, we prove the claim.

It follows from the definition ofβ̄ that ‖XT
F (Xβ̄− y)‖∞ = 0 always holds. In the following

discussion, we assume that the following assumption holds:

Assumption 2 β̄ is a feasible solution of the problem(2), if F0 ⊂ F.

Under the assumption above, both‖XT
F̄ (Xβ̄−y)‖∞ ≤ λ and‖XT

F (Xβ̄−y)‖∞ = 0 hold.
Note that this assumption is just used to simplify the description for following proofs. Our proof

for the final theorems will substitute this assumption by the probability it holds.
In the following, we introduce an additional setF1 satisfyingF0 ⊂ F1 (Zhang, 2009a).

Lemma 9 Let F0 ⊂ F. Assume that Assumption 2 holds. Given any index set F1 such that F0 ⊂ F1,
we have the following conclusions:

‖hF̄0−F̄1
‖1+2‖β̄F̄1

‖1 ≥‖hF̄1
‖1

‖XT
F0

Xh‖∞ =0

‖XT
F̄ Xh‖∞ ≤2λ

‖XT
F̄0−F̄Xh‖∞ ≤λ.

Proof Sinceβ̄ is a feasible solution, the following holds

‖β̂F̄0
‖1 ≤ ‖β̄F̄0

‖1

‖β̂F̄0−F̄1
‖1+‖β̂F̄1

‖1 ≤ ‖β̄F̄0−F̄1
‖1+‖β̄F̄1

‖1

‖β̂F̄1
‖1 ≤ ‖hF̄0−F̄1

‖1+‖β̄F̄1
‖1

‖hF̄1
+ β̄F̄1

‖1 ≤ ‖hF̄0−F̄1
‖1+‖β̄F̄1

‖1

‖hF̄1
‖1 ≤ ‖hF̄0−F̄1

‖1+2‖β̄F̄1
‖1.

Thus, the first inequality holds. Since

XT
F0

Xh= XT
F0

X(β̂− β̄) = XT
F0
(Xβ̂−y)−XT

F0
(Xβ̄−y),

the second inequality can be obtained as follows:

‖XT
F0

Xh‖∞ ≤ ‖XT
F0
(Xβ̂−y)‖∞ +‖XT

F0
(Xβ̄−y)‖∞ = 0.

The third inequality holds since

‖XT
F̄ Xh‖∞ ≤ ‖XT

F̄ (Xβ̂−y)‖∞ +‖XT
F̄ (Xβ̄−y)‖∞ ≤ 2λ.

Similarly, the fourth inequality can be obtained as follows:

‖XT
F̄0−F̄Xh‖∞ ≤ ‖XT

F̄0−F̄(Xβ̂−y)‖∞ +‖XT
F̄0−F̄(Xβ̄−y)‖∞ ≤ λ.
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Lemma 10 Given any v∈ R
m, its index set T is divided into a group of subsets Tj ’s ( j = 1,2, ...)

without intersection such that
⋃

j Tj = T. If maxj |Tj | ≤ l andmaxi∈Tj+1 |vTj+1[i]| ≤ ‖vTj‖1/l hold for
all j’s, then we have

‖vT̄1
‖p ≤ ‖v‖1l1/p−1.

Proof Since|vTj+1[i]| ≤ ‖vTj‖1/l , we have

‖vTj+1‖p
p = ∑

i∈Tj+1

|vp
Tj+1

[i]| ≤ ‖vTj‖
p
1l1−p,

⇒‖vTj+1‖p ≤‖vTj‖1l1/p−1.

Thus,
‖vT̄1

‖p ≤ ∑
j≥1

‖vTj+1‖p ≤ ∑
j≥1

‖vTj‖1l1/p−1 = ‖v‖1l1/p−1,

which proves the claim.

Note that similar techniques as those in Lemma 10 have been used in the literature (Cand̀es and
Tao, 2007; Zhang, 2009a).

Lemma 11 Assume that F0 ⊂ F and F0 ⊂ F1. We divide the index set̄F1 into a group of subsets Tj ’s
( j = 1,2, ...) such that they satisfy all conditions in Lemma 10 with v= h. Then the following holds:

‖hF̄1−T1
‖p ≤l1/p−1

(

|F̄0− F̄1|1−1/p‖hF̄0−F̄1
‖p+2‖β̄F̄1

‖1

)

,

‖h‖p ≤
[

1+

( |F̄0− F̄1|
l

)p−1
]1/p

‖hF1+T1‖p+2l1/p−1‖β̄F̄1
‖1.

Proof Using Lemma 10 withT = F̄1, the first inequality can be obtained using the first inequality
in lemma 9 as follows:

‖hF̄1−T1
‖p ≤l1/p−1‖hF̄1

‖1 ≤ l1/p−1(‖hF̄0−F̄1
‖1+2‖β̄F̄1

‖1
)

≤l1/p−1
(

|F̄0− F̄1|1−1/p‖hF̄0−F̄1
‖p+2‖β̄F̄1

‖1

)

.

For anyx≥ 0, y≥ 0, p≥ 1, anda≥ 0, it can be easily verified that

(xp+(ax+y)p)1/p ≤ (1+ap)1/px+y. (10)

It follows that

‖h‖p =
[

‖hF1+T1‖p
p+‖hF̄1−T1

‖p
p

]1/p

≤
[

‖hF1+T1‖p
p+

[

( |F̄0− F̄1|
l

)1−1/p

‖hF̄0−F̄1
‖p+2l1/p−1‖β̄F̄1

‖1

]p]1/p

≤
[

1+

( |F̄0− F̄1|
l

)p−1
]1/p

‖hF1+T1‖p+2l1/p−1‖β̄F̄1
‖1.
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The first inequality is due to the first claim in this lemma; the second inequality is dueto‖hF̄0−F̄1
‖p ≤

‖hF1+T1‖p and (10). We complete the proof for the second claim.

Theorem 12 Under Assumption 1, taking F0 ⊂ F and λ = σ
√

2log
(

m−s
η1

)

into the optimization

problem(2), for any given index set F1 satisfying F0 ⊂ F1 ⊂ F , if there exists some l such that

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p
> 0 holds where s1 = |F1|, then with probability larger than1−η′

1,

theℓp norm (1≤ p≤ ∞) of the difference between the optimizer of the problem(2) and the oracle
solution is bounded as

‖β̂− β̄‖p ≤

[

1+
(

|F̄0−F̄1|
l

)p−1
]1/p

(

(|F̄0− F̄1|+2pl)1/pλ+2θ(p)
A,s1+l ,l l

1/p−1‖β̄F̄1
‖1

)

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p

+2l1/p−1‖β̄F̄1
‖1

and with probability larger than1−η′
1−η′

2, the ℓp norm (1≤ p≤ ∞) of the difference between the
optimizer of the problem(2) and the true solution is bounded as

‖β̂−β∗‖p ≤

[

1+
(

|F̄0−F̄1|
l

)p−1
]1/p

(

(|F̄0− F̄1|+2pl)1/pλ+2θ(p)
A,s1+l ,l l

1/p−1‖β̄F̄1
‖1

)

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p

+2l1/p−1‖β̄F̄1
‖1+

s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

Proof First, we assume Assumption 2 and the inequality (9) hold. DivideF̄1 into a group of subsets
Tj ’s ( j = 1,2, ...) without intersection such that

⋃
j Tj = F̄1, maxj |Tj | ≤ l and maxi∈Tj+1 hTj+1[i] ≤

‖hTj‖1/l hold. Note that such a partition always exists. Simply, letT1 be the index set of the largest
l elements inh, T2 be the index set of the largestl elements among the remaining elements, and so
on (the size of the last set may be less thanl ). It is easy to verify that this group of sets satisfy all
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conditions above. For convenience of presentation, we denoteT0 = F̄0− F̄1 andT01= T0+T1. Since

‖XT
T01+F0

Xh‖p

=‖XT
T01+F0

XT01+F0hT01+F0 + ∑
j≥2

XT
T01+F0

XTj hTj‖p

≥µ(p)A,s1+l‖hT01+F0‖p− ∑
j≥2

θ(p)
A,s1+l ,l‖hTj‖p

≥µ(p)A,s1+l‖hT01+F0‖p−θ(p)
A,s1+l ,l ∑

j≥2

‖hTj‖p

≥µ(p)A,s1+l‖hT01+F0‖p−θ(p)
A,s1+l ,l l

1/p−1‖hF̄1
‖1 (due to lemma 10)

≥µ(p)A,s1+l‖hT01+F0‖p−θ(p)
A,s1+l ,l l

1/p−1(‖hT0‖1+2‖β̄F̄1
‖1
)

(due to lemma 9)

≥µ(p)A,s1+l‖hT01+F0‖p−θ(p)
A,s1+l ,l

(

l
|T0|

)1/p−1

‖hT0‖p−2θ(p)
A,s1+l ,l l

1/p−1‖β̄F̄1
‖1

≥
(

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

l
|T0|

)1/p−1
)

‖hT01+F0‖p−2θ(p)
A,s1+l ,l l

1/p−1‖β̄F̄1
‖1

and
‖XT

T01+F0
Xh‖p

p

=‖XT
F0

Xh‖p
p+‖XT

T01∩FXh‖p
p+‖XT

T01∩F̄Xh‖p
p

≤|T01∩F |λp+ |T01∩ F̄ |(2λ)p (due to lemma 9)

≤|T0∩F |λp+ |T1∩F |λp+ |T0∩ F̄ |(2λ)p+ |T1∩ F̄ |(2λ)p (due toF1 ⊂ F)

≤|T0|λp+ l(2λ)p, (due toT0∩ F̄ =∅)

we have

‖hF1+T1‖p =‖hT01+F0‖p ≤
(|T0|+2pl)1/pλ+2θ(p)

A,s1+l ,l l
1/p−1‖β̄F̄1

‖1

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

l
|T0|

)1/p−1

=
(|F̄0− F̄1|+2pl)1/pλ+2θ(p)

A,s1+l ,l l
1/p−1‖β̄F̄1

‖1

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p
.

Due to the second inequality in Lemma 11, we have

‖h‖p ≤
[

1+

( |F̄0− F̄1|
l

)p−1
]1/p

‖hF1+T1‖p+2l1/p−1‖β̄F̄1
‖1

=

[

1+
(

|F̄0−F̄1|
l

)p−1
]1/p

(

(|F̄0− F̄1|+2pl)1/pλ+2θ(p)
A,s1+l ,l l

1/p−1‖β̄F̄1
‖1

)

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p
+

2l1/p−1‖β̄F̄1
‖1.
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Thus, we can bound‖β̂−β∗‖p as

‖β̂−β∗‖p ≤‖β̂− β̄‖p+‖β̄−β∗‖p

≤

[

1+
(

|F̄0−F̄1|
l

)p−1
]1/p

(

(|F̄0− F̄1|+2pl)1/pλ+2θ(p)
A,s1+l ,l l

1/p−1‖β̄F̄1
‖1

)

µ(p)A,s1+l −θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p

+2l1/p−1‖β̄F̄1
‖1+

s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

Finally, takingλ = σ
√

2log
(

m−s
η1

)

, Lemma 8 withη = η1 implies that Assumption 2 holds with

probability larger than 1−η′
1 and Lemma 7 withη = η2 implies that (9) holds with probability

larger than 1−η′
2. Thus, these two bounds above hold with probabilities larger than 1−η′

1 and
1−η′

1−η′
2, respectively.

Remark 13 Cand̀es and Tao (2007) provided a more general upper bound for the Dantzig selec-

tor solution in the order ofO
(

k1/2σ
√

logm+ r(2)k (β∗)
√

logm
)

, where1 ≤ k ≤ s and r(p)k (β) =
(

∑i∈Lk
|βi |p

)1/p
(Lk is the index set of the k largest entries inβ). We argue that the result in

Theorem 12 potentially implies a tighter bound for Dantzig selector. Setting F0 = ∅ (equiva-
lent to the standard Dantzig selector) and l= k with k= |F̄1| in Theorem 12, it is easy to verify

that the order of the bound for‖β̂D − β̄‖p is determined byO
(

k1/pσ
√

logm+k1/p−1r(1)k (β̄)
)

, or

O

(

k1/pσ
√

logm+k1/p−1r(1)k (β∗)
)

due to Lemma 7. This bound achieves the same order as the

bound of the LASSO solution given by Zhang (2009a), which is the sharpest bound for LASSO to
our knowledge.

We are now ready to prove Theorem 1.
Proof of Theorem 1: TakingF1 = F in theorem 12 which indicates thatβ̄F̄1

= 0, we conclude that

‖β̂− β̄‖p ≤

[

1+
(

|F̄0−F̄ |
l

)p−1
]1/p

(|F̄0− F̄ |+ l2p)1/p

µ(p)A,s+l −θ(p)
A,s+l ,l

(

|F̄0−F̄|
l

)1−1/p
λ

holds with probability larger than 1−η′
1 and

‖β̂−β∗‖p ≤‖β̂− β̄‖p+‖β̄−β∗‖p

≤

[

1+
(

|F̄0−F̄|
l

)p−1
]1/p

(|F̄0− F̄ |+ l2p)1/p

µ(p)A,s+l −θ(p)
A,s+l ,l

(

|F̄0−F̄|
l

)1−1/p
λ+

s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2)
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holds with probability larger than 1−η′
1−η′

2. �

Proof of Theorem 3: From the proof in Theorem 12, the bounds (3) and (4) in Theorem 1 hold
with probability 1 if Assumption 2 and the inequality (9) hold. It is easy to verify by Theorem 1
that for anyj ∈ J, the following holds:|β∗

j |> α0 ≥ ‖β̂− β̄‖∞ +‖β̂−β∗‖∞. For any j ∈ J, we have

|β̂ j | ≥ |β∗
j |− |β̂ j −β∗

j |> ‖β̂− β̄‖∞ +‖β̂−β∗‖∞ −|β̂ j −β∗
j | ≥ ‖β̂− β̄‖∞ ≥ ‖β̂F̄‖∞.

Thus, there exist at least|J| elements of̂βF larger than‖β̂F̄‖∞. If we pick up the largest|J| elements
in β̂, then all of them correspond to the location of nonzero entries in the true solution β∗. Since
Assumption 2 and the inequality (9) hold, the bounds (3) and (4) in Theorem1 hold with probability
larger than 1−η′

1−η′
2. Thus the claim above holds with probability larger than 1−η′

1−η′
2. Note

that the probability will not accumulate, as we only need the holding probability of Assumption 2
and the inequality (9). The proofs below follow the same principle. �

Proof of Theorem 4: From the proof in Theorem 12, the bounds (3) and (4) in Theorem 1 hold
with probability 1 if assumption 2 and the inequality (9) hold. In the multi-stage algorithm, the
problem in (2) is solvedN times. It is easy to verify that the following holds:

α0 ≥ ‖β̂(0)− β̄‖∞ +‖β̂(0)−β∗‖∞.

Since|suppα0(β∗
J)| > 0, there exists at least 1 element inβ̂(0)

J larger than‖β̂(0)
F̄ ‖∞. Thus,F(1)

0 must
be a subset ofF . Then, we can verify that

α1 ≥ ‖β̂(1)− β̄‖∞ +‖β̂(1)−β∗‖∞,

and|suppα1(β∗
J)|> 1 guarantee that there exist at least 2 elements inβ̂(1)

J larger than‖β̂(1)
F̄ ‖∞. Thus,

F(2)
0 must be a subset ofF . Similarly, we can show thatF(N)

0 is guaranteed to be a subset ofF .
Since the bounds (3) and (4) in Theorem 1 hold with probability larger than 1−η′

1−η′
2, the claim

F(N)
0 ⊂ F holds with probability larger than 1−η′

1−η′
2. �

Proof of Theorem 5: From Theorem 1, the first conclusion holds with probability larger than
1−η′

1−η′
2 by choosingF0 =∅ andl = s.

Assuming Assumption 2 and the inequality (9) hold, the bounds (3) and (4) in Theorem 1 hold
with probability 1. Since the conditions in Theorem 4 are satisfied, the|J| correct features can be

selected from the feature set, that is,F(|J|)
0 ⊂ F . Using the conclusion in (4) of Theorem 1, the bound

of the multi-stage method can be estimated by takingl = |F̄0− F̄| as follows:

‖β̂mul−β∗‖p ≤
(2p+1+2)1/p(s−N)1/p

µ(p)A,2s−N −θ(p)
A,2s−N,s−N

λ+
s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

Note that since
µ(p)A,2s−N −θ(p)

A,2s−N,s−N ≥ µ(p)A,2s−θ(p)
A,2s,s,

the following always holds:µ(p)A,2s−N −θ(p)
A,2s−N,s−N > 0. Since Assumption 2 and the inequality (9)

hold, the bounds (3) and (4) in Theorem 1 hold with probability larger than 1−η′
1−η′

2. Thus the
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claim above holds with probability larger than 1−η′
1−η′

2. �

Proof of Theorem 6: First, we assume that Assumption 2 and the inequality (9) hold. In this case,
the claim in Theorem 4 holds with probability 1. Since all conditions in Theorem 4are satisfied,
after s iterations,s correct features will be selected (i.e.,F(N)

0 = F) with probability 1. Since all
correct features are obtained, the optimization problem in the last iteration can be formulated as:

min : ‖βF̄‖1

s.t. : ‖XT
F̄ (Xβ−y)‖∞ ≤ λ

‖XT
F (Xβ−y)‖∞ = 0.

(11)

The oracle solution minimizes the objective function to 0. Since Assumption 2 indeedimplies that
the oracle is a feasible solution, the oracle solution is one optimizer. We can alsoshow that it is the
unique optimizer. If there is another optimizerβ 6= β̄, thenβF̄ = 0 andβF = (XT

F XF)
−1XT

F y, which
is identical to the definition of the oracle solution. Thus, we conclude that the oracle is the unique
optimizer for the optimization problem (11) with probability 1. Since the holding probability of
Assumption 2 and the inequality (9) is larger than 1−η′

1−η′
2, the oracle solution can be achieved

with the same probability. �

Appendix B.

In this section, we expound the properties of the multi-stage LASSO which arevery similar to the
multi-stage Dantzig selector. The complete proof is given below.

In the following discussion, we usêβ′ to denote the solution in Equation (7) and leth′ = β̂′− β̄.
We first consider the simple caseF0 ⊂ F as in Section 3.1; we have the following theorem.

Theorem 14 Assume Assumption 1 holds. Take F0 ⊂ F and

λ′ = 2σ

√

2log

(

m−s
η1

)

into the optimization problem(7). If there exists some l such that

µ(p)A,s+l −3θ(p)
A,s+l ,l

( |F̄0− F̄ |
l

)1−1/p

> 0

holds, then with probability larger than1−η′
1, theℓp norm (1≤ p≤ ∞) of the difference between

β̂′, the optimizer of the problem(7) and the oracle solution̄β is bounded as

‖β̂′− β̄‖p ≤

[

1+3
(

|F̄0−F̄|
l

)p−1
]1/p

(|F̄0− F̄ |+(3/2)pl)1/p

µ(p)A,s+l −3θ(p)
A,s+l ,l

(

|F̄0−F̄|
l

)1−1/p
λ′
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and with probability larger than1−η′
1−η′

2, the ℓp norm (1≤ p≤ ∞) of the difference between̂β′,
the optimizer of the problem(7) and the true solutionβ∗ is bounded as

‖β̂′−β∗‖p ≤

[

1+3
(

|F̄0−F̄ |
l

)p−1
]1/p

(|F̄0− F̄|+(3/2)pl)1/p

µ(p)A,s+l −3θ(p)
A,s+l ,l

(

|F̄0−F̄ |
l

)1−1/p
λ′+

s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

This theorem is similar to Theorem 1 for the multi-stage Dantzig selector. Like Equations (3)
and (4), the two bounds in the above theorem are strictly decreasing in termsof |F̄0− F̄ |. Thus,
feature selection and signal recovery can benefit from each other. For this reason, the multi-stage
LASSO has similar properties as the multi-stage Dantzig selector. We expound them as follows.
(a) First, like Theorem 4, in the LASSO case the multi-stage procedure can lead toa weaker require-
ment to choose|J| correct features than the standard LASSO as shown in the following theorem.

Theorem 15 Under Assumption 1, if there exist a nonempty set

Ω = {l |µ(p)A,s+l −3θ(p)
A,s+l ,l

(s
l

)1−1/p
> 0}

and a set J such that|suppαi (β∗
J)|> i holds for all i∈ {0,1, ..., |J|−1}, where

αi =
3
2

min
l∈Ω

max(1, 3(s−i)
l )

µ(∞)
A,s+l −3θ(∞)

A,s+l ,l

(

s−i
l

)

λ′+
1

µ(∞)

(XT
F XF )1/2,s

σ
√

2log(s/η2),

then taking F(0)0 = ∅, λ = σ
√

2log
(

m−s
η1

)

and N= |J| − 1 into the multi-stage algorithm 1, the

result after N iterations satisfies F(N)
0 ⊂ F (i.e., |J| correct features are chosen) with probability

larger than1−η′
1−η′

2.

It is easy to see thatα0 > α1 > ... > α|J|−1 holds strictly. Referring to the analysis for Theorem 4,
we know that the multi-stage method for LASSO requires weaker conditions to obtain |J| correct
features than the standard LASSO.
(b) Second, like Theorem 5 the following theorem shows that with a high probability the multi-
stage procedure can improve the upper bound of the standard LASSO from Cs1/p√logm+∆ to
C(s−N)1/p√logm+∆, whereC is a constant and∆ is a small number independent fromm.

Theorem 16 Under Assumption 1, if there exist l such that µ(∞)
A,s+l −3θ(∞)

A,s+l ,l

(

s
l

)

> 0, µ(p)A,2s−3θ(p)
A,2s,s>

0, and a set J such that|suppαi (β∗
J)|> i holds for all i∈ {0,1, ..., |J|−1}, whereαi ’s follow the def-

inition in Theorem 15, then taking F0 = ∅, N = |J| andλ′ = 2σ
√

2log
(

m−s
η1

)

into the multi-stage

LASSO algorithm, the solution̂β′
mul of the multi-stage LASSO obeys

‖β̂′
mul−β∗‖p ≤

4
(

(

3
2

)p
+1
)1/p

(s−N)1/p

µ(p)A,2s−N −3θ(p)
A,2s−N,s−N

λ′+
s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2)

with probability larger than1−η′
1−η′

2.
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(c) Finally, the proposed method can obtain the oracle solution with high probability under certain
conditions:

Theorem 17 Under Assumption 1, if there exists l such that µ(∞)
A,s+l − 3θ(∞)

A,s+l ,l

(

s−i
l

)

> 0, and the
supporting set F ofβ∗ satisfies|suppαi (β∗

F)| > i for all i ∈ {0,1, ...,s− 1}, whereαi follows the

definition in theorem 15, then taking F0 = ∅, N = s andλ′ = 2σ
√

2log
(

m−s
η1

)

into the multi-

stage LASSO algorithm, the oracle solution can be achieved, that is, F(N)
0 = F and β̂′(N) = β̄ with

probability larger than1−η′
1−η′

2.

In the following, we provide the complete proof for the theorems above.

Lemma 18 Let β̂′ be defined above. We have

‖XT
F̄0
(Xβ̂′−y)‖∞ ≤ λ′.

Proof The subdifferential of the objective function in Equation (7) at the optimal solution β̂′ is
given by:

XT
i (Xβ̂′−y)+λ′sgn(β̂′

i)

wherei ∈ F̄0 and

sgn(x) =







1, x> 0;
−1, x< 0;
[-1,1], x= 0.

Since 0 must belong to the subdifferential at the optimal solution, we have

|XT
i (Xβ̂′−y)| ≤ λ′,

which implies the claim.

Let us assume that the oracle solution satisfies the following assumption.

Assumption 3
‖XT

F̄ (Xβ̄−y)‖∞ ≤ λ′/2.

This assumption actually plays the same role as Assumption 2 in the Dantzig selector.
In the following, we introduce an additional setF1 satisfyingF0 ⊂ F1 (Zhang, 2009a).
Similar to Lemma 9, we have the following results for the LASSO case:

Lemma 19 Let F0 ⊂ F. Assume that Assumption 3 holds. Given any index set F1 such that F0 ⊂ F1,
we have the following conclusions:

3‖h′F̄0−F̄1
‖1+4‖β̄F̄1

‖1 ≥ ‖h′F̄1
‖1

‖XT
F0

Xh′‖∞ = 0

‖XT
F̄ Xh′‖∞ ≤ 3

2
λ′

‖XT
F̄0−F̄Xh′‖∞ ≤ λ′.
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Proof We only show the proof for the first inequality and the rest can be easily proven by following
the proof in Lemma 9.

Let ε = Xβ̄− y and f (.) be the objective function in Equation (7) with respect toβ. One can
verify thatεTXF = 0. Sinceβ̂′ is the optimal solution of Equation (7), we have

0≥ f (β̂′)− f (β̄)

=
1
2
(‖Xβ̂′−y‖2

2−‖Xβ̄−y‖2
2)+λ′(‖β̂′

F̄0
‖1−‖β̄F̄0

‖1)

=
1
2
(Xh′)T(Xβ̂′−y+ ε)+λ′(‖β̂′

F̄0
‖1−‖β̄F̄0

‖1)

≥εTXh′+λ′(‖β̂′
F̄0
‖1−‖β̄F̄0

‖1)

≥εT(XFh′F +XF̄h′F̄)+λ′(‖β̂′
F̄0
‖1−‖β̄F̄0

‖1)

≥−λ′/2‖h′F̄‖1+λ′(‖β̂′
F̄0−F̄1

‖1+‖β̂′
F̄1
‖1−‖β̄F̄0−F̄1

‖1−‖β̄F̄1
‖1) (due to Assumption 3)

≥−λ′/2‖h′F̄0
‖1+λ′(−‖h′F̄0−F̄1

‖1+‖h′F̄1
‖1−2‖β̄F̄1

‖1)

=λ′/2‖h′F̄1
‖1−

3
2

λ′‖h′F̄0−F̄1
‖1−2λ′‖β̄F̄1

‖1,

which implies the first inequality.

Similar to Lemma 11, the following result holds in the LASSO case:

Lemma 20 Assume F0 ⊂ F and F0 ⊂ F1 and the index set̄F1 is divided into a group of subsets Tj ’s
such that they satisfy all conditions in Lemma 10 with v= h′. Then the following holds:

‖h′F̄1−T1
‖p ≤l1/p−1

(

3|F̄0− F̄1|1−1/p‖h′F̄0−F̄1
‖p+4‖β̄F̄1

‖1

)

‖h′‖p ≤
[

1+3p(|F̄0− F̄1|/l)p−1]1/p‖h′F1+T1
‖p+4l1/p−1‖β̄F̄1

‖1,

where s1 = |F1|.
Proof Using the claim in Lemma 10 withv= h′, we have

‖h′F̄1−T1
‖p

≤l1/p−1‖h′F̄1
‖1

≤l1/p−1
(

3‖h′F̄0−F̄1
‖1+4‖β̄F̄1

‖1

)

(due to the first inequality in Lemma 19)

≤l1/p−1
(

3|F̄0− F̄1|1−1/p‖h′F̄0−F̄1
‖p+4‖β̄F̄1

‖1

)

.

This proves the first inequality. Using this equality, we can obtain the secondinequality as follows:

‖h′‖p

=(‖h′F1+T1
‖p

p+‖h′F̄1−T1
‖p

p)
1/p

≤
[

‖h′F1+T1
‖p

p+

(

3

( |F̄0− F̄1|
l

)1−1/p

‖h′F̄0−F̄1
‖p+

4

l1−1/p
‖β̄F̄1

‖1

)p]1/p

≤
[

1+3p(|F̄0− F̄1|/l)p−1]1/p‖h′F1+T1
‖p+4l1/p−1‖β̄F̄1

‖1.
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The last inequality is due to Equation (10).

Similar to the Lemma 12, the following result holds in the LASSO case:

Theorem 21 Under Assumption 1, taking F0 ⊂ F andλ′ = 2σ
√

2log
(

m−s
η1

)

into the optimization

problem(7), if for any index set F1 satisfying F0 ⊂ F1 ⊂ F there exists some l such that µ(p)
A,s1+l −

3θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p
> 0 holds where s1 = |F1|, then with probability larger than1−η′

1, the ℓp

norm (1≤ p≤ ∞) of the difference between the optimizer of the problem(7) and the oracle solution
is bounded as

‖β̂′− β̄‖p

≤

[

1+3p
(

|F̄0−F̄1|
l

)p−1
]1/p(

(|F̄0− F̄1|+(3/2)pl)1/pλ′+
4θ(p)A,s1+l ,l

l1−1/p ‖β̄F̄1
‖1

)

µ(p)A,s1+l −3θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p

+4l1/p−1‖β̄F̄1
‖1

and with probability larger than1−η′
1−η′

2, the ℓp norm (1≤ p≤ ∞) of the difference between the
optimizer of the problem(7) and the true solution is bounded as

‖β̂′−β∗‖p

≤

[

1+3p
(

|F̄0−F̄1|
l

)p−1
]1/p(

(|F̄0− F̄1|+(3/2)pl)1/pλ′+
4θ(p)A,s1+l ,l

l1−1/p ‖β̄F̄1
‖1

)

µ(p)A,s1+l −3θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p

+4l1/p−1‖β̄F̄1
‖1+

s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

Proof The proof follows the same strategy as in Theorem 12. First, we assume thatAssumption 3
and the inequality (9) hold. DividēF1 into a group of subsetsTj ’s ( j = 1,2, ...) without intersection
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such that
⋃

j Tj = F̄1, maxj |Tj | ≤ l and maxi∈Tj+1 hTj+1[i]≤ ‖hTj‖1/l hold. Since

‖XT
T01+F0

Xh′‖p

=‖XT
T01+F0

XT01+F0h
′
T01+F0

+ ∑
j≥2

XT
T01+F0

XTj h
′
Tj
‖p

≥µ(p)A,s1+l‖h′T01+F0
‖p− ∑

j≥2

θ(p)
A,s1+l ,l‖h′Tj

‖p

≥µ(p)A,s1+l‖h′T01+F0
‖p−θ(p)

A,s1+l ,l ∑
j≥2

‖h′Tj
‖p

≥µ(p)A,s1+l‖h′T01+F0
‖p−θ(p)

A,s1+l ,l l
1/p−1‖h′F̄1

‖1

≥µ(p)A,s1+l‖h′T01+F0
‖p−θ(p)

A,s1+l ,l l
1/p−1

(

3‖h′F̄0−F̄1
‖1+4‖β̄F̄1

‖1

)

(due to the first inequality of Lemma 19)

≥µ(p)A,s1+l‖h′T01+F0
‖p−3θ(p)

A,s1+l ,l

(

l
|T0|

)1/p−1

‖h′T0
‖p−4θ(p)

A,s1+l ,l l
1/p−1‖β̄F̄1

‖1

≥
[

µ(p)A,s1+l −3θ(p)
A,s1+l ,l

( |T0|
l

)1−1/p
]

‖h′T01+F0
‖p−4θ(p)

A,s1+l ,l l
1/p−1‖β̄F̄1

‖1

and

‖XT
T01+F0

Xh′‖p
p

=‖XT
F0

Xh′‖p
p+‖XT

T01∩FXh′‖p
p+‖XT

T01∩F̄Xh′‖p
p

≤|T01∩F |λ′p+ |T01∩ F̄ |(3λ′/2)p (due to Lemma 19)

≤|T0∩F |λ′p+ |T1∩F |λ′p+ |T0∩ F̄ |(3λ′/2)p+ |T1∩ F̄ |(3λ′/2)p (due toF1 ⊂ F)

≤|T0|λ′p+ l(3λ′/2)p, (due toT0∩ F̄ =∅)

thus we have

‖h′F1+T1
‖p = ‖h′T01+F0

‖p ≤
(|F̄0− F̄1|+(3/2)pl)1/pλ′+4θ(p)

A,s1+l ,l l
1/p−1‖β̄F̄1

‖1

µ(p)A,s1+l −3θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p
.

It follows that

‖h′‖p ≤
[

1+3p
( |F̄0− F̄1|

l

)p−1
]1/p

‖h′F1+T1
‖p+4l1/p−1‖β̄F̄1

‖1

≤

[

1+3p
(

|F̄0−F̄1|
l

)p−1
]1/p(

(|F̄0− F̄1|+(3/2)pl)1/pλ′+
4θ(p)A,s1+l ,l

l1−1/p ‖β̄F̄1
‖1

)

µ(p)A,s1+l −3θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p

+4l1/p−1‖β̄F̄1
‖1,
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and
‖β̂′−β∗‖p

≤

[

1+3
(

|F̄0−F̄1|
l

)p−1
]1/p(

(|F̄0− F̄1|+(3/2)pl)1/pλ′+
4θ(p)A,s1+l ,l

l1−1/p ‖β̄F̄1
‖1

)

µ(p)A,s1+l −3θ(p)
A,s1+l ,l

(

|F̄0−F̄1|
l

)1−1/p

+4l1/p−1‖β̄F̄1
‖1+

s1/p

µ(p)
(XT

F XF )1/2,s

σ
√

2log(s/η2).

Finally, taking

λ′ = 2σ

√

2log

(

m−s
η1

)

,

Lemma 8 (lettingη = η1) implies that Assumption 3 holds with probability larger than 1−η′
1 and

Lemma 7 (lettingη = η2) implies that Equation (9) holds with probability larger than 1−η′
2. Thus,

these two bounds above hold with probability larger than respectively 1−η′
1 and 1−η′

1−η′
2.

Proof to Theorem 14: By takingF1 = F in Theorem 21, the claims above can be obtained imme-
diately. �

Proof to Theorem 15:Please refer to the proof for Theorem 4. �

Proof to Theorem 16:Please refer to the proof for Theorem 5. �

Proof to Theorem 17: First, we assume that Assumption 3 and the inequality (9) holds. Then,
the claim in Theorem 15 holds with probability 1. Since all conditions in Theorem15 are satisfied,
afters iterationsscorrect features can be chosen (i.e.,F(N)

0 = F) with probability 1. Since all correct
features are obtained, the optimization problem in the last iteration can be formulated as

min :
1
2
‖Xβ−y‖2

2+λ′‖βF̄‖1. (12)

A minimizer should satisfy the following conditions:

0∈XT
F̄ (Xβ−y)+λ′sgn(βF̄)

0=XT
F (Xβ−y),

(13)

where the first formula is based on the subdifferential set. Because of Assumption 3, the oracle
solution satisfies these two conditions. Since the objective function is not strictly convex, we need
to show that the oracle solution is the unique minimizer.

From the second equality in Equation (13), we haveβF =−(XT
F XF)

−1XT
F (XF̄βF̄ −y). It follows

that the objective function in Equation (12) can be expressed as

f (βF̄) =
1
2
‖(I −XF(X

T
F XF)

−1XT
F )(XF̄βF̄ −y)‖2

2+λ′‖βF̄‖1.

Because the oracle solution is a minimizer of the Equation (12), “0” should be one of the minimizers
of f (βF̄). Next we show that “0” is the unique minimizer, which implies that the oracle solution
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is the unique minimizer for Equation (12). We can compute the directional derivative along any
direction∆ at the point “0” for the functionf (βF̄) as follows:

d f(0+ t∆)
dt

|t=0 =−yT(I −XF(X
T
F XF)

−1XT
F )X

T
F̄ ∆+λ′‖∆‖1

≥λ′‖∆‖1−‖∆‖1‖yT(I −XF(X
T
F XF)

−1XT
F )X

T
F̄ ‖∞

=‖∆‖1(λ′−‖XT
F̄ (Xβ̄−y)‖∞)

>0. (due to Assumption 3)

Thus, the directional derivative at “0” is always strictly greater than 0 at arbitrary directions, which
shows that “0” should be the unique minimizer forf (βF̄).

Finally, because the probability of Assumption 3 and the inequality (9) holding islarger than
1−η′

1−η′
2, the oracle solution is achieved with the same probability. �
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Abstract

The Sample Compression Conjecture of Littlestone & Warmuthhas remained unsolved for a quar-
ter century. While maximum classes (concept classes meetingSauer’s Lemma with equality) can be
compressed, the compression of general concept classes reduces to compressing maximal classes
(classes that cannot be expanded without increasing VC dimension). Two promising ways forward
are: embedding maximal classes into maximum classes with atmost a polynomial increase to VC
dimension, and compression via operating on geometric representations. This paper presents pos-
itive results on the latter approach and a first negative result on the former, through a systematic
investigation of finite maximum classes. Simple arrangements of hyperplanes in hyperbolic space
are shown to represent maximum classes, generalizing the corresponding Euclidean result. We
show that sweeping a generic hyperplane across such arrangements forms an unlabeled compres-
sion scheme of size VC dimension and corresponds to a specialcase of peeling the one-inclusion
graph, resolving a recent conjecture of Kuzmin & Warmuth. A bijection between finite maximum
classes and certain arrangements of piecewise-linear (PL)hyperplanes in either a ball or Euclidean
space is established. Finally we show thatd-maximum classes corresponding to PL-hyperplane
arrangements inRd have cubical complexes homeomorphic to ad-ball, or equivalently complexes
that are manifolds with boundary. A main result is that PL arrangements can be swept by a moving
hyperplane to unlabeledd-compressanyfinite maximum class, forming a peeling scheme as con-
jectured by Kuzmin & Warmuth. A corollary is that somed-maximal classes cannot be embedded
into any maximum class of VC-dimensiond+ k, for any constantk. The construction of the PL
sweeping involves Pachner moves on the one-inclusion graph, corresponding to moves of a hyper-
plane across the intersection ofd other hyperplanes. This extends the well known Pachner moves
for triangulations to cubical complexes.

Keywords: sample compression, hyperplane arrangements, hyperbolicand piecewise-linear ge-
ometry, one-inclusion graphs

1. Introduction

Maximumconcept classes have the largest cardinality possible for their given VCdimension. Such
classes are of particular interest as their special recursive structureunderlies all general sample
compression schemes known to-date (Floyd, 1989; Warmuth, 2003; Kuzminand Warmuth, 2007).

c©2012 Benjamin I. P. Rubinstein and J. Hyam Rubinstein.
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It is this structure that admits many elegant geometric and algebraic topologicalrepresentations
upon which this paper focuses.

Littlestone and Warmuth (1986) introduced the study ofsample compression schemes, defined
as a pair of mappings for given concept classC: a compression functionmapping aC-labeled
n-sample to a subsequence of labeled examples and areconstruction functionmapping the sub-
sequence to a concept consistent with the entiren-sample. A compression scheme of bounded
size—the maximum cardinality of the subsequence image—was shown to imply learnability. The
converse—that classes of VC-dimensiond admit compression schemes of sized—has become one
of the oldest unsolved problems actively pursued within learning theory (Floyd, 1989; Helmbold
et al., 1992; Ben-David and Litman, 1998; Warmuth, 2003; Hellerstein, 2006; Kuzmin and War-
muth, 2007; Rubinstein et al., 2007, 2009; Rubinstein and Rubinstein, 2008). Interest in the conjec-
ture has been motivated by its interpretation as the converse to the existence of compression bounds
for PAC learnable classes (Littlestone and Warmuth, 1986), the basis of practical machine learning
methods on compression schemes (Marchand and Shawe-Taylor, 2003;von Luxburg et al., 2004),
and the conjecture’s connection to a deeper understanding of the combinatorial properties of concept
classes (Rubinstein et al., 2009; Rubinstein and Rubinstein, 2008). Recently Kuzmin and Warmuth
(2007) achieved compression of maximum classes without the use of labels.They also conjectured
that their elegant min-peeling algorithm constitutes such an unlabeledd-compression scheme for
d-maximum classes.

As discussed in our previous work (Rubinstein et al., 2009), maximum classes can be fruitfully
viewed ascubical complexes. These are also topological spaces, with each cube equipped with a
natural topology of open sets from its standard embedding into Euclidean space. We proved that
d-maximum classes correspond tod-contractible complexes—topological spaces with an identity
map homotopic to a constant map—extending the result that 1-maximum classes have trees for
one-inclusion graphs. Peeling can be viewed as a special form of contractibility for maximum
classes. However, there are many non-maximum contractible cubical complexes that cannot be
peeled, which demonstrates that peelability reflects more detailed structure ofmaximum classes
than given by contractibility alone.

In this paper we approach peeling from the direction of simple hyperplane arrangement rep-
resentations of maximum classes. Kuzmin and Warmuth (2007, Conjecture 1) predicted thatd-
maximum classes corresponding to simple linear-hyperplane arrangements could be unlabeledd-
compressed by sweeping a generic hyperplane across the arrangement, and that concepts are min
peeled as their corresponding cell is swept away. We positively resolvethe first part of the conjec-
ture and show that sweeping such arrangements corresponds to a new form ofcorner peeling, which
we prove is distinct from min peeling. Whilemin peelingremoves minimum degree concepts from
a one-inclusion graph, corner peeling peels vertices that are containedin unique cubes of maximum
dimension.

We explore simple hyperplane arrangements in hyperbolic geometry, which we show correspond
to a set of maximum classes, properly containing those represented by simplelinear Euclidean ar-
rangements. These classes can again be corner peeled by sweeping. Citing the proof of existence of
maximum unlabeled compression schemes due to Ben-David and Litman (1998),Kuzmin and War-
muth (2007) ask whether unlabeled compression schemes for infinite classes such as positive half
spaces can be constructed explicitly. We present constructions for illustrative but simpler classes,
suggesting that there are many interesting infinite maximum classes admitting explicitcompression

1222



A GEOMETRIC APPROACH TOSAMPLE COMPRESSION

schemes, and under appropriate conditions, sweeping infinite Euclidean,hyperbolic or PL arrange-
ments corresponds to compression by corner peeling.

Next we prove that all maximum classes in{0,1}n are represented as simple arrangements of
piecewise-linear (PL) hyperplanes in then-ball. This extends previous work by Gärtner and Welzl
(1994) on viewing simple PL-hyperplane arrangements as maximum classes.The close relationship
between such arrangements and their hyperbolic versions suggests thatthey could be equivalent.
Resolving the main problem left open in the preliminary version of this paper (Rubinstein and
Rubinstein, 2008), we show that sweeping ofd-contractible PL arrangements does compress all
finite maximum classes by corner peeling, completing (Kuzmin and Warmuth, 2007, Conjecture 1).

We show that a one-inclusion graphΓ can be represented by ad-contractible PL-hyperplane
arrangement if and only ifΓ is a strongly contractible cubical complex. This motivates the nomen-
clature ofd-contractible for the class of arrangements of PL hyperplanes. Note thenthat these
one-inclusion graphs admit a corner-peeling scheme of the same sized as the largest dimension of
a cube inΓ. Moreover if such a graphΓ admits a corner-peeling scheme, then it is a contractible
cubical complex. We give a simple example to show that there are one-inclusion graphs which
admit corner-peeling schemes but are not strongly contractible and so are not represented by ad-
contractible PL-hyperplane arrangement.

Compressingmaximal classes—classes which cannot be grown without an increase to their VC
dimension—is sufficient for compressing all classes, as embedded classes trivially inherit compres-
sion schemes of their super-classes. This reasoning motivates the attempt toembedd-maximal
classes intoO(d)-maximum classes (Kuzmin and Warmuth, 2007, Open Problem 3). We present
non-embeddability results following from our earlier counter-examples to Kuzmin & Warmuth’s
minimum degree conjecture (Rubinstein et al., 2009), and our new results oncorner peeling. We
explore with examples, maximal classes that can be compressed but not peeled, and classes that are
not strongly contractible but can be compressed.

Finally, we investigate algebraic topological properties of maximum classes. Most notably we
characterized-maximum classes, corresponding to simple linear Euclidean arrangements, as cubical
complexes homeomorphic to thed-ball. The result that such classes’ boundaries are homeomorphic
to the (d− 1)-sphere begins the study of the boundaries of maximum classes, which areclosely
related to peeling. We conclude with several open problems.

2. Background

We begin by presenting relevant background material on algebraic topology, computational learning
theory, and sample compression.

2.1 Algebraic Topology

Definition 1 A homeomorphismis a one-to-one and onto map f between topological spaces such
that both f and f−1 are continuous. Spaces X and Y are said to behomeomorphicif there exists a
homeomorphism f: X→Y.

Definition 2 A homotopyis a continuous map F: X× [0,1]→ Y. Theinitial map is F restricted
to X×{0} and thefinal mapis F restricted to X×{1}. We say that the initial and final maps are
homotopic. A homotopy equivalencebetween spaces X and Y is a pair of maps f: X → Y and
g : Y→ X such that f◦g and g◦ f are homotopic to the identity maps on Y and X respectively. We
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say that X and Y have thesame homotopy typeif there is a homotopy equivalence between them. A
deformation retractionis a special homotopy equivalence between a space X and a subspace A⊆X.
It is a continuous map r: X→ X with the properties that the restriction of r to A is the identity map
on A, r has range A and r is homotopic to the identity map on X.

Definition 3 A cubical complexis a union of solid cubes of the form[a1,b1]× . . .× [am,bm], for
bounded m∈ N, such that the intersection of any two cubes in the complex is either a cubicalface
of both cubes or the empty-set.

Definition 4 A contractible cubical complexX is one which has the same homotopy type as a one
point space{p}. X is contractible if and only if the constant map from X to p is a homotopy
equivalence.

Definition 5 A simplicial complexis a union of simplices, each of which is affinely equivalent1

to the convex hull of k+ 1 points (0,0, . . . ,0),(1,0, . . . ,0), . . .(0,0, . . . ,1) in R
k, for some k. The

intersection of any two simplices in the complex is either a face of both simplices or the empty-set.
A map f: X→Y is calledsimplicial if X ,Y are simplicial complexes and f maps each simplex of X
to a simplex of Y so that vertices are mapped to vertices and the map is affinelinear. Asubdivision
of a simplicial complex is a new simplicial complex with the same underlying point-set obtained by
cutting up the original simplices into smaller simplices.

For a more formal treatment of simplicial complexes see (Rourke and Sanderson, 1982). We
will need the concepts of piecewise-linear (PL) manifolds and maps.

Definition 6 A mapping f: X→Y is calledpiecewise linear(PL) if X,Y are simplicial complexes
and there are subdivisions X⋆,Y⋆ of the respective complexes, so that f: X⋆ → Y⋆ is simplicial.
A PL homeomorphism f: X → Y is a bijection so that both f, f−1 are PL maps. A PL manifold
M is a space which is covered by open sets Uα for α ∈ I some index set, together with bijections
φα : Uα → Vα, where Vα is an open set inRn. Moreover when Uα ∩Uβ 6= /0, then the transition
functionφβ ◦φα

−1 : φα(Uα∩Uβ)→ φβ(Uα∩Uβ) is a PL homeomorphism. A pair(Uα,φα) is called
a chartfor M.

2.2 Pachner Moves

Pachner (1987) showed that triangulations of manifolds which are combinatorially equivalent after
subdivision are also equivalent by a series of moves which are now referred to as Pachner moves.
For the main result of this paper, we need a version of Pachner moves forcubical structures rather
than simplicial ones. The main idea of Pachner moves remains the same.

A Pachner movereplaces a topologicald-ballU divided intod-cubes, with another ballU ′ with
the same(d−1)-cubical boundary but with a different interior cubical structure. In dimensiond= 2,
for example, such an initial ballU can be constructed by taking three 2-cubes forming a hexagonal
disk and in dimensiond = 3, four 3-cubes forming a rhombic dodecahedron, which is a polyhedron
U with 12 quadrilateral faces in its boundary. The setU ′ of d-cubes is attached to the same boundary
as forU , that is,∂U = ∂U ′, as cubical complexes homeomorphic to the(d−1)-sphere. Moreover,
U ′ andU are isomorphic cubical complexes, but the gluing between their boundariesproduces

1. The simplices are related via an affine bijection.
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Figure 1: (a) An example linear-hyperplane arrangementP and (b) the result of a Pachner move of
hyperplaneP4 onP .

the boundary of the 3- or 4-cube, as a 2- or 3-dimensional cubical structure on the 2- or 3-sphere
respectively.

To better understand this move, consider the cubical face structure of theboundaryV of the
(d+1)-cube. This is ad-sphere containing 2d+2 cubes, each of dimensiond. There are many
embeddings of the(d−1)-sphere as a cubical subcomplex intoV, dividing it into a pair ofd-balls.
One ball is combinatorially identical toU and the other toU ′.

There are a whole series of Pachner moves in each dimensiond, but we are only interested in
the ones where the pair of ballsU,U ′ have the same numbers ofd-cubes. In Figure 1 a change in
a hyperplane arrangement is shown, which corresponds to a Pachnermove on the corresponding
one-inclusion graph (considered as a cubical complex).

2.3 Concept Classes and their Learnability

A concept class Condomain X, is a subset of the power set of setX or equivalentlyC⊆{0,1}X. We
primarily consider finite domains and so will writeC⊆ {0,1}n in the sequel, where it is understood
thatn= |X| and then dimensions orcolorsare identified with an ordering{xi}

n
i=1 = X.

Theone-inclusion graphG(C) of C⊆ {0,1}n is the graph with vertex-setC and edge-set con-
taining{u,v} ⊆C iff u andv differ on exactly one component (Haussler et al., 1994);G(C) forms
the basis of a prediction strategy with essentially-optimal worst-case expected risk. G(C) can be
viewed as a simplicial complex inRn by filling in each face with a product of continuous intervals
(Rubinstein et al., 2009). Each edge{u,v} in G(C) is labeled by the component on which the two
verticesu,v differ.

Example 1 An example concept class in{0,1}4 is enumerated in Figure 2(a). The corresponding
one-inclusion graph is visualized in Figure 2(b), making immediately apparent the interpretation of
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x1 x2 x3 x4

v0 0 0 0 0
v1 1 0 0 0
v2 0 1 0 0
v3 0 0 1 0
v4 1 0 1 0
v5 1 1 0 0
v6 0 1 1 0
v7 0 0 0 1
v8 1 0 0 1
v9 0 1 0 1
v10 0 0 1 1

(a)

0011

0010

0110

0100
1100

1000

1010

1001

0001

0000

0101

(b)

Figure 2: (a) A concept class in{0,1}4 that is maximum with VC-dim 2 and (b) the one-inclusion
graph of the concept class.

the object as a simplicial complex: in this case the concepts form vertices which are connected by
edges; these edges bound 2-cubes.

Probably Approximately Correct learnability of a concept classC⊆ {0,1}X is characterized by
the finiteness of the Vapnik-Chervonenkis (VC) dimension ofC (Blumer et al., 1989). One key to
all such results is Sauer’s Lemma.

Definition 7 The VC dimension of concept class C⊆ {0,1}X is defined asVC(C) =

sup
{

n
∣

∣

∣
∃Y ∈

(X
n

)

,ΠY(C) = {0,1}n
}

whereΠY(C) = {(c(x1), . . . ,c(xn)) | c∈C} ⊆ {0,1}n is the

projectionof C on sequence Y= (x1, . . . ,xn).

Lemma 8 (Vapnik and Chervonenkis, 1971; Sauer, 1972; Shelah, 1972) The cardinality of any

concept classes C⊆ {0,1}n is bounded by|C| ≤ ∑VC(C)
i=1

(n
i

)

.

Motivated by maximizing concept class cardinality under a fixed VC dimension,which is related
to constructing general sample compression schemes (see Section 2.4), Welzl (1987) defined the
following special classes.

Definition 9 Concept class C⊆ {0,1}X is called maximal if VC(C∪{c}) > VC(C) for all c ∈
{0,1}X\C. Furthermore ifΠY(C) satisfies Sauer’s Lemma with equality for each Y∈

(X
n

)

, for every
n ∈ N, then C is termedmaximum. If C ⊆ {0,1}n then C is maximum (and hence maximal) if C
meets Sauer’s Lemma with equality.

Example 2 The concept class of Example 1 has VC-dimension2 as witnessed by projecting onto
any two of the four available axes. Moreover its cardinality of11exactly meets Sauer’s Lemma with
equality, so the class is also maximum.
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Figure 3: The (a) projection (b) reduction and (c) tail of the concept class of Figure 2 with respect
to projecting on to the first three coordinates (i.e., projecting out the fourth coordinate).

The reduction of C ⊆ {0,1}n with respect to i ∈ [n] = {1, . . . ,n} is the classCi =
Π[n]\{i}

({

c∈C | i ∈ IG(C)(c)
})

whereIG(C)(c)⊆ [n] denotes the labels of the edges incident to vertex
c; a multiple reductionis the result of performing several reductions in sequence. Thetail of class
C is taili (C) =

{

c∈C | i /∈ IG(C)(c)
}

. Welzl showed that ifC is d-maximum, thenΠ[n]\{i}(C) andCi

are maximum of VC-dimensionsd andd−1 respectively.

Example 3 A projection, reduction and tail of the concept class of Figure 2 are shown in Fig-
ures 3(a)—3(c) respectively, when projecting onto coordinates{1,2,3}. In particular note that the
reduction, like the projection, is a class in the smaller3-cube while the tail is in the original4-
cube. Moreover note that the projection and reduction and maximum with VC-dimensions2 and1
respectively.

The results presented below relate to other geometric and topological representations of maxi-
mum classes existing in the literature. Under the guise of ‘forbidden labels’,Floyd (1989) showed
that maximumC⊆ {0,1}n of VC-dim d is the union of a maximally overlappingd-complete col-
lection of cubes(Rubinstein et al., 2009)—defined as a collection of( n

d) d-cubes which uniquely
project onto all( n

d) possible sets ofd coordinate directions. (An alternative proof was developed by
Neylon 2006.) It has long been known that VC-1 maximum classes have one-inclusion graphs that
are trees (Dudley, 1985); we previously extended this result by showing that when viewed as com-
plexes,d-maximum classes are contractibled-cubical complexes (Rubinstein et al., 2009). Finally
the cells of a simple linear arrangement ofn hyperplanes inRd form a VC-d maximum class in
then-cube (Edelsbrunner, 1987), but not all finite maximum classes correspond to such Euclidean
arrangements (Floyd, 1989).

Example 4 It is immediately clear from visual inspection that the2-maximum concept classes of
Figures 2 and 3(a) are composed of complete collections of2-cubes. Similarly the1-maximum class
of Figure 3(c) is a tree with one edge of each color.

2.4 Sample Compression Schemes

Littlestone and Warmuth (1986) showed that the existence of a compression scheme of finite size is
sufficient for learnability ofC, and conjectured the converse, that VC(C) = d < ∞ implies a com-
pression scheme of sized. Later Warmuth (2003) weakened the conjectured size toO(d). To-date it
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is only known that maximum classes can bed-compressed (Floyd, 1989). Unlabeled compression
was first explored by Ben-David and Litman (1998); Kuzmin and Warmuth (2007) defined unla-
beled compression as follows, and explicitly constructed schemes of sized for maximum classes.

Definition 10 Let C be a d-maximum class on a finite domain X. A mapping r is called arepresen-
tation mappingof C if it satisfies the following conditions:

1. r is a bijection between C and subsets of X of size at most d; and

2. [non-clashing] :2 Πr(c)∪r(c′)(c) 6= Πr(c)∪r(c′)(c
′) for all c,c′ ∈C, c 6= c′.

As with all previously published labeled schemes, all previously known unlabeled compression
schemes for maximum classes exploit their special recursive projection-reduction structure and so
it is doubtful that such schemes will generalize. Kuzmin and Warmuth (2007,Conjecture 2) conjec-
tured that theirmin-peelingalgorithm constitutes an unlabeledd-compression scheme for maximum
classes; it iteratively removes minimum degree vertices fromG(C), representing the corresponding
concepts by the remaining incident dimensions in the graph. The authors alsoconjectured that
sweeping a hyperplane in general position across a simple linear arrangement forms a compres-
sion scheme that corresponds to min peeling the associated maximum class (Kuzmin and Warmuth,
2007, Conjecture 1). A particularly promising approach to compressing general classes is via their
maximum-embeddings: a classC embedded in classC′ trivially inherits any compression scheme
for C′, and so an important open problem is to embed maximal classes into maximum classes with
at most a linear increase in VC dimension (Kuzmin and Warmuth, 2007, Open Problem 3).

3. Preliminaries

A first step towards characterizing and compressing maximum classes is a process of building them.
After describing this process oflifting we discuss compressing maximum classes by peeling, and
properties of the boundaries of maximum classes.

3.1 Constructing All Maximum Classes

The aim in this section is to describe an algorithm for constructing all maximum classes of VC-
dimensiond in then-cube. This process can be viewed as the inverse of mapping a maximum class
to itsd-maximum projection on[n]\{i} and the corresponding(d−1)-maximum reduction.

Definition 11 Let C,C′ ⊆ {0,1}n be maximum classes of VC-dimensions d,d−1 respectively, so
that C′ ⊂C, and let C1,C2⊂C be d-cubes, that is, d-faces of the n-cube{0,1}n.

1. C1,C2 areconnectedif there exists a path in the one-inclusion graphG(C) with end-points in C1
and C2; and

2. C1,C2 are said to be C′-connectedif there exists such a connecting path that further does not
intersect C′.

The C′-connected componentsof C are the equivalence classes of the d-cubes of C under the C′-
connectedness relation.

2. We abuse notation slightly by applying projections, originally defined to operate on concept classes in Definition 7,
to concepts.
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Algorithm 1 MAXIMUM CLASSES(n,d)

Given: n∈ N,d ∈ [n]
Returns: the set ofd-maximum classes in{0,1}n

1. if d = 0 then return {{v} | v ∈ {0,1}n} ;
2. if d = n then return {0,1}n ;
3. M ← /0 ;

for eachC∈MAXIMUM CLASSES(n−1,d),
C′ ∈MAXIMUM CLASSES(n−1,d−1) s.t.C′ ⊂C do

4. {C1, . . . ,Ck}←C′-connected components ofC ;

5. M ←M ∪
⋃

p∈{0,1}k

{

(C′×{0,1})∪
⋃

q∈[k]Cq×{pq}
}

;

done
6. return M ;

The recursive algorithm for constructing all maximum classes of VC-dimension d in then-cube,
detailed as Algorithm 1, considers each possibled-maximum classC in the(n−1)-cube and each
possible(d−1)-maximum subclassC′ of C as the projection and reduction of ad-maximum class
in the n-cube, respectively. The algorithmlifts C andC′ to all possible maximum classes in the
n-cube. ThenC′×{0,1} is contained in each lifted class; so all that remains is to find the tails from
the complement of the reduction in the projection. It turns out that eachC′-connected component
Ci of C can be lifted to eitherCi ×{0} or Ci ×{1} arbitrarily and independently of how the other
C′-connected components are lifted. The set of lifts equates to the set ofd-maximum classes in the
n-cube that project-reduce to(C,C′).

Lemma 12 MAXIMUM CLASSES(n,d) (cf. Algorithm 1) returns the set of maximum classes of VC-
dimension d in the n-cube for all n∈ N,d ∈ [n].

Proof We proceed by induction onnandd. The base cases correspond ton∈N,d∈{0,n} for which
all maximum classes, enumerated as singletons in then-cube and then-cube itself respectively, are
correctly produced by the algorithm. For the inductive step we assume that for n∈N,d ∈ [n−1] all
maximum classes of VC-dimensiond andd−1 in the(n−1)-cube are already known by recursive
calls to the algorithm. Given this, we will show that MAXIMUM CLASSES(n,d) returns onlyd-
maximum classes in then-cube, and that all such classes are produced by the algorithm.

Let classesC ∈ MAXIMUM CLASSES(n−1,d) andC′ ∈ MAXIMUM CLASSES(n−1,d−1) be
such thatC′ ⊂C. ThenC is the union of ad-complete collection andC′ is the union of a(d−1)-
complete collection of cubes that are faces of the cubes ofC. Consider a concept classC⋆ formed
fromC andC′ by Algorithm 1. The algorithm partitionsC intoC′-connected componentsC1, . . . ,Ck

each of which is a union ofd-cubes. WhileC′ is lifted toC′×{0,1}, some subset of the components
{Ci}i∈S0 are lifted to{Ci×{0}}i∈S0

while the remaining components are lifted to{Ci×{1}}i /∈S0
.

HereS0 ranges over all subsets of[k], selecting which components are lifted to 0; the complement
of S0 specifies those components lifted to 1. By definitionC⋆ is ad-complete collection of cubes
with cardinality equal to( n

≤d) since|C⋆| = |C′|+ |C| (Kuzmin and Warmuth, 2007). SoC⋆ is d-
maximum (Rubinstein et al., 2009, Theorem 34).

If we now consider anyd-maximum classC⋆⊆{0,1}n, its projection on[n]\{i} is ad-maximum
classC ⊆ {0,1}n−1 andC⋆i is the (d− 1)-maximum projectionC′ ⊂ C of all the d-cubes inC⋆
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Figure 4: 2-maximum concept classes in{0,1}4 constructed by lifting concept class Figure 3(a) as
the projection, and concept class Figure 3(b) as the reduction.

which contain colori. It is thus clear thatC⋆ must be obtained by lifting parts of theC′-connected
components ofC to the 1 level and the remainder to the 0 level, andC′ to C′×{0,1}. We will now
show that if the vertices of each component are not lifted to the same levels, then while the number
of vertices in the lift match that of ad-maximum class in then-cube, the number of edges are too
few for such a maximum class. Define a lifting operator onC asℓ(v) = {v}× ℓv, whereℓv⊆ {0,1}
and

|ℓv| =

{

2 , if v∈C′

1, if v∈C\C′
.

Consider now an edge{u,v} in G(C). By the definition of aC′-connected component there ex-
ists someCj such that eitheru,v ∈Cj\C′, u,v ∈C′ or WLOG u ∈Cj\C′,v ∈C′. In the first case
ℓ(u)∪ ℓ(v) is an edge in the lifted graph iffℓu = ℓv. In the second caseℓ(u)∪ ℓ(v) contains four
edges and in the last it contains a single edge. Furthermore, it is clear that this accounts for all edges
in the lifted graph by considering the projection of an edge in the lifted product. Thus any lift other
than those produced by Algorithm 1 induces strictly too few edges for ad-maximum class in the
n-cube (cf. Kuzmin and Warmuth, 2007, Corollary 7.5).

Example 5 Let C and C′ refer to the2- and1-maximum concept classes in Figures 3(a) and 3(b) re-
spectively. Then Figures 4(a), 4(b) and 2 make up all possible2-maximum classes (up to symmetry)
resulting from lifting projection C and reduction C′. Figure 2 corresponds to lifting no C′-connected
components of C; Figure 4(a) corresponds to lifting just one component;and Figure 4(b) corre-
sponds to lifting two components. (Note that Figure 4(a) and Figure 4(b) are actually equivalent
after a symmetry. )
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3.2 Corner Peeling

Kuzmin and Warmuth (2007, Conjecture 2) conjectured that their simplemin-peelingprocedure
is a valid unlabeled compression scheme for maximum classes. Beginning with a concept class
C0 = C ⊆ {0,1}n, min peeling operates by iteratively removing a vertexvt of minimum-degree
in G(Ct) to produce the peeled classCt+1 = Ct\{vt}. The concept class corresponding tovt is
then represented by the dimensions of the edges incident tovt in G(Ct), IG(Ct)(vt) ⊆ [n]. Providing
that no-clashing holds for the algorithm, the size of the min-peeling scheme is thelargest degree
encountered during peeling. Kuzmin and Warmuth predicted that this size is always at mostd for
d-maximum classes. We explore these questions for a related special case of peeling, where we
prescribe which vertex to peel at stept as follows.

Definition 13 We say that C⊆ {0,1}n can becorner peeledif there exists an ordering v1, . . . ,v|C|
of the vertices of C such that, for each t∈ [|C|] where C0 =C,

1. vt ∈Ct−1 and Ct =Ct−1\{vt};

2. There exists a unique cube C′t−1 of maximum dimension over all cubes in Ct−1 containing vt ;

3. The neighborsΓ(vt) of vt in G(Ct−1) satisfyΓ(vt)⊆C′t−1; and

4. C|C| = /0.

The vt are termed thecorner verticesof Ct−1 respectively. If d is the maximum degree of each vt in
G(Ct−1), then C is dcorner peeled.

Note that we do not constrain the cubesC′t to be of non-increasing dimension. It turns out that
an important property of maximum classes is invariant to this kind of peeling.

Definition 14 We call a class C⊆ {0,1}n shortest-path closedif for any u,v∈C,G(C) contains a
path connecting u,v of length‖u−v‖1.

Lemma 15 If C ⊆ {0,1}n is shortest-path closed and v∈C is a corner vertex of C, then C\{v} is
shortest-path closed.

Proof Consider a shortest-path closedC⊆ {0,1}n. Let c be a corner vertex ofC, and denote the
cube of maximum dimension inC, containingc, by C′. Consider{u,v} ⊆C\{c}. By assumption
there exists au-v-pathp of length‖u−v‖1 contained inC. If c is not in p thenp is contained in the
peeled productC\{c}. If c is in p thenp must crossC′ such that there is another path of the same
length which avoidsc, and thusC\{c} is shortest-path closed.

3.2.1 CORNERPEELING IMPLIES COMPRESSION

Theorem 16 If a maximum class C can be corner peeled then C can be d-unlabeled compressed.

Proof The invariance of the shortest-path closed property under corner peeling is key. The corner-
peeling unlabeled compression scheme represents eachvt ∈C by r(vt) = IG(Ct−1)(vt), the colors of
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Figure 5: (a) A 2-maximum class in the 4-cube and (b) its boundary highlighted by solid lines.

the cubeC′t−1 which is deleted fromCt−1 whenvt is corner peeled. We claim that any two ver-
ticesvs,vt ∈C have non-clashing representatives. WLOG, suppose thats< t. The classCs−1 must
contain a shortestvs-vt-pathp. Let i be the color of the single edge contained inp that is incident
to vs. Color i appears once inp, and is contained inr(vs). This implies thatvs,i 6= vt,i and that
i ∈ r(vs)∪ r(vt), and sovs|(r(vs)∪ r(vt)) 6= vt |(r(vs)∪ r(vt)). By construction,r(·) is a bijection
betweenC and all subsets of[n] of cardinality≤ VC(C).

If the oriented one-inclusion graph, with each edge directed away from the incident vertex rep-
resented by the edge’s color, has no cycles, then that representation’s compression scheme is termed
acyclic(Floyd, 1989; Ben-David and Litman, 1998; Kuzmin and Warmuth, 2007).

Proposition 17 All corner-peeling unlabeled compression schemes are acyclic.

Proof We follow the proof that the min-peeling algorithm is acyclic (Kuzmin and Warmuth,2007).
Let v1, . . . ,v|C| be a corner vertex ordering ofC. As a corner vertexvt is peeled, its unoriented inci-
dent edges are oriented away fromvt . Thus all edges incident tov1 are oriented away fromv1 and
so the vertex cannot take part in any cycle. Fort > 1 assumeVt = {vs | s< t} is disjoint from all
cycles. Thenvt cannot be contained in a cycle, as all incoming edges intovt are incident to some
vertex inVt . Thus the orientedG(C) is indeed acyclic.

3.3 Boundaries of Maximum Classes

We now turn to the geometric boundaries of maximum classes, which are closelyrelated to corner
peeling.
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B,C
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CB

Figure 6: The first steps of building the dunce hat in Example 7.

Definition 18 The boundary∂C of a d-maximum class C is defined as all the(d− 1)-subcubes
which are the faces of a single d-cube in C.

Maximum classes, when viewed as cubical complexes, are analogous to soap films (an example
of a minimal energy surface encountered in nature), which are obtained when a wire frame is dipped
into a soap solution. Under this analogy the boundary corresponds to the wire frame and the number
of d-cubes can be considered the area of the soap film. An important propertyof the boundary of a
maximum class is that all lifted reductions meet the boundary multiple times.

Theorem 19 Every d-maximum class has boundary containing at least two(d−1)-cubes of every
combination of d−1 colors, for all d> 1.

Proof We use the lifting construction of Section 3.1. LetC⋆ ⊆ {0,1}n be a 2-maximum class and
consider colori ∈ [n]. Then the reductionC⋆i is an unrooted tree with at least two leaves, each of
which lifts to ani-colored edge inC⋆. Since the leaves are of degree 1 inC⋆i , the corresponding
lifted edges belong to exactly one 2-cube inC⋆ and so lie in∂C⋆. Consider now ad-maximum class
C⋆ ⊆ {0,1}n for d > 2, and make the inductive assumption that the projectionC = Π[n−1](C

⋆) has
two of each type of(d−1)-cube, and that the reductionC′ =C⋆n has two of each type of(d−2)-
cube, in their boundaries. Pickd−1 colorsI ⊆ [n]. If n∈ I then consider two(d−2)-cubes colored
by I\{xn} in ∂C′. By the same argument as in the base case, these lift to twoI -colored cubes in∂C⋆.
If n /∈ I then∂C contains twoI -colored(d−1)-cubes. For each cube, if the cube is contained inC′

then it has two lifts one of which is contained in∂C⋆, otherwise its unique lift is contained in∂C⋆.
Therefore∂C⋆ contains at least twoI -colored cubes.

Example 6 The one-inclusion graph of a2-maximum concept class in the4-cube is depicted in Fig-
ure 5(a), along with its boundary of edges in Figure 5(b). Note that all four colors are represented
by exactly two boundary edges in this case.

Having a large boundary is an important property of maximum classes that does not follow from
contractibility.
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Example 7 Take a2-simplex with vertices A,B,C. Glue the edges AB to AC to form a cone. Next
glue the end loop BC to the edge AB . The result is a complex D with a single vertex, edge and
2-simplex, which is classically known as thedunce hat(cf. Figure 6). It is not hard to verify that D
is contractible, but has no (geometric) boundary.

Although Theorem 19 will not be explicitly used in the sequel, we return to boundaries of
maximum complexes later.

4. Euclidean Arrangements

Definition 20 A linear arrangementis a collection of n≥ d oriented hyperplanes inRd. Each region
or cell in the complement of the arrangement is naturally associated with a concept in{0,1}n; the
side of the ith hyperplane on which a cell falls determines the concept’s ith component. Asimple
arrangementis a linear arrangement in which any subset of d planes has a unique point in common
and all subsets of d+1 planes have an empty mutual intersection. Moreover any subset of k< d
planes meet in a plane of dimension d−k. Such a collection of n planes is also said to be ingeneral
position.

Many of the familiar operations on concept classes in then-cube have elegant analogues on
arrangements.

• Projection on[n]\{i} corresponds to removing theith plane;

• The reductionCi is the new arrangement given by the intersection ofC’s arrangement with
the ith plane; and

• The corresponding lifted reduction is the collection of cells in the arrangement that adjoin the
ith plane.

A k-cube in the one-inclusion graph corresponds to a collection of 2k cells, all having a common
(d− k)-face, which is contained in the intersection ofk planes, and an edge corresponds to a pair
of cells which have a common face on a single plane. The following result is due to Edelsbrunner
(1987).

Lemma 21 The concept class C⊆ {0,1}n induced by a simple linear arrangement of n planes in
R

d is d-maximum.

Proof Note thatC has VC dimension at mostd, since general position is invariant to projection, that
is, nod+1 planes are shattered. SinceC is the union of ad-complete collection of cubes (every cell
containsd-intersection points in its boundary) it follows thatC is d-maximum (Rubinstein et al.,
2009).

Example 8 Consider the simple linear arrangement inR2 shown in Figure 7(b). The given labeling
of its cells map to the concept class in the4-cube enumerated in Figure 7(a) with one-inclusion
graph shown in Figure 5(a). This class is maximum with VC-dimension2.
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x1 x2 x3 x4

v0 0 0 0 0
v1 1 0 0 0
v2 0 1 0 0
v3 0 0 1 0
v4 1 0 1 0
v5 1 1 0 0
v6 0 1 1 0
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v8 1 1 0 1
v9 0 1 0 1
v10 0 1 1 1
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Figure 7: (a) The enumeration of the 2-maximum class in{0,1}4 in Figure 5(a) and (b) a simple
linear line arrangement corresponding to the class, with each cell corresponding to a
unique vertex.

Corollary 22 Let A be a simple linear arrangement of n hyperplanes inR
d with corresponding

d-maximum C⊆ {0,1}n. The intersection of A with a generic hyperplane corresponds to a(d−1)-
maximum class C′ ⊆C. In particular if all d-intersection points of A lie to one side of the generic
hyperplane, then C′ lies on the boundary of C; and∂C is the disjoint union of two(d−1)-maximum
sub-classes.

Proof The intersection ofA with a generic hyperplane is again a simple arrangement ofn hyper-
planes but now inRd−1. Hence by Lemma 21C′ is a(d−1)-maximum class in then-cube.C′ ⊆C
since the adjacency relationships on the cells of the intersection are inheritedfrom those ofA.

Suppose that alld-intersections inA lie in one half-space of the generic hyperplane.C′ is the
union of a(d−1)-complete collection. We claim that each of these(d−1)-cubes is a face of exactly
oned-cube inC and is thus in∂C. A (d−1)-cube inC′ corresponds to a line inA whered−1 planes
mutually intersect. The(d−1)-cube is a face of ad-cube inC iff this line is further intersected by
a dth plane. This occurs for exactly one plane, which is closest to the generic hyperplane along this
intersection line. For once thed-intersection point is reached, when following along the line away
from the generic plane, a new cell is entered. This verifies the second part of the result.

Consider two parallel generic hyperplanesh1,h2 such that alld-intersection points ofA lie in
between them. We claim that each(d−1)-cube in∂C is in exactly one of the concept classes in-
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duced by the intersection ofA with h1 andA with h2. Consider an arbitrary(d−1)-cube in∂C. As
before this cube corresponds to a region of a line formed by a mutual intersection ofd−1 planes.
Moreover this region is a ray, with one end-point at ad-intersection. Because the ray begins at a
point between the generic hyperplanesh1,h2, it follows that the ray must cross exactly one of these.

Example 9 To illustrate, consider the2-maximum class in Figure 5(a) that corresponds to the
simple linear arrangement in Figure 7(b). The boundary, shown in Figure 5(b) is clearly a disjoint
union of two1-maximum classes—in this case sticks.

Corollary 23 Let A be a simple linear arrangement of n hyperplanes inR
d and let C⊆ {0,1}n be

the corresponding d-maximum class. Then C considered as a cubical complex is homeomorphic to
the d-ball Bd; and ∂C considered as a(d− 1)-cubical complex is homeomorphic to the(d− 1)-
sphere Sd−1.

Proof We construct a Voronoi cell decomposition corresponding to the set ofd-intersection points
inside a very large ball in Euclidean space. By induction ond, we claim that this is a cubical
complex and the vertices and edges correspond to the classC. By induction, on each hyperplane,
the induced arrangement has a Voronoi cell decomposition which is a(d−1)-cubical complex with
edges and vertices matching the one-inclusion graph for the tail ofC corresponding to the label
associated with the hyperplane. It is not hard to see that the Voronoi celldefined by ad-intersection
point p on this hyperplane is ad-cube. In fact, its(d− 1)-faces correspond to the Voronoi cells
for p, on each of thed hyperplanes passing throughp. We also see that thisd-cube has a single
vertex in the interior of each of the 2d cells of the arrangement adjacent top. In this way, it follows
that the vertices of this Voronoi cell decomposition are in bijective correspondence to the cells of
the hyperplane arrangement. Finally the edges of the Voronoi cells pass through the faces in the
hyperplanes. So these correspond bijectively to the edges ofC, as there is one edge for each face
of the hyperplanes. Using a very large ball, containing all thed-intersection points, the boundary
faces become spherical cells. In fact, these form a spherical Voronoi cell decomposition, so it is
easy to replace these by linear ones by taking the convex hull of their vertices. So a piecewise
linear cubical complexC is constructed, which has one-skeleton (graph consisting of all vertices
and edges) isomorphic to the one-inclusion graph forC.

Finally we want to prove thatC is homeomorphic toBd. This is quite easy by construction. For
we see thatC is obtained by dividing upBd into Voronoi cells and replacing the spherical boundary
cells by linear ones, using convex hulls of the boundary vertices. This process is clearly given by a
homeomorphism by projection. In fact, the homeomorphism preserves the PL-structure so is a PL
homeomorphism.

Example 10 Consider again the one-inclusion graph in Figure 5(a) corresponding toa 2-maximum
concept class in the4-cube. It is trivial to see via inspection that this class, when viewed as a
simplicial complex, is homeomorphic to a disc; similarly its boundary, highlighted in Figure 5(b),
is homeomorphic to a circle.
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Figure 8: The simple linear line arrangement from Figure 7(b) corresponding to the concept class
enumerated in Figure 7(a) and visualized in Figure 5(a). The arrangement is in the process
of being swept by the dashed line.

The following example demonstrates that not all maximum classes of VC-dimension d are
homeomorphic to thed-ball. The key to such examples is branching.

Example 11 A simple linear arrangement inR corresponds to points on the line—cells are simply
intervals between these points and so corresponding1-maximum classes are sticks. Any tree that
is not a stick can therefore not be represented as a simple linear arrangement inR and is also not
homeomorphic to the1-ball which is simply the interval[−1,1].

As Kuzmin and Warmuth (2007) did previously, consider a generic hyperplane h sweeping
across a simple linear arrangementA. h begins with alld-intersection points ofA lying in its positive
half-spaceH+. The concept corresponding to cellc is peeled fromC when|H+∩c| = 1, that is,h
crosses the lastd-intersection point adjoiningc. At any step in the process, the result of peelingj
vertices fromC to reachCj , is captured by the arrangementH+∩A for the appropriateh.

Example 12 Figure 7(a) enumerates the 11 vertices of a2-maximum class in the4-cube. Figures 8
and 5(a) display a hyperplane arrangement in Euclidean space and its Voronoi cell decomposition,
corresponding to this maximum class. In this case, sweeping the vertical dashed line across the
arrangement corresponds to a partial corner peeling of the conceptclass with peeling sequence v7,
v8, v5, v9, v2, v0. What remains is the1-maximum stick{v1,v3,v4,v6,v10}.
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Next we resolve the first half of Kuzmin and Warmuth (2007, Conjecture 1).

Theorem 24 Any d-maximum class C⊆ {0,1}n corresponding to a simple linear arrangement A
can be corner peeled by sweeping A, and this process is a valid unlabeledcompression scheme for
C of size d.

Proof We must show that as thej th d-intersection pointp j is crossed, there is a corner vertex ofCj−1

peeled away. It then follows that sweeping a generic hyperplaneh acrossA corresponds to corner
peelingC to a(d−1)-maximum sub-classC′ ⊆ ∂C by Corollary 22. MoreoverC′ corresponds to a
simple linear arrangement ofn hyperplanes inRd−1.

We proceed by induction ond, noting that ford = 1 corner peeling is trivial. Considerh as it
approaches thej th d-intersection pointp j . Thed planes defining this point intersecth in a simple
arrangement of hyperplanes onh. There is a compact cell∆ for the arrangement onh, which
is a d-simplex3 and shrinks to a point ash passes throughp j . We claim that the cellc for the
arrangementA, whose intersection withh is ∆, is a corner vertexv j of Cj−1. Consider the lines
formed by intersections ofd− 1 of the d hyperplanes, passing throughp j . Each is a segment
starting atp j and ending ath without passing through any otherd-intersection points. So all faces
of hyperplanes adjacent toc meeth in faces of∆. Thus, there are no edges inCj−1 starting at the
vertex corresponding top j , except for those in the cubeC′j−1, which consists of all cells adjacent to
p j in the arrangementA. Soc corresponds to a corner vertexv j of thed-cubeC′j−1 in Cj−1. Finally,
just after the simplex is a point,c is no longer inH+ and sov j is corner peeled fromCj−1.

Theorem 16 completes the proof that this corner peeling ofC constitutes unlabeled compres-
sion.

Corollary 25 The sequence of cubes C′0, . . . ,C
′
|C|, removed when corner peeling by sweeping simple

linear arrangements, is of non-increasing dimension. In fact, there are
(n

d

)

cubes of dimension d,
then

( n
d−1

)

cubes of dimension d−1, etc.

While corner peeling and min peeling share some properties in common, they aredistinct proce-
dures. Notice that sweeping produces a monotonic corner-peeling sequence, as cubes are removed
in order of non-increasing dimensions.

Example 13 Consider sweeping a simple linear arrangement corresponding to a2-maximum class.
After all but one2-intersection point has been swept, the corresponding corner-peeledclass Ct is
the union of a single2-cube with a1-maximum stick. Min peeling applied to Ct would first peel a
leaf, while sweeping must peel the2-cube next.

A second example is the class in a3-cube which consists of six vertices, so that two opposite
vertices, for example,000 and 111 are not included. This class cannot be corner peeled as the
one-inclusion graph consists of six edges forming a single cycle. On the other hand, it has many
min-peeling schemes.

An interesting question is if a class has a corner-peeling scheme, does it always have a min-
peeling scheme which is also a corner-peeling scheme? This is given as Question 50 below.

3. ∆ is a topological simplex—the convex hull ofd+1 affinely independent points inRd.
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The next result follows from our counter-examples to Kuzmin & Warmuth’s minimum degree
conjecture (Rubinstein et al., 2009).

Corollary 26 There is no constant c so that all maximal classes of VC-dimension d canbe embed-
ded into maximum classes corresponding to simple hyperplane arrangements of dimension d+c.

5. Hyperbolic Arrangements

To motivate the introduction of hyperbolic arrangements, note that linear-hyperplane arrangements
can be efficiently described, since each hyperplane is determined by its unit normal and distance
from the origin. Similarly, a hyperbolic hyperplane is a hypersphere. So itcan be parametrized by
its center—a point on the ideal sphere at infinity—and its radius.4

However the family of hyperbolic hyperplanes has more flexibility than linear hyperplanes since
there are many disjoint hyperbolic hyperplanes, whereas in the linear case only parallel hyperplanes
do not meet. Thus we turn to hyperbolic arrangements to represent a larger collection of concept
classes than those represented by simple linear arrangements.

We briefly discuss the Klein model of hyperbolic geometry (Ratcliffe, 1994,pg. 7). Consider
the open unit ballHk in R

k. Geodesics (lines of shortest length in the geometry) are given by
intersections of straight lines inRk with the unit ball. Similarly planes of any dimension between 2
andk−1 are given by intersections of such planes inR

k with the unit ball. Note that such planes
are completely determined by their spheres of intersection with the unit sphereSk−1, which is called
the ideal boundary of hyperbolic spaceHk. Note that in the appropriate metric, the ideal boundary
consists of points which are infinitely far from all points in the interior of the unit ball.

We can now see immediately that a simple hyperplane arrangement inH
k can be described by

taking a simple hyperplane arrangement inR
k and intersecting it with the unit ball. However we

require an important additional property to mimic the Euclidean case. Namely we add the constraint
that every subcollection ofd of the hyperplanes inHk has mutual intersection points insideHk, and
that no(d+1)-intersection point lies inHk. We need this requirement to obtain that the resulting
class is maximum.

Definition 27 A simple hyperbolicd-arrangementis a collection of n hyperplanes inHk with the
property that every sub-collection of d hyperplanes mutually intersect ina (k− d)-dimensional
hyperbolic plane, and that every sub-collection of d+1 hyperplanes mutually intersect as the empty
set.

Corollary 28 The concept class C corresponding to a simple d-arrangement of hyperbolic hyper-
planes inHk is d-maximum in the k-cube.

Proof The result follows by the same argument as before. Projection cannot shatter any(d+1)-
cube and the class is a complete union ofd-cubes, so isd-maximum.

The key to why hyperbolic arrangements represent many new maximum classes is that they
allow flexibility of choosingd andk independently. This is significant because the unit ball can be

4. Note also that hyperbolic hyperplanes are ‘linear’ in the sense that they are filled by a family of geodesics, which are
shortest paths or lines in the hyperbolic metric.
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chosen to miss much of the intersections of the hyperplanes in Euclidean space. Note that the new
maximum classes are embedded in maximum classes induced by arrangements oflinear hyperplanes
in Euclidean space.

A simple example is any 1-maximum class. It is easy to see that this can be realizedin the
hyperbolic plane by choosing an appropriate family of lines and the unit ballin the appropriate po-
sition. In fact, we can choose sets of pairs of points on the unit circle, which will be the intersections
with our lines. So long as these pairs of points have the property that the smaller arcs of the circle
between them are disjoint, the lines will not cross inside the disk and the desired 1-maximum class
will be represented.

Corner-peeling maximum classes represented by hyperbolic-hyperplane arrangements proceeds
by sweeping, just as in the Euclidean case. Note first that intersections ofthe hyperplanes of the
arrangement with the moving hyperplane appear precisely when there is a first intersection at the
ideal boundary. Thus it is necessary to slightly perturb the collection of hyperplanes to ensure
that only one new intersection with the moving hyperplane occurs at any time. Note also that new
intersections of the sweeping hyperplane with the various lower dimensionalplanes of intersection
between the hyperplanes appear similarly at the ideal boundary. The important claim to check is
that the intersection at the ideal boundary between the moving hyperplane and a lower dimensional
plane, consisting entirely ofd intersection points, corresponds to a corner-peeling move. We include
two examples to illustrate the validity of this claim.

Example 14 In the case of a1-maximum class coming from disjoint lines inH2, a cell can disap-
pear when the sweeping hyperplane meets a line at an ideal point. This cellis indeed a vertex of the
tree, that is, a corner-vertex.

Example 15 Assume that we have a family of2-planes in the unit3-ball which meet in pairs in
single lines, but there are no triple points of intersection, corresponding toa 2-maximum class. A
corner-peeling move occurs when a region bounded by two half disks and an interval disappears,
in the positive half space bounded by the sweeping hyperplane. Such a region can be visualized by
taking a slice out of an orange. Note that the final point of contact between the hyperplane and the
region is at the end of a line of intersection between two planes on the ideal boundary.

We next observe that sweeping by generic hyperbolic hyperplanes induces corner peeling of the
corresponding maximum class, extending Theorem 24. As the generic hyperplane sweeps across
hyperbolic space, not only do swept cells correspond to corners ofd-cubes but also to corners of
lower dimensional cubes as well. Moreover, the order of the dimensions ofthe cubes which are
corner peeled can be arbitrary—lower dimensional cubes may be cornerpeeled before all the higher
dimensional cubes are corner peeled. This is in contrast to Euclidean sweepouts (cf. Corollary 25).
Similar to Euclidean sweepouts, hyperbolic sweepouts correspond to corner peeling and not min
peeling.

Theorem 29 Any d-maximum class C⊆{0,1}n corresponding to a simple hyperbolic d-arrangement
A can be corner peeled by sweeping A with a generic hyperbolic hyperplane.

Proof We follow the same strategy of the proof of Theorem 24. For sweeping in hyperbolic space
H

k, the generic hyperplaneh is initialized as tangent toHk. As h is swept acrossHk, new intersec-
tions appear withA just afterh meets the non-empty intersection of a subset of hyperplanes ofA with
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Figure 9: 2-maximum classes in{0,1}4 that can be represented as hyperbolic arrangements but not
as Euclidean arrangements.

the ideal boundary. Eachd-cubeC′ in C still corresponds to the cells adjacent to the intersection
IC′ of d hyperplanes. But nowIC′ is a (k−d)-dimensional hyperbolic hyperplane. A cellc adjacent
to IC′ is corner peeled precisely whenh last intersectsc at a point ofIC′ at the ideal boundary. As
for simple linear arrangements, the general position ofA∪{h} ensures that corner-peeling events
never occur simultaneously. For the casek= d+1, as for the simple linear arrangements just prior
to the corner peeling ofc, H+∩c is homeomorphic to a(d+1)-simplex with a missing face on the
ideal boundary. And so as in the simple linear case, thisd-intersection point corresponds to a corner
d-cube. In the casek> d+1,H+∩c becomes a(d+1)-simplex (as before) multiplied byRk−d−1.
If k = d, then the main difference is just before corner peeling ofc, H+ ∩ c is homeomorphic to a
k-simplex which may be either closed (hence in the interior ofH

k) or with a missing face on the
ideal boundary. The rest of the argument remains the same, except forone important observation.

Although swept corners in hyperbolic arrangements can be of cubes ofdiffering dimensions,
these dimensions never exceedd and so the proof that sweeping simple linear arrangements induces
d-compression schemes is still valid.

Example 16 Constructed with lifting, Figure 9 completes the enumeration, up to symmetry, ofthe
2-maximum classes in{0,1}4 begun with Example 12. These cases cannot be represented as simple
Euclidean linear arrangements, since their boundaries do not satisfy the condition of Corollary 23
but can be represented as hyperbolic arrangements as in Figure 10. Figures 11(a) and 11(b) display
the sweeping of a general hyperplane across the former arrangement and the corresponding corner
peeling. Notice that the corner-peeled cubes’ dimensions decrease and then increase.
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(a) (b)

Figure 10: Hyperbolic-hyperplane arrangements corresponding to theclasses in Figure 9. In both
cases the four hyperbolic planes meet in 6 straight line segments (not shown). The
planes’ colors correspond to the edges’ colors in Figure 9.

Corollary 30 There is no constant c so that all maximal classes of VC-dimension d canbe em-
bedded into maximum classes corresponding to simple hyperbolic-hyperplane arrangements of VC-
dimension d+c.

This result follows from our counter-examples to Kuzmin & Warmuth’s minimum degree con-
jecture (Rubinstein et al., 2009).

Corollary 28 gives a proper superset of simple linear-hyperplane arrangement-induced maxi-
mum classes as hyperbolic arrangements. We will prove in Section 7 that all maximum classes
can be represented as PL-hyperplane arrangements in a ball. These are the topological analogue
of hyperbolic-hyperplane arrangements. If the boundary of the ball isremoved, then we obtain an
arrangement of PL hyperplanes in Euclidean space.

6. Infinite Euclidean and Hyperbolic Arrangements

We consider a simple example of an infinite maximum class which admits corner peeling and a
compression scheme analogous to those of previous sections.

Example 17 LetL be the set of lines in the plane of the form L2m = {(x,y) | x= m} and L2n+1 =
{(x,y) | y= n} for m,n∈ N. Let v00, v0n, vm0, and vmn be the cells bounded by the lines{L2,L3},
{L2,L2n+1,L2n+3}, {L2m,L2m+2,L3}, and{L2m,L2m+2,L2n+1,L2n+3}, respectively. Then the cubical
complex C, with vertices vmn, can be corner peeled and hence compressed, using a sweepout bythe
lines{(x,y) | x+(1+ ε)y = t} for t ≥ 0 and any small fixed irrationalε > 0. C is a2-maximum
class and the unlabeled compression scheme is also of size2.
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Figure 11: (a) The simple hyperbolic arrangement corresponding to the 2-maximum class in{0,1}4

of Figure 9(a)—as shown in Figure 10(a)—with a generic sweeping hyperplane shown
in several positions before and after it sweeps past four cells; and (b) the class with the
first four corner-vertices peeled by the hyperbolic arrangement sweeping. Notice that
three 2-cubes are peeled, then a 1-cube (all shown) followed by 2-cubes.

To verify the properties of this example, notice that sweeping as specified corresponds to corner
peeling the vertexv00, then the verticesv10,v01, then the remaining verticesvmn. The linesx+(1+
ε)y = t are generic as they pass through only one intersection point ofL at a time. Additionally,
representingv00 by /0, v0n by {L2n+1}, vm0 by {L2m} andvmn by {L2m,L2n+1} constitutes a valid
unlabeled compression scheme. Note that the compression scheme is associated with sweeping
across the arrangement in the direction of decreasingt. This is necessary to pick up the boundary
vertices ofC last in the sweepout process, so that they have either singleton representatives or the
empty set. In this way, similar to Kuzmin and Warmuth (2007), we obtain a compression scheme
so that every labeled sample of size 2 is associated with a unique concept inC, which is consistent
with the sample. On the other hand to obtain corner peeling, we need the sweepout to proceed with
t increasing so that we can begin at the boundary vertices ofC.

In concluding this brief discussion, we note that many infinite collections of simple hyperbolic
hyperplanes and Euclidean hyperplanes can also be corner peeled and compressed, even if inter-
section points and cells accumulate. However a key requirement in the Euclidean case is that the
concept classC has a non-empty boundary, when considered as a cubical complex. An easy ap-
proach is to assume that all thed-intersections of the arrangement lie in a half-space. Moreover,
since the boundary must also admit corner peeling, we require more conditions, similar to having
all the intersection points lying in an octant.

Example 18 In R
3, choose the family of planesP of the form P3n+i = {x ∈R3 | xi+1 = 1−1/n} for

n≥ 1 and i∈ {0,1,2}. A corner-peeling scheme is induced by sweeping a generic plane{x ∈ R
3 |

x1+αx2+βx3 = t} across the arrangement, where t is a parameter and1,α,β are algebraically
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independent (in particular, no integral linear combination is rational) andα,β are both close to
1. This example has similar properties to Example 17: the compression scheme is again given by
decreasing t whereas corner peeling corresponds to increasing t. Note that cells shrink to points,
asx→ 1 and the volume of cells converge to zero as n→ ∞, or equivalently any xi → 1.

Example 19 In the hyperbolic planeH2, represented as the unit circle centered at the origin inR
2,

choose the family of linesL given by L2n = {(x,y) | x= 1−1/n} and L2n+1 = {(x,y) | x+ny= 1},
for n≥ 1. This arrangement has corner peeling and compression schemes given by sweeping across
L using the generic line{y= t}.

7. Piecewise-Linear Arrangements

PL hyperplanes have the advantage that they can be easily manipulated, bycutting and pasting or
isotoping part of a hyperplane to a new position, keeping the rest of the hyperplane fixed. How-
ever a disadvantage is that there is no simple way of describing a PL hyperplane, similar to the
parametrizations of either linear or hyperbolic hyperplanes. The methods of proof of our main re-
sults about representing maximum classes and corner peeling, require PL-hyperplane arrangements.
We conjecture that PL-hyperplane arrangements are equivalent to hyperbolic ones. This would give
an interesting geometric approach of forming all maximum classes as simple hyperbolic arrange-
ments.

A PL hyperplaneis the image of a proper piecewise-linear homeomorphism from the(k−1)-
ball Bk−1 into Bk, that is, the inverse image of the boundarySk−1 of the k-ball is Sk−2 (Rourke
and Sanderson, 1982). Asimple PL d-arrangementis an arrangement ofn PL hyperplanes such
that every subcollection ofj hyperplanes meet transversely in a(k− j)-dimensional PL plane for
2≤ j ≤ d and every subcollection ofd+1 hyperplanes are disjoint.

Corollary 31 The concept class C corresponding to a simple d-arrangement of PL hyperplanes in
Bk is d-maximum in the k-cube.

Proof The result follows by the same argument as in the linear or hyperbolic cases. Projection
cannot shatter any(d+1)-cube and the class is a complete union ofd-cubes, so isd-maximum.

7.1 Maximum Classes are Represented by Simple PL-Hyperplane Arrangements

Our aim is to prove the following theorem by a series of steps.

Theorem 32 Every d-maximum class C⊆ {0,1}n can be represented by a simple arrangement of
PL hyperplanes in an n-ball. Moreover the corresponding simple arrangement of PL hyperspheres
in the(n−1)-sphere also represents C, so long as n> d+1.

7.1.1 EMBEDDING A d-MAXIMUM CUBICAL COMPLEX IN THE n-CUBE INTO AN n-BALL

We begin with ad-maximum cubical complexC⊆ {0,1}n embedded into[0,1]n. This gives a nat-
ural embedding ofC into R

n. Take a small regular neighborhoodN of C so that the boundary∂N
of N will be a closed manifold of dimensionn−1. Note thatN is contractible because it has a
deformation retraction ontoC and so∂N is a homology(n−1)-sphere (by a standard, well-known
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Figure 12: A 1-maximum class (thick solid lines) with its fattening (thin solid lines with points),
bisecting sets (dashed lines) and induced complementary cells.

argument from topology due to Mazur 1961). Our aim is to prove that∂N is an (n− 1)-sphere
andN is ann-ball. There are two ways of proving this: show that∂N is simply connected and
invoke the well-known solution to the generalized Poincaré conjecture (Smale, 1961), or use the
cubical structure of then-cube andC to directly prove the result. We adopt the latter approach, al-
though the former works fine. The advantage of the latter is that it produces the required hyperplane
arrangement, not just the structures of∂N andN .

7.1.2 BISECTING SETS

For each colori, there is a hyperplanePi in R
n consisting of all vectors withith coordinate equal

to 1/2. We can easily arrange the choice of regular neighborhoodN of C so thatNi = Pi ∩N
is a regular neighborhood ofC∩Pi in Pi . (We callNi a bisecting setas it intersectsC along the
‘center’ of the reduction in theith coordinate direction, see Figure 12.) But then sinceC∩Pi is a
cubical complex corresponding to the reductionCi , by induction onn, we can assert thatNi is an
(n− 1)-ball. Similarly the intersectionsNi ∩N j can be arranged to be regular neighborhoods of
(d−2)-maximum classes and are also balls of dimensionn−2, etc. In this way, we see that if we
can show thatN is ann-ball, then the induction step will be satisfied and we will have produced a
PL-hyperplane arrangement (the system ofNi in N ) in a ball.

7.1.3 SHIFTING

To complete the induction step, we use the technique of shifting (Alon, 1983; Frankl, 1983; Haus-
sler, 1995). In our situation, this can be viewed as the converse of lifting. Namely if a colori is
chosen, then the cubical complexC has a lifted reductionC′ consisting of alld-cubes containing
the ith color. By shifting, we can move down any of the lifted components, obtained by splittingC
open alongC′, from the levelxi = 1 to the levelxi = 0, to form a new cubical complexC⋆. We claim
that the regular neighborhood ofC is a ball if and only if the same is true forC⋆. But this is quite
straightforward, since the operation of shifting can be thought of as sliding components ofC, split
open alongC′, continuously from levelxi = 1 toxi = 0. So there is an isotopy of the attaching maps
of the components onto the lifted reduction, using the product structure of the latter. It is easy then
to check that this does not affect the homeomorphism type of the regular neighborhood and so the
claim of shift invariance is proved.
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(a) (b)

Figure 13: The (a) top and (b) bottom of Figure 9(b) (i.e., the 2-cubes seen from above and below,
respectively) both give part of the boundary of a regular neighborhood inR3.

But repeated shifting finishes with the downwards closed maximum class consisting of all ver-
tices in then-cube with at mostd coordinates being one and the remaining coordinates all being
zero. It is easy to see that the corresponding cubical complexC̃ is star-like, that is, contains all the
straight line segments from the origin to any point inC̃. If we choose a regular neighborhoodÑ to
also be star-like, then it is obvious thatÑ is ann-ball, using radial projection. Hence our induction
is complete and we have shown that anyd-maximum class in{0,1}n can be represented by a family
of PL hyperplanes in then-ball.

7.1.4 IDEAL BOUNDARY

To complete the proof of Theorem 32, let∂N = Sn−1 denote the boundary of then-ball N con-
structed above (cf. Figure 13). Each PL hyperplane intersects this sphere in a PL hypersphere of
dimensionn−2. It remains to show this arrangement of hyperspheres gives the same cubical com-
plex asC, unlessn= d+1.

Suppose thatn > d+1. Then it is easy to see that each cellc in the complement of the PL-
hyperplane arrangement inN has part of its boundary on the ideal boundary∂N . Let ∂c= ∂c+∪
∂c−, where∂c+ is the intersection ofc with the ideal boundary and∂c− is the closure of∂c\∂c+.

It is now straightforward to verify that the face structure of∂c+ is equivalent to the face structure
of ∂c−. Note that any family of at mostd PL hyperplanes meet in a PL ball properly embedded inN .
Sincen> d+1, the smallest dimension of such a ball is two, and hence its boundary is connected.
Then∂c− has faces which are PL balls obtained in this way of dimension varying between n−d
andn−1. Each of these faces has boundary a PL sphere which is a face of∂c+. So this establishes
a bijection between the faces of∂c+ and those of∂c−. It is easy to check that the cubical complexes
corresponding to the PL hyperplanes and to the PL hyperspheres are the same.

Note that ifn = d+1, then anyd-maximum classC⊆ {0,1}d+1 is obtained by taking all the
d-faces of the(d+1)-cube which contain a particular vertex. SoC is ad-ball and the ideal boundary
of N is a d-sphere. The cubical complex associated with the ideal boundary is the double 2C of
C, that is, two copies ofC glued together along their boundaries. The proof of Theorem 32 is now
complete.
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Example 20 Consider the unique bounded below2-maximum class̃C⊆ {0,1}5. We claim thatC̃
cannot be realized as an arrangement of PL hyperplanes in the3-ball B3. Note that our method
givesC̃ as an arrangement in B5 and this example shows that B4 is the best one might hope for in
terms of dimension of the hyperplane arrangement.

For suppose that̃C could be realized by any PL-hyperplane arrangement in B3. Then clearly
we can also embed̃C into B3. The vertex v0 = {0}5 has link given by the complete graph K on5
vertices inC̃. (By link, we mean the intersection of the boundary of a small ball in B3 centered at
v0 with C̃.) But as is well known, K is not planar, that is, cannot be embedded intothe plane or
2-sphere. This contradiction shows that no such arrangement is possible.

7.2 Maximum Classes with Manifold Cubical Complexes

We prove a partial converse to Corollary 23: if ad-maximum class has a ball as cubical complex,
then it can always be realized by a simple PL-hyperplane arrangement inR

d.

Theorem 33 Suppose that C⊆ {0,1}n is a d-maximum class. Then the following properties of C,
considered as a cubical complex, are equivalent:

(i) There is a simple arrangement A of n PL hyperplanes inR
d which represents C.

(ii) C is homeomorphic to the d-ball.

(iii) C is a d-manifold with boundary.

Proof To prove (i) implies (ii), we can use exactly the same argument as Corollary 23. Next (ii)
trivially implies (iii). So it remains to show that (iii) implies (i). The proof proceedsby double
induction onn,d. The initial cases where eitherd = 1 orn= 1 are very easy.

Assume thatC is a manifold. Letp denote theith coordinate projection. Thenp(C) is obtained
by collapsingCi× [0,1] ontoCi , whereCi is the reduction. As before, letPi be the linear hyperplane
in R

n, where theith coordinate takes value 1/2. Viewing C as a manifold embedded in then-
cube, sincePi intersectsC transversely, we see thatCi ×{1/2} is a proper submanifold ofC. But
it is easy to check that collapsingCi × [0,1] to Ci in C produces a new manifold which is again
homeomorphic toC. (The product regionCi× [0,1] in C can be expanded to a larger product region
Ci× [−ε,1+ε] and so collapsing shrinks the larger region to one of the same homeomorphismtype,
namelyCi× [−ε,ε] ). So we conclude that the projectionp(C) is also a manifold. By induction on
n, it follows that there is a PL-hyperplane arrangementA, consisting ofn−1 PL hyperplanes inBd,
which representsp(C).

Next, observe that the reductionCi can be viewed as a properly embedded submanifoldM in
Bd, whereM is a union of some of the(d−1)-dimensional faces of the Voronoi cell decomposition
corresponding toA, described in Corollary 23. By induction ond, we conclude thatCi is also repre-
sented byn PL hyperplanes inBd−1. But then since condition (i) implies (ii), it follows thatM is PL
homeomorphic toBd−1, since the underlying cubical complex forCi is a(d−1)-ball. So it follows
thatA∪{M} is a PL-hyperplane arrangement inBd representingC. This completes the proof that
condition (iii) implies (i).
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8. Corner Peeling2-Maximum Classes

We give a separate treatment for the case of 2-maximum classes, since it is simpler than the gen-
eral case and shows by a direct geometric argument, that representationby a simple family of PL
hyperplanes or PL hyperspheres implies a corner-peeling scheme.

Theorem 34 Every2-maximum class can be corner peeled.

Proof By Theorem 32, we can represent any 2-maximum classC⊆ {0,1}n by a simple family of
PL hyperspheres{Si} in Sn−1. Every pair of hyperspheresSi ,Sj intersects in an(n−3)-sphereSi j

and there are no intersection points between any three of these hyperspheres. Consider the family
of spheresSi j , for i fixed. These are disjoint hyperspheres inSi so we can choose an innermost one
Sik which bounds an(n−2)-ball B1 in Si not containing any other of these spheres. Moreover there
are two ballsB2,B3 bounded bySik onSk. We call the two(n−1)-ballsQ2,Q3 bounded byB1∪B2,
B1∪B3 respectively inSn−1, which intersect only alongB1, quadrants.

AssumeB2 is innermost onSk. Then the quadrantQ2 has both facesB1,B2 innermost. It is easy
to see that such a quadrant corresponds to a corner vertex inC which can be peeled. Moreover,
after peeling, we still have a family of PL hyperspheres which give an arrangement corresponding
to the new peeled class. The only difference is that cellQ2 disappears, by interchangingB1,B2 on
the corresponding spheresSi ,Sk and then slightly pulling the faces apart. (Ifn= 3, we can visualize
a pair of disks on two intersecting spheres with a common boundary circle. Then peeling can be
viewed as moving these two disks until they coincide and then pulling the first past the second). So
it is clear that if we can repeatedly show that a quadrant can be found withtwo innermost faces,
until all the intersections between the hyperspheres have been removed,then we will have corner
peeledC to a 1-maximum class, that is, a tree. So peeling will be established.

Suppose neither of the two quadrantsQ2,Q3 has both faces innermost. ConsiderQ2 say and let
{Sα} be the family of spheres intersecting the interior of the faceB2. Amongst these spheres, there
is clearly at least oneSβ so that the intersectionSkβ is innermost onSk. But thenSkβ bounds an
innermost ballB4 in Sk whose interior is disjoint from all the spheres{Sα}. Similarly, we see that
Skβ bounds a ballB5 which is the intersection of the sphereSβ with the quadrantQ2. We get a new
quadrant bounded byB4∪B5 which is strictly smaller thanQ2 and has at least one innermost face.
But clearly this process must terminate—we cannot keep finding smaller and smaller quadrants and
so a smallest one must have both faces innermost.

9. Corner Peeling Finite Maximum Classes

Above, simple PL-hyperplane arrangements in then-ball Bn are defined. For the purposes of this
section, we study a slightly more general class of arrangements. Every simple arrangement is in
this larger class, but the latter class has many good properties. In Example 23, a maximal class is
represented by a 2-contractible hyperbolic-hyperplane arrangement.By contrast, simple hyperplane
arrangements always represent maximum classes.

Definition 35 Suppose that a finite arrangementP of PL hyperplanes{Pα}, each properly embed-
ded in an n-ball Bn, satisfies the following conditions:

1248



A GEOMETRIC APPROACH TOSAMPLE COMPRESSION

i. Each k-subcollection of hyperplanes either intersects transversely in aPL plane of dimension
n−k, or has an empty intersection; and

ii. The maximum number of hyperplanes which mutually intersect is d≤ n.

Then we say that the arrangementP is d-contractible.

The arrangements in Definition 35 are calledd-contractible because we prove later that their
corresponding one-inclusion graphs are strongly contractible cubicalcomplexes of dimensiond.
Moreover we now prove that the corresponding one-inclusion graphshave VC dimension exactlyd.

Lemma 36 The one-inclusion graphΓ corresponding to a d-contractible arrangementP has VC-
dimension d.

Proof We observe first of all, that sinceP has a subcollection ofd hyperplanes which mutually
intersect, the corresponding one-inclusion graphΓ has ad-subcube, when considered as a cubical
complex. But then the VC dimension ofΓ is clearly at leastd. On the other hand, suppose that
the VC dimension ofΓ was greater thand. Then there is a projection ofΓ which shatters some
(d+1)-cube. But this projection can be viewed as deleting all the hyperplanes ofP except for a
subcollection ofd+ 1 hyperplanes. However, by assumption, such a collection cannot haveany
mutual intersection points. It is easy to see that any such an arrangement has at most 2d+1−1 com-
plementary regions and hence cannot represent the(d+1)-cube. This completes the proof.

Definition 37 A one-inclusion graphΓ is strongly contractibleif it is contractible as a cubical
complex and moreover, all reductions and multiple reductions ofΓ are also contractible.

Definition 38 Thecomplexityof a PL-hyperplane arrangementP is the lexicographically ordered
pair (r,s), where r is the number of regions in the complement ofP , and s is the smallest number of
regions in any half space on one side of an individual hyperplane inP .

We allow several different hyperplanes to be used for a single sweeping process. So a hyperplane
P may start sweeping across an arrangementP . One of the half spaces defined byP can become a
new ballB+ with a new arrangementP+ defined by restriction ofP to the half spaceB+. Then a
second generic hyperplaneP′ can start sweeping across this new arrangementP+. This process may
occur several times. It is easy to see that sweeping a single generic hyperplane as in Theorem 29,
applies to such a multi-hyperplane process. Below we show that a suitable multiple sweeping of a
PL-hyperplane arrangementP gives a corner-peeling sequence of all finite maximum classes.

The following states our main theorem.

Theorem 39 Assume thatP is a d-contractible PL-hyperplane arrangement in the n-ball Bn. Then
there is a d-corner-peeling scheme for this collectionP .

Corollary 40 There is no constant k so that every finite maximal class of VC-dimensiond can be
embedded into a maximum class of VC-dimension d+k.
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Figure 14: (a) An example PL-hyperplane arrangementP and (b) the result of a Pachner move of
hyperplaneP4 onP .

Proof By Theorem 39, every maximum class has a peeling scheme which successively removes
vertices from the one-inclusion graph, so that the vertices being discarded never have degree more
thand. But Rubinstein et al. (2007) gave examples of maximal classes of VC-dimensiond which
have a core of the one-inclusion graph of sized+k for any constantk. Recall that a core is a sub-
graph and its size is the minimum degree of all the vertices. Having a peeling scheme gives an upper
bound on the size of any core and so the result follows.

9.1 Proof of Main Theorem

The proof is by induction on the complexity ofP . Since we are dealing with the class ofd-
contractible PL-hyperplane arrangements, it is easy to see that if any suchP is split openalong some
fixed hyperplaneP1 in the arrangement (see Figures 14–15), then the result is two new arrangements
P+,P− each of which contains fewer hyperplanes and also fewer complementaryregions than the
initial one. The new arrangements have smaller complexity thanP and arek−,k′-contractible for
somek,k′ ≤ d. This is the key idea of the construction.

To examine this splitting process in detail, first note that each hyperplanePα of P is either
disjoint from P1 or splits alongP1 into two hyperplanesP+

α ,P−α . We can now construct the new
PL-hyperplane arrangementsP+,P− in the ballsB+,B− obtained by splittingB along P1. Note
that ∂B+ = P1∪D+ and∂B− = P1∪D− whereD+,D− are balls of dimensionn− 1 which have
a common boundary withP1. It is easy to verify thatP+,P− satisfy similar hypotheses to the
original arrangement. Observe that the maximum number of mutually intersectinghyperplanes in
P+,P− may decrease relative to this number forP , after the splitting operation. The reason is that
the hyperplaneP1 ‘disappears’ after splitting and so if all maximum subcollections ofP which
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Figure 15: Result of splittingP in Figure 14(a) along hyperplaneP1.

mutually intersect, all containP1, then this number is smaller forP+,P− as compared to the initial
arrangementP . This number shows thatP+,P− can bek- or k′-contractible, fork,k′ < d as well as
the cases wherek,k′ = d.

Start the induction with any arrangement with one hyperplane. This gives two regions and
complexity(2,1). The corresponding graph has one edge and two vertices and obviously can be
corner peeled.

We now describe the inductive step. There are two cases. In the first, assume the arrangement
has complexity(r,1). The corresponding graph has a vertex which belongs to only one edge,so can
be corner peeled. This gives an arrangement with fewer hyperplanesand clearly the complexity has
decreased to(r−1,s) for somes. This completes the inductive step for the first case.

For the second case, assume that alld-contractible hyperplane arrangements with complexity
smaller than(r,s) have corner-peeling sequences ands> 1. Choose anyd-contractible hyperplane
arrangementP with complexity(r,s). Select a hyperplaneP1 which splits the arrangement into two
smaller arrangementsP+,P− in the ballsB+,B−. By our definition of complexity, it is easy to see
that however we chooseP1, the complexity of each ofP+,P− will be less than that ofP . However,
a key requirement for the proof will be that we selectP1 so that it has preciselys complementary
regions forP+, that is,P1 has fewest complementary regions in one of its halfspaces, amongst all
hyperplanes in the arrangement.

SinceP+ has smaller complexity than(r,s), by our inductive hypothesis, it can be corner peeled
(cf. Figure 16). If any of the corner-peeling moves ofP+ is a corner-peeling move forP , then
the argument follows. For any corner-peeling move ofP gives a PL-hyperplane arrangement with
fewer complementary cells thanP and thus smaller complexity than(r,s). Hence by the inductive
hypothesis, it follows thatP can be corner peeled.

Next, suppose that no corner-peeling move ofP+ is a corner-peeling move forP . In particular,
the first corner-peeling move forP+ must occur for a cellR+ in the complement ofP , which is
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Sweep P
1

P2
P3
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P5

P1
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P2
P3

P4

P5

P1
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P2
P3

P4

P1

Figure 16: Partial corner-peeling sequence for the(B+,P+) arrangement split from the arrangement
of Figure 15, in the proof of Theorem 39.

adjacent toP1. (Clearly any corner-peeling move forP+, which occurs at a regionR1 with a face
on D+, will be a corner-peeling move forP .) R+ must be a product of ad′-simplex∆ with a copy
of Rn−d′ , with one face onP1 and the other faces on planes ofP . This is because a corner-peeling
move can only occur at a cell with this type of face structure, as describedin Theorem 29. The
corresponding effect on the one-inclusion graph is peeling of a vertexwhich is a corner of ad′-cube
in the binary class corresponding to the arrangementP+, whered′ ≤ d.

Now even though such a cellR+ does not give a corner-peeling move forP , we can pushP1

acrossR+. The effect of this is to move the complementary cellR+ from B+ to B−. Moreover,
since we assumed that the hyperplaneP1 satisfiesP+ has a minimum numbers of complementary
regions, it follows that the move pushingP1 acrossR+ produces a new arrangementP ⋆ with smaller
complexity (r,s− 1) than the original arrangementP . Hence by our inductive assumption,P ⋆

admits a corner-peeling sequence.
To complete the proof, we need to show that existence of a corner-peelingsequence forP ⋆

implies that the original arrangementP has at least one corner-peeling move. Recall thatR+ has
face structure given by∆×R

n−d′ , with one face onP1 and the other faces on planes ofP . Consider
the subcomplexU of the one-inclusion graph consisting of all the regions sharing a vertex or face of
dimensionk for 1≤ k≤ n−1 with R+. It is not difficult to see thatU is ad′-ball consisting ofd′+1
cubes, each of dimensiond′. (As examples, ifd′ = 2, U consists of 3 2-cubes forming a hexagon
and ifd′ = 3,U consists of 4 3-cubes with boundary a rhombic dodecahedron.)

Consider the first corner-peeling move on the arrangementP ⋆. Note that the one-inclusion
graphs ofP ⋆ andP differ precisely by replacingU with U ′, that is, by a Pachner move. Hence this
first corner-peeling move must occur at a vertexv1 whose degree is affected by this replacement,
since otherwise, the corner-peeling move would also apply toP and the proof would be complete.
In fact, if v1 has the same number of adjacent edges before and after the Pachner move, then it
must belong to the same single maximum dimension cube before and after the Pachner move. (The
only cubes altered by the Pachner move are the ones inU .) It is easy to see that,v1 must belong
to ∂U = ∂U ′ and must have degreed′ in P ⋆. Sov1 is a corner of a singled′-cube forU ′ and does
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Figure 17: A 2-maximum complex in the 3-cube. After a Pachner move verticesv1,v2,v3, etc. can
be corner-peeled.

not belong to any other edges or cubes of the one inclusion graph forP ⋆. In U (and hence also in
P ), v1 belongs tod′-cubes of dimensiond′ and so has degreed′+1. After peeling awayv1 and its
correspondingd′-cube, we still have ad′-ball with onlyd′-cubes, (cf. Figure 17).

Consider the next corner-peeling move. We claim that it must again be at a vertexv2 belonging
to ∂U ′. The reason is that only vertices belonging toU ′ have degree reduced by our first corner-
peeling move. So if this second move did not occur at a vertex ofU ′, then it could be used as
a corner-peeling move of our initial arrangementP . There may be several choices forv2. For
example, ifd′ = 2, thenU ′ is a hexagonal disk and removing one 2-cube fromU ′ gives a choice
which could be either of the two vertices which are corners of a single 2-cube inU ′, (cf. Figure 17).
Note that a vertex which is a corner of a single cube inU ′ remains so after corner peeling atv1.
Note also thatv2 cannot belong to any edges of the one-inclusion graph which are not inU ′, as for
v1, if v2 can be used for corner peeling.

We can continue examining corner-peeling moves ofP ⋆ and find that all must occur at vertices
in ∂U ′, until the unique interior vertex is ready to be peeled, that is, belongs to a single cube. (See
Figure 17.) The key to understanding this is that firstly, when we initially peel only vertices in∂U ′,
these are not adjacent to any vertices of the one-inclusion graph outsideU ′ and so cannot produce
any new opportunities for corner peeling of vertices not inU ′. Secondly, if the unique interior vertex
v of U ′ can be corner peeled, after sufficiently many vertices in∂U ′ have been peeled, then new
vertices in∂U ′ become candidates for peeling. For although these latter vertices may be adjacent to
vertices outsideU ′, afterv has been peeled, they may become a corner vertex of a unique maximal
cube.

But now a final careful examination of this situation shows that there must beat least one vertex
of U which belongs to a singled′-cube inU and to no other edges inP . So this will give our initial
corner-peeling move ofP .

To elaborate, we can describeU as the set ofd′-cubes which share the vertex(0,0, . . . ,0) in
the (d′+1)-cube{0,1}d

′+1. ThenU ′ consists of all thed′-cubes in{0,1}d
′+1 which contain the

vertex(1,1, . . . ,1). Now assume that an initial sequence of corner peeling of vertices in∂U ′ allows
the next step to be corner peeling of the unique interior vertexv. Note that in the notation above,v
corresponds to the vertex(1,1, . . . ,1).
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As in Figure 17, we may assume that after the corner peeling corresponding to the initial se-
quence of vertices in∂U ′, that there is a singled′-cube left inU ′ containingv. Without loss of gen-
erality, suppose this is the cube with vertices withx1 = 1 where the coordinates arex1,x2, . . . ,xd′+1

in {0,1}d
′+1. But then, it follows that there are no vertices outsideU ′ adjacent to any of the initial

sequence of vertices, which are all the vertices in{0,1}d
′+1 with x1 = 0, except for(0,0, . . . ,0). But

now the vertex(0,1, . . . ,1) has the property that we want - it is contained in a uniqued′-cube inU
and is adjacent to no other vertices outsideU . This completes the proof.

9.2 Peeling Classes with Generic Linear or Generic Hyperbolic Arrangements

In this subsection, we study a special class ofd-contractible arrangements. If a collection of hyper-
planes in ann-manifold is in general position, then they have the property in the following definition.
Then a key idea in differential or PL topology is that any collection can be slightly perturbed to be
in general position. See Rourke and Sanderson (1982) for a discussion of these issues in the PL
case.

Definition 41 A linear or hyperbolic-hyperplane arrangementP in R
n or Hn respectively, is called

generic, if any subcollection of k hyperplanes ofP , for 2≤ k≤ n has the property that there are no
intersection points or the subcollection intersects transversely in a plane of dimension n−k.

Corollary 42 SupposeP is a generic linear or hyperbolic-hyperplane arrangement inR
n or Hn

and amongst all subcollections ofP , the largest with an intersection point in common, has d hyper-
planes. ThenP admits a d-corner-peeling scheme.

Remark 43 The proof of Corollary 42 is immediate since it is obvious that any generic linear or
hyperbolic-hyperplane arrangement is a d-contractible PL-hyperplane arrangement, where d is the
cardinality of the largest subcollection of hyperplanes which mutually intersect. Note that many
generic linear, hyperbolic or d-contractible PL-hyperplane arrangements do not embed in any sim-
ple linear, hyperbolic or PL-hyperplane arrangement. For if there aretwo hyperplanes inP which
are disjoint, then this is an obstruction to enlarging the arrangement by adding additional hyper-
planes to obtain a simple arrangement. Hence this shows that Theorem 39 produces compression
schemes, by corner peeling, for a considerably larger class of one-inclusion graphs than just max-
imum one-inclusion graphs. However it seems possible that d-contractible PL hyperplanes always
embed in d-maximum classes, by ‘undoing’ the operation of sweeping and corner peeling, which
pulls apart the hyperplanes.

10. Peeling Infinite Maximum Classes with Finite-Dimensional Arrangements

We seek infinite classes represented by arrangements satisfying the same conditions as above. Note
that any finite subclass of such an infinite class then satisfies these conditions and so can be corner
peeled. Hence any such a finite subclass has a complementary regionR which has face structure of
the product of ad′-simplex with a copy ofRn−d′ with one face on the boundary ofBn. To find such
a region in the complement of our infinite collectionP , we must impose some conditions.

One convenient condition (cf. the proof of Theorem 39) is that a hyperplanePα in P can be
found which splitsBn into piecesB+,B− so that one, sayB+ gives a new arrangement for which the
maximum number of mutually intersecting hyperplanes is strictly less than that forP . Assume that
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the new arrangement satisfies a similar condition, and we can keep splitting untilwe get to disjoint
hyperplanes.

It is not hard to prove that such arrangements always have peeling sequences. Moreover the
peeling sequence does give a compression scheme. This sketch establishes the following.

Theorem 44 Suppose that a countably infinite collectionP of PL hyperplanes{Pα}, each properly
embedded in an n-ball Bn, satisfies the following conditions:

i. P satisfies the conditions of d-contractible arrangements as in Definition 35 and

ii. There is an ordering of the planes inP so that if we split Bn successively along the planes,
then at each stage, at least one of the two resulting balls has an arrangement with a smaller
maximum number of planes which mutually intersect.

Then there is a d-corner-peeling scheme forP , and this provides a d-unlabeled compression scheme.

Example 21 Rubinstein and Rubinstein (2008) give an example that satisfies the assumptions of
Theorem 44. Namely inRn choose the positive octantO = {(x1,x2, . . .xn) : xi ≥ 0}. InsideO choose
the collection of hyperplanes given by xi = m for all 1≤ i ≤ n and m≥ 1 a positive integer. There
are many more examples, we present only a very simple model here. Take a graph inside the unit
disk D with a single vertex of degree3 and the three end vertices on∂D. Now choose a collection
of disjoint embedded arcs representing hyperplanes with ends on∂D and meeting one of the edges
of the graph in a single point. We choose finitely many such arcs along two ofthe graph edges and
an infinite collection along one arc. This gives a very simple family of hyperplanes satisfying the
hypotheses of Theorem 44. Higher dimensional examples with intersecting hyperplanes based on
arbitrary trees can be constructed in a similar manner.

11. Contractibility, Peeling and Arrangements

In this section, we characterize the concept classes which have one-inclusion graphs representable
by d-contractible PL-hyperplane arrangements.

Theorem 45 Assume thatC is a concept class in the binary n-cube and d is the largest dimension
of embedded cubes in its one-inclusion graphΓ. The following are equivalent.

i. Γ is a strongly contractible cubical complex.

ii. There is a d-contractible PL-hyperplane arrangementP in an n-ball which representsΓ.

Proof To prove thati implies ii , we use some important ideas in the topology of manifolds. The
cubical complexC is naturally embedded into the binaryn-cube, which can be considered as an
n-ball Bn. A regular neighborhoodN of C homotopy retracts ontoC and so is contractible. Now we
can use a standard argument from algebraic and geometric topology to prove thatN is a ball. Firstly,
∂N is simply connected, assuming thatn−d > 2. For given a loop in∂N, it bounds a disk inN by
contractibility. SinceC is ad-dimensional complex andn−d > 2 it follows that this disk can be
pushed offC by transversality and then pushed into∂N. But now we can follow a standard argument
using the solution of the Poincaré conjecture in all dimensions (Perelman, 2002; Freedman, 1982;
Smale, 1961). By duality, it follows that∂N is a homotopy(n−1)-sphere and so by the Poincaré
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conjecture,∂N is an(n−1)-sphere. Another application of the Poincaré conjecture shows thatN is
ann-ball.

Next, the bisecting planes of the binaryn-cube meet then-ball N in neighborhoods of reduc-
tions. Hence the assumption that each reduction is contractible enables us to conclude that these
intersections are also PL hyperplanes inN. Therefore the PL-hyperplane arrangement has been
constructed which representsΓ. It is easy to see that this arrangement is indeedd-contractible,
since strong contractibility implies that all multiple reductions are contractible and so intersections
of subfamilies of PL hyperplanes are either empty or are contractible and hence planes, by the same
argument as the previous paragraph. (Note that such intersections correspond to multiple reductions
of Γ.)

Finally to show thatii implies i, by Theorem 39, ad-contractible PL-hyperplane arrangement
P has a peeling sequence and so the corresponding one-inclusion graphΓ is contractible. This fol-
lows since a corner-peeling move can be viewed as a homotopy retraction. But then reductions and
multiple reductions are also represented byd′-contractible hyperplane arrangements, since these
correspond to the restriction ofP to the intersection of a finite subfamily of hyperplanes ofP . It is
straightforward to check that these new arrangements ared′-contractible, completing the proof.

Remark 46 Note that any one-inclusion graphΓ which satisfies the hypotheses of Theorem 45
admits a corner-peeling sequence. From the proof above,Γ must be contractible if it has a peeling
sequence. HoweverΓ does not have to be strongly contractible. A simple example can be found
in the binary3-cube, with coordinate directions x,y,z. DefineΓ to be the union of four edges,
labeled x,y,z,x. It is easy to see thatΓ has a peeling sequence and is contractible but not strongly
contractible. For the bisecting hyperplane transverse to the x direction meetsΓ in two points, so the
reductionΓx is a pair of vertices, which is not contractible.

Note that all maximum classes are strongly contractible, as are also all linear and hyperbolic
arrangements, by Corollary 42 and Theorem 45.

12. Future Directions: Compression Schemes for Maximal Classes

In this section, we compare two maximal classes of VC-dimension 2 in the binary 4-cube. For the
first, we show that the one-inclusion graph is not contractible and therefore there is no peeling or
corner-peeling scheme. There is an unlabeled compression scheme, butthis is not associated with
either peeling or a hyperplane arrangement. For the second, the one-inclusion graph is contractible
but not strongly contractible. However there are simple corner-peeling schemes and a related com-
pression scheme. Note that the relation between the compression scheme andthe corner-peeling
scheme is not as straightforward as in our main result above. Finally for thesecond example, there
is a non simple hyperplane arrangement consisting of lines in the hyperbolic plane which represents
the class. It would be interesting to know if there are many maximal classes which admit such non
simple representations and if there is a general procedure to find associated compression schemes.

Example 22 LetC be the maximal class of VC-dimension2 in the4-cube with concepts and labels
shown in Figure 18(a). This forms an unlabeled compression scheme. Note that the one-inclusion
graph is not connected, consisting of four2-cubes with common vertex at the origin 0000 and an
isolated vertex at 1111. So since a contractible complex is connected, the one-inclusion graph
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Concept Label
0000 /0
1000 x1

0100 x2

0010 x3

0001 x4

1100 x1x2

0011 x3x4

0110 x2x3

1001 x1x4

1111 x1x3, x2x4

(a)

Concept Label
0000 /0
1000 x1

0100 x2

0010 x3

1100 x1x2

0110 x2x3

1010 x1x3

1011 x2x4

1101 x3x4

0111 x1x4

(b)

Figure 18: VC-2 maximal classes from (a) Example 22 and (b) Example 23.

cannot be contractible. Moreover any hyperplane arrangement represents a connected complex so
there cannot be such an arrangement for this example. This example is the same class (up to flipping
coordinate labels) as in Kuzmin and Warmuth (2007, Table 2) but there appear to be some errors
there in describing the compression scheme.

Example 23 LetC be the maximal class of VC-dimension2 in the4-cube with concepts and labels
defined in Figure 18(b). The class is enlarged by adding an extra vertex1111 x4 to complete the
labeling.

This forms an unlabeled compression scheme and is the same as in Kuzmin and Warmuth (2007,
Table 1). The one-inclusion graph is contractible, consisting of three2-cubes with common vertex
0100 and three edges attached to these2-cubes. It is easy to form a hyperbolic-line arrangement
consisting of three lines meeting in three points forming a triangle and three further lines near the
boundary of the hyperbolic plane which do not meet any other line.

It is easy to see that there is a corner-peeling sequence, but there is not such an obvious way
of using this to form a compression scheme. The idea is that the label x1x4 comes from picking
the origin at 0000 and considering the shortest path to the origin as giving thelabel. There are
numerous ways of corner peeling this one-inclusion complex. The only other comment is that the
final vertices 0111, 1011, 1101 and 1111 are labeled in a different manner. Namely putting the
origin at 0000 means that 0111 has shortest path with label x2x3x4. We replace this by the label x1x4

since clearly this satisfies the no-clashing condition. Then the final vertex 1111 has the remaining
label x4 to uniquely specify it.

13. Conclusions and Open Problems

We saw in Corollary 23 thatd-maximum classes represented by simple linear-hyperplane arrange-
ments inRd have underlying cubical complexes that are homeomorphic to ad-ball. Hence the VC
dimension and the dimension of the cubical complex are the same. Moreover in Theorem 33, we
proved thatd-maximum classes represented by PL-hyperplane arrangements inR

d are those whose
underlying cubical complexes are manifolds or equivalentlyd-balls.
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Question 47 Does every simple PL-hyperplane arrangement in Bd, where every subcollection of
d planes transversely meet in a point, represent the same concept class as some simple linear-
hyperplane arrangement?

Question 48 What is the connection between the VC dimension of a maximum class inducedby
a simple hyperbolic-hyperplane arrangement and the smallest dimension of hyperbolic space con-
taining such an arrangement? In particular, can the hyperbolic space dimension be chosen to only
depend on the VC dimension and not the dimension of the binary cube containing the class?

We gave an example of a 2-maximum class in the 5-cube that cannot be realized as a hyperbolic-
hyperplane arrangement inH 3. Note that the Whitney embedding theorem (Rourke and Sanderson,
1982) proves that any cubical complex of dimensiond embeds inR2d. Can such an embedding be
used to construct a hyperbolic arrangement inH 2d or a PL arrangement inR2d?

The structure of the boundary of a maximum class is strongly related to corner peeling. For
Euclidean-hyperplane arrangements, the boundary of the corresponding maximum class is homeo-
morphic to a sphere by Corollaries 22 and 23.

Question 49 Is there a characterization of the cubical complexes that can occur as the boundary
of a maximum class? Characterize maximum classes with isomorphic boundaries.

Question 50 Does a corner-peeling scheme exist with corner vertex sequence having minimum
degree?

Theorem 32 suggests the following.

Question 51 Can any d-maximum class in{0,1}n be represented by a simple arrangement of hy-
perplanes inHn?

Question 52 Which compression schemes arise from sweeping across simple hyperbolic-hyperplane
arrangements?

Kuzmin and Warmuth (2007) note that there are unlabeled compression schemes that are cyclic.
In Proposition 17 we show that corner-peeling compression schemes (likemin-peeling) are acyclic.
So compression schemes arising from sweeping across simple arrangements of hyperplanes in
Euclidean or hyperbolic space are also acyclic. Does acyclicity characterize such compression
schemes?

We have established peeling of all finite maximum and a family of infinite maximum classes by
representing them as PL-hyperplane arrangements and sweeping by multiple generic hyperplanes.
A larger class of arrangements has these properties—namely those which are d-contractible—and
we have shown that the corresponding one-inclusion graphs are precisely the strongly contractible
ones. Finally we have established that there ared-maximal classes that cannot be embedded in any
(d+k)-maximum classes for any constantk. Some important open problems along these lines are
the following.

Question 53 Prove peeling of maximum classes using purely combinatorial arguments
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Question 54 Can all maximal classes be peeled by representing them by hyperplane arrangements
and then using a sweeping technique (potentially solving the Sample Compressibility conjecture)?
The obvious candidate for this approach is to use d-contractible PL-hyperplane arrangements.

Question 55 What about more general collections of infinite maximum classes, or infinite arrange-
ments?

Question 56 Is it true that any d-contractible PL-hyperplane arrangement is equivalent to a hyperbolic-
hyperplane arrangement?

Question 57 Is it true that all strongly contractible classes, with largest dimension d of cubes can
be embedded in maximum classes of VC-dimension d?
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